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1. Universals

Evans, Nicholas, and Stephen C. Levinson. "The Myth of Language Universals: 

Language Diversity and Its Importance for Cognitive Science." Behavioral and 

Brain Sciences 32.05 (2009): 429-492.

Evans and Levinson lambast the Universal Grammar paradigm, claiming that it is at best 

unfalsifiable, but also completely wrong. They provide ample evidence that for every 

assumption of a universal characteristic of language that UG theorists make (principally 

Chomsky, Pinker and Bloom, and Jackendoff) there is a well-documented case or set of cases 

that refute its absolute universality. 



Of the four “logical types of universal statement” that Greenberg recognized, Evans and 

Levinson argue that not only are type I claims of “unrestricted absolute universals” untenable,

but also type II and III—“unrestricted tendencies” and “exceptionless implicational 

universals”—concluding that the only claims that are falsifiable and not obviously wrong are 

type IV claims of “statistical implicational universals.” “Universals” of this type are statistical 

trends revealing language solutions that work, not the only possible solutions. The problems 

being solved are not even necessarily universal, but rather culturally and environmentally 

contingent. 

Their main point is that language is diverse in every way. They concede that there are trends 

and “attractors,” and that exceptions may be outliers, but they stress that for every exception, 

even if only a single case, there may be many more such exceptions not yet discovered. 

Furthermore, the 7,000 or so extant languages represent only about 2% of the total number of

languages that have likely ever existed, and are only about 10% fully documented; not only is 

there an exception to every known rule, there are many rules that we may never discover, and 

new rules will certainly be invented in the future. 

With this reality in mind, the authors address the perennial questions of linguistics. 

Regarding language acquisition, there is no way that every known (or possible) rule is 

genetically endowed, nor is there reason to believe that linguistically specific and 

encompassing biological endowment is necessary. Regarding what of our biology is language-

specific, it may be that only the vocal tract is specifically evolved to allow for language 

communication—all neural mechanisms at play may be the constructions of a more general 

“machine tool” that affords us the ability to create the mental tools needed for unique cultural 

and environmental contexts. 

Evans and Levinson conclude by outlining seven “theses about the nature of language and 

mind”: 

1. “The diversity of language is…the central explicandum for a theory of human 

communication.” 

2. “Linguistic diversity is structured very largely in phylogenetic (cultural-historical) and 

geographical patterns.”

3. “Language diversity…is characterized by clusters around alternative architectural solutions,

by prototypes (like ‘subject’) with unexpected outliers, and by family resemblance relations 



between structures (‘words,’ ‘noun phrases’) and inventories (‘adjectives’).”

4. The “statistical distribution of typological variation suggests an evolutionary model with 

attractors… ‘canals,’ and numerous local peaks or troughs in an adaptive landscape.”

5. “The dual role of biological and cultural-historical attractors underlines the need for a 

coevolutionary model of human language, where there is interaction between entities of 

completely different orders—biological constraints and cultural-historical traditions.”

6. Language “must exploit pre-existing brain machinery…. Language processing relies 

crucially on plasticity…. The major biological adaptation may prove to be the obvious 

anatomical one, the vocal tract itself.”

7. “The two central challenges that language diversity poses are, first, to show how the full 

range of attested language systems can evolve and diversify as sociocultural products 

constrained by cognitive constraints on learning, and second, to show how the child’s mind 

can learn and the adult’s mind can use, with approximately equal ease, any one of this vast 

range of alternative systems.”

Pinker, Steven, and Ray Jackendoff. "The Reality of a Universal Language 

Faculty."Behavioral and Brain Sciences 32.05 (2009): 465-466.

Pinker and Jackendoff, whose work is cited as a foil to the arguments made in Evans and 

Levinson’s “The myth of language universals” BBS target article, respond in defense of 

Universal Grammar (UG). Pinker and Jackendoff define their version of the UG hypothesis as 

follows: “the human brain is equipped with circuitry, partly specific to language, that makes 

language acquisition possible and that constrains human languages to a characteristic 

design.” They argue that Evans and Levinson take for granted just how similar all languages 

are relative the field of conceivable (hypothetical) languages, many of which would 

theoretically function as robust verbal communication systems, but would seem bizarrely un-

humanlike to us. The authors point out that Evans and Levinson “concede an enormous 

stratum of universals in endorsing an innate core of Hockett-style ‘design features.’” The 

“computational machinery” underlying these universals essentially amounts to the UG 

hypothesis, as formulated by Pinker and Jackendoff. Language differences might not be 



differences at all if the underlying mechanisms are considered, which is exactly the point of 

UG. Furthermore, language acquisition requires shared, genetically endowed learning ability. 

They stress that UG is “not a compendium of language universals,” but rather a toolkit, and 

perhaps a set of “‘attractors’ for grammars” which would allow for outlier traits, such as those 

that Evans and Levinson rely upon for their arguments.

2. Constraints

Christiansen, Morten H., and Nick Chater. "The Now-or-Never Bottleneck: A 

Fundamental Constraint on Language." Behavioral and Brain Sciences (2015): 

1-52. 

Christiansen and Chater say that language processing is constrained by a “now-or-never 

bottleneck,” thus the brain’s “language system” must employ a method they calls “Chunk-and-

Pass processing.” There is a limit to the rate at which input can be processed in the brain, thus

not all input can be processed. Input must be processed “now or never”—any input that does 

not make it through the bottleneck is lost. For linguistic communication to be possible, the 

input rate must be matched or exceeded by the processing rate. There is a measurable number

of discrete sounds that can be processed per second without loss, so to increase the amount of 

input that can be processed, linguistic input is rapidly or “eagerly” encoded and compressed 

into “chunks” at each level of a processing hierarchy. Each hierarchical level is a level of 

linguistic representation, and higher levels represent a broader temporal window: raw 

auditory input is chunked into phonemes; phonemes are then chunked into morphemes; 

morphemes are chunked into words; words are chunked into phrases and sentences; then the 

semantic content of phrases and sentences are further chunked at higher levels of abstraction.

Each representational level has its own bottleneck, hence the need for chunking at every level. 

To further increase the speed and accuracy of processing, thereby coping with ambiguity and 

incomplete or lost information, predictions are made about what the input should be at each 

representational level. 

Christiansen and Chater also discuss how the now-or-never bottleneck constrains language 



acquisition and the “evolution” of language. They say that “people learn by processing” and 

that “language acquisition is nothing more than learning to process.” Importantly, learning 

occurs “on-line” in “real-time.” This means that learning does not involve studying and 

reviewing a “stored corpus of linguistic material.” Acquiring linguistic understanding must 

occur at the moment of the informative experience. This means that the more a learner 

“practices” language, the more language ability they will acquire. Christiansen and Chater 

stress that learning language is not very different from learning anything else. We can also 

learn by re-processing, i.e. “replaying” memories of past linguistic experiences. Ultimately, we

“learn to process by generalizing over past experience.” Learning is also “highly local,” 

meaning that learning occurs at each level of linguistic representation, and mostly in the small

chunks that are ideal or required for chunking and passing. Locally learning only changes 

small parts of the language model, not the entire model.

Regarding language change and language evolution, the authors say that language is 

constantly being “reduced” and “eroded,” i.e. simplified, thus allowing for more efficient 

chunking, thereby affording easier production and comprehension. Changes to the language 

in the short-term result in language evolution in the long-term.

Pothos, Emmanuel M., and Patrick Juola. "Linguistic Structure and Short Term 

Memory." Behavioral and Brain Sciences 24.1 (2001): 138-39.

In response to Nelson Cowan’s article, “The magical number 4 in short-term memory: A 

reconsideration of mental storage capacity,” in which Cowan makes a strong case for the four-

chunk-length nature of short term memory (STM), Pothos and Juola “provide additional 

support…on the basis of language correlational analyses.” Their stance is that STM constrains 

language learning, thus it has also determined aspects of the structure of language systems; 

what cannot be remembered cannot be comprehended, thus cannot be learned, therefore 

language does not require an STM capacity greater than about four elements. They write, “If 

the cognitive system is optimized to process automatically statistical associations only within 

a certain range (namely STM span), we would likewise expect language structure to be 

consistent with this limitation.” To test this prediction, they analyzed eight languages by 

comparing their mutual information (MI), “a measure of relatedness between probability 



distributions.” More specifically, their prediction was that the number of words separating 

two statistically related elements—elements that must be processed together to obtain the 

meaning of the phrase or sentence—is constrained by STM. They generated probability 

distributions for this span in the eight target languages. When comparing the probability 

distributions of all the languages, a pattern emerges: after four elements, there is a sharp 

“elbow” and then gradual decline as the number of separating elements increases. This, they 

claim, is evidence for the effect of the three to five tokens of STM that Cowan argues is 

intrinsic to the human brain.

3. Acquisition

Ambridge, Ben, and Elena V. M. Lieven. Child Language Acquisition: 

Contrasting Theoretical Approaches. Cambridge: Cambridge University Press, 

2011.

Note: unlike the rest of the summaries in this annotated bibliography, the following summary relies heavily on 

quotes and paraphrasing because of the highly concise, encyclopedia-like nature of the chapter.

Chapter one of Child Language Acquisition, by Ben Ambridge and Elena V. M. Lieven, 

outlines the main theoretical approaches in linguistics, principally the “nativist, generalist, 

Universal Grammar (UG) approach” and the “constructivist, emergentist, socio-pragmatic, 

functionalist, usage-based approach.” Nativist proposals assume that there are innate facets of

“linguistic knowledge”—i.e. facets that are “present from birth” and perhaps even “encoded in 

the genome.” Generativist proposals assume that grammatical knowledge (including syntax, 

inflectional morphology, and according to some theories, phonology) “consists of formal 

‘rules’ or operations that operate on abstract linguistic categories…and phrases.”

The constructivist approach assumes that children have no innate knowledge of grammar. It 

is non-nativist. However, “the ability to learn is considered innate and specific to humans.” 

Most constructivist approaches are input-based approaches, i.e. “children will most easily 

learn the words and constructs most often encountered.” Furthermore, constructivist 

approaches are non-generativist. For example, past-tense formation is not a formal, rule-



based operation to add -ed, rather it is learned by analogy to other similar words. 

Constructivist approaches are sometimes called “emergentist” because sentence formation 

emerges from generalizations that children form. 

Functional or usage-based proposals “[assume] that children’s language acquisition is driven 

by their desire to use language to perform communicative functions and understand the 

utterances of others.” Socio-pragmatic theories assume that to learn language, children must 

be able to make socio-pragmatic inferences regarding a speaker’s focus of attention and 

communicative intentions. For example, that a speaker looking at an object is attending to it 

and intending to label it. “Most constructivist approaches are also functional/usage-based 

approaches and social-pragmatic in nature, but need not be.”

The debate, then, is primarily over which features of language are innate. Generativist 

approaches have to provide evidence that children have innate knowledge of some specific 

kind, and/or that such knowledge/ability “can not be acquired on the basis of experience.” 

Constructivist approaches have to provide evidence against innate knowledge, and/or 

evidence that it can be acquired from experience. Importantly, the authors state that “this 

highly abstract, specifically linguistic knowledge is either present at birth or it is not. There 

can be no compromise position.” 

Perruchet, Pierre, and Sebastien Pacton. "Implicit Learning and Statistical 

Learning: One Phenomenon, Two Approaches." Trends in Cognitive Sciences 

10.5 (2006): 233-38.

Perruchet and Pacton claim that while it used to be true that implicit learning (IL) and 

statistical learning (SL) differed in their focus—with IL being primarily focused on syntax 

acquisition, or rule abstraction in complex situations, and SL on lexicon formation, namely 

word segmentation—it is now clear that both research paradigms aim to understand the same 

basic processes. However, their interpretive tendencies differ, though are conceivably 

reconcilable. IL research tends to assume that chunking, constrained by the limits of 

associative memory, is the fundamental process in language acquisition, where as SL assumes 

that conditional or transitional probability (statistical tracking) is the fundamental ability 

allowing for acquisition. Both enjoy considerable empirical evidence, and both are 



undermined by various kinds of evidence. Importantly, both seem to converge on the same 

predictions, hence we should indeed consider merging them into a single framework. If 

chunking accounts move away from the assumption that raw frequency of exposure to that 

which needs to be learned is alone sufficient, and more toward the what SL assumes, it will be 

better at accounting for the empirical data. Such a shift would also open the chunking account

to explanations for non-adjacent dependencies. Obversely, SL accounts must include 

chunking and its constraints as this phenomenon is extremely well supported.

The authors explore two main possibilities for a merger of the two paradigms. One is that SL 

and chunking are two different processes that work together and in succession, with chunks 

being formed after implicit learning of statistical relationships. The other is that SL is a by-

product of effective chunking; Competitive Chunking and PARSER may be viable models.

Saffran, Jenny R. "Statistical Language Learning: Mechanisms and Constraints."

Current Directions in Psychological Science 12.4 (2003): 110-14.

Saffran outlines the basics of the “constrained statistical learning framework.” Language has 

statistical regularity that infants seem capable of tracking. If infant learners catch hold of a 

language by tracking its statistical regularities, it may be that language acquisition is at least 

partially founded on this ability. Constraints on learning could account for language 

universals in a way different than theories that assume innate knowledge. It may be that 

language is constrained and shaped by what the brain can easily learn. This means that 

language and language learning ability may exist by virtue of domain-general learning 

abilities.

Saffran’s research suggests that the statistical structure of language allows infants (and adults 

and Cotton-top tamarins) to discern word boundaries. For instance, many English words end 

in ty (‘tee’) or begin with ba (‘bay’), but it is statistically highly unlikely for ba to follow ty, and

there is no such word as tyba. Therefore, the string prettybaby can be reliably segmented at 

ty and ba. This simple, implicit learning procedure may be sufficient to account for the 

learning of word boundaries, which may be a useful and perhaps indispensable tool in 

language acquisition. 

There is also evidence that infants are better able to learn sound patterns that are similar to 



those with which they are already familiar. This may help explain why languages have 

repeated sound patterns. Syntax may also be constrained by human learning. Saffran’s 

research suggests that predictive dependencies—words that predict phrase boundaries, such 

as articles that predict nouns—do aid in phrase boundary discrimination. Saffran compared 

the learnability of two artificial grammars, one with predictive dependencies and one without, 

and found better learning of the grammar with predictive dependencies. Learning by the 

tracking of regularities and patterns appears to be a general ability, not specific to language 

learning.

Romberg, Alexa R., and Jenny R. Saffran. "Statistical Learning and Language 

Acquisition." Wiley Interdisciplinary Reviews: Cognitive Science 1.6 (2010): 

906-14.

Romberg and Saffran affirm that infants track statistics in linguistic input in their acquisition 

of language. This involves tracking sequential statistics, or transitional probabilities, “the 

conditional probability of Y given X in the sequence XY.” Patterns may be phonotactic, 

prosodic, stress-related, frame-related, physically contextual, socially contextual, etc.; if the 

patterns are relevant to communication and allow for statistical tracking, they may contribute 

to language acquisition. Infants deal with multiple cues in multiple sensory domains, at 

multiple levels of time; therefore statistical learning contributes to language processing at 

multiple levels, from categorization of speech sounds to word and grammar learning. 

Computational models suggest that “statistical learning is much more complex than simply 

tallying item-specific frequencies or conditional probabilities.” Importantly, there is evidence 

that the learning of certain aspects of language, such as linguistic categories, is “challenging at

best” without the combination of both distributional cues and other correlated cues. This 

“allows learners to bridge levels of analysis.” Hence statistical learning is not the sole 

mechanism of language acquisition, rather it refers to the “sensitivity to regularities in the 

input” that aid in acquisition. 

Given the complexities involved, it is difficult to isolate specific processes for experimental 

purposes. Artificial languages are a valuable simplifying tool, but they may reduce the 

complexity to the point of being ecologically invalid. Tellingly, “no published studies have 



used natural fluent speech to assess statistical learning.” 

4. Prediction

Lupyan, G., and A. Clark. "Words and the World: Predictive Coding and the 

Language-Perception-Cognition Interface." Current Directions in Psychological 

Science 24.4 (2015): 279-84.

Lupyan and Clark endorse (and champion) the predictive processing framework (see 

appendix). In this article they briefly surmise that language actively influences predictive 

processing, thus we should not consider it merely a communicative function.

Language allows for the labeling of categories. Items in named categories are, “under certain 

conditions,” easier to learn than items in unnamed categories, and the labels for learned 

categories are “uniquely effective in activating conceptual content.” Therefore, language input,

either from external sources or internally generated, activates conceptual content, thus 

influences mental states, perhaps by expanding representations for some semantic categories 

while limiting others. These representations serve as contexts for weighting the significance of

top-down predictions and bottom-up error signals. In other words, verbal cues alter prior 

probabilities, which affect predictions and can aid the process of homing in on the prediction 

with the highest posterior probability, i.e. the most appropriate percept (or concept) given the 

input. 

Language serves to constrain representation, thus inference and reasoning, thereby our 

understanding of the world. Language may be a “second system” that enables us to more 

efficiently benefit from our prior knowledge.

Xu, Fei, and Joshua B. Tenenbaum. "Word Learning as Bayesian 

Inference."Psychological Review 114.2 (2007): 245-72.



Object-word acquisition in children is an example of a higher cognitive task that Bayesian 

models may help explain. Research by Xu and Tenenbaum tested a Bayesian model in which, 

for any given word, the prior embodies “the learner’s expectations about plausible meanings,” 

which includes “a hypothesis space…of possible concepts and a probabilistic model relating 

hypotheses…to data,”; the likelihood “captures the statistical information inherent in the 

[word] examples”; and the posterior “reflects the learner’s degree of belief that [a particular 

hypothesis] is in fact the true meaning of [a particular word].” After experiments with 

children who were able to properly choose objects of a given made-up name despite only 

being given one example, Xu and Tenenbaum conclude that this is evidence for the strength of

their Bayesian model. Such a model may explain how children are able to acquire word 

meanings with ease despite what seems to be a paucity of guiding examples.

Lewis, Ashley G., and Marcel Bastiaansen. "A Predictive Coding Framework for 

Rapid Neural Dynamics during Sentence-level Language Comprehension." 

Cortex 68 (2015): 155-68.

According to Lewis and Bastiaansen, it may be that the speed and fluency of our language 

processing is possible because the brain does not passively absorb verbal information, but 

rather actively predicts linguistic input. They claim this has become a widely accepted view. 

Classical studies that support this hypothesis include those that look at agreement 

relationships between a noun and another element in the linguistic input, and then measure 

ERPs as a participant reads or listens to the input. When the sentences are controlled for 

predictability—i.e. include or don’t include enough context to allow for a strong prediction 

about a missing or upcoming word—patterns emerge in the ERP data (e.g. P600s during 

garden-path sentences). The evidence suggests that there are sentence-level predictions of 

words and semantic categories. 

The authors adopt the memory, unification, and control (MUC) framework, which says that a 

memory component of neural processing retrieves the phonological, syntactic, and semantic 

“building blocks” of words, a unification component combines the blocks into meaningful 

input, and a control component coordinates this processing. Within this framework, 

prediction involves feedback from the unification component to the memory component 

during each cycle of word processing, such that, in constraining contexts, “information may 



prompt the memory component to pre-activate highly predicted lexical items.” Furthermore, 

“predictions about particular syntactic structures could bias the weighting of connections 

between nodes in the syntactic representation being built. The unification component would 

be responsible for this weighting, while the memory component would activate the syntactic 

treelets containing relevant syntactic nodes.”

The authors also adopt the hierarchical predictive coding (PC) hypothesis (see appendix). 

Asside from reviewing the relevant literature, the main focus of the paper is to present the 

authors’ most recent version of a PC framework that explains how EEG brainwaves at various 

beta and gamma frequency bands correspond to the prediction and errors signals involved in 

sentence-level processing. The following is key general evidence: “…gamma oscillations are 

most prominently expressed in supragranular cortical layers (L2/3)”; “…beta oscillations are 

more prominent in infragranular (and granular) layers (L4/5)”; “…feedforward connections 

predominantly originate in superficial layers (L2/3) and terminate in L4”; “…feedback 

connections originate from deeper layers (L4/5) and terminate outside of L4.”

Their proposal is as follows: sentence-level meaning representations are generated by 

NeuroCognitive Networks (NCNs—“self-organizing, large-scale distributed cortical 

networks”), and beta activity “reflects the formation and active maintenance/change of an 

NCN responsible for the construction of a sentence-level meaning representation”; beta 

activity may also be indicative of predictions generated by a particular NCN propagating to 

lower hierarchical levels, which may lead to “lexical pre-activation”; “low and middle gamma 

activity reflects a match between highly predictable (and so pre-activated) lexical 

representations and the incoming linguistic input”; “this gamma synchrony may be an index 

of both resonance between representational (and error) units related to the activated lexical 

item, and lateral inhibition of competing representations when a clear match comes about.”

They go on to site compelling evidence for this proposal, and to make suggestions for further 

research. 

5. Semantics

Huth, Alexander G., Wendy A. De Heer, Thomas L. Griffiths, Frédéric E. 



Theunissen, and Jack L. Gallant. "Natural Speech Reveals the Semantic Maps 

That Tile Human Cerebral Cortex." Nature 532.7600 (2016): 453-58.

The aim of Huth et al.’s neuroimaging study was to comprehensively survey the brain’s 

semantic system using a data-driven approach. Participants listened to natural-language 

narratives while being scanned by fMRI. BOLD signals were recorded for the entire brain, and

then estimated using a voxel-wise model. Specific features of the narrative—namely 985 basis 

words—were correlated to the BOLD response data using regularized linear regression. This 

determined co-occurrence values between the BOLD signal in each voxel and the word or 

words that activated it. The fit of their model was tested by predicting BOLD responses to 

narratives that were not heard during the two initial scanning sessions. The authors “found 

good prediction performance for voxels located throughout the semantic system, including in 

the lateral temporal cortex (LTC) and ventral temporal cortex (VTC), lateral parietal cortex 

(LPC) and medial parietal cortex (MPC), and medial prefrontal cortex, superior prefrontal 

cortex (SPFC) and inferior prefrontal cortex (IPFC).”

The authors reduced the tens of thousands of dimensions of the voxel map by applying 

principal components analysis. This resulted in a map consisting of 985 orthogonal semantic 

dimensions ordered by how much variance each explained across the voxels. They then tested 

the variance across the individual models to create a generalized map that captured the 

commonalities. They found four statistically significant, shared dimensions, the first 

capturing the most semantic variance. The 10,470 words in the narratives were projected on 

to the four dimensions. They identified 12 distinct categories by using k-means clustering, and

assigned the following labels: “‘tactile’ (a cluster containing words such as ‘fingers’), ‘visual’ 

(words such as ‘yellow’), ‘numeric’ (‘four’), ‘locational’ (‘stadium’), ‘abstract’ (‘natural’), 

‘temporal’ (‘minute’), ‘professional’ (‘meetings’), ‘violent’ (‘lethal’), ‘communal’ (‘schools’), 

‘mental’ (‘asleep’), ‘emotional’ (‘despised’) and ‘social’ (‘child’).” 

To create a “dense, tiled map of functionally homogenous brain areas,” the team created a new

Bayesian algorithm, PrAGMATiC, that “produces a probabilistic and generative model of 

areas tiling the cortex.” This technique assumes that each area of cortex is functionally 

homogeneous.

The atlas shows that the semantic system is dispersed almost evenly across each hemisphere. 

It may be that bilateral results such as these, as opposed to the left-lateralization found in 



other studies, indicate a right-hemisphere preference for narrative stimuli rather than merely 

words or phrases, whereas the left hemisphere is sensitive to both narrative and non-narrative

verbal input. Perhaps more striking is the finding that the atlas may be highly consistent from 

one person to another, thus it may be that “innate anatomical connectivity or cortical 

cytoarchitecture constrains the organization of high-level semantic representations.” The 

authors also propose that the semantic areas they identified might “represent the same 

semantic domains during conscious thought…[which] suggests that the contents of thought, 

or internal speech, might be decoded using these voxel-wise models.” Cue sci-fi paranoiacs. 

Kemmerer, David. Cognitive Neuroscience of Language New York, NY: 

Psychology Press, 2015.

Chapter 10 of Cognitive Neuroscience of Language, by David Kemmerer, describes theories 

and neuroscientific evidence for the representation and organization of object concepts in the 

brain. Nouns usually express such concepts. 

There are three main ways of construing the relationship between the object semantic system 

and other neural systems. According to the Grounded Cognition Model, the systems necessary

for perception and action are intimately coupled with, or give rise to, object semantics. This 

makes it a modality-specific model. This means that representation of an object concept 

involves similar activation patterns as what would be required to perceive or act on or with 

that object. Opposed to this theory, but less supported by empirical evidence, is the Amodal 

Symbolic Model. According to this model, the semantic system is entirely distinct from 

systems of perception and action. 

The Hub and Spoke Model combines aspects of the first two models. It says that object 

semantics does require a connection to the systems of perception and action, but there is an 

intermediary hub that integrates concepts with the requisite underlying components of those 

systems. The hub organizes and constrains inputs and outputs to selectively shape a specific 

semantic representation. This hub seems to be located in the anterior temporal lobes, 

specifically the ventral and inferolateral sectors. It seems to be bilaterally active, but perhaps 

more-so in the left hemisphere. Patients with semantic dementia gradually lose conceptual 

knowledge as their ATLs deteriorate. People with healthy ATLs who have those areas charges 



with an rTMS temporarily lose conceptual ability. 

Loss of specific semantic understanding—such as the inability to recognize, name, or draw 

objects in a specific category, such as animals or tools—seems to be the result of damage not 

to the semantic hub but to the spokes, i.e. lesions in the cortex corresponding to the necessary 

part of perception or action systems for that semantic domain. 

Kemmerer, David. Cognitive Neuroscience of Language New York, NY: 

Psychology Press, 2015.

According to the Grounded Cognition Model, action words (verbs) are similar to object words 

in that they are modality specific. The underlying neural systems for actions words seem to be 

the systems employed for motion perception and action itself, namely the posterior lateral 

temporal cortex (movement perception), the premotor and primary motor cortices 

(movement preparation), and the somatosensory cortex (movement sensation). According to 

the Semantic Somatotopy Hypothesis, the motor features of action verbs are represented 

along the somatotopic map of motor cortex. According to the Fault Tolerant Theory of 

Conceptual Representation, it may be that the ability to represent an action significantly aids 

one’s ability to understand the action verbs that correspond to it, but that this representation 

is not strictly necessary. 

Transitive and intransitive verbs are likely processed in different ways and by different areas 

of the brain. Transitive verbs seem to depend on the junction of the PLTC and angular gyrus. 

These areas are involved in visual processing, so it may be that understanding transitive verbs,

or sentences based on transitive verbs, require “visually derived event processing.” Similarly, 

processing the causal logic of transitive verbs and sentences seems to rely heavily on Broca’s 

area: “Broca’s area is essential for understanding the spatiotemporal organization of volitional

goal-oriented actions that are directed at particular objects.” 

Kemmerer, David. Cognitive Neuroscience of Language New York, NY: 

Psychology Press, 2015.



Words may be considered concrete or abstract. Concrete words refer to specific, definite 

entities; abstract words are often highly removed from such entities. Concrete words are most 

associated with the left fusiform gyrus, bilateral posterior cingulate gyrus, and the left angular 

gyrus. These areas as associated, respectively, with “visual shape and color representations”; 

visual imagery, spatial attention, navigation, and episodic memory”; and “various integrative 

functions.” Abstract words are most associated with the left middle/superior ATL and the left 

IFG. These areas are associated with, respectively, “high-level spoke language comprehension 

and amodal semantic structures”; and “auditory-verbal short-term memory and the strategic 

control of semantic processing.” Atrophy or disruption of ATLs has a greater negative effect 

on processing abstract words than on concrete words, though there are a few striking 

exceptions. The exceptions might be indications of specific locations of atrophy and function 

in the ATLs that rarely occur.

One way to begin discussing the difference between abstract and concrete word processing is 

to consider imageability, the measurement of how readily a word generates an internal, 

imagistic representation (regardless of the modalities involved). Concrete words are almost 

always more readily processed. To account for this fact, there are two prevailing theories. 

According to the Dual Coding Model, the meaning of words is based on two representational 

systems: nonverbal codes that consist of “modality specific perceptual and motor features”; 

and verbal codes that consist of “frequency-base word associations.” Concrete words are 

thought to rely on nonverbal and verbal codes more or less equally, whereas abstract words 

depend much more on verbal codes. Reliance on only the verbal code system may be 

correlated to the cause for the reduced imagability of abstract words. 

According to the Context Availability Model, all words are represented amodally by a shared 

coding method. Concrete words are thought to have a processing advantage because “the 

meanings of concrete words are usually fairly stable and insensitive to context,” whereas the 

meanings of abstract words are less stable and more sensitive to context. It seems to be that 

the left IFG serves to select the most appropriate interpretation of an abstract word, 

particularly for words without context.

There have been few studies on specific abstract word domains, but there are compelling 

findings from studies focused on emotion and number words. There seems to be distinct brain

areas that connect abstract word meanings to something more concrete. In the case of 

emotion words, part of the brain involved in emotional processing; in the case of number 



words, the fingers. 

6. Speech 

Poeppel, David, and Philip J. Monahan. "Speech Perception: Cognitive 

Foundations and Cortical Implementation." Current Directions in 

Psychological Science 7.2 (2008): 80-85.

Poeppel and Monahan summarize current work in the study of speech perception. They first 

write that speech perception is not synonymous with language comprehension, rather that 

speech perception is just one “subroutine of comprehension.” They define speech perception 

as “the set of operations that transform an auditory signal into mental representations of a 

type that can make contact with internally stored information—that is, words.” 

Study of the perception of speech can focus on one or more of many different levels of 

representation, including “single speech sounds” such as phonemes, segments or syllables; 

smaller units of representations, i.e. “distinctive features” or “articulatory primitives,” such as 

the particular usage of the tongue or vocal folds in the production of a given sound; spoken 

words; and sentences. Given the multi-representational complexity of speech perception, it is 

no surprise that “no single cortical region can be argued to be principally responsible for 

speech perception.” 

There has been a shift from focusing on the discrete characteristics of speech signals to the 

dynamic characteristics, i.e. from “spectrally based investigations” to “temporally based 

approaches.” It is also now widely acknowledged that “task demands,” or the “perceptual 

‘endgame’” condition the functional anatomy of speech perception. 

Despite the complexity of speech perception, there are discernible processing patterns in the 

brain, thus a “dual-stream model” is an appropriate way to generalize speech perception 

processing. A speech signal is first analyzed in the dorsal and posterior superior temporal 

gyrus and superior temporal sulcus. This initial processing is “mediated bilaterally in the 

superior temporal cortex.” Following this initial “spectrotemporal analysis,” information flows

through two distinct pathways: 



A ventral pathway incorporates middle temporal gyrus, inferior temporal sulcus, and perhaps 

the inferior temporal gyrus. The ventral stream maps from sensory/phonological 

representations to lexical or conceptual representations (i.e., sound to meaning). A dorsal 

pathway, including the Sylvian parietotemporal area (SPT) as well as the inferior frontal 

gyrus, anterior insula, and premotor cortex, forms the substrate for mapping from 

sensory/phonological representations to articulatory-motor representations. 

Understanding what individual cortical areas are involved will help constrain models of 

speech perception, which may in turn help us further discern the biological mechanisms.

The second half of the article outlines four research domains. The first domain, “abstraction,” 

involves investigating the role that abstract representations play in constraining speech signal 

processing. Mismatch-negativity studies reveal, “native language linguistic representations 

constrain early auditory processing. 

The second domain, “sound-motor mapping,” studies that interrelationship between auditory 

and motor information in speech perception. There is growing evidence that “cortical regions 

canonically implicated in motor tasks are recruited for perception.

The third domain, “audiovisual speech,” explores how visual speech processing informs or is 

integrated with auditory speech processing. Findings in this domain support “analysis-by-

synthesis” models of perceptions, in which “top-down hypotheses are generated based on the 

available information and these hypotheses modulate lower-level analyses.” 

The fourth domain, “speech production,” researches “the tight link between perceptual and 

production mechanisms.” Many of the same cortical areas are involved in both processes. 

Liberman, Alvin M., and Doug H. Whalen. "On the Relation of Speech to 

Language." Trends in Cognitive Sciences 4.5 (2000): 187-96.

Liberman and Whalen define speech as “the production and perception of the sounds that 

convey phonetic structure.” They discuss two “very different views of the relation of speech to 

language”: the “horizontal” view and the “vertical” view. 

The authors describe four assumptions of the horizontal view. The first and most foundational



assumption is that “the elements of speech are sounds,” which are “the primitives that are 

exchanged when linguistic communication occurs.” The second assumption is that the 

gestures of sound production are not special to speech. The third assumption is that 

“perception of speech is like the perception of all sounds,” meaning that there are no 

mechanisms of primary auditory perception specialized for speech. A fourth assumption of 

most (but not all) horizontalists is that language is a special domain into which the unspecial 

auditory signals of linguistic input must be translated. In short, the horizontalist view is that 

there is nothing specialized about the “machinery” of speech production or perception, only 

language itself. 

As for the “vertical alternative,” the first assumption is that “the phonetic elements of speech…

are not sounds but rather the articulatory gestures that generate those sounds.” Language and

the necessary gestures for vocalizing language evolved in tandem, thus “the gestures are 

phonetic ab initio, requiring no cognitive translation to make them so.” Organs that were 

initially ill equipped for fast phonetic action evolved to be well suited for the demands of 

linguistic communication, such as segmentation within a dynamic flow. A second assumption 

is that humans possess a “phonetic module” that controls the articulatory gestures and helps 

to make the most of their limited inventory (partly by “co-articulation”). A third assumption is

that the phonetic module also helps to “[unravel] the complex relationship between signal and

message”—speech perception is facilitated by the phonetic module because the module 

“incorporates the constraints necessary to process the signal so as to recover the very gestures 

that were, by their co-articulation, responsible for its apparent complication.”

Liberman and Whalen argue that there is a “requirement for ‘parity’” that accounts for how 

speakers and listeners “know what counts” and are able to communicate with “the same 

code.” For instance, somehow it is mutually understood that /ba/ counts as speech sound but 

not a sniff. 

7. Music

Fitch, W. Tecumseh, and Mauricio D. Martins. "Hierarchical Processing in 

Music, Language, and Action: Lashley Revisited." Annals of the New York 

Academy of Sciences 1316.1 (2014): 87-104. 



Fitch and Martins propose that a hypothesis made 60 years ago by the psychologist Karl 

Lashley is well-supported by many recent research findings. Lashley believed that complex 

action sequences require a planning or guiding mechanism to sustain them toward their final 

goals—that simple step-by-step chains of neural events would be insufficient. He said that the 

hierarchical structure of temporal sequences common to music, language, and other complex 

actions is due to there being a common feature of basic planning and guidance involved, the 

cause of which is located in some structure of the brain.

The authors define hierarchy as a set of elements which are part of the same causal “tree” 

without any internal cycles of influence. A sequential hierarchy is one in which the order of 

the elements matters. For instance, the features of the face make up a hierarchical set of 

elements, but the order in which they are processed is irrelevant. However, the order of 

phonemes in words, words in sentences, notes in melodies, or chords in progressions does 

matter. The authors go on to provide considerable evidence that the sequential hierarchy of 

language and music is mediated by the same areas of the brain, principally the prefrontal 

cortex, particularly the inferior frontal gyrus, and specifically Broca’s Area (Brodmann’s Area 

44 and 45). Moreover, the neural mechanisms required for hierarchical sequences are not co-

localized with those needed for hierarchical sets. Furthermore, the overlap of brain areas 

processing language and music do not perfectly overlap, though it is clear that Broca’s 

activation is needed for syntax in both language and music, and occurs even in infants and 

people with no musical training (which significantly diminishes the possibility that mirror 

neurons have anything to do with it, as some have proposed).

So it seems that Broca’s area provides the necessary reference for general syntax, thus acts as 

a “scannable buffer” during complex processes—which Lashley predicted there must be. In 

other words, it seems to be a reference station in working memory providing reminders 

during on-going sequential action of what the rules and goals are. It is analogous to memory 

and “stacking” in a universal Turring machine (or so this seems to be implied in the article). 

This is what it means for a system to be “supraregular,” and is believed to be why humans 

have such a proclivity to induce rule systems for most of what we experience. Basically, we 

constantly make up rules about how the world works, often of seemingly unnecessary 

complexity, and the key hub for this activity seems to be Broca’s Area, which happens to be 

many times larger in humans than in any other animal, even our closest ape relatives.



Patel, Aniruddh D. Music, Language, and the Brain. Oxford: Oxford University 

Press, 2008.

Through an exhaustive comparison of linguistics, musicology, and neuroscientific studies of 

how humans generate sequences of discrete sounds to convey and derive meaning, Patel 

argues that the two systems—music processing and language processing—are intimately 

linked. This has long been assumed not to be the case, primarily because of patients who lost 

one ability and not the other (such as people with amusia or aphasia); such cases do not 

actually prove that the two domains are separate; even if the final product of one system can’t 

be achieved, the tools necessary for the products of each system might still be shared. 

Absolutely every human society has both language and music, regardless of what other 

cultural aspects are absent. The fact that language is ubiquitous has made a huge impact on 

linguistics, and now neuroscience, because it suggests that there is an inherited biological 

component to the ability. Now we have to reconcile that assumption with the fact that music is

equally ubiquitous. The reason seems to be the intimate neural overlap between language and 

music.

Another basic but telling fact is that there are very few animals other than humans that are 

vocal learners. Vocal learning animals have auditory-motor connections in the brain that give 

them a special ability to imitate sounds. No non-human primate has this ability—chimps, for 

example, can communicate with sound, but they do not learn to do so through imitation. Our 

ability to imitate sound is crucial to both learning language and music. Interestingly, it is also 

crucial to our ability to dance. The only animals that we know are able to move with the beat 

of music are vocal learning animals, such as people and parrots. 

Clearly then, the human brain and the process of learning by imitation might account for the 

measurable similarities in how music (Patel focuses on instrumental music) and language (he 

focuses on spoken language) are structured, and how we perceive each. This can account for 

why it is that, for example, Japanese native speakers cannot differentiate between /l/ and /r/ 

sounds, or why intervals of a minor third and major third are indistinguishable to people from

certain musical traditions, such as some in New Guinea. 

Patel has devised and adopted many specialized tools for analyzing sound, and has 



demonstrated strong empirical evidence for there being similarities between linguistic rhythm

and musical rhythm; for the patterning of note lengths in a specific music tradition being 

similar to the patterning of syllable lengths in the language of that culture; for tonal patterns 

in language influencing pitch patterns in musical melodies; for there likely being a shared 

syntactic integration resource in the brain for both language and music; and for there being 

good reasons to believe that patients with problems inferring linguistic meaning will similarly 

have problems making sense of music. 

Patel generates a vast number of arrows pointing in the countless directions researchers can 

and should take to further expand our knowledge of how music and language have shared 

processing mechanisms. 

Appendix

A. Predictive Coding

Predictive coding theories address the question of what purpose it serves for brain systems to 

have so much downward-flowing information (feedback signals). Such theories posit that 

perceptual systems are structured as hierarchically organized sets of generative models with 

increasingly general models at higher levels. Theories vary in scope, with some focusing on 

only sensory perception, and others proposing a unifying framework that includes all 

cognitive functions. 

The hierarchical predictive processing hypothesis says that at each level of a hierarchical brain

system, predictions of what the incoming sensory data are most likely to be are encoded by 

populations of neurons. Prediction signals are transmitted backward (or downward) through 

the system where they meet with feedforward (or upward-flowing) signals. The extent to 

which a prediction and incoming sensory data mismatch is the extent to which there is an 

error in the prediction. Prediction errors result in error signals that are transmitted forward 

through the system; the error signals are then accounted for in the predictive processing, thus 

resulting in revised predictions. Predicted sensory data are inhibited from moving forward; 

the data have already been accurately predicted, so there is no need for revision processing at 



higher levels. This constant, multi-level process of prediction and error correction 

continuously minimizes prediction error. When error is minimized, a prediction is a close 

match to the incoming sensory data, thus the prediction is highly accurate. Percepts may be 

considered optimized predictions about what is in the world.

B. Bayesianism

Bayesian theory is often inextricable from predictive coding theory. According to Bayesian 

theories, many of the tasks the brain is doing, if not most, are ultimately solutions to a 

problem in probability, or a set of problems in probability. Brain processes operate based on 

the assumption that observed data are the result of a generative process in the world (or 

body), and processes such as perception, movement, and learning may be considered 

Bayesian, or Bayes optimal. 

Bayesian optimality entails maximizing (optimizing) the probability that a hypothesis is true 

given the data (evidence). Bayes’ theorem—p(h
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)—says that 

the probability that a particular hypothesis is true given the data (the posterior probability) is 

equal to the probability that one would see those exact same data if the hypothesis were true 

(the likelihood) times the probability that the hypothesis is true (the prior probability), 

divided by that same product for all other possible hypotheses that could explain the data, i.e. 

the sum of all other hypotheses given the data times the probability of each of the hypotheses. 

Bayes’ theorem is a formula for optimal inductive inference—it captures the transition from 

data to knowledge. 

In Bayesianism, Bayes’ theorem (or a variant application of Bayesian conditional probability) 

is considered a normative description of what happens as a result of the process of weighing 

evidence and prior experience. For instance, in auditory perception, “evidence” is vibrating air

hitting the hair cells, “prior experience” is the collection of memories of previous auditory 

percepts, “hypotheses” are representations of what is being heard, and the “posterior 

probability” corresponds to a stable percept. This is why Bayesian theories are so often paired 

with theories of predictive coding—the hypotheses (representations) of Bayesianism are the 

predictions (internal models) of predictive coding.  


