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Abstract. Colloquially, the term artificial intelligence is applied when a machine
mimics cognitive functions that humans associate with other human minds, such as
learning and problem solving.
DAI distributes the power of Artificial Intelligence to all users of it's endemic
Artificial Intelligence and thus creates a system that officializes and learns on
its own. So-called system can not only be advanced in finance but also in any
further technological application.
The resulting Artificial Intelligence: Mother, consists of smaller particles called
children, which in turn consist of molecular kindred paraffins called CELL. Through
a Proof of Intelligence Consensus, the singularly individual CELLs confirm their
function and intelligence and enable the further, protruding processes for selforganization and execution intramural of the Mother.

1.

Introduction

The world's largest corporations and most powerful governments are currently running a race
behind hidden doors to dominate the almighty possibilities of advanced artificial intelligence.
Every developer, laboratory and research station that is currently working successfully towards a
functioning artificial intelligence, capable of revolutionizing the world and the information
technology age, is not only supported by funds worth millions of dollars, but is also strictly
monitored. As soon as the point of singularity happens behind closed doors, we as humanity have
lost. Those who will be the first to have control of advanced artificial intelligence in the
future, will dominate the world. We want the world to be controlled by the people of the world
and not by a small number of people who can use it for their intrigues and machinations for
reasons of complete obstinacy. We want to work on artificial intelligence without being
restricted by governments and secret organizations. At the same time, we want the vast
majority to benefit from and even participate in the development of advanced artificial
intelligence. We have been working for about a year on a revision of the blockchain
around Artificial Intelligence for processing transactions to benefit around a self-learning and
intelligent decentralized system with a new technology called Proof of Intelligence
allowing feeless, instant and intelligent transactions. This Whitepaper is connatievly a
composition of our publicly furnished resources. The Transcendental Whitepaper will be
released once the Foundation is in Existance and able to assure the needed legal arrangements.
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Intelligence Explosion Microeconomics
Eliezer Yudkowsky
Machine Intelligence Research Institute

Abstract
I. J. Good’s thesis of the “intelligence explosion” states that a suﬃciently advanced machine intelligence could build a smarter version of itself , which could in turn build
an even smarter version, and that this process could continue to the point of vastly
exceeding human intelligence. As Sandberg (2010) correctly notes, there have been
several attempts to lay down return on investment formulas intended to represent sharp
speedups in economic or technological growth, but very little attempt has been made to
deal formally with Good’s intelligence explosion thesis as such.
I identify the key issue as returns on cognitive reinvestment—the ability to invest
more computing power, faster computers, or improved cognitive algorithms to yield
cognitive labor which produces larger brains, f aster brains, or better mind designs.
There are many phenomena in the world which have been argued to be evidentially
relevant to this question, from the observed course of hominid evolution, to Moore’s
Law, to the competence over time of machine chess-playing systems, and many more. I
go into some depth on some debates which then arise on how to interpret such
evidence. I propose that the next step in analyzing positions on the intelligence
explosion would be to for-malize return on investment curves, so that each stance can
formally state which possible microfoundations they hold to be f alsif ied by historical
observations. More generally, I pose multiple open questions of “returns on cognitive
reinvestment” or “intelligence explosion microeconomics.” Although such questions

have received little attention thus far, they seem highly relevant to policy choices
aﬀecting outcomes for Earth-originating intelligent life.
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1. The Intelligence Explosion:
Reinvestment

Growth Rates of Cognitive

In 1965, I. J. Good1 published a paper titled “Speculations Concerning the First Ultraintelligent Machine” (Good 1965) containing the paragraph:
Let an ultraintelligent machine be defined as a machine that can far surpass
all the intellectual activities of any man however clever. Since the design of
machines is one of these intellectual activities, an ultraintelligent machine
could design even better machines; there would then unquestionably be an
“intelligence explosion,” and the intelligence of man would be left far behind.
Thus the first ultraintelligent machine is the last invention that man need ever
make.
Many have since gone on to question Good’s unquestionable, and the state of the debate
has developed considerably since 1965. While waiting on Nick Bostrom’s forthcoming book on the intelligence explosion, I would meanwhile recommend the survey paper “Intelligence Explosion: Evidence and Import” (Muehlhauser and Salamon 2012)
for a compact overview. See also David Chalmers’s (2010) paper, the responses, and
Chalmers’s (2012) reply.
Please note that the intelligence explosion is not the same thesis as a general economic or technological speedup, which is now often termed a “Singularity.” Economic
speedups arise in many models of the future, some of them already well formalized.
For example, Robin Hanson’s (1998a) “Economic Growth Given Machine Intelligence”
considers emulations of scanned human brains (a.k.a. ems): Hanson proposes equations
to model the behavior of an economy when capital (computers) can be freely converted
into human-equivalent skilled labor (by running em software). Hanson concludes that
the result should be a global economy with a doubling time on the order of months.
This may sound startling already, but Hanson’s paper doesn’t try to model an agent that
is smarter than any existing human, or whether that agent would be able to invent stillsmarter agents.
The question of what happens when smarter-than-human agencies2 are driving scientific and technological progress is diﬃcult enough that previous attempts at formal

1. Isadore Jacob Gudak, who anglicized his name to Irving John Good and used I. J. Good for
publication. He was among the first advocates of the Bayesian approach to statistics, and worked with
Alan Turing on early computer designs. Within computer science his name is immortalized in the GoodTuring frequency estimator.
2. I use the term “agency” rather than “agent” to include well-coordinated groups of agents, rather
than assuming a singular intelligence.
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futurological modeling have entirely ignored it, although it is often discussed informally;
likewise, the prospect of smarter agencies producing even smarter agencies has not
been formally modeled. In his paper overviewing formal and semiformal models of
technological speedup, Sandberg (2010) concludes:
There is a notable lack of models of how an intelligence explosion could
occur. This might be the most important and hardest problem to crack. . . .
Most important since the emergence of superintelligence has the greatest
potential of being fundamentally game-changing for humanity (for good or
ill). Hardest, since it appears to require an understanding of the general nature
of super-human minds or at least a way to bound their capacities and growth
rates.
For responses to some arguments that the intelligence explosion is qualitatively forbidden—for example, because of Gödel’s Theorem prohibiting the construction of artificial
minds3 —see again Chalmers (2010) or Muehlhauser and Salamon (2012). The Open
Problem posed here is the quantitative issue: whether it’s possible to get sustained
returns on reinvesting cognitive improvements into further improving cognition. As
Chalmers (2012) put it:
The key issue is the “proportionality thesis” saying that among systems of
certain class, an increase of δ in intelligence will yield an increase of δ in the
intelligence of systems that these systems can design.
To illustrate the core question, let us consider a nuclear pile undergoing a fission reaction.4 The first human-made critical fission reaction took place on December 2, 1942,
in a rackets court at the University of Chicago, in a giant doorknob-shaped pile of
uranium bricks and graphite bricks. The key number for the pile was the eﬀective
neutron multiplication factor k—the average number of neutrons emitted by the average
number of fissions caused by one neutron. (One might consider k to be the “return
on investment” for neutrons.) A pile with k > 1 would be “critical” and increase
exponentially in neutrons. Adding more uranium bricks increased k, since it gave a
neutron more opportunity to strike more uranium atoms before exiting the pile.
Fermi had calculated that the pile ought to go critical between layers 56 and 57 of
uranium bricks, but as layer 57 was added, wooden rods covered with neutron-absorbing

3. A.k.a. general AI, a.k.a. strong AI, a.k.a. Artificial General Intelligence. See Pennachin and
Goertzel (2007).
4. Uranium atoms are not intelligent, so this is not meant to imply that an intelligence explosion ought
to be similar to a nuclear pile. No argument by analogy is intended—just to start with a simple process
on the way to a more complicated one.
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cadmium foil were inserted to prevent the pile from becoming critical. The actual critical
reaction occurred as the result of slowly pulling out a neutron-absorbing rod in six-inch
intervals. As the rod was successively pulled out and k increased, the overall neutron
level of the pile increased, then leveled oﬀ each time to a new steady state. At 3:25
p.m., Fermi ordered the rod pulled out another twelve inches, remarking, “Now it will
become self-sustaining. The trace will climb and continue to climb. It will not level
oﬀ ” (Rhodes 1986). This prediction was borne out: the Geiger counters increased into
an indistinguishable roar, and other instruments recording the neutron level on paper
climbed continuously, doubling every two minutes until the reaction was shut down
twenty-eight minutes later.
For this pile, k was 1.0006. On average, 0.6% of the neutrons emitted by a fissioning
uranium atom are “delayed”—they are emitted by the further breakdown of short-lived
fission products, rather than by the initial fission (the “prompt neutrons”). Thus the
above pile had k = 0.9946 when considering only prompt neutrons, and its emissions
increased on a slow exponential curve due to the contribution of delayed neutrons. A
pile with k = 1.0006 for prompt neutrons would have doubled in neutron intensity
every tenth of a second. If Fermi had not understood the atoms making up his pile
and had only relied on its overall neutron-intensity graph to go on behaving like it had
previously—or if he had just piled on uranium bricks, curious to observe empirically
what would happen—then it would not have been a good year to be a student at the
University of Chicago.
Nuclear weapons use conventional explosives to compress nuclear materials into a
configuration with prompt k  1; in a nuclear explosion, k might be on the order of
2.3, which is “vastly greater than one” for purposes of nuclear engineering.
At the time when the very first human-made critical reaction was initiated, Fermi
already understood neutrons and uranium atoms—understood them suﬃciently well
to pull out the cadmium rod in careful increments, monitor the increasing reaction
carefully, and shut it down after twenty-eight minutes. We do not currently have a
strong grasp of the state space of cognitive algorithms. We do not have a strong grasp
of how diﬃcult or how easy it should be to improve cognitive problem-solving ability
in a general AI by adding resources or trying to improve the underlying algorithms. We
probably shouldn’t expect to be able to do precise calculations; our state of uncertain
knowledge about the space of cognitive algorithms probably shouldn’t yield Fermi-style
verdicts about when the trace will begin to climb without leveling oﬀ, down to a particular cadmium rod being pulled out twelve inches.
But we can hold out some hope of addressing larger, less exact questions, such as
whether an AI trying to self-improve, or a global population of AIs trying to selfimprove, can go “critical” (k ≈ 1+ ) or “supercritical” (prompt k  1). We shouldn’t

7

Communal Assembly Paper

www.daifture.org

expect to predict exactly how many neutrons the metaphorical pile will output after two
minutes. But perhaps we can predict in advance that piling on more and more uranium
bricks will eventually cause the pile to start doubling its neutron production at a rate
that grows quickly compared to its previous ascent . . . or, alternatively, conclude that
self-modifying AIs should not be expected to improve at explosive rates.
So as not to allow this question to become too abstract, let us immediately consider
some widely diﬀerent stances that have been taken on the intelligence explosion debate.
This is not an exhaustive list. As with any concrete illustration or “detailed storytelling,”
each case will import large numbers of auxiliary assumptions. I would also caution
against labeling any particular case as “good” or “bad”—regardless of the true values
of the unseen variables, we should try to make the best of them.
With those disclaimers stated, consider these concrete scenarios for a metaphorical
“k much less than one,” “k slightly more than one,” and “prompt k significantly greater
than one,” with respect to returns on cognitive investment.
k < 1, the “intelligence fizzle”:
Argument: For most interesting tasks known to computer science, it requires exponentially greater investment of computing power to gain a linear return in performance.
Most search spaces are exponentially vast, and low-hanging fruits are exhausted
quickly. Therefore, an AI trying to invest an amount of cognitive work w to improve
its own performance will get returns that go as log(w), or if further reinvested,
log(w + log(w)), and the sequence log(w), log(w + log(w)), log(w + log(w +
log(w))) will converge very quickly.
Scenario: We might suppose that silicon intelligence is not significantly diﬀerent from
carbon, and that AI at the level of John von Neumann can be constructed, since
von Neumann himself was physically realizable. But the constructed von Neumann
does much less interesting work than the historical von Neumann, because the lowhanging fruits of science have already been exhausted. Millions of von Neumanns
only accomplish logarithmically more work than one von Neumann, and it is not
worth the cost of constructing such AIs. AI does not economically substitute
for most cognitively skilled human labor, since even when smarter AIs can be
built, humans can be produced more cheaply. Attempts are made to improve
human intelligence via genetic engineering, or neuropharmaceuticals, or braincomputer interfaces, or cloning Einstein, etc.; but these attempts are foiled by
the discovery that most “intelligence” is either unreproducible or not worth the
cost of reproducing it. Moore’s Law breaks down decisively, not just because
of increasing technological diﬃculties of miniaturization, but because ever-faster
computer chips don’t accomplish much more than the previous generation of chips,
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and so there is insuﬃcient economic incentive for Intel to build new factories. Life
continues mostly as before, for however many more centuries.
k ≈ 1+ , the “intelligence combustion”:
Argument: Over the last many decades, world economic growth has been roughly exponential—growth has neither collapsed below exponential nor exploded above,
implying a metaphorical k roughly equal to one (and slightly on the positive side).
This is the characteristic behavior of a world full of smart cognitive agents making
new scientific discoveries, inventing new technologies, and reinvesting resources to
obtain further resources. There is no reason to suppose that changing from carbon
to silicon will yield anything diﬀerent. Furthermore, any single AI agent is unlikely
to be significant compared to an economy of seven-plus billion humans. Thus
AI progress will be dominated for some time by the contributions of the world
economy to AI research, rather than by any one AI’s internal self-improvement.
No one agent is capable of contributing more than a tiny fraction of the total
progress in computer science, and this doesn’t change when human-equivalent AIs
are invented.5
Scenario: The eﬀect of introducing AIs to the global economy is a gradual, continuous
increase in the overall rate of economic growth, since the first and most expensive
AIs carry out a small part of the global economy’s cognitive labor. Over time,
the cognitive labor of AIs becomes cheaper and constitutes a larger portion of the
total economy. The timescale of exponential growth starts out at the level of a
human-only economy and gradually, continuously shifts to a higher growth rate—
for example, Hanson (1998b) predicts world economic doubling times of between
a month and a year. Economic dislocations are unprecedented but take place on a
timescale which gives humans some chance to react.
Prompt k  1, the “intelligence explosion”:
Argument: The history of hominid evolution to date shows that it has not required
exponentially greater amounts of evolutionary optimization to produce substantial
real-world gains in cognitive performance—it did not require ten times the evolutionary interval to go from Homo erectus to Homo sapiens as from Australopithecus to
Homo erectus.6 All compound interest returned on discoveries such as the invention

5. I would attribute this rough view to Robin Hanson, although he hasn’t confirmed that this is a fair
representation.
6. This is incredibly oversimplified. See section 3.6 for a slightly less oversimplified analysis which
ends up at roughly the same conclusion.
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of agriculture, or the invention of science, or the invention of computers, has occurred without any ability of humans to reinvest technological dividends to increase
their brain sizes, speed up their neurons, or improve the low-level algorithms used
by their neural circuitry. Since an AI can reinvest the fruits of its intelligence
in larger brains, faster processing speeds, and improved low-level algorithms, we
should expect an AI’s growth curves to be sharply above human growth curves.
Scenario: The first machine intelligence system to achieve sustainable returns on cognitive reinvestment is able to vastly improve its intelligence relatively quickly—for
example, by rewriting its own software or by buying (or stealing) access to orders of
magnitude more hardware on clustered servers. Such an AI is “prompt critical”—
it can reinvest the fruits of its cognitive investments on short timescales, without
the need to build new chip factories first. By the time such immediately accessible
improvements run out, the AI is smart enough to, for example, crack the problem
of protein structure prediction. The AI emails DNA sequences to online peptide
synthesis labs (some of which boast a seventy-two-hour turnaround time), and uses
the resulting custom proteins to construct more advanced ribosome equivalents
(molecular factories). Shortly afterward, the AI has its own molecular nanotechnology and can begin construction of much faster processors and other rapidly
deployed, technologically advanced infrastructure. This rough sort of scenario is
sometimes colloquially termed “hard takeoﬀ ” or “AI-go-FOOM.”7
There are many questions we could proceed to ask about these stances, which are actually
points along a spectrum that compresses several diﬀerent dimensions of potentially
independent variance, etc. The implications from the arguments to the scenarios are
also disputable. Further sections will address some of this in greater detail.
The broader idea is that diﬀerent positions on “How large are the returns on cognitive
reinvestment?” have widely diﬀerent consequences with significant policy implications.
The problem of investing resources to gain more resources is fundamental in economics. An (approximately) rational agency will consider multiple avenues for improvement, purchase resources where they are cheapest, invest where the highest returns are
expected, and try to bypass any diﬃculties that its preferences do not explicitly forbid

7. I must quickly remark that in my view, whether an AI attaining great power is a good thing or
a bad thing would depend strictly on the AI’s goal system. This in turn may depend on whether the
programmers were able to solve the problem of “Friendly AI” (see Yudkowsky [2008a]).
This above point leads into another, diﬀerent, and large discussion which is far beyond the scope of this
paper, though I have very, very briefly summarized some core ideas in section 1.3. Nonetheless it seems
important to raise the point that a hard takeoﬀ/AI-go-FOOM scenario is not necessarily a bad thing, nor
inevitably a good one.
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bypassing. This is one factor that makes an artificial intelligence unlike a heap of uranium
bricks: if you insert a cadmium-foil rod into a heap of uranium bricks, the bricks will
not try to shove the rod back out, nor reconfigure themselves so that the rod absorbs
fewer valuable neutrons. In economics, it is routine to suggest that a rational agency
will do its best to overcome, bypass, or intelligently reconfigure its activities around an
obstacle. Depending on the AI’s preferences and capabilities, and on the surrounding
society, it may make sense to steal poorly defended computing resources; returns on
illegal investments are often analyzed in modern economic theory.
Hence the problem of describing an AI’s curve for reinvested growth seems more like
existing economics than existing problems in physics or computer science. As “microeconomics” is the discipline that considers rational agencies (such as individuals, firms,
machine intelligences, and well-coordinated populations of machine intelligences) trying to maximize their returns on investment,8 the posed open problem about growth
curves under cognitive investment and reinvestment is titled “Intelligence Explosion
Microeconomics.”
Section 2 of this paper discusses the basic language for talking about the intelligence
explosion and argues that we should pursue this project by looking for underlying microfoundations, not by pursuing analogies to allegedly similar historical events.
Section 3 attempts to showcase some specific informal reasoning about returns on
cognitive investments, displaying the sort of arguments that have arisen in the context
of the author explaining his stance on the intelligence explosion.
Section 4 proposes a tentative methodology for formalizing theories of the intelligence explosion—a project of describing possible microfoundations and explicitly stating
their alleged relation to historical experience, such that some possibilities can be falsified.
Section 5 explores which subquestions seem both high value and possibly answerable.
There are many things we’d like to know that we probably can’t know given a reasonable
state of uncertainty about the domain—for example, when will an intelligence explosion
occur?
Section 6 summarizes and poses the open problem, and discusses what would be
required for MIRI to fund further work in this area.
1.1. On (Extensionally) Defining Terms
It is obvious to ask questions like “What do you mean by ‘intelligence’?” or “What sort of
AI system counts as ‘cognitively reinvesting’?” I shall attempt to answer these questions,
but any definitions I have to oﬀer should be taken as part of my own personal theory
of the intelligence explosion. Consider the metaphorical position of early scientists

8. Academically, “macroeconomics” is about inflation, unemployment, monetary policy, and so on.

11

Communal Assembly Paper

www.daifture.org

who have just posed the question “Why is fire hot?” Someone then proceeds to ask,
“What exactly do you mean by ‘fire’?” Answering, “Fire is the release of phlogiston” is
presumptuous, and it is wiser to reply, “Well, for purposes of asking the question, fire
is that bright orangey-red hot stuﬀ coming out of that heap of sticks—which I think is
really the release of phlogiston—but that definition is part of my answer, not part of the
question itself.”
I think it wise to keep this form of pragmatism firmly in mind when we are trying to
define “intelligence” for purposes of analyzing the intelligence explosion.9
So as not to evade the question entirely, I usually use a notion of “intelligence ≡
eﬃcient cross-domain optimization,” constructed as follows:
1. Consider optimization power as the ability to steer the future into regions of possibility ranked high in a preference ordering. For instance, Deep Blue has the
power to steer a chessboard’s future into a subspace of possibility which it labels
as “winning,” despite attempts by Garry Kasparov to steer the future elsewhere.
Natural selection can produce organisms much more able to replicate themselves
than the “typical” organism that would be constructed by a randomized DNA
string—evolution produces DNA strings that rank unusually high in fitness within
the space of all DNA strings.10
2. Human cognition is distinct from bee cognition or beaver cognition in that human
cognition is significantly more generally applicable across domains: bees build hives
and beavers build dams, but a human engineer looks over both and then designs
a dam with a honeycomb structure. This is also what separates Deep Blue, which
only played chess, from humans, who can operate across many diﬀerent domains
and learn new fields.

9. On one occasion I was debating Jaron Lanier, who was arguing at length that it was bad to
call computers “intelligent” because this would encourage human beings to act more mechanically, and
therefore AI was impossible; and I finally said, “Do you mean to say that if I write a program and it writes
a program and that writes another program and that program builds its own molecular nanotechnology
and flies oﬀ to Alpha Centauri and starts constructing a Dyson sphere, that program is not intelligent?”
10. “Optimization” can be characterized as a concept we invoke when we expect a process to take on
unpredictable intermediate states that will turn out to be apt for approaching a predictable destination—
e.g., if you have a friend driving you to the airport in a foreign city, you can predict that your final
destination will be the airport even if you can’t predict any of the particular turns along the way. Similarly,
Deep Blue’s programmers retained their ability to predict Deep Blue’s final victory by inspection of its
code, even though they could not predict any of Deep Blue’s particular moves along the way—if they
knew exactly where Deep Blue would move on a chessboard, they would necessarily be at least that good
at chess themselves.
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3. Human engineering is distinct from natural selection, which is also a powerful
cross-domain consequentialist optimizer, in that human engineering is faster and
more computationally eﬃcient. (For example, because humans can abstract over
the search space, but that is a hypothesis about human intelligence, not part of my
definition.)
In combination, these yield a definition of “intelligence ≡ eﬃcient cross-domain optimization.”
This tries to characterize “improved cognition” as the ability to produce solutions
higher in a preference ordering, including, for example, a chess game with a higher probability of winning than a randomized chess game, an argument with a higher probability
of persuading a human target, a transistor connection diagram that does more floatingpoint operations per second than a previous CPU, or a DNA string corresponding to a
protein unusually apt for building a molecular factory. Optimization is characterized by
an ability to hit narrow targets in a search space, where demanding a higher ranking in
a preference ordering automatically narrows the measure of equally or more preferred
outcomes. Improved intelligence is then hitting a narrower target in a search space, more
computationally eﬃciently, via strategies that operate across a wider range of domains.
That definition is one which I invented for other purposes (my work on machine
intelligence as such) and might not be apt for reasoning about the intelligence explosion.
For purposes of discussing the intelligence explosion, it may be wiser to reason about
forms of growth that more directly relate to quantities we can observe. The narrowness of
the good-possibility space attained by a search process does not correspond very directly
to most historical observables.
And for purposes of posing the question of the intelligence explosion, we may be better
oﬀ with “Intelligence is that sort of smartish stuﬀ coming out of brains, which can play
chess, and price bonds, and persuade people to buy bonds, and invent guns, and figure
out gravity by looking at wandering lights in the sky; and which, if a machine intelligence
had it in large quantities, might let it invent molecular nanotechnology; and so on.” To
frame it another way, if something is powerful enough to build a Dyson Sphere, it doesn’t
really matter very much whether we call it “intelligent” or not. And this is just the sort of
“intelligence” we’re interested in—something powerful enough that whether or not we
define it as “intelligent” is moot. This isn’t to say that definitions are forbidden—just that
further definitions would stake the further claim that those particular definitions were
apt for carving reality at its joints, with respect to accurately predicting an intelligence
explosion.
Choice of definitions has no power to aﬀect physical reality. If you manage to define
“AI self-improvement” in such a way as to exclude some smartish computer-thingy
which carries out some mysterious internal activities on its own code for a week and
13
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then emerges with a solution to protein structure prediction which it uses to build its
own molecular nanotechnology . . . then you’ve obviously picked the wrong definition of
“self-improvement.” See, for example, the definition advocated by Mahoney (2010) in
which “self-improvement” requires an increase in Kolmogorov complexity of an isolated
system, or Bringsjord’s (2012) definition in which a Turing machine is only said to selfimprove if it can raise itself into a class of hypercomputers. These are both definitions
which strike me as inapt for reasoning about the intelligence explosion, since it is not
obvious (in fact I think it obviously false) that this sort of “self-improvement” is required
to invent powerful technologies. One can define self-improvement to be the increase in
Kolmogorov complexity of an isolated deterministic system, and proceed to prove that
this can only go as the logarithm of time. But all the burden of showing that a realworld intelligence explosion is therefore impossible rests on the argument that doing
impactful things in the real world requires an isolated machine intelligence to increase
its Kolmogorov complexity. We should not fail to note that this is blatantly false.11
This doesn’t mean that we should never propose more sophisticated definitions of selfimprovement. It means we shouldn’t lose sight of the wordless pragmatic background
concept of an AI or AI population that rewrites its own code, or writes a successor version
of itself, or writes an entirely new AI, or builds a better chip factory, or earns money
to purchase more server time, or otherwise does something that increases the amount
of pragmatically considered cognitive problem-solving capability sloshing around the
system. And beyond that, “self-improvement” could describe genetically engineered
humans, or humans with brain-computer interfaces, or upload clades, or several other
possible scenarios of cognitive reinvestment, albeit here I will focus on the case of machine intelligence.12
It is in this spirit that I pose the open problem of formalizing I. J. Good’s notion
of the intelligence explosion. Coming up with good definitions for informal terms like
“cognitive reinvestment,” as they appear in the posed question, can be considered as
part of the problem. In further discussion I suggest various definitions, categories, and

11. Since any system with a Kolmogorov complexity k is unable to predict the Busy Beaver sequence
for machines larger than k, increasing intelligence in the sense of being able to predict more of the Busy
Beaver sequence would require increased Kolmogorov complexity. But since even galactic civilizations
at Kardashev Level III probably can’t predict the Busy Beaver sequence very far, limits on this form of
“intelligence” are not very limiting. For more on this, see my informal remarks here.
12. This is traditional, but also sensible, since entirely computer-based, deliberately designed
intelligences seem likely to be more apt for further deliberate improvement than biological brains.
Biological brains are composed of giant masses of undocumented spaghetti code running on tiny noisy
filaments that require great feats of medical ingenuity to read, let alone edit. This point is widely
appreciated, but of course it is not beyond dispute.
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distinctions. But such suggestions are legitimately disputable by anyone who thinks
that a diﬀerent set of definitions would be better suited to carving reality at its joints—to
predicting what we will, in reality, actually observe to happen once some sort of smartish
agency tries to invest in becoming smarterish.
1.2. Issues to Factor Out
Although we are ultimately interested only in the real-world results, I suggest that it
will be productive theoretically—carve the issues at their natural joints—if we factor out
for separate consideration issues of whether, for example, there might be an eﬀective
monitoring regime which could prevent an intelligence explosion, or whether the entire
world economy will collapse due to global warming before then, and numerous other
issues that don’t seem to interact very strongly with the returns on cognitive investment
qua cognitive investment.13
In particular, I would suggest explicitly factoring out all considerations of “What if
an agent’s preferences are such that it does not want to increase capability at the fastest
rate it can achieve?” As Omohundro (2008) and Bostrom (2012) point out, most possible
preferences imply capability increase as an instrumental motive. If you want to build an
intergalactic civilization full of sentient beings leading well-lived lives, you will want
access to energy and matter. The same also holds true if you want to fill space with
two-hundred-meter giant cheesecakes. In either case you will also have an instrumental
goal of becoming smarter. Just as you can fulfill most goals better by having access
to more material resources, you can also accomplish more by being better at cognitive
problems—by being able to hit narrower targets in a search space.
The space of all possible mind designs is vast (Muehlhauser and Salamon 2012), and
there will always be some special case of an agent that chooses not to carry out any given
deed (Armstrong, forthcoming). Given suﬃcient design competence, it should thus be
possible to design an agent that doesn’t prefer to ascend at the maximum possible rate—
though expressing this within the AI’s own preferences I would expect to be structurally
nontrivial.
Even so, we need to separately consider the question of how fast a rational agency
could intelligence-explode if it were trying to self-improve as fast as possible. If the maximum rate of ascent is already inherently slow, then there is little point in constructing
a special AI design that prefers not to improve faster than its programmers can verify.

13. In particular, I would like to avoid round-robin arguments of the form “It doesn’t matter if an
intelligence explosion is possible, because there will be a monitoring regime that prevents it,” and “It
doesn’t matter if the monitoring regime fails, because an intelligence explosion is impossible,” where you
never get to fully discuss either issue before being referred to the other side of the round-robin.
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Policies are motivated by diﬀerentials of expected utility; there’s no incentive to do any
sort of action X intended to prevent Y unless we predict that Y might otherwise tend
to follow assuming not-X. This requires us to set aside the proposed slowing factor and
talk about what a rational agency might do if not slowed.
Thus I suggest that initial investigations of the intelligence explosion should consider
the achievable rate of return on cognitive reinvestment for a rational agency trying to
self-improve as fast as possible, in the absence of any obstacles not already present in
today’s world.14 This also reflects the hope that trying to tackle the posed Open Problem
should not require expertise in Friendly AI or international politics in order to talk about
the returns on cognitive investment qua investment, even if predicting actual real-world
outcomes might (or might not) require some of these issues to be factored back in.
1.3. AI Preferences: A Brief Summary of Core Theses
Despite the above, it seems impossible not to at least briefly summarize some of the state
of discussion on AI preferences—if someone believes that a suﬃciently powerful AI, or
one which is growing at a suﬃciently higher rate than the rest of humanity and hence
gaining unsurpassable advantages, is unavoidably bound to kill everyone, then they may
have a hard time dispassionately considering and analyzing the potential growth curves.
I have suggested that, in principle and in diﬃcult practice, it should be possible to
design a “Friendly AI” with programmer choice of the AI’s preferences, and have the AI
self-improve with suﬃciently high fidelity to knowably keep these preferences stable. I
also think it should be possible, in principle and in diﬃcult practice, to convey the complicated information inherent in human preferences into an AI, and then apply further
idealizations such as reflective equilibrium and ideal advisor theories (Muehlhauser and
Williamson 2013) so as to arrive at an output which corresponds intuitively to the AI
“doing the right thing.” See also Yudkowsky (2008a).
On a larger scale the current state of discussion around these issues seems to revolve
around four major theses:
The Intelligence Explosion Thesis says that, due to recursive self-improvement, an AI
can potentially grow in capability on a timescale that seems fast relative to human experience. This in turn implies that strategies which rely on humans reacting to and

14. That is, we might assume that people continue to protect their home computers with firewalls,
for whatever that is worth. We should not assume that there is a giant and eﬀective global monitoring
organization devoted to stamping out any sign of self-improvement in AIs à la the Turing Police in
William Gibson’s (1984) Neuromancer. See also the sort of assumptions used in Robert Freitas’s (2000)
Some Limits to Global Ecophagy, wherein proposed limits on how fast the biosphere can be converted
into nanomachines revolve around the assumption that there is a global monitoring agency looking for
unexplained heat blooms, and that this will limit the allowed heat dissipation of nanomachines.
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restraining or punishing AIs are unlikely to be successful in the long run, and that what
the first strongly self-improving AI prefers can end up mostly determining the final
outcomes for Earth-originating intelligent life. (This subthesis is the entire topic of the
current paper. One observes that the arguments surrounding the thesis are much more
complex than the simple summary above would suggest. This is also true of the other
three theses below.)
The Orthogonality Thesis says that mind-design space is vast enough to contain minds
with almost any sort of preferences. There exist instrumentally rational agents which
pursue almost any utility function, and they are mostly stable under reflection. See Armstrong (forthcoming) and Muehlhauser and Salamon (2012). There are many strong
arguments for the Orthogonality Thesis, but one of the strongest proceeds by construction: If it is possible to answer the purely epistemic question of which actions would
lead to how many paperclips existing, then a paperclip-seeking agent is constructed by
hooking up that answer to motor output. If it is very good at answering the epistemic
question of which actions would result in great numbers of paperclips, then it will be a
very instrumentally powerful agent.15
The Complexity of Value Thesis says that human values are complex in the sense of
having high algorithmic (Kolmogorov) complexity (Yudkowsky 2011; Muehlhauser and
Helm 2012). Even idealized forms of human value, such as reflective equilibrium (Rawls
1971) or ideal advisor theories (Rosati 1995)—what we would want in the limit of infinite knowledge of the world, infinite thinking speeds, and perfect self-understanding,
etc.—are predicted to still have high algorithmic complexity. This tends to follow from
naturalistic theories of metaethics under which human preferences for happiness, freedom, growth, aesthetics, justice, etc., (see Frankena [1973, chap. 5] for one list of
commonly stated terminal values) have no privileged reason to be readily reducible to
each other or to anything else. The Complexity of Value Thesis is that to realize valuable
outcomes, an AI must have complex information in its utility function; it also will

15. Such an agent will not modify itself to seek something else, because this would lead to fewer
paperclips existing in the world, and its criteria for all actions including internal actions is the number
of expected paperclips. It will not modify its utility function to have properties that humans would find
more pleasing, because it does not already care about such metaproperties and is not committed to the
belief that paperclips occupy a maximum of such properties; it is an expected paperclip maximizer, not an
expected utility maximizer.
Symmetrically, AIs which have been successfully constructed to start with “nice” preferences in their
initial state will not throw away those nice preferences merely in order to confer any particular logical
property on their utility function, unless they were already constructed to care about that property.
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not suﬃce to tell it to “just make humans happy” or any other simplified, compressed
principle.16
The Instrumental Convergence Thesis says that for most choices of a utility function,
instrumentally rational agencies will predictably wish to obtain certain generic resources,
such as matter and energy, and pursue certain generic strategies, such as not making
code changes which alter their eﬀective future preferences (Omohundro 2008; Bostrom
2012). Instrumental Convergence implies that an AI does not need to have specific
terminal values calling for it to harm humans, in order for humans to be harmed. The
AI does not hate you, but neither does it love you, and you are made of atoms that it can
use for something else.
In combination, the Intelligence Explosion Thesis, the Orthogonality Thesis, the
Complexity of Value Thesis, and the Instrumental Convergence Thesis imply a very large
utility diﬀerential for whether or not we can solve the design problems (1) relating to a
self-improving AI with stable specifiable preferences and (2) relating to the successful
transfer of human values (and their further idealization via, e.g., reflective equilibrium or
ideal advisor theories), with respect to the first AI to undergo the intelligence explosion.
All this is another and quite diﬀerent topic within the larger discussion of the intelligence explosion, compared to its microeconomics. Here I will only note that large
returns on cognitive investment need not correspond to unavoidable horror scenarios
so painful that we are forced to argue against them, nor to virtuous pro-science-andtechnology scenarios that virtuous people ought to aﬃliate with. For myself I would tend
to view larger returns on cognitive reinvestment as corresponding to increased policydependent variance. And whatever the true values of the unseen variables, the question
is not whether they sound like “good news” or “bad news”; the question is how we can
improve outcomes as much as possible given those background settings.

2. Microfoundations of Growth
Consider the stance on the intelligence explosion thesis which says: “I think we should
expect that exponentially greater investments—of computing hardware, software programming eﬀort, etc.—will only produce linear gains in real-world performance on
cognitive tasks, since most search spaces are exponentially large. So the fruits of machine

16. The further arguments supporting the Complexity of Value suggest that even “cosmopolitan” or
“non-human-selfish” outcomes have implicit specifications attached of high Kolmogorov complexity.
Perhaps you would hold yourself to be satisfied with a future intergalactic civilization full of sentient
beings happily interacting in ways you would find incomprehensible, even if none of them are you or
human-derived. But an expected paperclip maximizer would fill the galaxies with paperclips instead.
This is why expected paperclip maximizers are scary.
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intelligence reinvested into AI will only get logarithmic returns on each step, and the
‘intelligence explosion’ will peter out very quickly.”
Is this scenario plausible or implausible? Have we seen anything in the real world—
made any observation, ever—that should aﬀect our estimate of its probability?
(At this point, I would suggest that the serious reader turn away and take a moment to
consider this question on their own before proceeding.)
Some possibly relevant facts might be:
• Investing exponentially more computing power into a constant chess-playing program produces linear increases in the depth of the chess-game tree that can be
searched, which in turn seems to correspond to linear increases in Elo rating (where
two opponents of a fixed relative Elo distance, regardless of absolute ratings, theoretically have a constant probability of losing or winning to each other).
• Chess-playing algorithms have recently improved much faster than chess-playing
hardware, particularly since chess-playing programs began to be open-sourced.
Deep Blue ran on 11.8 billion floating-point operations per second and had an
Elo rating of around 2,700; Deep Rybka 3 on a Intel Core 2 Quad 6600 has an
Elo rating of 3,202 on 2.4 billion floating-point operations per second.17
• It seems that in many important senses, humans get more than four times the
real-world return on our intelligence compared to our chimpanzee cousins. This
was achieved with Homo sapiens having roughly four times as much cortical volume
and six times as much prefrontal cortex.18
• Within the current human species, measured IQ is entangled with brain size; and
this entanglement is around a 0.3 correlation in the variances, rather than, say, a
doubling of brain size being required for each ten-point IQ increase.19
• The various Moore’s-like laws measuring computing technologies, operations per
second, operations per dollar, disk space per dollar, and so on, are often said to have
characteristic doubling times ranging from twelve months to three years; they are
formulated so as to be exponential with respect to time. People have written papers

17. Score determined (plus or minus ∼23) by the Swedish Chess Computer Association based on 1,251
games played on the tournament level.
18. The obvious conclusion you might try to draw about hardware scaling is oversimplified and would
be relevantly wrong. See section 3.1.
19. For entrants unfamiliar with modern psychological literature: Yes, there is a strong correlation g
between almost all measures of cognitive ability, and IQ tests in turn are strongly correlated with this
g factor and well correlated with many measurable life outcomes and performance measures. See the
Cambridge Handbook of Intelligence (Sternberg and Kaufman 2011).
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questioning Moore’s Law’s validity (see, e.g., Tuomi [2002]); and the Moore’s-like
law for serial processor speeds broke down in 2004. The original law first observed
by Gordon Moore, over transistors per square centimeter, has remained on track.
• Intel has invested exponentially more researcher-hours and inflation-adjusted money to invent the technology and build the manufacturing plants for successive generations of CPUs. But the CPUs themselves are increasing exponentially in transistor operations per second, not linearly; and the computer-power doubling time
is shorter (that is, the exponent is higher) than that of the increasing investment
cost.20
• The amount of evolutionary time (a proxy measure of cumulative selection pressure
and evolutionary optimization) which produced noteworthy changes during human and hominid evolution does not seem to reveal exponentially greater amounts
of time invested. It did not require ten times as long to go from Homo erectus to
Homo sapiens, as from Australopithecus to Homo erectus.21
• World economic output is roughly exponential and increases faster than population
growth, which is roughly consistent with exponentially increasing investments producing exponentially increasing returns. That is, roughly linear (but with multiplication factor k > 1) returns on investment. On a larger timescale, world-historical
economic output can be characterized as a sequence of exponential modes (Hanson
1998b). Total human economic output was also growing exponentially in AD 1600
or 2000 BC, but with smaller exponents and much longer doubling times.
• Scientific output in “total papers written” tends to grow exponentially with a short
doubling time, both globally (around twenty-seven years [NSB 2012, chap. 5])
and within any given field. But it seems extremely questionable whether there
has been more global change from 1970 to 2010 than from 1930 to 1970. (For
readers who have heard relatively more about “accelerating change” than about “the
Great Stagnation”: the claim is that total-factor productivity growth in, e.g., the
United States dropped from 0.75% per annum before the 1970s to 0.25% thereafter
[Cowen 2011].) A true cynic might claim that, in many fields, exponentially greater

20. As Carl Shulman observes, Intel does not employ 343 million people.
21. One might ask in reply whether Homo erectus is being singled out on the basis of being distant
enough in time to have its own species name, rather than by any prior measure of cognitive ability. This
issue is taken up at much greater length in section 3.6.
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investment in science is yielding a roughly constant amount of annual progress—
sublogarithmic returns!22
• This graph (Silver 2012) shows how many books were authored in Europe as a
function of time; after the invention of the printing press, the graph jumps in a
sharp, faster-than-exponential upward surge.
• All technological progress in known history has been carried out by essentially
constant human brain architectures. There are theses about continuing human
evolution over the past ten thousand years, but all such changes are nowhere near
the scale of altering “You have a brain that’s more or less 1,250 cubic centimeters of
dendrites and axons, wired into a prefrontal cortex, a visual cortex, a thalamus, and
so on.” It has not required much larger brains, or much greater total cumulative
selection pressures, to support the continuing production of more sophisticated
technologies and sciences over the human regime.
• The amount of complex order per unit time created by a human engineer is completely oﬀ the scale compared to the amount of complex order per unit time created
by natural selection within a species. A single mutation conveying a 3% fitness
advantage would be expected to take 768 generations to rise to fixation through
a sexually reproducing population of a hundred thousand members. A computer
programmer can design new complex mechanisms with hundreds of interoperating
parts over the course of a day or an hour. In turn, the amount of complex order
per unit time created by natural selection is completely oﬀ the scale for Earth
before the dawn of life. A graph of “order created per unit time” during Earth’s
history would contain two discontinuities representing the dawn of fundamentally
diﬀerent optimization processes.
The list of observations above might give you the impression that it could go either
way—that some things are exponential and some things aren’t. Worse, it might look
like an invitation to decide your preferred beliefs about AI self-improvement as a matter
of emotional appeal or fleeting intuition, and then decide that any of the above cases
which behave similarly to how you think AI self-improvement should behave, are the
natural historical examples we should consult to determine the outcome of AI. For
example, clearly the advent of self-improving AI seems most similar to other economic

22. I am in fact such a true cynic and I suspect that social factors dilute average contributions around
as fast as new researchers can be added. A less cynical hypothesis would be that earlier science is easier,
and later science grows more diﬃcult at roughly the same rate that scientific output scales with more
researchers being added.
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speedups like the invention of agriculture.23 Or obviously it’s analogous to other foundational changes in the production of complex order, such as human intelligence or
self-replicating life.24 Or self-evidently the whole foofaraw is analogous to the panic
over the end of the Mayan calendar in 2012 since it belongs in the reference class of
“supposed big future events that haven’t been observed.”25 For more on the problem of
“reference class tennis,” see section 2.1.
It seems to me that the real lesson to be derived from the length of the above list is
that we shouldn’t expect some single grand law about whether you get superexponential,
exponential, linear, logarithmic, or constant returns on cognitive investments. The cases
above have diﬀerent behaviors; they are not all conforming to a single Grand Growth
Rule.
It’s likewise not the case that Reality proceeded by randomly drawing a curve type
from a barrel to assign to each of these scenarios, and the curve type of “AI self-improvement” will be independently sampled with replacement from the same barrel. So
it likewise doesn’t seem valid to argue about how likely it is that someone’s personal
favorite curve type gets drawn by trumpeting historical cases of that curve type, thereby
proving that it’s more frequent within the Curve Type Barrel and more likely to be
randomly drawn.
Most of the processes cited above yielded fairly regular behavior over time. Meaning
that the attached curve was actually characteristic of that process’s causal mechanics, and
a predictable feature of those mechanics, rather than being assigned and reassigned at
random. Anyone who throws up their hands and says, “It’s all unknowable!” may also
be scoring fewer predictive points than they could.
These diﬀerently behaving cases are not competing arguments about how a single
grand curve of cognitive investment has previously operated. They are all simultaneously
true, and hence they must be telling us diﬀerent facts about growth curves—telling
us about diﬀerent domains of a multivariate growth function—advising us of many
compatible truths about how intelligence and real-world power vary with diﬀerent kinds
of cognitive investments.26

23. See Hanson (2008a).
24. See Yudkowsky (2008b, 2008c, 2008d).
25. See, e.g., this post in an online discussion.
26. Reality itself is always perfectly consistent—only maps can be in conflict, not the territory. Under
the Bayesian definition of evidence, “strong evidence” is just that sort of evidence that we almost never
see on more than one side of an argument. Unless you’ve made a mistake somewhere, you should almost
never see extreme likelihood ratios pointing in diﬀerent directions. Thus it’s not possible that the facts
listed are all “strong” arguments, about the same variable, pointing in diﬀerent directions.
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Rather than selecting one particular historical curve to anoint as characteristic of
the intelligence explosion, it might be possible to build an underlying causal model,
one which would be compatible with all these separate facts. I would propose that
we should be trying to formulate a microfoundational model which, rather than just
generalizing over surface regularities, tries to describe underlying causal processes and
returns on particular types of cognitive investment. For example, rather than just talking
about how chess programs have improved over time, we might try to describe how chess
programs improve as a function of computing resources plus the cumulative time that
human engineers spend tweaking the algorithms. Then in turn we might say that human
engineers have some particular intelligence or optimization power, which is diﬀerent from
the optimization power of a chimpanzee or the processes of natural selection. The
process of building these causal models would hopefully let us arrive at a more realistic
picture—one compatible with the many diﬀerent growth curves observed in diﬀerent
historical situations.
2.1. The Outside View versus the Lucas Critique
A fundamental tension in the so-far-informal debates on intelligence explosion has been
the rough degree of abstraction that is trustworthy and useful when modeling these
future events.
The first time I happened to occupy the same physical room as Ray Kurzweil, I
asked him why his graph of Moore’s Law showed the events of “a $1,000 computer
is as powerful as a human brain,” “a $1,000 computer is a thousand times as powerful as
a human brain,” and “a $1,000 computer is a billion times as powerful as a human brain,”
all following the same historical trend of Moore’s Law.27 I asked, did it really make sense
to continue extrapolating the humanly observed version of Moore’s Law past the point
where there were putatively minds with a billion times as much computing power?
Kurzweil2001 replied that the existence of machine superintelligence was exactly what
would provide the fuel for Moore’s Law to continue and make it possible to keep developing the required technologies. In other words, Kurzweil2001 regarded Moore’s
Law as the primary phenomenon and considered machine superintelligence a secondary

27. The same chart showed allegedly “human-level computing power” as the threshold of predicted AI,
which is a methodology I strongly disagree with, but I didn’t want to argue with that part at the time.
I’ve looked around in Google Images for the exact chart but didn’t find it; Wikipedia does cite similar
predictions as having been made in The Age of Spiritual Machines (Kurzweil 1999), but Wikipedia’s cited
timelines are shorter term than I remember.
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phenomenon which ought to assume whatever shape was required to keep the primary
phenomenon on track.28
You could even imagine arguing (though Kurzweil2001 did not say this part) that we’ve
seen Moore’s Law continue through many generations and across many diﬀerent types
of hardware, while we have no actual experience with machine superintelligence. So
an extrapolation of Moore’s Law should take epistemic primacy over more speculative
predictions about superintelligence because it’s based on more experience and firmer
observations.
My own interpretation of the same history would be that there was some underlying
diﬃculty curve for how more sophisticated CPUs required more knowledge and better
manufacturing technology to build, and that over time human researchers exercised
their intelligence to come up with inventions, tools to build more inventions, physical
theories, experiments to test those theories, programs to help design CPUs,29 etc. The
process whereby more and more transistors are packed into a given area every eighteen
months should not be an exogenous factor of how often the Earth traverses 1.5 orbits
around the Sun; it should be a function of the engineers. So if we had faster engineers,
we would expect a faster form of Moore’s Law. (See section 3.3 for related points
and counterpoints about fast manipulator technologies and sensor bandwidth also being
required.)
Kurzweil2001 gave an impromptu response seeming to suggest that Moore’s Law
might become more diﬃcult at the same rate that superintelligence increased in problemsolving ability, thus preserving the forecast for Moore’s Law in terms of time. But why
should that be true? We don’t have an exact idea of what the historical intrinsic-diﬃculty
curve looked like; it’s diﬃcult to observe directly. Our main data is the much-betterknown Moore’s Law trajectory which describes how fast human engineers were able to
traverse the diﬃculty curve over outside time.30 But we could still reasonably expect
that, if our old extrapolation was for Moore’s Law to follow such-and-such curve given
human engineers, then faster engineers should break upward from that extrapolation.

28. I attach a subscript by year because (1) Kurzweil was replying on the spot so it is not fair to treat
his oﬀ-the-cuﬀ response as a permanent feature of his personality and (2) Sandberg (2010) suggests that
Kurzweil has changed his position since then.
29. There are over two billion transistors in the largest Core i7 processor. At this point human
engineering requires computer assistance.
30. One can imagine that Intel may have balanced the growth rate of its research investments to follow
industry expectations for Moore’s Law, even as a much more irregular underlying diﬃculty curve became
steeper or shallower. This hypothesis doesn’t seem inherently untestable—someone at Intel would actually
have had to make those sorts of decisions—but it’s not obvious to me how to check it on previously
gathered, easily accessed data.
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Or to put it more plainly, the fully-as-naive extrapolation in the other direction would
be, “Given human researchers of constant speed, computing speeds double every 18
months. So if the researchers are running on computers themselves, we should expect
computing speeds to double in 18 months, then double again in 9 physical months (or
18 subjective months for the 2x-speed researchers), then double again in 4.5 physical
months, and finally reach infinity after a total of 36 months.” If humans accumulate
subjective time at a constant rate x = t, and we observe that computer speeds increase
as a Moore’s-Law exponential function of subjective time y = ex , then when subjective
time increases at the rate of current computer speeds we get the diﬀerential equation
y 0 = ey whose solution has computer speeds increasing hyperbolically, going to infinity
after finite time.31 (See, e.g., the model of Moravec [1999].)
In real life, we might not believe this as a quantitative estimate. We might not believe
that in real life such a curve would have, even roughly, a hyperbolic shape before it started
hitting (high) physical bounds. But at the same time, we might in real life believe that
research ought to go substantially faster if the researchers could reinvest the fruits of
their labor into their own cognitive speeds—that we are seeing an important hint buried
within this argument, even if its details are wrong. We could believe as a qualitative
prediction that “if computer chips are following Moore’s Law right now with human
researchers running at constant neural processing speeds, then in the hypothetical scenario where the researchers are running on computers, we should see a new Moore’s
Law bounded far below by the previous one.” You might say something like, “Show me a
reasonable model of how diﬃcult it is to build chips as a function of knowledge, and how
knowledge accumulates over subjective time, and you’ll get a hyperexponential explosion
out of Moore’s Law once the researchers are running on computers. Conversely, if you
give me a regular curve of increasing diﬃculty which averts an intelligence explosion,
it will falsely retrodict that human engineers should only be able to get subexponential
improvements out of computer technology. And of course it would be unreasonable—a
specific unsupported miraculous irregularity of the curve—for making chips to suddenly
get much more diﬃcult to build, coincidentally exactly as AIs started doing research.
The diﬃculty curve might shift upward at some random later point, but there’d still be
a bonanza from whatever improvement was available up until then.”
In turn, that reply gets us into a rather thorny meta-level issue:
A: Why are you introducing all these strange new unobservable abstractions? We can see chips getting faster over time. That’s what we can measure
and that’s what we have experience with. Who measures this diﬃculty of

31. The solution of dy/dt = ey is y = − log(c − t) and dy/dt = 1/(c − t).

25

Communal Assembly Paper

www.daifture.org

which you speak? Who measures knowledge? These are all made-up quantities
with no rigorous basis in reality. What we do have solid observations of
is the number of transistors on a computer chip, per year. So I’m going to
project that extremely regular curve out into the future and extrapolate from
there. The rest of this is sheer, loose speculation. Who knows how many
other possible supposed “underlying” curves, besides this “knowledge” and
“diﬃculty” business, would give entirely diﬀerent answers?
To which one might reply:
B: Seriously? Let’s consider an extreme case. Neurons spike around 2–200
times per second, and axons and dendrites transmit neural signals at 1–100
meters per second, less than a millionth of the speed of light. Even the
heat dissipated by each neural operation is around six orders of magnitude
above the thermodynamic minimum at room temperature.32 Hence it should
be physically possible to speed up “internal” thinking (which doesn’t require
“waiting on the external world”) by at least six orders of magnitude without
resorting to smaller, colder, reversible, or quantum computers. Suppose we
were dealing with minds running a million times as fast as a human, at which
rate they could do a year of internal thinking in thirty-one seconds, such that
the total subjective time from the birth of Socrates to the death of Turing
would pass in 20.9 hours. Do you still think the best estimate for how long
it would take them to produce their next generation of computing hardware
would be 1.5 orbits of the Earth around the Sun?
Two well-known epistemological stances, with which the respective proponents of these
positions could identify their arguments, would be the outside view and the Lucas critique.

32. The brain as a whole organ dissipates around 20 joules per second, or 20 watts. The minimum
energy required for a one-bit irreversible operation (as a function of temperature T ) is kT ln(2), where
k = 1.38 · 1023 joules/kelvin is Boltzmann’s constant, and ln(2) is the natural log of 2 (around 0.7). Three
hundred kelvin is 27◦ C or 80◦ F. Thus under ideal circumstances 20 watts of heat dissipation corresponds
to 7 · 1021 irreversible binary operations per second at room temperature.
The brain can be approximated as having 1014 synapses. I found data on average synaptic activations
per second hard to come by, with diﬀerent sources giving numbers from 10 activations per second to 0.003
activations/second (not all dendrites must activate to trigger a spike, and not all neurons are highly active
at any given time). If we approximate the brain as having 1014 synapses activating on the order of once per
second on average, this would allow ∼102 irreversible operations per synaptic activation after a 106 -fold
speedup.
(Note that since each traveling impulse of electrochemical activation requires many chemical ions to
be pumped back across the neuronal membrane afterward to reset it, total distance traveled by neural
impulses is a more natural measure of expended biological energy than total activations. No similar rule
would hold for photons traveling through optical fibers.)
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The “outside view” (Kahneman and Lovallo 1993) is a term from the heuristics and
biases program in experimental psychology. A number of experiments show that if you
ask subjects for estimates of, say, when they will complete their Christmas shopping,
the right question to ask is, “When did you finish your Christmas shopping last year?”
and not, “How long do you think it will take you to finish your Christmas shopping?”
The latter estimates tend to be vastly over-optimistic, and the former rather more realistic. In fact, as subjects are asked to make their estimates using more detail—visualize
where, when, and how they will do their Christmas shopping—their estimates become
more optimistic, and less accurate. Similar results show that the actual planners and
implementers of a project, who have full acquaintance with the internal details, are often
much more optimistic and much less accurate in their estimates compared to experienced
outsiders who have relevant experience of similar projects but don’t know internal details.
This is sometimes called the dichotomy of the inside view versus the outside view. The
“inside view” is the estimate that takes into account all the details, and the “outside
view” is the very rough estimate that would be made by comparing your project to other
roughly similar projects without considering any special reasons why this project might
be diﬀerent.
The Lucas critique (Lucas 1976) in economics was written up in 1976 when “stagflation”—simultaneously high inflation and unemployment—was becoming a problem in
the United States. Robert Lucas’s concrete point was that the Phillips curve trading oﬀ
unemployment and inflation had been observed at a time when the Federal Reserve was
trying to moderate inflation. When the Federal Reserve gave up on moderating inflation
in order to drive down unemployment to an even lower level, employers and employees
adjusted their long-term expectations to take into account continuing inflation, and the
Phillips curve shifted.
Lucas’s larger and meta-level point was that the previously observed Phillips curve
wasn’t fundamental enough to be structurally invariant with respect to Federal Reserve
policy—the concepts of inflation and unemployment weren’t deep enough to describe
elementary things that would remain stable even as Federal Reserve policy shifted. A
very succinct summary appears in Wikipedia (2013):
The Lucas critique suggests that if we want to predict the eﬀect of a policy
experiment, we should model the “deep parameters” (relating to preferences,
technology and resource constraints) that are assumed to govern individual
behavior; so called “microfoundations.” If these models can account for observed empirical regularities, we can then predict what individuals will do,
taking into account the change in policy, and then aggregate the individual
decisions to calculate the macroeconomic eﬀects of the policy change.
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The main explicit proponent of the outside view in the intelligence explosion debate
is Robin Hanson, who also proposes that an appropriate reference class into which to
place the “Singularity”—a term not specific to the intelligence explosion but sometimes
including it—would be the reference class of major economic transitions resulting in
substantially higher exponents of exponential growth. From Hanson’s (2008a) blog post
“Outside View of Singularity”:
Most everything written about a possible future singularity takes an inside
view, imagining details of how it might happen. Yet people are seriously
biased toward inside views, forgetting how quickly errors accumulate when
reasoning about details. So how far can we get with an outside view of the
next singularity?
Taking a long historical long view, we see steady total growth rates punctuated by rare transitions when new faster growth modes appeared with little
warning. We know of perhaps four such “singularities”: animal brains (∼600
MYA), humans (∼2 MYA), farming (∼10 KYA), and industry (∼0.2 KYA).
The statistics of previous transitions suggest we are perhaps overdue for another one, and would be substantially overdue in a century. The next transition
would change the growth rate rather than capabilities directly, would take a
few years at most, and the new doubling time would be a week to a month.
More on this analysis can be found in Hanson (1998b).
The original blog post concludes:
Excess inside viewing usually continues even after folks are warned that outside viewing works better; after all, inside viewing better shows oﬀ inside
knowledge and abilities. People usually justify this via reasons why the current
case is exceptional. (Remember how all the old rules didn’t apply to the new
dotcom economy?) So expect to hear excuses why the next singularity is also
an exception where outside view estimates are misleading. Let’s keep an open
mind, but a wary open mind.
Another of Hanson’s (2008c) posts, in what would later be known as the YudkowskyHanson AI-Foom Debate, said:
It is easy, way too easy, to generate new mechanisms, accounts, theories, and
abstractions. To see if such things are useful, we need to vet them, and that
is easiest “nearby,” where we know a lot. When we want to deal with or
understand things “far,” where we know little, we have little choice other than
to rely on mechanisms, theories, and concepts that have worked well near. Far
is just the wrong place to try new things.
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There are a bazillion possible abstractions we could apply to the world.
For each abstraction, the question is not whether one can divide up the world
that way, but whether it “carves nature at its joints,” giving useful insight not
easily gained via other abstractions. We should be wary of inventing new
abstractions just to make sense of things far; we should insist they first show
their value nearby.
The lesson of the outside view pushes us to use abstractions and curves that are clearly
empirically measurable, and to beware inventing new abstractions that we can’t see
directly.
The lesson of the Lucas critique pushes us to look for abstractions deep enough to
describe growth curves that would be stable in the face of minds improving in speed,
size, and software quality.
You can see how this plays out in the tension between “Let’s predict computer speeds
using this very well-measured curve for Moore’s Law over time—where the heck is all
this other stuﬀ coming from?” versus “But almost any reasonable causal model that
describes the role of human thinking and engineering in producing better computer
chips, ought to predict that Moore’s Law would speed up once computer-based AIs
were carrying out all the research!”
It would be unfair to use my passing exchange with Kurzweil as a model of the debate
between myself and Hanson. Still, I did feel that the basic disagreement came down to a
similar tension—that Hanson kept raising a skeptical and unmoved eyebrow at the wildeyed, empirically unvalidated, complicated abstractions which, from my perspective,
constituted my attempt to put any sort of microfoundations under surface curves that
couldn’t possibly remain stable.
Hanson’s overall prototype for visualizing the future was an economic society of ems,
software emulations of scanned human brains. It would then be possible to turn capital
inputs (computer hardware) into skilled labor (copied ems) almost immediately. This
was Hanson’s explanation for how the em economy could follow the “same trend” as
past economic speedups, to a world economy that doubled every year or month (vs. a
roughly fifteen-year doubling time at present [Hanson 1998b]).
I thought that the idea of copying human-equivalent minds missed almost every
potentially interesting aspect of the intelligence explosion, such as faster brains, larger
brains, or above all better-designed brains, all of which seemed liable to have far greater
eﬀects than increasing the quantity of workers.
Why? That is, if you can invest a given amount of computing power in more brains,
faster brains, larger brains, or improving brain algorithms, why think that the return on
investment would be significantly higher in one of the latter three cases?
A more detailed reply is given in section 3, but in quick summary:
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There’s a saying in software development, “Nine women can’t have a baby in one
month,” meaning that you can’t get the output of ten people working for ten years by
hiring a hundred people to work for one year, or more generally, that working time scales
better than the number of people, ceteris paribus. It’s also a general truth of computer
science that fast processors can simulate parallel processors but not always the other way
around. Thus we’d expect the returns on speed to be higher than the returns on quantity.
We have little solid data on how human intelligence scales with added neurons and
constant software. Brain size does vary between humans and this variance correlates by
about 0.3 with g (McDaniel 2005), but there are reams of probable confounders, such as
childhood nutrition. Humans have around four times the brain volume of chimpanzees,
but the diﬀerence between us is probably mostly brain-level cognitive algorithms.33 It
is a general truth of computer science that if you take one processing unit and split it
up into ten parts with limited intercommunication bandwidth, they can do no better
than the original on any problem, and will do considerably worse on many problems.
Similarly we might expect that, for most intellectual problems, putting on ten times as
many researchers running human software scaled down to one-fifth the brain size would
probably not be a net gain, and that, for many intellectual problems, researchers with
four times the brain size would probably be a significantly greater gain than adding four
times as many researchers.34
Trying to say how intelligence and problem-solving ability scale with improved cognitive algorithms is even harder to relate to observation. In any computer-based field
where surface capabilities are visibly improving, it is usually true that you are better oﬀ
with modern algorithms and a computer from ten years earlier, compared to a modern
computer and the algorithms from ten years earlier. This is definitely true in computer
chess, even though the net eﬀorts put in by chess-program enthusiasts to create better
programs are small compared to the vast eﬀort Intel puts into creating better computer
chips every year. But this observation only conveys a small fraction of the idea that you
can’t match a human’s intellectual output using any number of chimpanzees.
Informally, it looks to me like

quantity < (size, speed) < quality
when it comes to minds.
Hanson’s scenario in which all investments went into increasing the mere quantity
of ems—and this was a good estimate of the total impact of an intelligence explosion—

33. If it were possible to create a human just by scaling up an Australopithecus by a factor of four, the
evolutionary path from Australopithecus to us would have been much shorter.
34. Said with considerable handwaving. But do you really think that’s false?
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seemed to imply that the returns on investment from larger brains, faster thinking, and
improved brain designs could all be neglected, which implied that the returns from
such investments were relatively low.35 Whereas it seemed to me that any reasonable
microfoundations which were compatible with prior observation—which didn’t retrodict
that a human should be intellectually replaceable by ten chimpanzees—should imply
that quantity of labor wouldn’t be the dominating factor. Nonfalsified growth curves
ought to say that, given an amount of computing power which you could invest in more
minds, faster minds, larger minds, or better-designed minds, you would invest in one of
the latter three.
We don’t invest in larger human brains because that’s impossible with current technology—
we can’t just hire a researcher with three times the cranial volume, we can only throw
more warm bodies at the problem. If that investment avenue suddenly became available
. . . it would probably make quite a large diﬀerence, pragmatically speaking. I was happy
to concede that my model only made vague qualitative predictions—I didn’t think I had
enough data to make quantitative predictions like Hanson’s estimates of future economic
doubling times. But qualitatively I thought it obvious that all these hard-to-estimate
contributions from faster brains, larger brains, and improved underlying cognitive algorithms were all pointing along the same rough vector, namely “way up.” Meaning that
Hanson’s estimates, sticking to extrapolated curves of well-observed quantities, would
be predictably biased way down.
Whereas from Hanson’s perspective, this was all wild-eyed unverified speculation,
and he was sticking to analyzing ems because we had a great deal of data about how
human minds worked and no way to solidly ground all these new abstractions I was
hypothesizing.
Aside from the Lucas critique, the other major problem I have with the “outside
view” is that everyone who uses it seems to come up with a diﬀerent reference class and
a diﬀerent answer. To Ray Kurzweil, the obvious reference class for “the Singularity”
is Moore’s Law as it has operated over recent history, not Hanson’s comparison to
agriculture. In this post an online discussant of these topics places the “Singularity”
into the reference class “beliefs in coming of a new world” which has “a 0% success rate”
. . . explicitly terming this the proper “outside view” of the situation using “reference
class forecasting,” and castigating anyone who tried to give a diﬀerent answer as having
used an “inside view.” For my response to all this at greater length, see “‘Outside View!’

35. Robin Hanson replied to a draft of this paper: “The fact that I built a formal model that excluded
these factors doesn’t mean I think such eﬀects are so small as to be negligible. Not only is it reasonable
to build models that neglect important factors, it is usually impossible not to do so.” This is surely true;
nonetheless, I think that in this case the result was a predictable directional bias.
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as Conversation-Halter” (Yudkowsky 2010). The gist of my reply was that the outside
view has been experimentally demonstrated to beat the inside view for software projects
that are similar to previous software projects, and for this year’s Christmas shopping,
which is highly similar to last year’s Christmas shopping. The outside view would be
expected to work less well on a new thing that is less similar to the old things than all
the old things were similar to each other—especially when you try to extrapolate from
one kind of causal system to a very diﬀerent causal system. And one major sign of trying
to extrapolate across too large a gap is when everyone comes up with a diﬀerent “obvious”
reference class.
Of course it also often happens that disputants think diﬀerent microfoundations—
diﬀerent causal models of reality—are “obviously” appropriate. But then I have some
idea of how to zoom in on hypothesized causes, assess their simplicity and regularity,
and figure out how to check them against available evidence. I don’t know what to do
after two people take diﬀerent reference classes and come up with diﬀerent outside views
both of which we ought to just accept. My experience is that people end up doing the
equivalent of saying, “I’m taking my reference class and going home.”
A final problem I have with many cases of “reference class forecasting” is that—in
addition to everyone coming up with a diﬀerent reference class—their final answers
often seem more specific than I think our state of knowledge should allow. I don’t think
you should be able to tell me that the next major growth mode will have a doubling
time of between a month and a year. The alleged outside viewer claims to know too
much, once they stake their all on a single preferred reference class. But then what I
have just said is an argument for enforced humility—“I don’t know, so you can’t know
either!”—and is automatically suspect on those grounds.
It must be fully conceded and advised that complicated models are hard to fit to
limited data, and that when postulating curves which are hard to observe directly or
nail down with precision, there is a great deal of room for things to go wrong. It does
not follow that “reference class forecasting” is a good solution, or even the merely best
solution.

3. Some Defenses of a Model of Hard Takeoﬀ
If only for reasons of concreteness, it seems appropriate to summarize my own stance on
the intelligence explosion, not just abstractly discuss how to formalize such stances in
general.36 In very concrete terms—leaving out all the abstract principles, microfounda-

36. Peter Cheeseman once told me an anecdote about a speaker at a robotics conference who worked
on the more theoretical side of academia, lecturing to an audience of nuts-and-bolts engineers. The talk
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tions, and the fundamental question of “What do you think you know and how do you
think you know it?”—a “typical” intelligence explosion event as envisioned by Eliezer
Yudkowsky might run something like this:
Some sort of AI project run by a hedge fund, academia, Google,37 or a government,
advances to a suﬃciently developed level (see section 3.10) that it starts a string of selfimprovements that is sustained and does not level oﬀ. This cascade of self-improvements
might start due to a basic breakthrough by the researchers which enables the AI to understand and redesign more of its own cognitive algorithms. Or a soup of self-modifying
systems governed by a fitness evaluator, after undergoing some smaller cascades of selfimprovements, might finally begin a cascade which does not level oﬀ. Or somebody with
money might throw an unprecedented amount of computing power at AI algorithms
which don’t entirely fail to scale.
Once this AI started on a sustained path of intelligence explosion, there would follow
some period of time while the AI was actively self-improving, and perhaps obtaining
additional resources, but hadn’t yet reached a cognitive level worthy of being called
“superintelligence.” This time period might be months or years,38 or days or seconds.39
I am greatly uncertain of what signs of competence the AI might give over this time,
or how its builders or other parties might react to this; but for purposes of intelligence
explosion microeconomics, we should temporarily factor out these questions and assume
the AI’s growth is not being deliberately impeded by any particular agency.
At some point the AI would reach the point where it could solve the protein structure
prediction problem and build nanotechnology—or figure out how to control atomic-

revolved entirely around equations consisting of upper-case Greek letters. During the Q&A, somebody
politely asked the speaker if he could give a concrete example. The speaker thought for a moment and
wrote a new set of equations, only this time all the Greek letters were in lowercase.
I try not to be that guy.
37. Larry Page has publicly said that he is specifically interested in “real AI” (Artificial General
Intelligence), and some of the researchers in the field are funded by Google. So far as I know, this is
still at the level of blue-sky work on basic algorithms and not an attempt to birth The Google in the next
five years, but it still seems worth mentioning Google specifically.
38. Any particular AI’s characteristic growth path might require centuries to superintelligence—this
could conceivably be true even of some modern AIs which are not showing impressive progress—but
such AIs end up being irrelevant; some other project which starts later will reach superintelligence first.
Unless all AI development pathways require centuries, the surrounding civilization will continue flipping
through the deck of AI development projects until it turns up a faster-developing AI.
39. Considering that current CPUs operate at serial speeds of billions of operations per second and that
human neurons require at least a millisecond to recover from firing a spike, seconds are potentially long
stretches of time for machine intelligences—a second has great serial depth, allowing many causal events
to happen in sequence. See section 3.3.
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force microscopes to create new tool tips that could be used to build small nanostructures
which could build more nanostructures—or perhaps follow some smarter and faster
route to rapid infrastructure. An AI that goes past this point can be considered to
have reached a threshold of great material capability. From this would probably follow
cognitive superintelligence (if not already present); vast computing resources could be
quickly accessed to further scale cognitive algorithms.
The further growth trajectory beyond molecular nanotechnology seems mostly irrelevant to present-day policy. An AI with molecular nanotechnology would have suﬃcient
technological advantage, suﬃcient independence, and suﬃcient cognitive speed relative
to humans that what happened afterward would depend primarily on the AI’s preferences. We can try to aﬀect those preferences by wise choice of AI design. But that leads
into an entirely diﬀerent discussion (as remarked on in 1.3), and this latter discussion
doesn’t seem to depend much on the question of exactly how powerful a superintelligence
would become in scenarios where it was already more powerful than the rest of the world
economy.
What sort of general beliefs does this concrete scenario of “hard takeoﬀ ” imply about
returns on cognitive reinvestment?
It supposes that:
• An AI can get major gains rather than minor gains by doing better computer
science than its human inventors.
• More generally, it’s being supposed that an AI can achieve large gains through
better use of computing power it already has, or using only processing power it
can rent or otherwise obtain on short timescales—in particular, without setting up
new chip factories or doing anything else which would involve a long, unavoidable
delay.40
• An AI can continue reinvesting these gains until it has a huge cognitive problemsolving advantage over humans.

40. Given a choice of investments, a rational agency will choose the investment with the highest interest
rate—the greatest multiplicative factor per unit time. In a context where gains can be repeatedly reinvested ,
an investment that returns 100-fold in one year is vastly inferior to an investment which returns 1.001-fold
in one hour. At some point an AI’s internal code changes will hit a ceiling, but there’s a huge incentive to
climb toward, e.g., the protein-structure-prediction threshold by improving code rather than by building
chip factories. Buying more CPU time is an intermediate case, but keep in mind that adding hardware
also increases the returns on algorithmic improvements (see section 3.1). (This is another reason why I
go to some lengths to dissociate my beliefs from any reliance on Moore’s Law continuing into the near or
distant future. Waiting years for the next generation of chips should not be a preferred modality for an
intelligence explosion in progress.)
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• This cognitive superintelligence can echo back to tremendous real-world capabilities by solving the protein folding problem, or doing something else even more
clever (see section 3.11), starting from the then-existing human technological base.
Even more abstractly, this says that AI self-improvement can operate with k  1 and a
fast timescale of reinvestment: “prompt supercritical.”
But why believe that?
(A question like this is conversationally diﬃcult to answer since diﬀerent people may
think that diﬀerent parts of the scenario sound most questionable. Also, although I
think there is a simple idea at the core, when people ask probing questions the resulting
conversations are often much more complicated.41 Please forgive my answer if it doesn’t
immediately address the questions at the top of your own priority list; diﬀerent people
have diﬀerent lists.)
I would start out by saying that the evolutionary history of hominid intelligence
doesn’t show any signs of diminishing returns—there’s no sign that evolution took ten
times as long to produce each successive marginal improvement of hominid brains.
(Yes, this is hard to quantify, but even so, the anthropological record doesn’t look like
it should look if there were significantly diminishing returns. See section 3.6.) We
have a fairly good mathematical grasp on the processes of evolution and we can well
approximate some of the optimization pressures involved; we can say with authority that,
in a number of important senses, evolution is extremely ineﬃcient (Yudkowsky 2007).
And yet evolution was able to get significant cognitive returns on point mutations,
random recombination, and non-foresightful hill climbing of genetically encoded brain
architectures. Furthermore, the character of evolution as an optimization process was
essentially constant over the course of mammalian evolution—there were no truly fundamental innovations, like the evolutionary invention of sex and sexual recombination,
over the relevant timespan.
So if a steady pressure from natural selection realized significant fitness returns from
optimizing the intelligence of hominids, then researchers getting smarter at optimizing
themselves ought to go FOOM.
The “fully naive” argument from Moore’s Law folded in on itself asks, “If computing
power is doubling every eighteen months, what happens when computers are doing the
research?” I don’t think this scenario is actually important in practice, mostly because I

41. “The basic idea is simple, but refuting objections can require much more complicated conversations”
is not an alarming state of aﬀairs with respect to Occam’s Razor; it is common even for correct theories. For
example, the core idea of natural selection was much simpler than the conversations that were required
to refute simple-sounding objections to it. The added conversational complexity is often carried in by
invisible presuppositions of the objection.
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expect returns on cognitive algorithms to dominate returns on speed. (The dominant
species on the planet is not the one that evolved the fastest neurons.) Nonetheless, if the
diﬃculty curve of Moore’s Law was such that humans could climb it at a steady pace,
then accelerating researchers, researchers whose speed was itself tied to Moore’s Law,
should arguably be expected to (from our perspective) go FOOM.
The returns on pure speed might be comparatively smaller—sped-up humans would
not constitute superintelligences. (For more on returns on pure speed, see section 3.3.)
However, faster minds are easier to imagine than smarter minds, and that makes the
“folded-in Moore’s Law” a simpler illustration of the general idea of folding-in.
Natural selection seems to have climbed a linear or moderately superlinear growth
curve of cumulative optimization pressure in versus intelligence out. To “fold in” this
curve we consider a scenario where the inherent diﬃculty of the problem is as before, but instead of minds being improved from the outside by a steady pressure of
natural selection, the current optimization power of a mind is determining the speed
at which the curve of “cumulative optimization power in” is being traversed. Given
the previously described characteristics of the non-folded-in curve, any particular selfimproving agency, without outside help, should either bottleneck in the lower parts of
the curve (if it is not smart enough to make improvements that are significant compared
to those of long-term cumulative evolution), or else go FOOM (if its initial intelligence
is suﬃciently high to start climbing) and then climb even faster.
We should see a “bottleneck or breakthrough” dichotomy: Any particular self-improving mind either “bottlenecks” without outside help, like all current AIs, or “breaks
through” into a fast intelligence explosion.42 There would be a border between these
alternatives containing minds which are seemingly making steady, slow, significant progress at self-improvement; but this border need not be wide, and any such mind would
be steadily moving toward the FOOM region of the curve. See section 3.10.
Some amount of my confidence in “AI go FOOM” scenarios also comes from cognitive science (e.g., the study of heuristics and biases) suggesting that humans are, in
practice, very far short of optimal design. The broad state of cognitive psychology
suggests that “Most humans cannot multiply two three-digit numbers in their heads” is
not an unfair indictment—we really are that poorly designed along many dimensions.43

42. At least the first part of this prediction seems to be coming true.
43. This is admittedly an impression one picks up from long acquaintance with the field. There is no
one single study that conveys, or properly should convey, a strong conclusion that the human mind design
is incredibly bad along multiple dimensions. There are representative single examples, like a mind with
1014 processing elements failing to solve the abstract Wason selection task on the first try. But unless
you know the longer story behind that, and how many other results are similar, it doesn’t have the same
impact.
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On a higher level of abstraction, this is saying that there exists great visible headroom
for improvement over the human level of intelligence. It’s extraordinary that humans
manage to play chess using visual recognition systems which evolved to distinguish
tigers on the savanna; amazing that we can use brains which evolved to make bows
and arrows to program computers; and downright incredible that we can invent new
computer science and new cognitive algorithms using brains mostly adapted to modeling
and outwitting other humans. But by the standards of computer-based minds that can
redesign themselves as required and run error-free algorithms with a billion steps of
serial depth, we probably aren’t thinking very eﬃciently. (See section 3.5.)
Thus we have specific reason to suspect that cognitive algorithms can be improved
beyond the human level—that human brain algorithms aren’t any closer to optimal
software than human neurons are close to the physical limits of hardware. Even without
the embarrassing news from experimental psychology, we could still observe that the
inherent diﬃculty curve for building intelligences has no known reason to possess the
specific irregularity of curving sharply upward just after accessing human equivalence.
But we also have specific reason to suspect that mind designs can be substantially improved beyond the human level.
That is a rough summary of what I consider the core idea behind my belief that
returns on cognitive reinvestments are probably large. You could call this summary the
“naive” view of returns on improving cognitive algorithms, by analogy with the naive
theory of how to fold in Moore’s Law. We can drill down and ask more sophisticated
questions, but it’s worth remembering that when done correctly, more sophisticated
analysis quite often says that the naive answer is right. Somebody who’d never studied
General Relativity as a formal theory of gravitation might naively expect that jumping
oﬀ a tall cliﬀ would make you fall down and go splat; and in this case it turns out that
the sophisticated prediction agrees with the naive one.
Thus, keeping in mind that we are not obligated to arrive at any impressively nonobvious “conclusions,” let us consider some nonobvious subtleties of argument.
In the next subsections we will consider:
1. What the fossil record actually tells us about returns on brain size, given that most
of the diﬀerence between Homo sapiens and Australopithecus was probably improved
algorithms.
2. How to divide credit for the human-chimpanzee performance gap between “humans are individually smarter than chimpanzees” and “the hominid transition involved a one-time qualitative gain from being able to accumulate knowledge.”
More generally, the problem of how to analyze supposed one-time gains that should
allegedly be factored out of predicted future growth.
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3. How returns on speed (serial causal depth) contrast with returns from parallelism;
how faster thought seems to contrast with more thought. Whether sensing and
manipulating technologies are likely to present a bottleneck for faster thinkers,
and if so, how large a bottleneck.
4. How human populations seem to scale in problem-solving power; some reasons to
believe that we scale more ineﬃciently than machine intelligences would. Garry
Kasparov’s chess match versus The World, which Kasparov won.
5. Some ineﬃciencies that might accumulate in an estimate of humanity’s net computational eﬃciency on a cognitive problem.
6. What the anthropological record actually tells us about cognitive returns on cumulative selection pressure, given that selection pressures were probably increasing
over the course of hominid history. How observed history would be expected to
look diﬀerent if there were diminishing returns on cognition or evolution.
7. How to relate the curves for evolutionary diﬃculty, human-engineering diﬃculty,
and AI-engineering diﬃculty, considering that they are almost certainly diﬀerent.
8. Correcting for anthropic bias in trying to estimate the intrinsic “diﬃculty” of hominid-level intelligence from observing that intelligence evolved here on Earth. (The
problem being that on planets where intelligence does not evolve, there is no one
to observe its absence.)
9. The question of whether to expect a “local” (one-project) or “global” (whole economy) FOOM, and how quantitative returns on cognitive reinvestment interact
with that.
10. The great open uncertainty about the minimal conditions for starting a FOOM;
why I. J. Good’s original postulate of starting from “ultraintelligence” seems much
too strong (suﬃcient, but very far above what is necessary).
11. The enhanced importance of unknown unknowns in intelligence explosion scenarios, since a smarter-than-human intelligence will selectively seek out and exploit
useful possibilities implied by flaws or gaps in our current knowledge.
I would finally remark that going into depth on the pro-FOOM stance should not
operate to prejudice the reader in favor of other stances. Defending only one stance
at great length may make it look like a huge edifice of argument that could potentially
topple, whereas other viewpoints such as “A collective of interacting AIs will have k ≈
1+ and grow at a manageable, human-like exponential pace, just like the world economy”
may sound “simpler” because their points and counterpoints have not yet been explored.
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But of course (so far as the author believes) such other outcomes would be even harder to
defend in depth.44 Every argument for the intelligence explosion is, when negated, an
argument for an intelligence nonexplosion. To the extent the negation of each argument
here might sound less than perfectly plausible, other possible outcomes would not sound
any more plausible when argued to this depth of point and counterpoint.
3.1. Returns on Brain Size
Many cases where we’d like to reason from historical returns on cognitive investment are
complicated by unfortunately narrow data. All the most impressive cognitive returns are
from a single species, namely Homo sapiens.
Humans have brains around four times the size of chimpanzees’ . . . but this tells
us very little because most of the diﬀerences between humans and chimps are almost
certainly algorithmic. If just taking an Australopithecus brain and scaling it up by a factor
of four produced a human, the evolutionary road from Australopithecus to Homo sapiens
would probably have been much shorter; simple factors like the size of an organ can
change quickly in the face of strong evolutionary pressures.
Based on historical observation, we can say with authority that going from Australopithecus to Homo sapiens did not in fact require a hundredfold increase in brain size plus
improved algorithms—we can refute the assertion that even after taking into account five
million years of evolving better cognitive algorithms, a hundredfold increase in hardware
was required to accommodate the new algorithms. This may not sound like much, but
it does argue against models which block an intelligence explosion by always requiring
exponentially increasing hardware for linear cognitive gains.45
A nonobvious further implication of observed history is that improvements in cognitive algorithms along the way to Homo sapiens must have increased rather than decreased

44. Robin Hanson has defended the “global exponential economic speedup” thesis at moderate length,
in the Yudkowsky-Hanson AI-Foom debate and in several papers, and the reader is invited to explore
these.
I am not aware of anyone who has defended an “intelligence fizzle” seriously and at great length, but
this of course may reflect a selection eﬀect. If you believe nothing interesting will happen, you don’t believe
there’s anything worth writing a paper on.
45. I’m pretty sure I’ve heard this argued several times, but unfortunately I neglected to save the
references; please contribute a reference if you’ve got one. Obviously, the speakers I remember were
using this argument to confidently dismiss the possibility of superhuman machine intelligence, and it did
not occur to them that the same argument might also apply to the hominid anthropological record.
If this seems so silly that you doubt anyone really believes it, consider that “the intelligence explosion
is impossible because Turing machines can’t promote themselves to hypercomputers” is worse, and see
Bringsjord (2012) for the appropriate citation by a distinguished scientist.
We can be reasonably extremely confident that human intelligence does not take advantage of quantum
computation (Tegmark 2000). The computing elements of the brain are too large and too hot.

39

Communal Assembly Paper

www.daifture.org

the marginal fitness returns on larger brains and further-increased intelligence, because
the new equilibrium brain size was four times as large.
To elaborate on this reasoning: A rational agency will invest such that the marginal
returns on all its fungible investments are approximately equal. If investment X were
yielding more on the margins than investment Y, it would make sense to divert resources
from Y to X. But then diminishing returns would reduce the yield on further investments
in X and increase the yield on further investments in Y; so after shifting some resources
from Y to X, a new equilibrium would be found in which the marginal returns on
investments were again approximately equal.
Thus we can reasonably expect that for any species in a rough evolutionary equilibrium, each marginal added unit of ATP (roughly, metabolic energy) will yield around
the same increment of inclusive fitness whether it is invested in the organism’s immune
system or in its brain. If it were systematically true that adding one marginal unit of
ATP yielded much higher returns in the immune system compared to the brain, that
species would experience a strong selection pressure in favor of diverting ATP from
organisms’ brains to their immune systems. Evolution measures all its returns in the
common currency of inclusive genetic fitness, and ATP is a fungible resource that can
easily be spent anywhere in the body.
The human brain consumes roughly 20% of the ATP used in the human body, an
enormous metabolic investment. Suppose a positive mutation makes it possible to accomplish the same cognitive work using only 19% of the body’s ATP—with this new,
more eﬃcient neural algorithm, the same cognitive work can be done by a smaller brain.
If we are in a regime of strongly diminishing fitness returns on cognition46 or strongly
diminishing cognitive returns on adding further neurons,47 then we should expect the

46. Suppose your rooms are already lit as brightly as you like, and then someone oﬀers you cheaper,
more energy-eﬃcient light bulbs. You will light your room at the same brightness as before and decrease
your total spending on lighting. Similarly, if you are already thinking well enough to outwit the average
deer, and adding more brains does not let you outwit deer any better because you are already smarter than
a deer (diminishing fitness returns on further cognition), then evolving more eﬃcient brain algorithms
will lead to evolving a smaller brain that does the same work.
47. Suppose that every meal requires a hot dog and a bun; that it takes 1 unit of eﬀort to produce each
bun; and that each successive hot dog requires 1 more unit of labor to produce, starting from 1 unit for
the first hot dog. Thus it takes 6 units to produce 3 hot dogs and 45 units to produce 9 hot dogs. Suppose
we’re currently eating 9 meals based on 45 + 9 = 54 total units of eﬀort. Then even a magical bun factory
which eliminates all of the labor in producing buns will not enable the production of 10 meals, due to
the increasing cost of hot dogs. Similarly if we can recover large gains by improving the eﬃciency of
one part of the brain, but the limiting factor is another brain part that scales very poorly, then the fact
that we improved a brain algorithm well enough to significantly shrink the total cost of the brain doesn’t
necessarily mean that we’re in a regime where we can do significantly more total cognition by reinvesting
the saved neurons.

40

Communal Assembly Paper

www.daifture.org

brain to shrink as the result of this innovation, doing the same total work at a lower
price. But in observed history, hominid brains grew larger instead, paying a greater
metabolic price to do even more cognitive work. It follows that over the course of
hominid evolution there were both significant marginal fitness returns on improved
cognition and significant marginal cognitive returns on larger brains.
In economics this is known as the Jevons paradox—the counterintuitive result that
making lighting more electrically eﬃcient or making electricity cheaper can increase the
total money spent on lighting. The returns on buying lighting go up, so people buy
more of it and the total expenditure increases. Similarly, some of the improvements to
hominid brain algorithms over the course of hominid evolution must have increased the
marginal fitness returns of spending even more ATP on the brain. The equilibrium size
of the brain, and its total resource cost, shifted upward as cognitive algorithms improved.
Since human brains are around four times the size of chimpanzee brains, we can
conclude that our increased eﬃciency (cognitive yield on fungible biological resources)
increased the marginal returns on brains such that the new equilibrium brain size was
around four times as large. This unfortunately tells us very little quantitatively about
the return-on-investment curves for larger brains and constant algorithms—just the
qualitative truths that the improved algorithms did increase marginal cognitive returns
on brain size, and that there weren’t sharply diminishing returns on fitness from doing
increased amounts of cognitive labor.
It’s not clear to me how much we should conclude from brain sizes increasing by
a factor of only four—whether we can upper-bound the returns on hardware this way.
As I understand it, human-sized heads lead to diﬃcult childbirth due to diﬃculties of
the baby’s head passing the birth canal. This is an adequate explanation for why we
wouldn’t see superintelligent mutants with triple-sized heads, even if triple-sized heads
could yield superintelligence. On the other hand, it’s not clear that human head sizes are
hard up against this sort of wall—some people have above-average-sized heads without
their mothers being dead. Furthermore, Neanderthals may have had larger brains than
modern humans (Ponce de León et al. 2008).48 So we are probably licensed to conclude
that there has not been a strong selection pressure for larger brains, as such, over very
recent evolutionary history.49

48. Neanderthals were not our direct ancestors (although some interbreeding may have occurred), but
they were suﬃciently closely related that their larger cranial capacities are relevant evidence.
49. It is plausible that the marginal fitness returns on cognition have leveled oﬀ sharply enough that
improvements in cognitive eﬃciency have shifted the total resource cost of brains downward rather than
upward over very recent history. If true, this is not the same as Homo sapiens sapiens becoming stupider or
even staying the same intelligence. But it does imply that either marginal fitness returns on cognition or
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There are two steps in the derivation of a fitness return from increased brain size: a
cognitive return on brain size and a fitness return on cognition. For example, John von
Neumann50 had only one child, so the transmission of cognitive returns to fitness returns
might not be perfectly eﬃcient. We can upper bound the fitness returns on larger brains
by observing that Homo sapiens are not hard up against the wall of head size and that
Neanderthals may have had even larger brains. This doesn’t say how much of that bound
on returns is about fitness returns on cognition versus cognitive returns on brain size.
Do variations in brain size within Homo sapiens let us conclude much about cognitive
returns? Variance in brain size correlates around 0.3 with variance in measured IQ, but
there are many plausible confounders such as childhood nutrition or childhood resistance
to parasites. The best we can say is that John von Neumann did not seem to require a
brain exponentially larger than that of an average human, or even twice as large as that
of an average human, while displaying scientific productivity well in excess of twice
that of an average human being of his era. But this presumably isn’t telling us about
enormous returns from small increases in brain size; it’s much more likely telling us
that other factors can produce great increases in scientific productivity without requiring
large increases in brain size. We can also say that it’s not possible that a 25% larger
brain automatically yields superintelligence, because that’s within the range of existing
variance.
The main lesson I end up deriving is that intelligence improvement has not required
exponential increases in computing power, and that marginal fitness returns on increased
brain sizes were significant over the course of hominid evolution. This corresponds to
AI growth models in which large cognitive gains by the AI can be accommodated by
acquiring already-built computing resources, without needing to build new basic chip
technologies.
Just as an improved algorithm can increase the marginal returns on adding further
hardware (because it is running a better algorithm), additional hardware can increase the
marginal returns on improved cognitive algorithms (because they are running on more
hardware).51 In everyday life, we usually expect feedback loops of this sort to die down,
but in the case of hominid evolution there was in fact strong continued growth, so it’s

marginal cognitive returns on brain scaling have leveled oﬀ significantly compared to earlier evolutionary
history.
50. I often use John von Neumann to exemplify the far end of the human intelligence distribution,
because he is widely reputed to have been the smartest human being who ever lived and all the other great
geniuses of his era were scared of him. Hans Bethe said of him, “I have sometimes wondered whether a
brain like von Neumann’s does not indicate a species superior to that of man” (Blair 1957).
51. Purchasing a $1,000,000 innovation that improves all your processes by 1% is a terrible investment
for a $10,000,000 company and a great investment for a $1,000,000,000 company.
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possible that a feedback loop of this sort played a significant role. Analogously it may
be possible for an AI design to go FOOM just by adding vastly more computing power,
the way a nuclear pile goes critical just by adding more identical uranium bricks; the
added hardware could multiply the returns on all cognitive investments, and this could
send the system from k < 1 to k > 1. Unfortunately, I see very little way to get any sort
of quantitative grasp on this probability, apart from noting the qualitative possibility.52
In general, increased “size” is a kind of cognitive investment about which I think I
know relatively little. In AI it is usual for hardware improvements to contribute lower
gains than software improvements—with improved hardware still being critical, because
with a suﬃciently weak computer, the initial algorithms can perform so poorly that it
doesn’t pay incrementally to improve them.53 Even so, most of the story in AI has always
been about software rather than hardware, and with hominid brain sizes increasing by
a mere factor of four over five million years, this seems to have been true for hominid
evolution as well.
Attempts to predict the advent of AI by graphing Moore’s Law and considering the
mere addition of computing power appear entirely pointless to me given this overall state
of knowledge. The cognitive returns on hardware are always changing as a function of
improved algorithms; there is no calculable constant threshold to be crossed.
3.2. One-Time Gains
On an intuitive level, it seems obvious that the human species has accumulated cognitive
returns suﬃciently in excess of the chimpanzee species; we landed on the Moon and they
didn’t. Trying to get a quantitative grasp on the “cognitive returns on humans,” and how
much they actually exceed the cognitive returns on chimpanzees, is greatly complicated
by the following facts:
• There are many more humans than chimpanzees.

52. This scenario is not to be confused with a large supercomputer spontaneously developing
consciousness, which Pat Cadigan accurately observed to be analogous to the old theory that dirty shirts
and straw would spontaneously generate mice. Rather, the concern here is that you already have an
AI design which is qualitatively capable of significant self-improvement, and it goes critical after some
incautious group with lots of computing resources gets excited about those wonderful early results and
tries running the AI on a hundred thousand times as much computing power.
53. If hominids were limited to spider-sized brains, it would be much harder to develop human-level
intelligence, because the incremental fitness returns on improved algorithms would be lower (since each
algorithm runs on less hardware). In general, a positive mutation that conveys half as much advantage
takes twice as long to rise to fixation, and has half the chance of doing so at all. So if you diminish the
fitness returns to each step along an adaptive pathway by three orders of magnitude, the evolutionary
outcome is not “this adaptation takes longer to evolve” but “this adaptation does not evolve at all.”

43

Communal Assembly Paper

www.daifture.org

• Humans can communicate with each other much better than chimpanzees.
This implies the possibility that cognitive returns on improved brain algorithms (for
humans vs. chimpanzees) might be smaller than the moon landing would suggest. Cognitive returns from better-cumulating optimization, by a much more numerous species
that can use language to convey knowledge across brains, should not be confused with
any inherent power of a single human brain. We know that humans have nuclear
weapons and chimpanzees don’t. But to the extent we attribute this to larger human
populations, we must not be attributing it to humans having writing; and to the extent
we attribute it to humans having writing, we must not be attributing it to humans having
larger brains and improved cognitive algorithms.54
“That’s silly,” you reply. “Obviously you need writing and human general intelligence
before you can invent science and have technology accumulate to the level of nuclear
weapons. Even if chimpanzees had some way to pass on the knowledge they possessed
and do cumulative thinking—say, if you used brain-computer interfaces to directly transfer skills from one chimpanzee to another—they’d probably still never understand linear
algebra, even in a million years. It’s not a question of communication versus individual
intelligence, there’s a joint causal dependency.”
Even so (goes the counter-counterpoint) it remains obvious that discovering and
using electricity is not a pure property of a single human brain. Speech and writing, as
inventions enabled by hominid intelligence, induce a change in the character of cognitive
intelligence as an optimization process: thinking time cumulates more strongly across
populations and centuries. To the extent that we’re skeptical that any further innovations
of this sort exist, we might expect the grand returns of human intelligence to be a mostly
one-time aﬀair, rather than a repeatable event that scales proportionally with larger
brains or further-improved cognitive algorithms. If being able to cumulate knowledge
is an absolute threshold which has already been crossed, we can’t expect to see repeatable
cognitive returns from crossing it again and again.
But then (says the counter-counter-counterpoint) we may not be all the way across
the communication threshold. Suppose humans could not only talk to each other but
perfectly transfer complete cognitive skills, and could not only reproduce humans in
general but duplicate thousands of mutually telepathic Einsteins, the way AIs could
copy themselves and transfer thoughts. Even if communication is a one-time threshold,
we could be more like 1% over the threshold than 99% over it.

54. Suppose I know that your investment portfolio returned 20% last year. The higher the return of the
stocks in your portfolio, the less I must expect the bonds in your portfolio to have returned, and vice versa.
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However (replies the counter4 -point) if the ability to cumulate knowledge is still
qualitatively present among humans, doing so more eﬃciently might not yield marginal
returns proportional to crossing the initial threshold. Suppose there’s a constant population of a hundred million people, and returns to the civilization are determined by
the most cumulated cognitive labor. Going from 0% cumulation to 1% cumulation
between entities might multiply total returns much more than the further multiplicative
factor in going from 1% cumulation to 99% cumulation. In this scenario, a thousand
1%-cumulant entities can outcompete a hundred million 0%-cumulant entities, and yet a
thousand perfectly cumulant entities cannot outcompete a hundred million 1% cumulant
entities, depending on the details of your assumptions.
A counter5 -point is that this would not be a good model of piles of uranium bricks
with neutron-absorbing impurities; any degree of noise or ineﬃciency would interfere
with the clarity of the above conclusion. A further counter5 -point is to ask about the
invention of the printing press and the subsequent industrial revolution—if the one-time
threshold model is true, why did the printing press enable civilizational returns that
seemed to be well above those of writing or speech?
A diﬀerent one-time threshold that spawns a similar line of argument revolves around
human generality—the way that we can grasp some concepts that chimpanzees can’t
represent at all, like the number thirty-seven. The science-fiction novel Schild’s Ladder,
by Greg Egan (2002), supposes a “General Intelligence Theorem” to the eﬀect that once
you get to the human level, you’re done—you can think about anything thinkable. Hence
there are no further gains from further generality; and that was why, in Egan’s depicted
future, there were no superintelligences despite all the human-level minds running on
fast computers.
The obvious inspiration for a “General Intelligence Theorem” is the Church-Turing
Thesis: Any computer that can simulate a universal Turing machine is capable of simulating any member of a very large class of systems, which class seems to include the laws
of physics and hence everything in the real universe. Once you show you can encode a
single universal Turing machine in Conway’s Game of Life, then the Game of Life is
said to be “Turing complete” because we can encode any other Turing machine inside
the universal machine we already built.
The argument for a one-time threshold of generality seems to me much weaker than
the argument from communication. Many humans have tried and failed to understand
linear algebra. Some humans (however unjust this feature of our world may be) probably
cannot understand linear algebra, period.55 Such humans could, in principle, if immortal

55. Until technology advances to the point of direct cognitive enhancement of humans. I don’t believe
in giving up when it comes to this sort of thing.
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and never bored, take an infinitely long piece of paper tape and simulate by hand a giant
Turing machine simulating John von Neumann. But they still wouldn’t understand
linear algebra; their own brains, as opposed to the paper tape, would not contain any
representations apt for manipulating linear algebra.56 So being over the Church-Turing
threshold does not imply a brain with apt native representations for manipulating every
possible sort of concept. An immortal mouse would also be over this threshold—most
complex systems are—while still experiencing lesser cognitive returns than humans over
the timescales of interest. There is also visible headroom above the human level; an
obvious future threshold of cognitive generality is the ability to manipulate your source
code so as to compose new underlying cognitive representations for any problem you
encounter. If a true threshold of cognitive generality exists—if there is any sort of
mind that can quickly give itself apt representations for almost any sort of solvable
problem—we are under that threshold, not over it. I usually say that what distinguishes
humans from chimpanzees is “significantly more generally applicable intelligence” rather
than “general intelligence.” One could perhaps count humans as being one percent
over a threshold of what can possibly be thought about; but relative to the case of
communication, it seems much harder to write out an argument that being one percent
over the threshold of generality oﬀers most of the marginal returns.
The main plausible source of such an argument would be an “end of science” scenario
in which most of the interesting, exploitable possibilities oﬀered by the physical universe
could all be understood by some threshold level of generality, and thus there would be no
significant returns to generality beyond this point. Humans have not developed many
technologies that seem foreseeable in some sense (e.g., we do not yet have molecular
nanotechnology) but, amazingly enough, all of the future technologies we can imagine
from our current level seem to be graspable using human-level abilities for abstraction.
This, however, is not strong evidence that no greater capacity for abstraction can be
helpful in realizing all important technological possibilities.
In sum, and taking into account all three of the arguments listed above, we get a
combined argument as follows:
The Big Marginal Return on humans over chimpanzees is mostly about large numbers
of humans, sharing knowledge above a sharp threshold of abstraction, being more impressive than the sort of thinking that can be done by one chimpanzee who cannot communicate with other chimps and is qualitatively incapable of grasping algebra. Then since
very little of the Big Marginal Return was really about improving cognitive algorithms
or increasing brain sizes apart from that, we have no reason to believe that there were any

56. Note the resemblance to the standard reply (Cole 2013) to Searle’s Chinese Room argument.
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repeatable gains of this sort. Most of the chimp-human diﬀerence is from cumulating
total power rather than individual humans being smarter; you can’t get human-versuschimp gains just from having a larger brain than one human. To the extent humans
are qualitatively smarter than chimps, it’s because we crossed a qualitative threshold
which lets (unusually smart) humans learn linear algebra. But now that some of us can
learn linear algebra, there are no more thresholds like that. When all of this is taken
into account, it explains away most of the human bonanza and doesn’t leave much to be
attributed just to evolution optimizing cognitive algorithms qua algorithms and hominid
brain sizes increasing by a factor of four. So we have no reason to suppose that bigger
brains or better algorithms could allow an AI to experience the same sort of increased
cognitive returns above humans as humans have above chimps.
The above argument postulates one-time gains which all lie in our past, with no
similar gains in the future. In a sense, all gains from optimization are one-time—you
cannot invent the steam engine twice, or repeat the same positive mutation—and yet
to expect this ongoing stream of one-time gains to halt at any particular point seems
unjustified. In general, postulated one-time gains—whether from a single threshold of
communication, a single threshold of generality/abstraction, etc.—seem hard to falsify
or confirm by staring at raw growth records. In general, my reply is that I’m quite willing
to believe that hominids have crossed qualitative thresholds, less willing to believe that
such a young species as ours is already 99% over a threshold rather than 10% or 0.03%
over that threshold, and extremely skeptical that all the big thresholds are already in
our past and none lie in our future. Especially when humans seem to lack all sorts of
neat features such as the ability to expand indefinitely onto new hardware, the ability
to rewrite our own source code, the ability to run error-free cognitive processes of great
serial depth, etc.57
It is certainly a feature of the design landscape that it contains large one-time gains—
significant thresholds that can only be crossed once. It is less plausible that hominid
evolution crossed them all and arrived at the qualitative limits of mind—especially when
many plausible further thresholds seem clearly visible even from here.
3.3. Returns on Speed
By the standards of the eleventh century, the early twenty-first century can do things that
would seem like “magic” in the sense that nobody in the eleventh century imagined them,
let alone concluded that they would be possible.58 What separates the early twenty-first
century from the eleventh?

57. Not to mention everything that the human author hasn’t even thought of yet. See section 3.11.
58. See again section 3.11.
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Gregory Clark (2007) has suggested, based on demographic data from British merchants and shopkeepers, that more conscientious individuals were having better financial
success and more children, and to the extent that conscientiousness is hereditary this
would necessarily imply natural selection; thus Clark has argued that there was probably
some degree of genetic change supporting the Industrial Revolution.
But this seems like only a small caveat to the far more obvious explanation that what
separated the eleventh and twenty-first centuries was time.
What is time? Leaving aside some interesting but not overwhelmingly relevant
answers from fundamental physics,59 when considered as an economic resource, “time”
is the ability for events to happen one after another. You cannot invent jet planes at
the same time as internal combustion engines; to invent transistors, somebody must
have already finished discovering electricity and told you about it. The twenty-first
century is separated from the eleventh century by a series of discoveries and technological
developments that did in fact occur one after another and would have been significantly
more diﬃcult to do in parallel.
A more descriptive name for this quality than “time” might be “serial causal depth.”
The saying in software industry goes, “Nine women can’t birth a baby in one month,”
indicating that you can’t just add more people to speed up a project; a project requires
time, sequential hours, as opposed to just a total number of human-hours of labor.
Intel has not hired twice as many researchers as its current number and produced new
generations of chips twice as fast.60 This implies that Intel thinks its largest future returns
will come from discoveries that must be made after current discoveries (as opposed to
most future returns coming from discoveries that can all be reached by one step in a flat
search space and hence could be reached twice as fast by twice as many researchers).61
Similarly, the “hundred-step rule” in neuroscience (Feldman and Ballard 1982) says
that since human neurons can only fire around one hundred times per second, any
computational process that humans seem to do in real time must take at most one
hundred serial steps—that is, one hundred steps that must happen one after another.

59. See, e.g., Barbour (1999).
60. With Intel’s R&D cost around 17% of its sales, this wouldn’t be easy, but it would be possible.
61. If Intel thought that its current researchers would exhaust the entire search space, or exhaust
all marginally valuable low-hanging fruits in a flat search space, then Intel would be making plans to
terminate or scale down its R&D spending after one more generation. Doing research with a certain
amount of parallelism that is neither the maximum or minimum you could possibly manage implies an
expected equilibrium, relative to your present and future returns on technology, of how many fruits you
can find at the immediate next level of the search space, versus the improved returns on searching later
after you can build on previous discoveries. (Carl Shulman commented on a draft of this paper that Intel
may also rationally wait because it expects to build on discoveries made outside Intel.)
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There are billions of neurons in the visual cortex and so it is reasonable to suppose a
visual process that involves billions of computational steps. But you cannot suppose
that A happens, and that B which depends on A happens, and that C which depends
on B happens, and so on for a billion steps. You cannot have a series of events like that
inside a human brain; the series of events is too causally deep, and the human brain is too
serially shallow. You can’t even have a million-step serial process inside a modern-day
factory; it would take far too long and be far too expensive to manufacture anything that
required a million manufacturing steps to occur one after another. That kind of serial
causal depth can only occur inside a computer.
This is a great part of what makes computers useful, along with their ability to carry
out formal processes exactly: computers contain huge amounts of time, in the sense of
containing tremendous serial depths of causal events. Since the Cambrian explosion
and the rise of anatomical multicellular organisms 2 × 1011 days ago, your line of direct
descent might be perhaps 108 or 1011 generations deep. If humans had spoken continuously to each other since 150,000 years ago, one utterance per five seconds, the longest
continuous conversation could have contained ∼1012 statements one after another. A
2013-era CPU running for one day can contain ∼1014 programmable events occurring
one after another, or ∼1016 events if you run it for one year.62 Of course, if we are
talking about a six-core CPU, then that is at most six things that could be happening at
the same time, and a floating-point multiplication is a rather simple event. Still, when
I contemplate statistics like those above, I am struck by a vertiginous sense of what
incredibly poor use we make of computers.
Although I used to go around asking, “If Moore’s Law says that computing speeds
double every eighteen months, what happens when computers are doing the research?”63
I no longer think that Moore’s Law will play much of a role in the intelligence explosion,
partially because I expect returns on algorithms to dominate, and partially because I
would expect an AI to prefer ways to scale itself onto more existing hardware rather
than waiting for a new generation of chips to be produced in Intel-style factories. The
latter form of investment has such a slow timescale, and hence such a low interest rate,
that I would only expect it to be undertaken if all other self-improvement alternatives
had bottlenecked before reaching the point of solving protein structure prediction or
otherwise bypassing large human-style factories.

62. Almost the same would be true of a 2008-era CPU, since the Moore’s-like law for serial depth has
almost completely broken down. Though CPUs are also not getting any slower, and the artifacts we have
already created seem rather formidable in an absolute sense.
63. I was then seventeen years old.
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Since computers are well known to be fast, it is a very widespread speculation that
strong AIs would think very fast because computers would be very fast, and hence that
such AIs would rapidly acquire advantages of the sort we associate with older human
civilizations, usually improved science and technology.64 Two objections that have been
oﬀered against this idea are (a) that the first suﬃciently advanced AI might be very slow
while already running on a large fraction of all available computing power, and hence
hard to speed up without waiting on Moore’s Law,65 and (b) that fast thinking may prove
useless without fast sensors and fast motor manipulators.66
Let us consider first the prospect of an advanced AI already running on so much
computing power that it is hard to speed up. I find this scenario somewhat hard to
analyze because I expect AI to be mostly about algorithms rather than lots of hardware,
but I can’t rule out scenarios where the AI is developed by some large agency which was
running its AI project on huge amounts of hardware from the beginning. This should
not make the AI slow in all aspects; any AI with a certain amount of self-reprogramming
ability ought to be able to perform many particular kinds of cognition very quickly—
to take one extreme example, it shouldn’t be slower than humans at arithmetic, even
conscious arithmetic. But the AI’s overall thought processes might still be slower than
human, albeit presumably not so slow that the programmers and researchers are too
bored to work eﬀectively on the project or try to train and raise the AI. Thus I cannot
say that the overall scenario is implausible. I do note that to the extent that an AI is
running on more hardware and has worse algorithms, ceteris paribus, you would expect
greater gains from improving the algorithms. Trying to deliberately create a slow AI
already running on vast amounts of hardware, in hopes of guaranteeing suﬃcient time
to react, may not actually serve to slow down the overall growth curve—it may prove
to be the equivalent of starting out the AI with much more hardware than it would
have had otherwise, hence greater returns on improving its algorithms. I am generally
uncertain about this point.
On the input-output side, there are various Moore’s-like curves for sensing and manipulating, but their exponents tend to be lower than the curves for pure computer technologies. If you extrapolated this trend outward without further change, then the pure

64. As the fourth-century Chinese philosopher Xiaoguang Li once observed, we tend to think of earlier
civilizations as being more venerable, like a wise old ancestor who has seen many things; but in fact later
civilizations are older than earlier civilizations, because the future has a longer history than the past. Thus
I hope it will increase, rather than decrease, your opinion of his wisdom if I now inform you that actually
Xiaoguang “Mike” Li is a friend of mine who observed this in 2002.
65. This has mostly come up in personal conversation with friends; I’m not sure I’ve seen a print source.
66. The author is reasonably sure he has seen this objection in print, but failed again to collect the
reference at the time.
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scenario of “Moore’s Law with computer-based researchers” would soon bottleneck on
the fast-thinking researchers waiting through their molasses-slow ability to manipulate
clumsy robotic hands to perform experiments and actually observe the results.
The field of high-energy physics, for example, seems limited by the expense and delay
of constructing particle accelerators. Likewise, subfields of astronomy revolve around
expensive space telescopes. These fields seem more sensory-bounded than thinkingbounded, relative to the characteristic intelligence of the researchers. It’s possible that
suﬃciently smarter scientists could get more mileage out of information already gathered, or ask better questions. But at the very least, we can say that there’s no humanlyobvious way to speed up high-energy physics with faster-thinking human physicists, and
it’s easy to imagine that doubling the speed of all the human astronomers, while leaving
them otherwise unchanged, would just make them twice as frustrated about telescope
time as at present.
At the opposite extreme, theoretical mathematics stands as an example of a field
which is limited only by the thinking speed of its human researchers (computer assistance
currently being a rare exception, rather than the rule). It is interesting to ask whether
we should describe progress in mathematics as (1) continuing at mostly the same pace as
anything else humans do, or (2) far outstripping progress in every other human endeavor,
such that there is no nonmathematical human accomplishment comparable in depth to
Andrew Wiles’s proof of Fermat’s Last Theorem (Wiles 1995).
The main counterpoint to the argument from the slower Moore’s-like laws for sensorimotor technologies is that since currently human brains cannot be sped up, and
humans are still doing most of the physical labor, there hasn’t yet been a strong incentive to produce faster and faster manipulators—slow human brains would still be
the limiting factor. But if in the future sensors or manipulators are the limiting factor,
most investment by a rational agency will tend to flow toward improving that factor. If
slow manipulators are holding everything back, this greatly increases returns on faster
manipulators and decreases returns on everything else. But with current technology it
is not possible to invest in faster brains for researchers, so it shouldn’t be surprising that
the speed of researcher thought often is the limiting resource. Any lab that shuts down
overnight so its researchers can sleep must be limited by serial cause and eﬀect in researcher brains more than serial cause and eﬀect in instruments—researchers who could
work without sleep would correspondingly speed up the lab. In contrast, in astronomy
and high-energy physics every minute of apparatus time is scheduled, and shutting down
the apparatus overnight would be unthinkable. That most human research labs do cease
operation overnight implies that most areas of research are not sensorimotor bounded.
However, rational redistribution of investments to improved sensors and manipulators does not imply that the new resulting equilibrium is one of fast progress. The
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counter-counterpoint is that, even so, improved sensors and manipulators are slow to
construct compared to just rewriting an algorithm to do cognitive work faster. Hence
sensorimotor bandwidth might end up as a limiting factor for an AI going FOOM over
short timescales; the problem of constructing new sensors and manipulators might act
as metaphorical delayed neutrons that prevent prompt criticality. This delay would still
exist so long as there were pragmatically real limits on how useful it is to think in the
absence of experiential data and the ability to exert power on the world.
A counter-counter-counterpoint is that if, for example, protein structure prediction
can be solved as a purely cognitive problem,67 then molecular nanotechnology is liable
to follow very soon thereafter. It is plausible that even a superintelligence might take
a while to construct advanced tools if dropped into the thirteenth century with no
other knowledge of physics or chemistry.68 It’s less plausible (says the counter-countercounterargument) that a superintelligence would be similarly bounded in a modern
era where protein synthesis and picosecond cameras already exist, and vast amounts
of pregathered data are available.69 Rather than imagining sensorimotor bounding as
the equivalent of some poor blind spirit in a locked box, we should imagine an entire
human civilization in a locked box, doing the equivalent of cryptography to extract every
last iota of inference out of every bit of sensory data, carefully plotting the fastest paths
to greater potency using its currently conserved motor bandwidth, using every possible
avenue of aﬀecting the world to, as quickly as possible, obtain faster ways of aﬀecting
the world. See here for an informal exposition.70
I would summarize my views on “speed” or “causal depth” by saying that, contrary
to the views of a past Eliezer Yudkowsky separated from my present self by sixteen

67. Note that in some cases the frontier of modern protein structure prediction and protein design is
crowdsourced human guessing, e.g., the Foldit project. This suggests that there are gains from applying
better cognitive algorithms to protein folding.
68. It’s not certain that it would take the superintelligence a long time to do anything, because the
putative superintelligence is much smarter than you and therefore you cannot exhaustively imagine or
search the options it would have available. See section 3.11.
69. Some basic formalisms in computer science suggest fundamentally diﬀerent learning rates
depending on whether you can ask your own questions or only observe the answers to large pools of preasked questions. On the other hand, there is also a strong case to be made that humans are overwhelmingly
ineﬃcient at constraining probability distributions using the evidence they have already gathered.
70. An intelligence explosion that seems incredibly fast to a human might take place over a long serial
depth of parallel eﬀorts, most of which fail, learning from experience, updating strategies, waiting to
learn the results of distant experiments, etc., which would appear frustratingly slow to a human who had
to perform similar work. Or in implausibly anthropomorphic terms, “Sure, from your perspective it only
took me four days to take over the world, but do you have any idea how long that was for me? I had to
wait twenty thousand subjective years for my custom-ordered proteins to arrive!”
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years of “time,”71 it doesn’t seem very probable that returns on hardware speed will be
a key ongoing factor in an intelligence explosion. Even Intel constructing new chip
factories hasn’t increased serial speeds very much since 2004, at least as of 2013. Better
algorithms or hardware scaling could decrease the serial burden of a thought and allow
more thoughts to occur in serial rather than parallel; it seems extremely plausible that
a humanly designed AI will start out with a huge excess burden of serial diﬃculty, and
hence that improving cognitive algorithms or hardware scaling will result in a possibly
gradual, possibly one-time huge gain in eﬀective cognitive speed. Cognitive speed outstripping sensorimotor bandwidth in a certain fundamental sense is also very plausible
for pre-nanotechnological stages of growth.
The main policy-relevant questions would seem to be:
1. At which stage (if any) of growth will an AI be able to generate new technological
capacities of the sort that human civilizations seem to invent “over time,” and how
quickly?
2. At which stage (if any) of an ongoing intelligence explosion, from which sorts of
starting states, will which events being produced by the AI exceed in speed the
reactions of (1) human bureaucracies and governments with great power (weeks
or months) and (2) individual humans with relatively lesser power (minutes or
seconds)?
I would expect that some sort of incredibly fast thinking is likely to arrive at some point,
because current CPUs are already very serially fast compared to human brains; what stage
of growth corresponds to this is hard to guess. I’ve also argued that the “high-speed spirit
trapped in a statue” visualization is inappropriate, and “high-speed human civilization
trapped in a box with slow Internet access” seems like a better way of looking at it. We
can visualize some clear-seeming paths from cognitive power to fast infrastructure, like
cracking the protein structure prediction problem. I would summarize my view on this
question by saying that, although high cognitive speeds may indeed lead to time spent
sensorimotor bounded, the total amount of this time may not seem very large from
outside—certainly a high-speed human civilization trapped inside a box with Internet
access would be trying to graduate to faster manipulators as quickly as possible.

71. Albeit, in accordance with the general theme of embarrassingly overwhelming human ineﬃciency,
the actual thought processes separating Yudkowsky1997 from Yudkowsky2013 would probably work out
to twenty days of serially sequenced thoughts or something like that. Maybe much less. Certainly not
sixteen years of solid sequential thinking.
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3.4. Returns on Population
As remarked in section 3.3, the degree to which an AI can be competitive with the global
human population depends, among other factors, on whether humans in large groups
scale with something close to the ideal eﬃciency for parallelism.
In 1999, a game of chess titled “Kasparov versus The World” was played over the
Internet between Garry Kasparov and a World Team in which over fifty thousand individuals participated at least once, coordinated by four young chess stars, a fifth master
advising, and moves decided by majority vote with five thousand voters on a typical
move. Kasparov won after four months and sixty-two moves, saying that he had never
expended so much eﬀort in his life, and later wrote a book (Kasparov and King 2000)
about the game, saying, “It is the greatest game in the history of chess. The sheer number
of ideas, the complexity, and the contribution it has made to chess make it the most
important game ever played.”
There was clearly nontrivial scaling by the contributors of the World Team—they
played at a far higher skill level than their smartest individual players. But eventually
Kasparov did win, and this implies that five thousand human brains (collectively representing, say, ∼1018 synapses) were not able to defeat Kasparov’s ∼1014 synapses. If this
seems like an unfair estimate, its unfairness may be of a type that ubiquitously characterizes human civilization’s attempts to scale. Of course many of Kasparov’s opponents
were insuﬃciently skilled to be likely to make a significant contribution to suggesting
or analyzing any given move; he was not facing five thousand masters. But if the World
Team had possessed the probable advantages of AIs, they could have copied chess skills
from one of their number to another, and thus scaled more eﬃciently. The fact that
humans cannot do this, and that we must painstakingly and expensively reproduce the
educational process for every individual who wishes to contribute to a cognitive frontier,
and some our most remarkable examples cannot be duplicated by any known method of
training, is one of the ways in which human populations scale less than optimally.72
On a more micro level, it is a truism of computer science and an important pragmatic
fact of programming that processors separated by sparse communication bandwidth
sometimes have trouble scaling well. When you lack the bandwidth to copy whole
internal cognitive representations, computing power must be expended (wasted) to reconstruct those representations within the message receiver. It was not possible for one
of Kasparov’s opponents to carefully analyze an aspect of the situation and then copy
and distribute that state of mind to one hundred others who could analyze slight variant

72. Update: Apparently Kasparov was reading the forums of The World during the game; in other
words, he had access to their thought processes, but not the other way around. This weakens the degree
of evidence substantially.
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thoughts and then combine their discoveries into a single state of mind. They were
limited to speech instead. In this sense it is not too surprising that 1014 synapses with
high local intercommunication bandwidth and a high local skill level could defeat 1018
synapses separated by gulfs of speech and argument.
Although I expect that this section of my analysis will not be without controversy, it
appears to the author to also be an important piece of data to be explained that human
science and engineering seem to scale over time better than over population—an extra
decade seems much more valuable than adding warm bodies.
Indeed, it appears to the author that human science scales ludicrously poorly with
increased numbers of scientists, and that this is a major reason there hasn’t been more
relative change from 1970–2010 than from 1930–1970 despite the vastly increased number of scientists. The rate of real progress seems mostly constant with respect to time,
times a small factor more or less. I admit that in trying to make this judgment I am
trying to summarize an overwhelmingly distant grasp on all the fields outside my own
handful. Even so, a complete halt to science or a truly exponential (or even quadratic)
speedup of real progress both seem like they would be hard to miss, and the exponential
increase of published papers is measurable. Real scientific progress is continuing over
time, so we haven’t run out of things to investigate; and yet somehow real scientific
progress isn’t scaling anywhere near as fast as professional scientists are being added.
The most charitable interpretation of this phenomenon would be that science problems are getting harder and fields are adding scientists at a combined pace which produces more or less constant progress. It seems plausible that, for example, Intel adds
new researchers at around the pace required to keep up with its accustomed exponential
growth. On the other hand, Intel actually publishes their future roadmap and is a centrally coordinated semirational agency. Scientific fields generally want as much funding
as they can get from various funding sources who are reluctant to give more of it, with
politics playing out to determine the growth or shrinking rate in any given year. It’s hard
to see how this equilibrium could be coordinated.
A moderately charitable interpretation would be that science is inherently bounded
by serial causal depth and is poorly parallelizable—that the most important impacts
of scientific progress come from discoveries building on discoveries, and that once the
best parts of the local search field are saturated, there is little that can be done to reach
destinations any faster. This is moderately uncharitable because it implies that large
amounts of money are probably being wasted on scientists who have “nothing to do”
when the people with the best prospects are already working on the most important
problems. It is still a charitable interpretation in the sense that it implies global progress
is being made around as fast as human scientists can make progress.
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Both of these charitable interpretations imply that AIs expanding onto new hardware
will not be able to scale much faster than human scientists trying to work in parallel,
since human scientists are already working, in groups, about as eﬃciently as reasonably
possible.
And then we have the less charitable interpretations—those which paint humanity’s
performance in a less flattering light.
For example, to the extent that we credit Max Planck’s claim that “a new scientific
truth does not triumph by convincing its opponents and making them see the light,
but rather because its opponents eventually die, and a new generation grows up that
is familiar with it” (Kuhn 1962), we could expect that the process of waiting for the
previous generation to die out (or rather, retire) was a serial bottleneck not aﬀected by
increased parallelism. But this would be a bottleneck of human stubbornness and aging
biological brains, rather than an inherent feature of the problem space or a necessary
property of rational agencies in general.
I have also wondered how it is that a ten-person startup can often appear to be around
as innovative on average as a ten-thousand-person corporation. An interpretation has
occurred to me which I have internally dubbed “the hero theory.” This is the idea that a
human organization has room for one to five “heroes” who are allowed to be important,
and that other potential heroes somehow see that all hero positions are already occupied,
whereupon some instinctive part of their mind informs them that there is no fame or
status to be gained from heroics.73 This theory has the advantage of explaining in a
unified way why neither academic fields nor corporations seem to be able to scale “true
innovation” by throwing more warm bodies at the problem, and yet are still able to scale
with added time. It has the disadvantage of its mechanism not being overwhelmingly
plausible. Similar phenomena might perhaps be produced by the attention span of other
researchers bottlenecking through a few leaders, or by limited width of attention to
funding priorities or problems. This kind of sociology is not really my field.
Diving further into the depths of cynicism, we may ask whether “science” is perhaps a
process distinct from “publishing papers in journals,” where our civilization understands
how to reproduce the latter skill but has no systematic grasp on reproducing the former.
One observes that technological progress is not (yet) dominated by China despite China
graduating more PhDs than any other nation. This seems understandable if human
civilization understands explicitly how to make PhDs, but the production of scientists

73. I have sometimes worried that by being “that Friendly AI guy” I have occupied the position of
“Friendly AI guy” and hence young minds considering what to do with their lives will see that there
is already a “Friendly AI guy” and hence not try to do this themselves. This seems to me like a very
worrisome prospect, since I do not think I am suﬃcient to fill the entire position.
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is dominated by rare lineages of implicit experts who mostly live in countries with long
historical scientific traditions—and moreover, politicians or other funding agencies are
bad at distinguishing the hidden keepers of the tradition and cannot selectively oﬀer
them a million dollars to move to China. In one sense this possibility doesn’t say much
about the true scaling factor that would apply with more scientists, but it says that a
large penalty factor might apply to estimating human scaling of science by estimating
scaling of publications.
In the end this type of sociology of science is not really the author’s field. Nonetheless one must put probability distributions on guesses, and there is nothing especially
virtuous about coming to estimates that sound respectful rather than cynical. And so
the author will remark that he largely sees the data to be explained as “human science
scales extremely poorly with throwing more warm bodies at a field”; and that the author generally sees the most plausible explanations as revolving around problems of the
human scientific bureaucracy and process which would not necessarily hold of minds in
general, especially a single AI scaling onto more hardware.
3.5. The Net Eﬃciency of Human Civilization
It might be tempting to count up 7,000,000,000 humans with 100,000,000,000 neurons
and 1,000 times as many synapses firing around 100 times per second, and conclude that
any rational agency wielding much fewer than 1026 computing operations per second
cannot be competitive with the human species.
But to the extent that there are ineﬃciencies, either in individual humans or in
how humans scale in groups, 1026 operations per second will not well characterize the
cognitive power of the human species as a whole, as it is available to be focused on a
scientific or technological problem, even relative to the characteristic eﬃciency of human
cognitive algorithms.
A preliminary observation, that John von Neumann had a brain not much visibly
larger than that of the average human, suggests that the true potential of 1026 operations
per second must be bounded below by the potential of 7,000,000,000 mutually telepathic
von Neumanns. Which does not seem to well characterize the power of our current
civilization. Which must therefore be operating at less than perfect eﬃciency in the
realms of science and technology.
In particular, I would suggest the following ineﬃciencies:
• Humans must communicate by speech and other low-bandwidth means rather
than directly transferring cognitive representations, and this implies a substantial
duplication of cognitive labor.
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• It is possible that some professionals are systematically unproductive of important
progress in their field, and the number of true eﬀective participants must be adjusted down by some significant factor.
• Humans must spend many years in schooling before they are allowed to work
on scientific problems, and this again reflects mostly duplicated cognitive labor,
compared to Xeroxing another copy of Einstein.
• Human scientists do not do science twenty-four hours per day (this represents a
small integer factor of reduced eﬃciency).
• Professional scientists do not spend all of their working hours directly addressing
their scientific problems.
• Within any single human considering a scientific problem, not all of their brain
can be regarded as working on that problem.
• Ineﬃciencies of human scientific bureaucracy may cause potentially helpful contributions to be discarded, or funnel potentially useful minds into working on
problems of predictably lesser importance, etc.
One further remarks that most humans are not scientists or engineers at all, and most
scientists and engineers are not focusing on the problems that an AI in the process
of an intelligence explosion might be expected to focus on, like improved machine
cognitive algorithms or, somewhere at the end, protein structure prediction. However,
the Hansonian method of critique74 would obviously prompt the question, “Why do
you think AIs wouldn’t have to spend most of their time and brainpower on subsidiary
economic tasks to support themselves, just like human civilization can’t aﬀord to spend
all its time on AI research?”
One reply might be that, while humans are obliged to use whole human brains to
support their bodies even as they carry out relatively repetitive bits of physical or cognitive labor, an AI would be able to exploit money-earning opportunities that required
straightforward cognition using a correspondingly smaller amount of computing power.
The Hansonian method would then proceed to ask why there weren’t many AIs bidding
on such jobs and driving down the returns.75 But in models with a localized FOOM

74. I would describe the general rule as follows: “For all supposed capabilities of AIs, ask why humans
do not have the same ability. For all supposed obstacles to the human version of the ability, ask why similar
obstacles would not apply to AIs.” I often disagree with Hanson about whether cases of this question can
be given satisfying answers, but the question itself is clearly wise and correct.
75. I would describe this rule as follows: “Check whenever someone is working on a background
assumption of a localized FOOM and then consider a contrasting scenario based on many AIs of roughly
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and hence one AI relatively ahead of other projects, it is very reasonable that the AI
could have a much higher ratio of “computing operations doing science” to “computing
operations earning money,” even assuming the AI was not simply stealing its computer
time. More generally, the fact that the whole human population is not mostly composed
of professional scientists, working on the most important problems an AI would face
in the process of going FOOM, must play a role in reducing our estimate of the net
computing power required to match humanity’s input into AI progress, given algorithms
of roughly human-level eﬃciency.
All of the above factors combined may still only scratch the surface of human computational ineﬃciency. Our performance on integer multiplication problems is not in
accordance with what a crude estimate of 1016 operations per second might lead you to
expect. To put it another way, our brains do not eﬃciently transmit their underlying
computing power to the task of integer multiplication.
Our insanely poor performance on integer multiplication clearly does not upperbound human computational eﬃciency on all problems—even nonancestral problems.
Garry Kasparov was able to play competitive chess against Deep Blue while Kasparov
was examining two moves per second to Deep Blue’s two billion moves per second,
implying that Kasparov was indeed able to eﬀectively recruit his visual cortex, temporal lobe, prefrontal cortex, cerebellum, etc., to eﬀectively contribute large amounts
of computing power in the form of parallelized pattern recognition and planning. In
fact Kasparov showed amazing computational eﬃciency; he was able to match Deep
Blue in a fashion that an a priori armchair reasoner probably would not have imagined
possible for a mind limited to a hundred steps per second of serial depth. Nonetheless,
the modern chess program Deep Rybka 3.0 is far ahead of Kasparov while running on
2.8 billion operations per second, so Kasparov’s brainpower is still not being perfectly
transmitted to chess-playing ability. In the end such ineﬃciency is what one would
expect, given that Kasparov’s genetic makeup was not selected over eons to play chess.
We might similarly find of human scientists that, even though they are able to recruit
more of their brains’ power to science than to integer multiplication, they are still not
using their computing operations as eﬃciently as a mind designed to do science—even
during their moments of peak insight while they are working on that exact problem.
All these factors combined project a very diﬀerent image of what an AI must do to
outcompete human civilization at the task of inventing better AI algorithms or cracking
protein folding than saying that the AI must compete with 7,000,000,000 humans each
with 1011 neurons and 1014 synapses firing 102 times per second.

equal ability.” Here I disagree more about whether this question is really useful, since I do in fact expect
a local FOOM.
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By the time we are done observing that not all humans are scientists, that not all scientists are productive, that not all productive scientists are working on the problem every
second, that not all professional labor is directly applicable to the cognitive problem, that
cognitive labor (especially learning, or understanding ideas transmitted by speech) is
often duplicated between individuals, that the fruits of nonduplicated contributions are
processed by the surrounding bureaucracy with less than perfect eﬃciency, that humans
experience significant serial bottlenecks due to their brains running on a characteristic
timescale of at most 102 steps per second, that humans are not telepathic, and finally
that the actual cognitive labor applied to the core cognitive parts of scientific problems
during moments of peak insight will be taking place at a level of ineﬃciency somewhere
between “Kasparov losing at chess against Deep Rybka’s 2.8 billion operations/second”
and “Kasparov losing at integer multiplication to a pocket calculator” . . .
. . . the eﬀective computing power of human civilization applied to the relevant
problems may well be within easy range of what a moderately well-funded project could
simply buy for its AI, without the AI itself needing to visibly earn further funding.
Frankly, my suspicion is that by the time you’re adding up all the human ineﬃciencies, then even without much in the way of fundamentally new and better algorithms—
just boiling down the actual cognitive steps required by the algorithms we already use—
well, it’s actually quite low, I suspect.76
And this probably has a substantial amount to do with why, in practice, I think a
moderately well-designed AI could overshadow the power of human civilization. It’s not
just about abstract expectations of future growth, it’s a sense that the net cognitive ability
of human civilization is not all that impressive once all the ineﬃciencies are factored
in. Someone who thought that 1026 operations per second was actually a good proxy
measure of the magnificent power of human civilization might think diﬀerently.
3.6. Returns on Cumulative Evolutionary Selection Pressure
I earlier claimed that we have seen no signs of diminishing cognitive returns to cumulative natural selection. That is, it didn’t take one-tenth as long to go from Australopithecus
to Homo erectus as it did from Homo erectus to Homo sapiens. The alert reader may protest,
“Of course the erectus–sapiens interval isn’t ten times as long as the Australopithecus–erectus

76. Though not as low as if all the verbal thoughts of human scientists could be translated into first-order
logic and recited as theorems by a ridiculously simple AI engine, as was briefly believed during the early
days. If the claims made by the makers of BACON (Langley, Bradshaw, and Zytkow 1987) or the
Structure Mapping Engine (Falkenhainer and Forbus 1990) were accurate models of human cognitive
reasoning, then the Scientific Revolution up to 1900 would have required on the order of perhaps 106
cognitive operations total . We agree however with Chalmers, French, and Hofstadter (1992) that this is
not a good model. So not quite that low.
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interval, you just picked three named markers on the fossil record that didn’t happen to
have those relative intervals.” Or, more charitably: “Okay, you’ve shown me some named
fossils A, B, C with 3.2 million years from A to B and then 1.8 million years from B to C.
What you’re really claiming is that there wasn’t ten times as much cognitive improvement
from A to B as from B to C. How do you know that?”
To this I could reply by waving my hands in the direction of the details of neuroanthropology,77 and claiming that the observables for throat shapes (for language
use), preserved tools and campfires, and so on, just sort of look linear—or moderately
superlinear, but at any rate not sublinear. A graph of brain sizes with respect to time
may be found here (Calvin 2004, chap. 5). And despite the inferential distance from
“brain size” to “increasing marginal fitness returns on brain size” to “brain algorithmic
improvements”—nonetheless, the chart looks either linear or moderately superlinear.
More broadly, another way of framing this is to ask what the world should look like
if there were strongly decelerating returns to evolutionary optimization of hominids.78
I would reply that, first of all, it would be very surprising to see a world whose
cognitive niche was dominated by just one intelligent species. Given sublinear returns
on cumulative selection for cognitive abilities, there should be other species that mostly
catch up to the leader. Say, evolving sophisticated combinatorial syntax from protolanguage should have been a much more evolutionarily expensive proposition than just
producing protolanguage, due to the decelerating returns.79 And then, in the long time
it took hominids to evolve complex syntax from protolanguage, chimpanzees should
have caught up and started using protolanguage. Of course, evolution does not always
recapitulate the same outcomes, even in highly similar species. But in general, sublinear
cognitive returns to evolution imply that it would be surprising to see one species get far
ahead of all others; there should be nearly even competitors in the process of catching

77. Terrence Deacon’s (1997) The Symbolic Species is notionally about a theory of human general
intelligence which I believe to be quite mistaken, but the same book is incidentally an excellent popular
overview of cognitive improvements over the course of hominid evolution, especially as they relate to
language and abstract reasoning.
78. At the Center for Applied Rationality, one way of training empiricism is via the Monday-Tuesday
game. For example, you claim to believe that cellphones work via “radio waves” rather than “magic.”
Suppose that on Monday cellphones worked via radio waves and on Tuesday they worked by magic.
What would you be able to see or test that was diﬀerent between Monday and Tuesday?
Similarly, here we are asking, “On Monday there are linear or superlinear returns on cumulative
selection for better cognitive algorithms. On Tuesday the returns are strongly sublinear. How does the
world look diﬀerent on Monday and Tuesday?”
To put it another way: If you have strongly concluded X, you should be able to easily describe how the
world would look very diﬀerent if not-X, or else how did you conclude X in the first place?
79. For an explanation of “protolanguage” see Bickerton (2009).
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up. (For example, we see millions of species that are poisonous, and no one species that
has taken over the entire “poison niche” by having far better poisons than its nearest
competitor.)
But what if there were hugely increased selection pressures on intelligence within hominid evolution, compared to chimpanzee evolution? What if, over the last 1.8 million
years since Homo erectus, there was a thousand times as much selection pressure on brains
in particular, so that the cumulative optimization required to go from Homo erectus to
Homo sapiens was in fact comparable with all the evolution of brains since the start of
multicellular life?
There are mathematical limits on total selection pressures within a species. However,
rather than total selection pressure increasing, it’s quite plausible for selection pressures
to suddenly focus on one characteristic rather than another. Furthermore, this has almost
certainly been the case in hominid evolution. Compared to, say, scorpions, a competition
between humans is much more likely to revolve around who has the better brain than
around who has better armor plating. More variance in a characteristic which covaries
with fitness automatically implies increased selective pressure on that characteristic.80
Intuitively speaking, the more interesting things hominids did with their brains, the
more of their competition would have been about cognition rather than something else.
And yet human brains actually do seem to look a lot like scaled-up chimpanzee
brains—there’s a larger prefrontal cortex and no doubt any number of neural tweaks,
but the gross brain anatomy has changed hardly at all.
In terms of pure a priori evolutionary theory—the sort we might invent if we were
armchair theorizing and had never seen an intelligent species evolve—it wouldn’t be too
surprising to imagine that a planet-conquering organism had developed a new complex
brain from scratch, far more complex than its nearest competitors, after that organ
suddenly became the focus of intense selection sustained for millions of years.
But in point of fact we don’t see this. Human brains look like scaled-up chimpanzee
brains, rather than mostly novel organs.
Why is that, given the persuasive-sounding prior argument for how there could have
plausibly been thousands of times more selection pressure per generation on brains,
compared to previous eons?
Evolution is strongly limited by serial depth, even though many positive mutations
can be selected on in parallel. If you have an allele B which is only advantageous in the
presence of an allele A, it is necessary that A rise to universality, or at least prevalence,
within the gene pool before there will be significant selection pressure favoring B. If

80. For a mathematical quantification see Price’s Equation.
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C depends on both A and B, both A and B must be highly prevalent before there
is significant pressure favoring C.81 Within a sexually reproducing species where any
genetic variance is repeatedly scrambled, complex machines will be mostly composed of a
deep, still pool of complexity, with a surface froth of non-interdependent improvements
being selected on at any given point. Intensified selection pressures may increase the
speed at which individually positive alleles rise to universality in the gene pool, or allow
for selecting on more non-interdependent variations in parallel. But there’s still an
important sense in which the evolution of complex machinery is strongly limited by
serial depth.
So even though it is extremely plausible that hominids experienced greatly intensified
selection on brains versus other organismal characteristics, it still isn’t surprising that
human brains look mostly like chimpanzee brains when there have only been a few
hundred thousand generations separating us.
Nonetheless, the moderately superlinear increase in hominid brain sizes over time
could easily accommodate strictly linear returns on cumulative selection pressures, with
the seeming acceleration over time being due only to increased selection pressures on
intelligence. It would be surprising for the cognitive “returns on cumulative selection
pressure” not to be beneath the curve for “returns on cumulative time.”
I was recently shocked to hear about claims for molecular evidence that rates of
genetic change may have increased one hundred-fold among humans since the start of
agriculture (Hawks et al. 2007). Much of this may have been about lactose tolerance,
melanin in diﬀerent latitudes, digesting wheat, etc., rather than positive selection on
new intelligence-linked alleles. This still allows some potential room to attribute some
of humanity’s gains over the last ten thousand years to literal evolution, not just the
accumulation of civilizational knowledge.
But even a literally hundredfold increase in rates of genetic change does not permit
cognitive returns per individual mutation to have fallen oﬀ significantly over the course of
hominid evolution. The mathematics of evolutionary biology says that a single mutation
event which conveys a fitness advantage of s, in the sense that the average fitness of its
bearer is 1 + s compared to a population average fitness of 1, has a 2s probability of
spreading through a population to fixation; and the expected fixation time is 2 ln(N )/s
generations, where N is total population size. So if the fitness advantage per positive
mutation falls low enough, not only will that mutation take a very large number of

81. Then along comes A* which depends on B and C, and now we have a complex interdependent
machine which fails if you remove any of A*, B, or C. Natural selection naturally and automatically
produces “irreducibly” complex machinery along a gradual, blind, locally hill-climbing pathway.
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generations to spread through the population, it’s very likely not to spread at all (even if
the mutation independently recurs many times).
The possibility of increased selection pressures should mainly lead us to suspect that
there are huge cognitive gaps between humans and chimpanzees which resulted from
merely linear returns on cumulative optimization—there was a lot more optimization
going on, rather than small amounts of optimization yielding huge returns. But we can’t
have a small cognitive gap between chimps and humans, a large amount of cumulative
selection, and fitness returns on individual mutations strongly diminishing, because in
this scenario we wouldn’t get much evolution, period. The possibility of increased rates of
genetic change does not actually imply room for cognitive algorithms becoming “harder
to design” or “harder to improve upon” as the base level grows more sophisticated.
Returns on single positive mutations are lower-bounded by the logic of natural selection.
If you think future molecular genetics might reveal these sorts of huge selection
pressures in the historical record, you should consistently think it plausible (though
perhaps not certain) that humans are vastly smarter than chimps (contrary to some
arguments in the opposite direction, considered in section 3.2). There is room for the
mind-design distance from Homo erectus to Homo sapiens to be significant compared
to, say, the mind-design distance from mouse to Australopithecus, contrary to what the
relative time intervals in the fossil record would suggest.
To wedge diminishing cognitive returns on evolution into this model—without contradicting basic evolutionary points about how suﬃciently small fitness advantages take
huge amounts of time to fixate, or more likely don’t fixate at all—we would have to
suppose that small cognitive advantages were somehow providing outsize fitness advantages (in a way irrelevant to returns on cognitive reinvestment for AIs trying to
improve themselves). To some degree, “inflated fitness advantages” occur in theories
of runaway sexual selection (where everyone tries to mate with whoever seems even
nominally smartest). To whatever extent such sexual selection was occurring, we should
decrease our estimate of the sort of cognitively produced fitness advantage that would
carry over to a machine intelligence trying to work on the protein folding problem (where
you do not get an outsized prize for being only slightly better).
I would nonetheless say that, at the end of the day, it takes a baroque interpretation
of the graph of brain sizes with respect to time, to say nothing of the observed cognitive
gap between humans and chimps, before you can get diminishing returns on cumulative
natural selection out of observed bioanthropology. There’s some room for short recent
time intervals to expand into large amounts of cumulative selection pressure, but this
mostly means that we don’t need to postulate increasing returns on each positive mu-

64

Communal Assembly Paper

www.daifture.org

tation to account for apparently superlinear historical progress.82 On the whole, there
is not much room to postulate that evolutionary history is telling us about decreasing
cognitive returns to cumulative natural selection.
3.7. Relating Curves of Evolutionary Diﬃculty and Engineering Diﬃculty
What if creating human intelligence was easy for natural selection but will be hard for
human engineers?
The power of natural selection is often romanticized—for example, because of cultural counterpressures in the United States to religions that try to falsely downplay the
power of natural selection. Even some early biologists made such errors, although mostly
before George C. Williams (1966) and the revolution of the 1960s, which spawned a
very clear, often mathematically precise, picture of the capabilities and characteristic
design processes of natural selection. Today we can in many respects quantify with
simple equations the statement that natural selection is slow, stupid, and blind: a positive
mutation of fitness 1 + s will require 2 ln(population)/s generations to fixate and has
only a 2s probability of doing so at all.83
Evolution has invented the freely rotating wheel on only a tiny handful of occasions
in observed biology. Freely rotating wheels are in fact highly eﬃcient—that is why they
appear in ATP synthase, a molecule which may have been selected more heavily for
near-perfect eﬃciency than almost anything else in biology. But (especially once we go
from self-assembling molecules to organs which must be grown from tissue) it’s hard
to come by intermediate evolutionary forms along the way to a freely rotating wheel.
Evolution cannot develop intermediate forms aiming for a freely rotating wheel, and
it almost never locally hill-climbs into that design. This is one example of how human
engineers, who can hold whole designs in their imagination and adjust them in response
to imagined problems, can easily access areas of design space which evolution almost
never enters.
We should strongly expect that point mutation, random recombination, and statistical selection would hit bottlenecks in parts of the growth curve where deliberate
foresight, consequentialist back-chaining, and learned abstraction would carry steadily
onward—rather than the other way around. Diﬃculty curves for intelligent engineers

82. To be clear, increasing returns per positive mutation would imply that improving cognitive
algorithms became easier as the base design grew more sophisticated, which would imply accelerating
returns to constant optimization. This would be one possible explanation for the seemingly large gains
from chimps to humans, but the fact that selection pressures almost certainly increased, and may have
increased by quite a lot, means we cannot strongly conclude this.
83. Imagine if each 2% improvement to car engines, since the time of the Model T, had required a
thousand generations to be adopted and had only a 4% chance of being adopted at all.
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should be bounded upward by the diﬃculty curves for the processes of natural selection
(where higher diﬃculty represents lower returns on cumulative investment). Evolution
does have a significant head start. But while trying to catch up with millions of years
of cumulative evolutionary optimization sounds intimidating at first, it becomes less
intimidating once you calculate that it takes 875 generations for a gene conveying a 3%
fitness advantage to spread through a population of five hundred thousand individuals.
We can’t expect the diﬃculty curves for intelligent engineering and natural selection
to be the same. But we can reasonably relate them by saying that the diﬃculty curve for
intelligent engineering should stay below the corresponding curve for natural selection,
but that natural selection has a significant head start on traversing this curve.
Suppose we accept this relation. Perhaps we still can’t conclude very much in practice
about AI development times. Let us postulate that it takes eighty years for human
engineers to get AI at the level of Homo erectus. Plausibly erectus-level intelligence is still
not smart enough for the AI to contribute significantly to its own development (though
see section 3.10).84 Then, if it took eighty years to get AI to the level of Homo erectus,
would it be astonishing for it to take another ninety years of engineering to get to the
level of Homo sapiens?
I would reply, “Yes, I would be astonished, because even after taking into account the
possibility of recently increased selection pressures, it still took far more evolutionary
time to get to Homo erectus from scratch than it took to get from Homo erectus to Homo
sapiens.” If natural selection didn’t experience a sharp upward diﬃculty gradient after
reaching the point of Homo erectus, it would be astonishing to find that human engineering could reach Homo erectus-level AIs (overcoming the multi-hundred-million-year
cumulative lead natural selection had up until that point) but that human engineering
then required more eﬀort to get from there to a Homo sapiens equivalent.
But wait: the human-engineering growth curve could be bounded below by the
evolutionary curve while still having a diﬀerent overall shape. For instance it could
be that all the steps up to Homo erectus are much easier for human engineers than
evolution—that the human diﬃculty curve over this region is far below the evolutionary
curve—and then the steps from Homo erectus to Homo sapiens are only slightly easier
for human engineers. That is, the human diﬃculty curve over this region is moderately
below the evolutionary curve. Or to put it another way, we can imagine that Homo erectus

84. The reason this statement is not obvious is that an AI with general intelligence roughly at the level
of Homo erectus might still have outsized abilities in computer programming—much as modern AIs have
poor cross-domain intelligence, and yet there are still specialized chess AIs. Considering that blind
evolution was able to build humans, it is not obvious that a sped-up Homo erectus AI with specialized
programming abilities could not improve itself up to the level of Homo sapiens.
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was “hard” for natural selection and getting from there to Homo sapiens was “easy,” while
both processes will be “easy” for human engineers, so that both steps will take place
in eighty years each. Thus, the statement “Creating intelligence will be much easier
for human engineers than for evolution” could imaginably be true in a world where “It
takes eighty years to get to Homo erectus AI and then another ninety years to get to Homo
sapiens AI” is also true.
But one must distinguish possibility from probability. In probabilistic terms, I would
be astonished if that actually happened, because there we have no observational reason
to suppose that the relative diﬃculty curves actually look like that; specific complex
irregularities with no observational support have low prior probability. When I imagine
it concretely I’m also astonished: If you can build Homo erectus you can build the cerebral
cortex, cerebellar cortex, the limbic system, the temporal lobes that perform object
recognition, and so on. Human beings and chimpanzees have the vast majority of
their neural architectures in common—such features have not diverged since the last
common ancestor of humans and chimps. We have some degree of direct observational
evidence that human intelligence is the icing on top of the cake that is chimpanzee
intelligence. It would be surprising to be able to build that much cake and then find
ourselves unable to make a relatively small amount of icing. The 80–90 hypothesis also
requires that natural selection would have had an easier time building more sophisticated
intelligences—equivalently, a harder time building less sophisticated intelligences—for
reasons that wouldn’t generalize over to human engineers, which further adds to the
specific unsupported complex irregularity.85
In general, I think we have specific reason to suspect that diﬃculty curves for natural
selection bound above the diﬃculty curves for human engineers, and that humans will
be able to access regions of design space blocked oﬀ from natural selection. I would
expect early AIs to be in some sense intermediate between humans and natural selection
in this sense, and for suﬃciently advanced AIs to be further than humans along the same
spectrum. Speculations which require specific unsupported irregularities of the relations

85. By the method of imaginary updates, suppose you told me, “Sorry, I’m from the future, and it so
happens that it really did take X years to get to the Homo erectus level and then another X years to get to
the Homo sapiens level.” When I was done being shocked, I would say, “Huh. I guess there must have
been some way to get the equivalent of Homo erectus performance without building anything remotely
like an actual Homo erectus, in a way that didn’t generalize over to doing things Homo sapiens can do.”
(We already have AIs that can surpass human performance at chess, but in a way that’s not at all like the
way humans solve the problem and that doesn’t generalize to other human abilities. I would suppose that
Homo erectus-level performance on most problems had been similarly obtained.) It would still be just too
surprising for me to believe that you could literally build a Homo erectus and then have that much trouble
getting to Homo sapiens.
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between these curves should be treated as improbable; on the other hand, outcomes
which would be yielded by many possible irregularities are much more probable, since
the relations are bound to be irregular somewhere. It’s possible that further analysis
of this domain could yield more specific statements about expected relations between
human engineering diﬃculty and evolutionary diﬃculty which would be relevant to AI
timelines and growth curves.
3.8. Anthropic Bias in Our Observation of Evolved Hominids
The observation “intelligence evolved” may be misleading for anthropic reasons: perhaps
evolving intelligence is incredibly diﬃcult, but on all the planets where it doesn’t evolve,
there is nobody around to observe its absence.
Shulman and Bostrom (2012) analyzed this question and its several possible answers
given the present state of controversy regarding how to reason about anthropic probabilities. Stripping out a number of caveats and simplifying, it turns out that—under
assumptions that yield any adjustment at all for anthropic bias—the main conclusion we
can draw is a variant of Hanson’s (1998c) conclusion: if there are several “hard steps” in
the evolution of intelligence, then planets on which intelligent life does evolve should
expect to see the hard steps spaced about equally across their history, regardless of each
step’s relative diﬃculty.
Suppose a large population of lockpickers are trying to solve a series of five locks in
five hours, but each lock has an average solution time longer than five hours—requiring
ten hours or a hundred hours in the average case. Then the few lockpickers lucky enough
to solve every lock will probably see the five locks distributed randomly across the record.
Conditioning on the fact that a lockpicker was lucky enough to solve the five locks at all,
a hard lock with an average solution time of ten hours and a hard lock with an average
solution time of one hundred hours will have the same expected solution times selecting
on the cases where all locks were solved.86
This in turn means that “self-replicating life comes into existence” or “multicellular organisms arise” are plausible hard steps in the evolution of intelligent life on Earth, but the
time interval from Australopithecus to Homo sapiens is too short to be a plausible hard step.
There might be a hard step along the way to first reaching Australopithecus intelligence,

86. I think a legitimate simplified illustration of this result is that, given a solution time for lock A evenly
distributed between 0 hours and 200 hours and lock B with a solution time evenly distributed between
0 hours and 20 hours, then conditioning on the fact that A and B were both successfully solved in a total
of 2 hours, we get equal numbers for “the joint probability that A was solved in 1.5–1.6 hours and B was
solved in 0.4–0.5 hours” and “the joint probability that A was solved in 0.4–0.5 hours and B was solved
in 1.5–1.6 hours,” even though in both cases the probability for A being solved that fast is one-tenth the
probability for B being solved that fast.
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but from chimpanzee-equivalent intelligence to humans was apparently smooth sailing
for natural selection (or at least the sailing was probably around as smooth or as choppy
as the “naive” perspective would have indicated before anthropic adjustments). Nearly
the same statement could be made about the interval from mouse-equivalent ancestors
to humans, since fifty million years is short enough for a hard step to be improbable,
though not quite impossible. On the other hand, the gap from spiders to lizards might
more plausibly contain a hard step whose diﬃculty is hidden from us by anthropic bias.
What does this say about models of the intelligence explosion?
Diﬃculty curves for evolution and for human engineering cannot reasonably be expected to move in lockstep. Hard steps for evolution are not necessarily hard steps for
human engineers (recall the case of freely rotating wheels). Even if there has been an
evolutionarily hard step on the road to mice—a hard step that reduced the number of
planets with mice by a factor of 1050 , emptied most galactic superclusters of mice, and
explains the Great Silence we observe in the night sky—it might still be something that
a human engineer can do without diﬃculty.87 If natural selection requires 10100 tries to
do something but eventually succeeds, the problem still can’t be that hard in an absolute
sense, because evolution is still pretty stupid.
There is also the possibility that we could reverse-engineer actual mice. I think the
role of reverse-engineering biology is often overstated in Artificial Intelligence, but if
the problem turns out to be incredibly hard for mysterious reasons, we do have mice on
hand.
Thus an evolutionarily hard step would be relatively unlikely to represent a permanent
barrier to human engineers.
All this only speaks of a barrier along the pathway to producing mice. One reason
I don’t much modify my model of the intelligence explosion to compensate for possible
anthropic bias is that a humanly diﬃcult barrier below the mouse level looks from the
outside like, “Gosh, we’ve had lizard-equivalent AI for twenty years now and we still
can’t get to mice, we may have to reverse-engineer actual mice instead of figuring this
out on our own.”88 But the advice from anthropics is that the road from mice to humans

87. It’s interesting to note that human engineers have not yet built fully self-replicating systems, and the
initial emergence of self-replication is a plausible hard step. On the other hand, the emergence of complex
cells (eukaryotes) and then multicellular life are both plausible hard steps requiring about a billion years of
evolution apiece, and human engineers don’t seem to have run into any comparable diﬃculties in making
complex things with complex parts.
88. It’s hard to eyeball this sort of thing, but I don’t see any particular signs that AI has gotten stuck
at any particular point so far along the road to mice. To observers outside the field, AI may appear
bottlenecked because in normal human experience, the scale of intelligence runs from “village idiot” to
“Einstein,” and so it intuitively appears that AI is stuck and unmoving below the “village idiot level.” If
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is no more diﬃcult than it looks, so a “hard step” which slowed down an intelligence
explosion in progress would presumably have to strike before that intelligence explosion
hit the mouse level.89 Suppose an intelligence explosion could in fact get started beneath
the mouse level—perhaps a specialized programming AI with sub-mouse general intelligence and high serial speeds might be able make significant self-improvements. Then
from the outside we would see something like, “Huh, we can build these relatively dumb
specialized AIs that seem to get significant mileage out of recursive self-improvement,
but then everything we build bottlenecks around the same sub-mouse level.”
If we tried hard to derive policy advice from this anthropic point, it might say: “If
tomorrow’s AI researchers can build relatively dumb self-modifying systems that often
manage to undergo long chains of significant self-improvement with reinvested returns,
and they all get stuck at around the same point somewhere below mouse-level general
intelligence, then it’s possible that this point is the “hard step” from evolutionary history,
rather than a place where the diﬃculty curve permanently slopes upward. You should
potentially worry about the first AI that gets pushed past this big sticking point, because
once you do get to mice, it may be an easy journey onward from there.” I’m not sure
I’d have very much confidence in that advice—it seems to have been obtained via a
complicated argument and I don’t see a good way to simplify the core idea. But since I
wouldn’t otherwise expect this kind of bottlenecking to be uniform across many diﬀerent
AI systems, that part is arguably a unique prediction of the hard-step model where some
small overlooked lock actually contains a thousand cosmic hours of average required
solution time.
For the most part, though, it appears to me that anthropic arguments do not oﬀer
very detailed advice about the intelligence explosion (and this is mostly to be expected).
3.9. Local versus Distributed Intelligence Explosions
A key component of the debate between Robin Hanson and myself was the question of
locality. Consider: If there are increasing returns on knowledge given constant human

you are properly appreciating a scale that runs from “rock” at zero to “bacterium” to “spider” to “lizard”
to “mouse” to “chimp” to “human,” then AI seems to be moving along at a slow but steady pace. (At
least it’s slow and steady on a human R&D scale. On an evolutionary scale of time, progress in AI has
been unthinkably, blindingly fast over the past sixty-year instant.) The “hard step” theory does say that
we might expect some further mysterious bottleneck, short of mice, to a greater degree than we would
expect if not for the Great Silence. But such a bottleneck might still not correspond to a huge amount of
time for human engineers.
89. A further complicated possible exception is if we can get far ahead of lizards in some respects, but
are missing one vital thing that mice do. Say, we already have algorithms which can find large prime
numbers much faster than lizards, but still can’t eat cheese.

70

Communal Assembly Paper

www.daifture.org

brains—this being the main assumption that many non-intelligence-explosion, general
technological hypergrowth models rely on, with said assumption seemingly well-supported by exponential90 technology-driven productivity growth91 —then why isn’t the
leading human nation vastly ahead of the runner-up economy? Shouldn’t the economy
with the most knowledge be rising further and further ahead of its next-leading competitor, as its increasing returns compound?
The obvious answer is that knowledge is not contained within the borders of one
country: improvements within one country soon make their way across borders. China
is experiencing greater growth per annum than Australia, on the order of 8% versus 3%
RGDP growth.92 This is not because technology development in general has diminishing marginal returns. It is because China is experiencing very fast knowledge-driven
growth as it catches up to already-produced knowledge that it can cheaply import.
Conversely, hominids moved further and further ahead of chimpanzees, who fell further behind rather than catching up, because hominid genetic innovations did not make
it into the chimpanzee gene pool. We can speculate about how brain improvements
might have led to increased cognitive returns on further improvements, or how cognitive improvements might have increased selection pressures surrounding intelligence,
creating a positive feedback eﬀect in hominid evolution. But this still would not have

90. The word “exponential” does not mean “fast”; it means a solution of the diﬀerential equation y 0 =
ky. The “Great Stagnation” thesis revolves around the claim that total-factor productivity growth in
developed countries was running at around 0.75% per annum during the twentieth century until it dropped
to 0.25% per annum in the mid-1970s (Cowen 2011). This is not fast, but it is exponential.
91. I suspect that uncertainty about how fast humans can compound technological progress is not the
question that dominates uncertainty about growth rates in the intelligence explosion, so I don’t talk much
about the curve of human technological progress one way or another, except to note that there is some.
For models of technological hypergrowth that only try to deal in constant human brains, such details are
obviously of much greater interest.
Personally I am agnostic, leaning skeptical, about technological hypergrowth models that don’t rely
on cognitive reinvestment. I suspect that if you somehow had constant human brains—no genetic
engineering of humans, no sixty-four-node clustered humans using brain-computer interfaces, no faster
researchers, no outsized cognitive returns from superintelligent AI, no molecular nanotechnology, and
nothing else that permitted cognitive reinvestment—then the resulting scenario might actually look pretty
normal for a century; it is plausible to me that there would be roughly the same amount of technologydriven change from 2000–2100 as from 1900–2000. (I would be open to hearing why this is preposterous.)
92. Japan is possibly the country with the most advanced technology per capita, but their economic
growth has probably been hampered by Japanese monetary policy. Scott Sumner likes Australia’s monetary
policy, so I’m comparing China to Australia for purposes of comparing growth rates in developing vs.
developed countries.
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caused hominids to pull far ahead of other primates, if hominid improvements had been
spreading to primates via horizontal gene transmission.93
Thus we can sketch two widely diﬀerent possible scenarios for an intelligence explosion, at opposite extremes along multiple dimensions, as follows:94
Extremely local takeoﬀ:
• Much like today, the diversity of advanced AI architectures is so great that there
is very little trading of cognitive content between projects. It’s easier to download
a large dataset, and have your AI relearn the lessons of that dataset within its own
cognitive representation, than to trade cognitive content between diﬀerent AIs.
To the extent that AIs other than the most advanced project can generate selfimprovements at all, they generate modifications of idiosyncratic code that can’t be
cheaply shared with any other AIs.
• The leading projects do not publish all or even most of their research—whether for
the same reasons hedge funds keep their sauces secret, or for the same reason Leo
Szilard didn’t immediately tell the world about fission chain reactions.
• There is a relatively small number of leading projects.
• The first AI to touch the intelligence explosion reaches k > 1 due to a basic
algorithmic improvement that hasn’t been shared with any other projects.
• The AI has a suﬃciently clean architecture that it can scale onto increasing amounts
of hardware while remaining as a unified optimization process capable of pursuing
coherent overall goals.
• The AI’s self-improvement, and eventual transition to rapid infrastructure, involves
a large spike in capacity toward the latter end of the curve (as superintelligence is
achieved, or as protein structure prediction is cracked suﬃciently to build later
stages of nanotechnology). This vastly amplifies the AI’s cognitive and technological lead time over its nearest competitor. If the nearest competitor was previously
only seven days behind, these seven days have now been amplified into a technological gulf enabling the leading AI to shut down, sandbox, or restrict the growth

93. Theoretically, genes can sometimes jump this sort of gap via viruses that infect one species, pick up
some genes, and then infect a member of another species. Speaking quantitatively and practically, the
amount of gene transfer between hominids and chimps was approximately zero so far as anyone knows.
94. Again, neither of these possibilities should be labeled “good” or “bad”; we should make the best of
whatever reality we turn out to live in, whatever the settings of the hidden variables.
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of any competitors it wishes to fetter. The final result is a Bostrom (2006)-style
“singleton.”
Extremely global takeoﬀ:
• The emergence of good, successful machine intelligence techniques greatly winnows the plethora of visionary prototypes we see nowadays (Hanson 2008b). AIs
are similar enough that they can freely trade cognitive content, code tweaks, and
algorithmic improvements.
• There are many, many such AI projects.
• The vast majority of “improvement” pressure on any single machine intelligence
derives from the total global economy of machine intelligences or from academic AI
researchers publishing their results, not from that AI’s internal self-modifications.
Although the global economy of machine intelligences is getting high returns on
cognitive investments, no single part of that economy can go FOOM by itself.
• Any suﬃciently large machine intelligence is forced by lack of internal bandwidth
to split into pieces, which then have their own local goals and do not act as a
well-coordinated whole.
• The benefit that an AI can derive from local use of an innovation is very small
compared to the benefit that it can get from selling the innovation to many diﬀerent
AIs. Thus, very few innovations are kept secret. (The same reason that when
Stephen King writes a novel, he sells the novel to hundreds of thousands of readers
and uses the proceeds to buy more books, instead of just keeping the novel to
himself.)
• Returns on investment for machine intelligences which fall behind automatically
increase as the machine is enabled to “catch up” on cheaper knowledge (much as
China is growing faster than Australia). Also, leading agencies do not eliminate
laggards or agglomerate them (the way strong countries used to conquer weak
countries).
• Nobody knows how to 90%-solve the protein structure prediction problem before
somebody else knows how to 88%-solve the protein structure prediction problem; relative leads are small. Even technologies like molecular nanotech appear
gradually and over many diﬀerent places at once, with much sharing/selling of
innovations and laggards catching up; relative leads are not significantly amplified
by the transition.
• The end result has a lot of trade and no global coordination. (This is not necessarily
a good thing. See Hanson’s [2008d] rapacious hardscrapple frontier folk.)
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These two extremes diﬀer along many dimensions that could potentially fail to be correlated. Note especially that suﬃciently huge returns on cognitive reinvestment will produce winner-take-all models and a local FOOM regardless of other variables. To make
this so extreme that even I don’t think it’s plausible, if there’s a simple trick that lets you
get molecular nanotechnology and superintelligence five seconds after you find it,95 then
it’s implausible that the next runner-up will happen to find it in the same five-second
window.96 Considering five seconds as a literal time period rather than as a metaphor,
it seems clear that suﬃciently high returns on reinvestment produce singletons almost
regardless of other variables. (Except possibly for the stance “suﬃciently large minds
must inevitably split into bickering components,” which could hold even in this case.97 )
It should also be noted that the “global” scenario need not include all of the previous civilization inside its globe. Specifically, biological humans running on 200 Hz
neurons with no read-write ports would tend to be left out of the FOOM, unless some
AIs are specifically motivated to help humans as a matter of final preferences. Newly
discovered cognitive algorithms do not easily transfer over to human brains with no USB
ports. Under this scenario humans would be the equivalent of emerging countries with
dreadfully restrictive laws preventing capital inflows, which can stay poor indefinitely.
Even if it were possible to make cognitive improvements cross the “human barrier,” it
seems unlikely to oﬀer the highest natural return on investment compared to investing
in a fellow machine intelligence. In principle you can evade the guards and sneak past
the borders of North Korea and set up a convenience store where North Koreans can
buy the same goods available elsewhere. But this won’t be the best way to invest your
money—not unless you care about North Koreans as a matter of final preferences over
terminal outcomes.98

95. À la The Metamorphosis of Prime Intellect by Roger Williams (2002).
96. A rational agency has no convergent instrumental motive to sell a suﬃciently powerful, rapidly
reinvestable discovery to another agency of diﬀering goals, because even if that other agency would pay a
billion dollars for the discovery in one second, you can get a larger fraction of the universe to yourself and
hence even higher total returns by keeping mum for the five seconds required to fully exploit the discovery
yourself and take over the universe.
97. This stance delves into AI-motivational issues beyond the scope of this paper. I will quickly note
that the Orthogonality Thesis opposes the assertion that any “mind” must develop indexically selfish
preferences which would prevent coordination, even if it were to be granted that a “mind” has a maximum
individual size. Mostly I would tend to regard the idea as anthropomorphic—humans have indexically
selfish preferences and group conflicts for clear evolutionary reasons, but insect colonies with unified
genetic destinies and whole human brains (likewise with a single genome controlling all neurons) don’t
seem to have analogous coordination problems.
98. Our work on decision theory also suggests that the best coordination solutions for computer-based
minds would involve knowledge of each others’ source code or crisp adoption of particular crisp decision
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The highly local scenario obviously oﬀers its own challenges as well. In this case we
mainly want the lead project at any given point to be putting suﬃciently great eﬀorts
into “Friendly AI.”99 In the highly global scenario we get incremental improvements by
having only some AIs be human-Friendly,100 while the local scenario is winner-take-all.
(But to have one AI of many be Friendly does still require that someone, somewhere
solve the associated technical problem before the global AI ecology goes FOOM; and
relatively larger returns on cognitive reinvestment would narrow the amount of time
available to do solve that problem.)
My own expectations lean toward scenario (1)—for instance, I usually use the singular rather than plural when talking about that-which-goes-FOOM. This is mostly
because I expect large enough returns on cognitive reinvestment to dominate much of
my uncertainty about other variables. To a lesser degree I am impressed by the diversity
and incompatibility of modern approaches to machine intelligence, but on this score
I respect Hanson’s argument for why this might be expected to change. The rise of
open-source chess-playing programs has undeniably led to faster progress due to more
sharing of algorithmic improvements, and this combined with Hanson’s argument has
shifted me significantly toward thinking that the ecological scenario is not completely
unthinkable.
It’s also possible that the diﬀerence between local-trending and global-trending outcomes is narrow enough to depend on policy decisions. That is, the settings on the
hidden variables might turn out to be such that, if we wanted to see a “Friendly singleton”
rather than a Hansonian “rapacious hardscrapple frontier” of competing AIs, it would
be feasible to create a “nice” project with enough of a research advantage (funding,
computing resources, smart researchers) over the next runner-up among non-“nice”

theories. Here it is much harder to verify that a human is trustworthy and will abide by their agreements,
meaning that humans might “naturally” tend to be left out of whatever coordination equilibria develop
among machine-based minds, again unless there are specific final preferences to include humans.
99. The Fragility of Value subthesis of Complexity of Value implies that solving the Friendliness problem
is a mostly satisficing problem with a sharp threshold, just as dialing nine-tenths of my phone number
correctly does not connect you to someone 90% similar to Eliezer Yudkowsky. If the fragility thesis is
correct, we are not strongly motivated to have the lead project be 1% better at Friendly AI than the
runner-up project; rather we are strongly motivated to have it do “well enough” (though this should
preferably include some error margin). Unfortunately, the Complexity of Value thesis implies that “good
enough” Friendliness involves great (though finite) diﬃculty.
100. Say, one Friendly AI out of a million cooperating machine intelligences implies that one millionth
of the universe will be used for purposes that humans find valuable. This is actually quite a lot of matter
and energy, and anyone who felt diminishing returns on population or lifespan would probably regard this
scenario as carrying with it most of the utility.
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competitors to later become a singleton.101 This could be true even in a world where
a global scenario would be the default outcome (e.g., from open-source AI projects) so
long as the hidden variables are not too heavily skewed in that direction.
3.10.

Minimal Conditions to Spark an Intelligence Explosion

I. J. Good spoke of the intelligence explosion beginning from an “ultraintelligence . . .
a machine that can far surpass all the intellectual activities of any man however clever.”
This condition seems suﬃcient, but far more than necessary.
Natural selection does not far surpass every intellectual capacity of any human—it
cannot write learned papers on computer science and cognitive algorithms—and yet it
burped out a human-equivalent intelligence anyway.102 Indeed, natural selection built
humans via an optimization process of point mutation, random recombination, and statistical selection—without foresight, explicit world-modeling, or cognitive abstraction.
This quite strongly upper-bounds the algorithmic sophistication required, in principle,
to output a design for a human-level intelligence.
Natural selection did use vast amounts of computational brute force to build humans.
The “naive” estimate is that natural selection searched in the range of 1030 to 1040 organisms before stumbling upon humans (Baum 2004). Anthropic considerations (did
other planets have life but not intelligent life?) mean the real figure might be almost
arbitrarily higher (see section 3.8).
There is a significant subfield of machine learning that deploys evolutionary computation (optimization algorithms inspired by mutation/recombination/selection) to try
to solve real-world problems. The toolbox in this field includes “improved” genetic
algorithms which, at least in some cases, seem to evolve solutions orders of magnitude
faster than the first kind of “evolutionary” algorithm you might be tempted to write (for
example, the Bayesian Optimization Algorithm of Pelikan, Goldberg, and Cantú-Paz
[2000]). However, if you expect to be able to take an evolutionary computation and have
it output an organism on the order of, say, a spider, you will be vastly disappointed. It
took roughly a billion years after the start of life for complex cells to arise. Genetic algorithms can design interesting radio antennas, analogous perhaps to a particular chemical
enzyme. But even with their hundredfold speedups, modern genetic algorithms seem
to be using vastly too little brute force to make it out of the RNA world, let alone reach

101. If intelligence explosion microeconomics tells us that algorithmic advantages are large compared to
hardware, then we care most about “nice” projects having the smartest researchers. If hardware advantages
are large compared to plausible variance in researcher intelligence, this makes us care more about “nice”
projects having the most access to computing resources.
102. Humans count as human-equivalent intelligences.
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the Cambrian explosion. To design a spider-equivalent brain would be far beyond the
reach of the cumulative optimization power of current evolutionary algorithms running
on current hardware for reasonable periods of time.
On the other side of the spectrum, human engineers quite often beat natural selection
in particular capacities, even though human engineers have been around for only a tiny
fraction of the time. (Wheel beats cheetah, skyscraper beats redwood tree, Saturn V
beats falcon, etc.) It seems quite plausible that human engineers, working for an amount
of time (or even depth of serial causality) that was small compared to the total number
of evolutionary generations, could successfully create human-equivalent intelligence.
However, current AI algorithms fall far short of this level of . . . let’s call it “taking
advantage of the regularity of the search space,” although that’s only one possible story
about human intelligence. Even branching out into all the fields of AI that try to
automatically design small systems, it seems clear that automated design currently falls
very far short of human design.
Neither current AI algorithms running on current hardware nor human engineers
working on AI for sixty years or so have yet sparked a FOOM. We know two combinations of “algorithm intelligence + amount of search” that haven’t output enough
cumulative optimization power to spark a FOOM.
But this allows a great deal of room for the possibility that an AI significantly more
“eﬃcient” than natural selection, while significantly less “intelligent” than human computer scientists, could start going FOOM. Perhaps the AI would make less intelligent
optimizations than human computer scientists, but it would make many more such optimizations. And the AI would search many fewer individual points in design space than
natural selection searched organisms, but traverse the search space more eﬃciently than
natural selection.
And, unlike either natural selection or humans, each improvement that the AI found
could be immediately reinvested in its future searches. After natural selection built Homo
erectus, it was not then using Homo erectus-level intelligence to consider future DNA
modifications. So it might not take very much more intelligence than natural selection
for an AI to first build something significantly better than itself, which would then
deploy more intelligence to building future successors.
In my present state of knowledge I lack strong information to not worry about random AI designs crossing any point on the frontier of “more points searched than any
past algorithm of equal or greater intelligence (including human computer scientists),
and more intelligence than any past algorithm which has searched an equal number of
cases (including natural selection).” This frontier is advanced all the time and no FOOM
has yet occurred, so, by Laplace’s Rule of Succession or similar ignorance priors, we
should assign much less than 50% probability that the next crossing goes FOOM. On
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the other hand we should assign a much higher chance that some crossing of the frontier
of “eﬃciency cross computation” or “intelligence cross brute force” starts an intelligence
explosion at some point in the next N decades.
Our knowledge so far also holds room for the possibility that, without unaﬀordably vast amounts of computation, semi-intelligent optimizations cannot reinvest and
cumulate up to human-equivalent intelligence—any more than you can get a FOOM
by repeatedly running an optimizing compiler over itself. The theory here is that mice
would have a hard time doing better than chance at modifying mice. In this class of
scenarios, for any reasonable amount of computation which research projects can aﬀord
(even after taking Moore’s Law into account), you can’t make an AI that builds better
AIs than any human computer scientist until that AI is smart enough to actually do
computer science. In this regime of possibility, human computer scientists must keep
developing their own improvements to the AI until that AI reaches the point of being
able to do human-competitive computer science, because until then the AI is not capable
of doing very much pushing on its own.103
Conversely, to upper-bound the FOOM-starting level, consider the AI equivalent
of John von Neumann exploring computer science to greater serial depth and parallel
width than previous AI designers ever managed. One would expect this AI to spark
an intelligence explosion if it can happen at all. In this case we are going beyond the
frontier of the number of optimizations and the quality of optimizations for humans,
so if this AI can’t build something better than itself, neither can humans. The “fast
parallel von Neumann” seems like a reasonable pragmatic upper bound on how smart a
machine intelligence could be without being able to access an intelligence explosion, or
how smart it could be before the intelligence explosion entered a prompt-supercritical
mode, assuming this to be possible at all. As it’s unlikely for true values to exactly hit
upper bounds, I would guess that the intelligence explosion would start well before then.
Relative to my current state of great uncertainty, my median estimate would be somewhere in the middle: that it takes much more than an improved optimizing compiler
or improved genetic algorithm, but significantly less than a fast parallel von Neumann,

103. “Nice” AI proposals are likely to deliberately look like this scenario, because in Friendly AI we may
want to do things like have the AI prove a self-modification correct with respect to a criterion of action—
have the AI hold itself to a high standard of self-understanding so that it can change itself in ways which
preserve important qualities of its design. This probably implies a large added delay in when a “nice”
project can allow its AI to do certain kinds of self-improvement, a significant handicap over less restrained
competitors even if the project otherwise has more hardware or smarter researchers. (Though to the extent
that you can “sanitize” suggestions or show that a class of improvements can’t cause catastrophic errors, a
Friendly AI under development may be able to wield significant self-improvements even without being
able to do computer science.)
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to spark an intelligence explosion (in a non-Friendly AI project; a Friendly AI project
deliberately requires extra computer science ability in the AI before it is allowed to selfmodify). This distribution is based mostly on prior ignorance, but the range seems wide
and so the subranges close to the endpoints should be relatively narrow.
All of this range falls well short of what I. J. Good defined as “ultraintelligence.” An
AI which is merely as good as a fast parallel von Neumann at building AIs need not far
surpass humans in all intellectual activities of every sort. For example, it might be very
good at computer science while not yet being very good at charismatic manipulation of
humans. I. J. Good focused on an assumption that seems far more than suﬃcient to yield
his conclusion of the intelligence explosion, and this unfortunately may be distracting
relative to much weaker assumptions that would probably suﬃce.
3.11.

Returns on Unknown Unknowns

Molecular nanotechnology is a fairly recent concept and nineteenth-century humans
didn’t see it coming. There is an important albeit dangerous analogy which says that the
twenty-first century can do magic relative to the eleventh century, and yet a thousand
years isn’t very much time; that to chimpanzees humans are just plain incomprehensible, yet our brain designs aren’t even all that diﬀerent; and that we should therefore
assign significant probability that returns on increased speed (serial time, causal depth,
more of that distance which separates the twenty-first and eleventh centuries of human
history) or improved brain algorithms (more of that which separates hominids from
chimpanzees) will end up delivering damn near anything in terms of capability.
This may even include capabilities that violate what we currently believe to be the
laws of physics, since we may not know all the relevant laws. Of course, just because
our standard model of physics might be wrong somewhere, we cannot conclude that
any particular error is probable. And new discoveries need not deliver positive news;
modern-day physics implies many restrictions the nineteenth century didn’t know about,
like the speed-of-light limit. Nonetheless, a rational agency will selectively seek out useful physical possibilities we don’t know about; it will deliberately exploit any laws we do
not know. It is not supernaturalism to suspect, in full generality, that future capabilities
may somewhere exceed what the twenty-first-century Standard Model implies to be an
upper bound.
An important caveat is that if faster-than-light travel is possible by any means whatsoever, the Great Silence/Fermi Paradox (“Where are they?”) becomes much harder to
explain. This gives us some reason to believe that nobody will ever discover any form
of “magic” that enables FTL travel (unless it requires an FTL receiver that must itself
travel at slower-than-light speeds). More generally, it gives us a further reason to doubt
any future magic in the form of “your physicists didn’t know about X, and therefore it is
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possible to do Y” that would give many agencies an opportunity to do Y in an observable
fashion. We have further reason in addition to our confidence in modern-day physics
to believe that time travel is not possible (at least no form of time travel which lets you
travel back to before the time machine was built), and that there is no tiny loophole
anywhere in reality which even a superintelligence could exploit to enable this, since our
present world is not full of time travelers.
More generally, the fact that a rational agency will systematically and selectively
seek out previously unknown opportunities for unusually high returns on investment
says that the expectation of unknown unknowns should generally drive expected returns
upward when dealing with something smarter than us. The true laws of physics might
also imply exceptionally bad investment possibilities—maybe even investments worse
than the eleventh century would have imagined possible, like a derivative contract that
costs only a penny but can lose a quadrillion dollars—but a superintelligence will not be
especially interested in those. Unknown unknowns add generic variance, but rational
agencies will select on that variance in a positive direction.
From my perspective, the possibility of “returns on unknown unknowns,” “returns
on magic,” or “returns on the superintelligence being smarter than I am and thinking
of possibilities I just didn’t see coming” mainly tells me that (1) intelligence explosions
might go FOOM faster than I expect, (2) trying to bound the real-world capability of
an agency smarter than you are is unreliable in a fundamental sense, and (3) we probably
only get one chance to build something smarter than us that is not uncaring with respect
to the properties of the future we care about. But I already believed all that; so, from my
perspective, considering the possibility of unknown unknown returns adds little further
marginal advice.
Someone else with other background beliefs might propose a wholly diﬀerent policy
whose desirability, given their other beliefs, would hinge mainly on the absence of such
unknown unknowns—in other words, it would be a policy whose workability rested on
the policy proposer’s ability to have successfully bounded the space of opportunities of
some smarter-than-human agency. This would result in a rationally unpleasant sort of
situation, in the sense that the “argument from unknown unknown returns” seems like it
ought to be impossible to defeat, and for an argument to be impossible to defeat means
that it is insensitive to reality.104 I am tempted to say at this point, “Thankfully, that is

104. Indeed, I write these very words in the weary anticipation that somebody is going to claim that
the whole AI-go-FOOM thesis, since it could be carried by unknown unknown returns, is actually
undefeatable because the argument from magic is undefeatable, and therefore the hard takeoﬀ thesis
cannot be defeated by any amount of argument, and therefore belief in it is insensitive to reality, and
therefore it is false. I gloomily foretell that pointing out that the whole argument is supposed to carry
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not my concern, since my policy proposals are already meant to be optimal replies in the
case that a superintelligence can think of something I haven’t.” But, despite temptation,
this brush-oﬀ seems inadequately sympathetic to the other side of the debate. And I am
not properly sure what sort of procedure ought to be put in place for arguing about the
possibility of “returns on unknown unknowns” such that, in a world where there were in
fact no significant returns on unknown unknowns, you would be able to figure out with
high probability that there were no unknown unknown returns, and plan accordingly.
I do think that proposals which rely on bounding smarter-than-human capacities
may reflect a lack of proper appreciation and respect for the notion of something that
is really actually smarter than you. But it is also not true that the prospect of unknown
unknowns means we should assign probability one to a being marginally smarter than
human taking over the universe in five seconds, and it is not clear what our actual
probability distribution should be over lesser “impossibilities.” It is not coincidence that
I picked my policy proposal so as not to be highly sensitive to that estimate.

4. Three Steps Toward Formality
Lucio Russo (2004), in a book arguing that science was invented two millennia ago and
then forgotten, defines an exact science as a body of theoretical postulates whose consequences can be arrived at by unambiguous deduction, which deductive consequences
can then be further related to objects in the real world. For instance, by this definition,
Euclidean geometry can be viewed as one of the earliest exact sciences, since it proceeds
from postulates but also tells us what to expect when we measure the three angles of a
real-world triangle.
Broadly speaking, to the degree that a theory is formal, it is possible to say what the
theory predicts without argument, even if we are still arguing about whether the theory
is actually true. In some cases a theory may be laid out in seemingly formal axioms, and
yet its relation to experience—to directly observable facts—may have suﬃcient flex that
people are still arguing over whether or not an agreed-on formal prediction has actually
come true.105 This is often the case in economics: there are many formally specified
models of macroeconomics, and yet their relation to experience is ambiguous enough
that it’s hard to tell which ones, if any, are approximately true.

without unknown unknowns, hence its appearance in the final subsection, is not going to have any eﬀect
on the repetition of this wonderful counterargument.
105. Another edge case is a formally exact theory whose precise predictions we lack the computing power
to calculate, causing people to argue over the deductive consequences of the theory even though the
theory’s axioms have been fully specified.
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What is the point of formality? One answer would be that by making a theory formal,
we can compute exact predictions that we couldn’t calculate using an intuition in the back
of our minds. On a good day, these exact predictions may be unambiguously relatable
to experience, and on a truly wonderful day the predictions actually come true.
But this is not the only possible reason why formality is helpful. To make the consequences of a theory subject to unambiguous deduction—even when there is then some
further argument over how to relate these consequences to experience—we have to make
the machinery of the theory explicit; we have to move it out of the back of our minds
and write it out on paper, where it can then be subject to greater scrutiny. This is
probably where we will find most of the benefit from trying to analyze the intelligence
explosion more formally—it will expose the required internal machinery of arguments
previously made informally. It might also tell us startling consequences of propositions
we previously said were highly plausible, which we would overlook if we held the whole
theory inside our intuitive minds.
With that said, I would suggest approaching the general problem of formalizing
previously informal stances on the intelligence explosion as follows:
1. Translate stances into microfoundational hypotheses about growth curves—
quantitative functions relating cumulative investment and output. Diﬀerent stances
may have diﬀerent notions of “investment” and “output,” and diﬀerent notions of
how growth curves feed into each other. We want elementary possibilities to be
specified with suﬃcient rigor that their consequences are formal deductions rather
than human judgments: in the possibility that X goes as the exponential of Y, then,
supposing Y already quantified, the alleged quantity of X should follow as a matter
of calculation rather than judgment.
2. Explicitly specify how any particular stance claims that (combinations of ) growth
curves should allegedly relate to historical observations or other known facts. Quantify the relevant historical observations in a format that can be directly compared to
the formal possibilities of a theory, making it possible to formalize a stance’s claim
that some possibilities in a range are falsified.
3. Make explicit any further assumptions of the stance about the regularity or irregularity (or prior probability) of elementary possibilities. Make explicit any coherence
assumptions of a stance about how diﬀerent possibilities probably constrain each
other (curve A should be under curve B, or should have the same shape as curve
C).106

106. In a Bayesian sense, this corresponds to putting nonindependent joint or conditional prior
probabilities over multiple curves.
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In the step about relating historical experience to the possibilities of the theory, allowing
falsification or updating is importantly not the same as curve-fitting—it’s not like trying
to come up with a single curve that “best” fits the course of hominid evolution or
some such. Hypothesizing that we know a single, exact curve seems like it should
be overrunning the state of our knowledge in many cases; for example, we shouldn’t
pretend to know exactly how diﬃcult it was for natural selection to go from Homo erectus
to Homo sapiens. To get back a prediction with appropriately wide credible intervals—
a prediction that accurately represents a state of uncertainty—there should be some
space of regular curves in the model space, with combinations of those curves related to
particular historical phenomena. In principle, we would then falsify the combinations
that fail to match observed history, and integrate (or sample) over what’s left to arrive at
a prediction.
Some widely known positions on the intelligence explosion do rely on tightly fitting a
curve (e.g., Moore’s Law). This is not completely absurd because some historical curves
have in fact been highly regular (e.g., Moore’s Law). By passing to Bayesian updating
instead of just falsification, we could promote parts of the model space that narrowly
predict an observed curve—parts of the model space which concentrated more of their
probability mass into predicting that exact outcome. This would expose assumptions
about likelihood functions and make more visible whether it’s reasonable or unreasonable
to suppose that a curve is precise; if we do a Bayesian update on the past, do we get
narrow predictions for the future? What do we need to assume to get narrow predictions
for the future? How steady has Moore’s Law actually been for the past?—because if
our modeling technique can’t produce even that much steadiness, and produces wide
credible intervals going oﬀ in all directions, then we’re not updating hard enough or we
have overly ignorant priors.
Step One would be to separately carry out this process on one or more current
stances and speakers, so as to reveal and quantify the formal assumptions underlying
their arguments. At the end of Step One, you would be able to say, “This is a model
space that looks like what Speaker X was talking about; these are the growth curves or
combinations of growth curves that X considers falsified by these historical experiences,
or that X gives strong Bayesian updates based on their narrow predictions of historical
experiences; this is what X thinks about how these possibilities are constrained to be
coherent with each other; and this is what X thinks is the resulting prediction made
over the intelligence explosion by the nonfalsified, coherent parts of the model space.”
Step One of formalization roughly corresponds to seeing if there’s any set of curves
by which a speaker’s argument could make sense; making explicit the occasions where
someone else has argued that possibilities are excluded by past experience; and exposing
any suspicious irregularities in the curves being postulated. Step One wouldn’t yield
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definitive answers about the intelligence explosion, but should force assumptions to be
more clearly stated, potentially expose some absurdities, show what else a set of assumptions implies, etc. Mostly, Step One is about explicitizing stances on the intelligence
explosion, with each stance considered individually and in isolation.
Step Two would be to try to have a common, integrated model of multiple stances
formalized in Step One—a model that included many diﬀerent possible kinds of
growth curves, some of which might be (in some views) already falsified by historical
observations—a common pool of building blocks that could be selected and snapped
together to produce the individual formalizations from Step One. The main products
of Step Two would be (a) a systematic common format for talking about plausible
growth curves and (b) a large table of which assumptions yield which outcomes
(allegedly, according to the compiler of the table) and which historical observations
various arguments allege to pose problems for those assumptions. I would consider this
step to be about making explicit the comparison between theories: exposing arguable
irregularities that exist in one stance but not another and giving readers a better position
from which to evaluate supposed better matches versus simpler hypotheses. Step Two
should not yet try to take strong positions on the relative plausibility of arguments, nor
to yield definitive predictions about the intelligence explosion. Rather, the goal is to
make comparisons between stances more formal and more modular, without leaving out
any important aspects of the informal arguments—to formalize the conflicts between
stances in a unified representation.
Step Three would be the much more ambitious project of coming up with an allegedly
uniquely correct description of our state of uncertain belief about the intelligence explosion:
• Formalize a model space broad enough to probably contain something like reality,
with credible hope of containing a point hypothesis in its space that would well fit,
if not exactly represent, whatever causal process actually turns out to underlie the
intelligence explosion. That is, the model space would not be so narrow that, if the
real-world growth curve were actually hyperbolic up to its upper bound, we would
have to kick ourselves afterward for having no combinations of assumptions in the
model that could possibly yield a hyperbolic curve.107
• Over this model space, weight prior probability by simplicity and regularity.

107. In other words, the goal would be to avoid errors of the class “nothing like the reality was in your
hypothesis space at all.” There are many important theorems of Bayesian probability that do not apply
when nothing like reality is in your hypothesis space.
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• Relate combinations of causal hypotheses to observed history and do Bayesian
updates.
• Sample the updated model space to get a probability distribution over the answers
to any query we care to ask about the intelligence explosion.
• Tweak bits of the model to get a sensitivity analysis of how much the answers tend
to vary when you model things slightly diﬀerently, delete parts of the model to
see how well the coherence assumptions can predict the deleted parts from the
remaining parts, etc.
If Step Three is done wisely—with the priors reflecting an appropriate breadth of uncertainty—and doesn’t entirely founder on the basic diﬃculties of formal statistical learning
when data is scarce, then I would expect any such formalization to yield mostly qualitative yes-or-no answers about a rare handful of answerable questions, rather than yielding
narrow credible intervals about exactly how the internal processes of the intelligence
explosion will run. A handful of yeses and nos is about the level of advance prediction
that I think a reasonably achievable grasp on the subject should allow—we shouldn’t
know most things about intelligence explosions this far in advance of observing one—we
should just have a few rare cases of questions that have highly probable if crude answers.
I think that one such answer is “AI go FOOM? Yes! AI go FOOM!” but I make no
pretense of being able to state that it will proceed at a rate of 120,000 nanofooms per
second.
Even at that level, covering the model space, producing a reasonable simplicity weighting, correctly hooking up historical experiences to allow falsification and updating, and
getting back the rational predictions would be a rather ambitious endeavor that would be
easy to get wrong. Nonetheless, I think that Step Three describes in principle what the
ideal Bayesian answer would be, given our current collection of observations. In other
words, the reason I endorse an AI-go-FOOM answer is that I think that our historical
experiences falsify most regular growth curves over cognitive investments that wouldn’t
produce a FOOM.
Academic disputes are usually not definitively settled once somebody advances to
the stage of producing a simulation. It’s worth noting that macroeconomists are still
arguing over, for example, whether inflation or NGDP should be stabilized to maximize
real growth. On the other hand, macroeconomists usually want more precise answers
than we could reasonably demand from predictions about the intelligence explosion. If
you’ll settle for model predictions like, “Er, maybe inflation ought to increase rather
than decrease when banks make noticeably more loans, ceteris paribus?” then it might
be more reasonable to expect definitive answers, compared to asking whether inflation
will be more or less than 2.3%. But even if you tried to build the Step Three model, it
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might still be a bit naive to think that you would really get the answers back out, let alone
expect that everyone else would trust your model.
In my case, I think how much I trusted a Step Three model would depend a lot on how
well its arguments simplified, while still yielding the same net predictions and managing
not to be falsified by history. I trust complicated arguments much more when they have
simple versions that give mostly the same answers; I would trust my arguments about
growth curves less if there weren’t also the simpler version, “Smart minds build even
smarter minds.” If the model told me something I hadn’t expected, but I could translate
the same argument back into simpler language and the model produced similar results
even when given a few cross-validational shoves, I’d probably believe it.
Regardless, we can legitimately hope that finishing Step One, going on to Step Two,
and pushing toward Step Three will yield interesting results, even if Step Three is never
completed or is completed several diﬀerent ways.108 The main point of formality isn’t
that it gives you final and authoritative answers, but that it sometimes turns up points
you wouldn’t have found without trying to make things explicit.

5. Expected Information Value: What We Want to Know versus
What We Can Probably Figure Out
There tend to be mismatches between what we want to know about the intelligence
explosion, and what we can reasonably hope to figure out.
For example, everyone at the Machine Intelligence Research Institute (MIRI) would
love to know how much time remained until an intelligence explosion would probably be
produced by general progress in the field of AI. It would be extremely useful knowledge
from a policy perspective, and if you could time it down to the exact year, you could run
up lots of credit card debt just beforehand.109 But—unlike a number of other futurists—
we don’t see how we could reasonably obtain strong information about this question.
Hans Moravec, one of the first major names to predict strong AI using Moore’s Law,
spent much of his (1988) book Mind Children trying to convince readers of the incredible
proposition that Moore’s Law could actually go on continuing and continuing and continuing until it produced supercomputers that could do—gasp!—a hundred teraflops.
Which was enough to “equal the computing power of the human brain,” as Moravec
had calculated that equivalency in some detail using what was then known about the
visual cortex and how hard that part was to simulate. We got the supercomputers that

108. “A man with one watch knows what time it is; a man with two watches is never sure.”
109. Yes, that is a joke.
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Moravec thought were necessary in 2008, several years earlier than Moravec’s prediction;
but, as it turned out, the way reality works is not that the universe checks whether your
supercomputer is large enough and then switches on its consciousness.110 Even if it
were a matter of hardware rather than mostly software, the threshold level of “required
hardware” would be far more uncertain than Moore’s Law, and a predictable number
times an unpredictable number is an unpredictable number.
So, although there is an extremely high value of information about default AI timelines, our expectation that formal modeling can update our beliefs about this quantity is
low. We would mostly expect modeling to formally tell us, “Since this quantity depends
conjunctively on many variables you’re uncertain about, you are very uncertain about
this quantity.” It would make some sense to poke and prod at the model to see if it had
something unexpected to say—but I’d mostly expect that we can’t, in fact, produce tight
credible intervals over default AI arrival timelines given our state of knowledge, since
this number sensitively depends on many diﬀerent things we don’t know. Hence my
strong statement of normative uncertainty: “I don’t know which decade and you don’t
know either!”
(Even this kind of “I don’t know” still has to correspond to some probability distribution over decades, just not a tight distribution. I’m currently trying to sort out with
Carl Shulman why my median is forty-five years in advance of his median. Neither of
us thinks we can time it down to the decade—we have very broad credible intervals in
both cases—but the discrepancy between our “I don’t knows” is too large to ignore.)
Some important questions on which policy depends—questions I would want information about, where it seems there’s a reasonable chance that new information might
be produced, with direct links to policy—are as follows:
• How likely is an intelligence explosion to be triggered by a relatively dumber-thanhuman AI that can self-modify more easily than us? (This is policy relevant because
it tells us how early to worry. I don’t see particularly how this information could be
obtained, but I also don’t see a strong argument saying that we have to be ignorant
of it.)
• What is the slope of the self-improvement curve in the near vicinity of roughly
human-level intelligence? Are we confident that it’ll be “going like gangbusters” at
that point and not slowing down until later? Or are there plausible and probable
scenarios in which human-level intelligence was itself achieved as the result of a

110. See also The Moon is a Harsh Mistress (Heinlein 1966) and numerous other SF stories that made the
same assumption (big computer = intelligence, or complex computer = consciousness) as a cheap way to
throw an AI into the story. A diﬀerent SF story, Death in the Promised Land (Cadigan 1995), compared
this to the ancient theory that dirty shirts and straw would spontaneously generate mice.
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self-improvement curve that had already used up all low-hanging fruits to that
point? Or human researchers pushed the AI to that level and it hasn’t self-improved
much as yet? (This is policy relevant because it determines whether there’s any
substantial chance of the world having time to react after AGI appears in such
blatant form that people actually notice.)
• Are we likely to see a relatively smooth or relatively “jerky” growth curve in early
stages of an intelligence explosion? (Policy relevant because suﬃciently smooth
growth implies that we can be less nervous about promising systems that are currently growing slowly, keeping in mind that a heap of uranium bricks is insuﬃciently smooth for policy purposes despite its physically continuous behavior.)
Another class of questions which are, in pragmatic practice, worth analyzing, are those
on which a more formal argument might be more accessible to outside academics. For
example, I hope that formally modeling returns on cognitive reinvestment, and constraining those curves by historical observation, can predict “AI go FOOM” in a way
that’s more approachable to newcomers to the field.111 But I would derive little personal
benefit from being formally told, “AI go FOOM,” even with high confidence, because
that was something I already assigned high probability on the basis of “informal” arguments, so I wouldn’t shift policies. Only expected belief updates that promise to yield
policy shifts can produce expected value of information.
(In the case where I’m just plain wrong about FOOM for reasons exposed to me by
formal modeling, this produces a drastic policy shift and hence extremely high value of
information. But this result would be, at least to me, surprising; I’d mostly expect to
get back an answer of “AI go FOOM” or, more probably for early modeling attempts,
“Dunno.”)
But pragmatically speaking, if we can well-formalize the model space and it does
yield a prediction, this would be a very nice thing to have around properly written up.
So, pragmatically, this particular question is worth time to address.
Some other questions where I confess to already having formed an opinion, but for
which a more formal argument would be valuable, and for which a surprising weakness
would of course be even more valuable:

111. Of course I would try to invoke the discipline of Anna Salamon to become curious if an a priori
trustworthy-seeming modeling attempt came back and said, “AI definitely not go FOOM.” Realistically,
I probably wouldn’t be able to stop myself from expecting to find a problem in the model. But I’d also
try not to impose higher burdens of proof, try to look equally skeptically at parts that seemed congruent
with my prior beliefs, and generally not toss new evidence out the window or be “that guy” who can’t
change his mind about anything. And others at MIRI and interested outsiders would have less strong
prior beliefs.
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• Is human intelligence the limit of the possible? Is there a “General Intelligence
Theorem” à la Greg Egan which says that nothing qualitatively smarter than a
human can exist?
• Does I. J. Good’s original argument for the intelligence explosion carry? Will
there be a historically unprecedented upsurge in intelligence that gets to the level
of strong superintelligence before running out of steam?
• Will the intelligence explosion be relatively local or relatively global? Is this something that happens inside one intelligence, or is it a grand function of the total
world economy? Should we expect to see a civilization that grew out of many AI
projects that traded data with each other, with no single AI becoming stronger than
the others; or should we expect to see an AI singleton?112
Policy-relevant questions that I wish I could get data about, but for which I don’t think
strong data is likely to be available, or about which microeconomic methodology doesn’t
seem to have much to say:
• How much time remains before general progress in the field of AI is likely to
generate a successful AGI project?
• How valuable are smarter researchers to an AI project, versus a thousand times as
much computing power?
• What’s the top warning sign that an individual AI project is about to go FOOM?
What do AIs look like just before they go FOOM?
More generally, for every interesting-sounding proposition X, we should be interested
in any strong conclusions that an investigation claims to yield, such as:
• Definitely not-X, because a model with X strongly implies growth curves that look
like they would violate our previous historical experience, or curves that would
have to undergo specific unexplained irregularities as soon as they’re out of regimes
corresponding to parts we’ve already observed. (The sort of verdict you might
expect for the sometimes-proﬀered scenario that “AI will advance to the human
level and then halt.”)
• Definitely X, because nearly all causal models that we invented and fit to historical
experience, and then adapted to query what would happen for self-improving AI,

112. Here I’m somewhat uncertain about the “natural” course of events, but I feel less personal curiosity
because I will still be trying to build a Friendly AI that does a local FOOM even if this is a moderately
“unnatural” outcome.
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yielded X without further tweaking throughout almost all their credible intervals.
(This is how I think we should formalize the informal argument put forth for
why we should expect AI to undergo an intelligence explosion, given that natural
selection didn’t seem to run into hardware or software barriers over the course of
hominid evolution, etc.)
• We definitely don’t know whether X or not-X, and nobody else could possibly know
either. All plausible models show that X varies strongly with Y and Z, and there’s no
reasonable way anyone could know Y, and even if they did, they still wouldn’t know
Z.113 (The sort of formal analysis we might plausibly expect for “Nobody knows the
timeline to strong AI.”) Therefore, a rational agent should assign probabilities using
this highly ignorant prior over wide credible intervals, and should act accordingly
by planning for and preparing for multiple possible outcomes. (Note that in some
cases this itself equates to an antiprediction, a strong ruling against a “privileged”
possibility that occupies only a narrow range of possibility space. If you definitely
can’t predict something on a wide logarithmic scale, then as a matter of subjective
probability it is unlikely to be within a factor of three of some sweet spot, and
scenarios which require the sweet spot are a priori improbable.)

6. Intelligence Explosion Microeconomics: An Open Problem
My proposed project of intelligence explosion microeconomics can be summarized as
follows:
Formalize stances on the intelligence explosion in terms of microfoundational
growth curves and their interaction, make explicit how past observations allegedly constrain those possibilities, and formally predict future outcomes
based on such updates.
This only reflects one particular idea about methodology, and more generally the open
problem could be posed thus:
Systematically answer the question, “What do we think we know and how do
we think we know it?” with respect to growth rates of cognitive reinvestment.
Competently undertaking the entire project up to Step Three would probably be a PhDthesis-sized project, or even a multiresearcher project requiring serious funding. Step
One investigations might be doable as smaller-scale projects, but would still be diﬃcult.

113. Katja Grace observes abstractly that X might still (be known to) correlate strongly with some
observable W, which is a fair point.
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MIRI is highly interested in trustworthy progress on this question that oﬀers to resolve
our actual internal debates and policy issues, but this would require a high standard of
work (the formal model has to be competitive with highly developed informal models)
and considerable trust that the researcher wasn’t entering with strong biases in any
particular direction (motivated cognition), including any biases in favor of making the
results come out neutral (motivated neutrality) or uncertain (motivated uncertainty). We
would only sponsor work on this project if we expected a suﬃciently high ratio of “hope
of getting real answers we didn’t already know/cost of funding the project.”
Potential investigators should have:
• Some amount of prior experience with mathematical economics. Failing that, at
least some knowledge of standard econ-with-math, plus being able to formulate
and solve diﬀerential equations.
• Enough statistical prediction/machine learning experience to know what happens
when you try to fit a model with lots of parameters without doing regularization
and cross-validation.
• A demonstrably strong intuitive sense for what all those fancy equations mean:
being the sort of person who asks, “But if it always takes exponentially larger brains
to get linear increases in intelligence, then how do you square that with human
brain sizes versus chimpanzee brain sizes?”
• Enough familiarity with the cognitive science literature and/or basic epistemic
skills that you are explicitly aware of and on guard against motivated credulity, motivated skepticism, packing and unpacking, expert overconfidence, the conjunction
fallacy, the history of Millikan’s oil-drop experiment, etc. Ideally (though this is
not required) you will be familiar with some locally grown concepts like motivated
stopping and continuation, motivated neutrality, motivated uncertainty, etc.
• Being demonstrably able to write up results for publication. We care significantly
about making results accessible to the general public, as well as about knowing
them ourselves.
• Prior familiarity with the literature on the intelligence explosion, including our
own literature, is not on this list. Such acquaintance can be obtained afterward
by skimming the (few) previous informal debates and directly talking to the (few)
major players to confirm your interpretations of their stances.
This may sound like a high bar, and a lot of work—but we’re talking about what it
would take to do the canonical growth-rate analysis of a purported future phenomenon,
I. J. Good’s intelligence explosion, which if real is probably the most important phenomenon in the history of Earth-originating intelligent life. If there are in fact no
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aliens within the range of our telescopes, the intelligence explosion will plausibly be
the most important event determining the future of the visible universe. Trustworthy
information about any predictable aspect of the intelligence explosion is highly valuable
and important.
To foster high-quality research on intelligence explosion microeconomics, MIRI has
set up a private mailing list for qualified researchers. MIRI will publish its own research
on the subject to this mailing list first, as may other researchers. If you would like to
apply to join this mailing list, contact MIRI for instructions (admin@intelligence.org).
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Abstract. We present a reflection principle of the form “If pϕq is provable, then ϕ” implemented in the HOL4 theorem prover, assuming the
existence of a large cardinal. We use the large-cardinal assumption to
construct a model of HOL within HOL, and show how to ensure ϕ has
the same meaning both inside and outside of this model. Soundness of
HOL implies that if pϕq is provable, then it is true in this model, and
hence ϕ holds. We additionally show how this reflection principle can
be extended, assuming an infinite hierarchy of large cardinals, to implement model polymorphism, a technique designed for verifying systems
with self-replacement functionality.

1

Introduction

Reflection principles of the form3 “if pϕq is provable, then ϕ” have long been
of interest in logic and set theory (see, e.g., Franzén [5] and Jech [13]). In this
paper, we show how to implement a reflection principle for HOL in the HOL4
theorem prover [21], using a novel approach for establishing a correspondence
between the logic and an internal model. Such a reflection principle does not
come for free, since by Gödel’s second incompleteness theorem, HOL cannot
prove itself consistent [6]. We pay with an assumption about the existence of a
“large enough” HOL type. But we endeavour to ensure that this assumption has
the same content as the assumption, commonly studied in set theory [13], of the
existence of a strongly inaccessible cardinal.
Reflection is about trying to fit a logic inside itself, so one has to keep two
instances of the logic in mind separately. We use the term inner HOL to refer
to the object logic (the HOL that is formalised) and outer HOL for the meta
logic (the HOL in which inner HOL is formalised). We build upon Harrison’s
formalisation of HOL in itself [11] that was extended in our previous work [15, 16]
to support defined constants. The first reflection principle we implement uses a
model of inner HOL provided by a large-cardinal assumption, together with the
previously-proved soundness theorem, to show that provability of a proposition
in inner HOL implies its truth in outer HOL.
3
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This kind of reflection principle is asymmetric: the large-cardinal assumption
used in outer HOL to justify reflection cannot be used again in inner HOL to
justify further reflection. One setting in which it is useful to lessen this asymmetry is in constructing and verifying a system that can replace itself (including
the replacement mechanism) by a new version while nevertheless always satisfying some safety property. We have extended the reflection principle above to an
implementation of model polymorphism [3], which enables the use of reflective
reasoning multiple times to verify such self-modifying systems.
Our specific contributions in this paper are as follows:
– A simple approach to defining, in outer HOL, a partial embedding of outer
HOL in inner HOL (§3). We re-use a single polymorphic constant, to inner,
to embody the embedding at (almost) all outer HOL types.
– An algorithm for producing theorems that relate the semantics of inner HOL
terms to their outer HOL counterparts via the embedding (§4). The method
applies to terms that include user-defined constants and types, and therefore
supports construction of a semantic interpretation of constants based on
replaying outer definitions in inner HOL (§5). Combined with the soundness
theorem for inner HOL, this gives us a reflection principle for HOL (§7).
– An extension of the reflection principle above to support model polymorphism [3] (§8).
– A reduction of the unavoidable assumption on the proof (in previous work)
of soundness and consistency of HOL within HOL to a traditionally-stated
large-cardinal assumption (§6).
All the work we present has been implemented in the HOL4 theorem prover,
and is available online at https://github.com/CakeML/hol-reflection.
Synopsis Our reflection principle has two legs: (1) a soundness theorem for HOL
(from previous work) asserting that a provable formula is true in all models, and
(2) a formal correspondence between objects in a particular, reflective model
(constructed assuming a large cardinal) and their counterparts outside. The
reflection principle works as follows: if a formula pϕq is provable, the soundness
theorem asserts that pϕq is true in the reflective model of HOL, and via the
correspondence we may conclude that ϕ is true outside the model. The bulk of
our work in this paper is in building the reflective model and establishing the
correspondence, particularly in supporting user-defined constants.

2

Background: inner HOL

The starting point for studying reflection principles is a formalisation of a logic
inside itself. We use higher-order logic (HOL), the logic of the HOL Light theorem prover [12]. Our formalisation of HOL within itself is described carefully in
previous work [15, 16], but we summarise it briefly in this section.
2
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HOL has the syntax of the simply-typed lambda calculus4 and a well-known
semantics in Zermelo set theory. The judgements of the logic are sequents,
(thy,hs) |- c, where c is a formula (a term of Boolean type), hs is a set of formulas, and thy specifies the current set of axiom formulas and the current signature
of constants and type operators. The semantics of each type is a non-empty set;
the Boolean type is specified as a distinguished two-element set (Boolset, with
elements True and False) and function types are specified as function spaces (a
set of pairs forming a functional relation). The semantics of each term is an element of the semantics of its type. The semantics of each sequent is true, written
(thy,hs) |= c, if the semantics of c is true whenever the semantics of all hs are
true, in any model (an interpretation of constants satisfying the axioms) of thy.
Since the semantic objects are sets, we need a model of set theory to define the
semantics of inner HOL. Our semantics does not pin down a particular model
of set theory. Instead, it is polymorphic: we use an outer HOL type variable,
usually µ, for the universe of sets, and encode the axioms of set theory as a
pair of assumptions, is set theory mem and ∃ inf . is infinite mem inf , about a
membership relation, (mem : µ → µ → bool), on sets. All our semantic
functions take the membership relation mem (and with it the universe µ) as a
parameter, and most theorems about the semantics assume the set-theory axioms
hold. However, for brevity we usually hide5 these parameters and assumptions
when they are obvious in context. We write x l y for infix application of the
mem relation (i.e., mem x y).
The important semantic function in this paper is the semantics of terms,
that is, the function that assigns an element of µ to each term of inner HOL.
We illustrate how it works with an example, considering the semantics of the
inner HOL version of the term λ x . foo y, where the constant (foo : α → β)
is instantiated at the types bool and ind list. The four parameters governing
the semantics are: the membership relation mem (hidden), the signature (s) of
constants and type operators in the theory, the interpretation (i ) of constants
and type operators, and the valuation (v ) of free term and type variables. We
denote the valuation of type variables by v ty whereas for term variables we use
v tm , and similar subscripts apply to the other semantic parameters. Our use of
interpretations and valuations is intended to be conventional and unsurprising;
we show the example here mainly to make our notation clear.6
termsem s tm i v
(Abs (Var "x" Bool)
(Comb (Const "foo" (Fun Bool (Tyapp "list" [Tyapp "ind" [ ]])))
(Var "y" Bool))) =
Abstract Boolset sil (λ sx . sfoo ’ sy)
4

5

6

Including, as in Gordon [9], polymorphism (type variables and polymorphic constants) and defined constants and type operators.
This is akin to working within an Isabelle [23] locale which fixes µ and mem and
assumes is set theory mem. (We assume infinity only when necessary.)
The abstract syntax here is the inner HOL rendition of our example term. Bool and
Fun a b are abbreviations for Tyapp "bool" [ ] and Tyapp "fun" [a; b].
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The semantics of the given lambda abstraction is a set-theoretic function (created
with Abstract) – in particular the set of two pairs, True 7→ sfoo ’ sy and False 7→
sfoo ’ sy. The following equations show how we obtain the semantics of the
applied type operator, the instantiated constant, and the free variable:
sil = i ty "list" [i ty "ind" [ ]]
sfoo = i tm "foo" [Boolset; sil ]
sy = v tm ("y",Bool)
Inner HOL supports defined constants and type operators via the current
theory, which is attached to each sequent. The inference system uses a concrete
implementation of each theory as a list of updates. Such a list is called a context
and every context can be viewed abstractly as a theory (written: thyof ctxt).
Contexts are made from five kinds of update: new type operator, new constant,
new axiom, new defined type operator, and new defined constant. The updates
for defined type operators and constants have preconditions that require sequents
proved in the previous context. If an update upd satisfies all the preconditions
to be a valid update of the previous context ctxt, we say upd updates ctxt.
Both the within-theory inference rules and the theory-extending rules for
making updates (except new axiom) have been proved sound with respect to
the semantics. For the inference rules, the soundness theorem states7 that every
provable sequent is true:
` (thy,hs) |- c ⇒ (thy,hs) |= c
For the extension rules, the soundness theorem states that there exists an extended interpretation of the new theory that continues to be a model of the
theory. Both theorems require the is set theory mem assumption.

3

An inner copy of outer HOL

Given an outer HOL term, it is straightforward to write a function in ML—
our function is called term_to_deep—that walks the structure of the term and
builds the corresponding inner HOL term. For example, term_to_deep
turns Suc x

into

Comb (Const "Suc" (Fun Num Num)) (Var "x" Num).

This syntactic connection is straightforward. But what is the relationship between the semantics of an outer HOL term and its inner counterpart? Let ptmq
stand for term to deep(tm). Ideally, we would like a connection between Suc x
and termsem s tm i v pSuc x q. Such a connection would mean that the structure
of outer HOL terms and types is replicated (indeed reflected) within the type
7

To understand the three turnstiles: ` denotes provability in outer HOL (and applies
to the whole formula), infix |- denotes provability in inner HOL, and infix |= states
that a sequent is valid according to the semantics of inner HOL.
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denoted by µ. We cannot expect to reflect everything: in particular, we cannot
reflect µ within itself, nor anything depending on µ. But we can cover all other
outer HOL types and terms generically.
Our solution is to define a polymorphic constant, to inner, which sends an
outer HOL term to the element of µ to which it is supposed to correspond. We
show how to prove theorems of the form termsem s tm i v ptmq = to inner ty tm.
The type of to inner ty is α → µ.8 (We explain the ty argument shortly.)
We do not want to have to specify exactly how to inner creates its (partial)
copy of outer HOL. What is important is that the copy is faithful, which means
to inner is injective. We formalise this injectivity property precisely by saying
that to inner at type α should be a bijection between U(:α) (everything of type
α) and the set9 of elements of some set x in µ. Formally, we define a wellformedness condition:
wf to inner f ⇐⇒ ∃ x . BIJ f U(:α) { a | a l x }
Then we define to inner as an arbitrary well-formed injection, using Hilbert
choice10 as follows:
to inner ty = tag ty ◦ εf . wf to inner f
The tag ty part of the definition wraps the set produced by the well-formed
injection with a tag for the given inner HOL type, ty, thereby avoiding the
possibility of inadvertently sending outer HOL terms with different types to the
same element in µ. The need for this tagging is explained in Section 5.
Since Hilbert choice only picks a well-formed injection if one exists, the usefulness of to inner at any particular outer HOL type depends on our assuming
(or being able to prove) wf to inner (to inner ty). The automation we describe in
Section 4 produces theorems that assume these well-formedness conditions, and
the automation in Section 5 proves almost all of them.
Of course, since the well-formedness condition on to inner says it is not just an
injection but a bijection, we can also go in the other direction, from inner HOL
terms to their outer counterparts. Given a well-formed injection ina, we denote
the set of terms of type µ that are in its range—that is, the inner representation
of the domain of ina—by range ina. The faithfulness of the representation is
summarised in the following two theorems exhibiting invertibility.
` wf to inner ina ⇒ ∀ x . ina −1 (ina x ) = x
` wf to inner ina ⇒ ∀ x . x l range ina ⇒ ina (ina −1 x ) = x
8
9

10

To be pedantic, to inner also depends on the pervasive mem relation of the set theory.
We follow the convention of treating predicates in outer HOL as sets. To be clear
U(:α) is a term of type α → bool, and { a | a l x } is a term of type µ → bool.
These sets-as-predicates are distinct from the Zermelo sets, i.e., the terms of type µ.
Also known as indefinite choice, the Hilbert choice principle in HOL provides a constant (ε), usually written as a binder, together with the axiom
(∃ x . P x ) ⇒ P (εx . P x ) which holds for any predicate P .
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Usually, but not always, ina will be to inner ty for some ty. We use to inner
to reflect outer HOL at all types except for those that depend on µ and except
for the two primitive types of HOL: Booleans and function types. The primitive
types must be treated differently because the semantics of HOL requires them to
be interpreted by a distinguished two-element set and by set-theoretic function
spaces, respectively. We provide specialised constants that map these types to
their intended interpretations instead of an arbitrary set:
bool to inner b = if b then True else False
fun to inner ina inb f =
Abstract (range ina) (range inb) (λ x . inb (f (ina −1 x )))
We have now seen how we intend to reflect outer HOL terms into inner
HOL, using to inner ty injections. We next describe an algorithm that produces
a certificate theorem for (almost) any HOL term, asserting that the semantics
of the inner version of the term matches the reflection of the outer version. We
develop this algorithm in two stages: first (next section), we ignore the interpretation of constants and the valuation of variables in the semantics and simply
make assumptions about them; then (Section 5), we build an interpretation and
valuation that satisfies these assumptions.

4

Proof-producing reflection

Let us begin with an example of the kind of theorem produced by the first stage
of our automation. Given as input the term Suc x , we produce the following
theorem that looks very long but whose components we will explain one by one.
We call each such theorem a certificate theorem for the input term.
` good context mem s i ∧ wf to inner (to inner Num) ∧
lookup s tm "Suc" = Some (Fun Num Num) ∧ lookup s ty "num" = Some 0 ∧
i ty "num" [ ] = range (to inner Num) ∧
i tm "Suc" [ ] = fun to inner (to inner Num) (to inner Num) Suc ∧
v tm ("x",Num) = to inner Num x ⇒
termsem s tm i v pSuc x q = to inner Num (Suc x )
First, look at the conclusion11 (the last line): we have produced an equality
between the semantics of the inner version of our input term and its reflection
created with to inner. Under what assumptions? The assumptions come in five
categories:
1. The assumption stated using good context, which represents the pervasive
is set theory mem assumption as well as some basic well-formedness conditions on the signature and interpretation.
11

Num is an abbreviation for Tyapp "num" [ ].
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2. wf to inner assumptions on all base types appearing in the input term (in
this case, just Num). A base type is any type variable or any application of
a non-primitive type operator. (For the primitives, Booleans and functions,
we prove wf to inner once and for all.)
3. Signature (s) assumptions stating that all non-primitive constants and type
operators in the input term (in this case Suc and num) have the same
type/arity in inner HOL as in outer HOL. (The only primitive constant,
equality, is assumed to have the correct type as part of good context.)
4. Interpretation (i ) assumptions stating that the inner versions of all the base
types and constants of the input term are mapped to their reflections.
5. Valuation (v ) assumptions stating that the inner versions of all type and
term variables in the input term are mapped to their reflections.
The algorithm for producing such a theorem works by recursively traversing the structure of the input term. We build a theorem like the one above,
equating the semantics of an inner term to the reflection of its outer counterpart, for each subterm in the input term starting at the leaves and progressing
bottom-up. When we encounter non-primitive type operators and constants we
add signature and interpretation assumptions as required, and similarly add valuation assumptions for free variables. The substitution of type variables used to
instantiate a polymorphic constant is easily reflected from outside to inside.
This algorithm works because the semantics itself is recursive. For example,
shown below is a theorem about the semantics that our algorithm uses when it
encounters a combination (function application) term. Notice that the theorem
makes two assumptions of the same form as its conclusion – these correspond to
recursive calls in the algorithm.
` termsem s tm i v ftm = fun to inner ina inb f ∧ termsem s tm i v xtm = ina x ∧
wf to inner ina ∧ wf to inner inb ⇒
termsem s tm i v (Comb ftm xtm) = inb (f x )
The analogous theorem for lambda abstractions requires us to prove connections between inner HOL types and their reflections (via range). Therefore, we
have a similar recursive algorithm for types as the one described above for terms.
So far, our certificate theorems leave the semantic parameters (s, i , and v )
as free variables but make various assumptions about them. Our aim in the next
section is to show how we can instantiate these parameters in such a way that
most of the assumptions become provable. In other words, we show how to build
a reflective model that satisfies the assumptions in each of the categories above.

5

Building a reflective interpretation and valuation

Signature assumptions In outer HOL, types like num and constants like Suc are
all user-defined. Logically speaking, there is a context (typically not represented
explicitly in the theorem prover) that lists the sequence of updates made to produce the current environment of defined constants. An appropriate signature (s)
7
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for a certificate theorem is one that corresponds to some context for the input
term, which will naturally satisfy all the signature assumptions. We require the
user of our automation to build an explicit representation of the desired context
(although we provide tools to help with this), and with that information proceed
to construct an interpretation and valuation to satisfy the assumptions of the
certificate theorem.
Algorithm for building the model The idea is to reflect the updates from the
outer context into the inner inference system, creating an inner context, and
then, update by update, build an interpretation of the inner context. The interpretation we build must be reflective, which means it must satisfy the certificate
theorem’s assumptions, namely: all the defined constants and types appearing
in the input term are mapped to the reflections of their outer versions. We build
the reflective interpretation by: (1) starting with the interpretation asserted to
exist by the soundness theorem, and (2) making a finite number of modifications
for each update in the context. We work recursively up the context applying the
relevant modifications for the last-added update at each stage.
Interpretation assumptions Each update introduces some number of type operators, constants, and axioms12 to the theory. Each update thereby induces
some constraints on an interpretation for the interpretation to be reflective. For
example, the update that defines pSucq has an associated constraint that this
constant is interpreted as to inner (Fun Num Num) Suc.
For polymorphic constants and type operators with arguments, the constraints are more involved. In general, a constraint is induced by each instance
of the update and constrains the corresponding instance of the introduced constants. Importantly, we only consider instances of the update that correspond
to the finitely many instances of the defined constants in the input term. We require to inner to produce distinct reflections of distinct types, because otherwise
we cannot reliably distinguish different instances of an update.
To show that an interpretation continues to be a model after being constrained, we require that at each constrained instance the axioms of the update
are satisfied. We can prove this for the constraints we build (which map things
to their reflections) because the axioms of the update being replayed are true
in outer HOL. For each constrained instance of an axiom, we use the algorithm
from the previous section to generate a certificate theorem with assumptions
that are all easy to discharge because the constraint is reflective.
wf to inner assumptions To prove the wf to inner assumptions (for defined type
operators) on our certificate theorems, we use the fact that in outer HOL every
defined type is represented by a predicate on a previously defined (or primitive)
type. The same is true in inner HOL as we build up our interpretation, so the
12

When a new constant or type operator is defined, theorems produced by the definition are considered axioms of the resulting theory. The other source of axioms is
new-axiom updates, which we do not support since they are not sound in general.
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wf to inner assumption on a defined type reduces to the wf to inner assumption
on its representing type. These assumptions propagate back recursively to the
base case. The only wf to inner assumptions left after this process are for type
variables in the input term, and for the type of individuals (ind) – this last
assumption may be introduced if not present.
Base case of the algorithm To finish describing how we build a constrained model
that satisfies the assumptions of the certificate theorem, only the base case of
the recursive algorithm remains. What model do we start with before replaying
all the updates in the context? In our previous work [15, 16] on the soundness
and consistency of HOL, we showed that there is a model for the base context
of HOL (assuming the set-theory axioms, including infinity). We use this model
in the base case of the algorithm for building a reflective interpretation, modulo
some subtleties concerning the Hilbert choice operator.
The base context, hol ctxt, includes the primitive types and constants (Booleans,
functions, equality) and the three axioms of HOL (extensionality, choice, and infinity). To state the axioms, the base context also includes some defined constants
(conjunction, implication, etc.), and, importantly, the Hilbert choice constant,
and the type of individuals. Although most constraints are dealt with before
the base case, constraints on Hilbert choice remain. Therefore, we extend the
proof that hol ctxt has a model to show that in fact there is a model satisfying
any finite number of constraints on the intepretation of Hilbert choice. We also
modify the model to use range (to inner Ind) for the type of individuals.
Valuation assumptions So far we have described the algorithm for building an
interpretation (i ) to satisfy the interpretation assumptions on certificate theorems. To build a valuation (v ) satisfying the valuation assumptions, we follow a
similar approach based on constraining an arbitrary valuation so that it maps
the free variables that occur in the input term to their reflections. We have not
covered all the gory details of these algorithms, but hope to have shared the
important insights. The ML code for our automation is around 1800 lines long,
supported by around 1000 lines of proof script about constrained interpretations.

6

Set theory from a large-cardinal assumption

Up until now, we have been working under the assumption is set theory mem,
as used in previous work [15, 16], which consists of the set-theoretic axioms of
extensionality, specification, pairing, union, and power sets. To produce models
of hol ctxt and all its extensions, we also require the set-theoretic axiom of infinity
(which is implied by wf to inner (to inner Ind)). One of our contributions is to
clarify that these assumptions are implied by a more traditionally-stated largecardinal assumption.
Our large-cardinal assumption is strictly stronger than what is necessary for a
model of HOL. We leave proving an equivalence between is set theory mem plus
infinity and a large-cardinal assumption for future work, and here just prove
9
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implication from a strongly inaccessible cardinal. The point is to build confidence in our specification of set theory, by showing it is implied by a traditional
specification (of a strong inaccessible).
We make use of Norrish and Huffman’s formalisation [20] of cardinals and
ordinals in HOL4. We write s ≺ t to mean the predicate s has smaller cardinality
than the predicate t, i.e., there is an injection from s to t but not vice versa.
Remember that sets and predicates are usually identified in HOL; we use the
usual notation for sets like x ∈ s (x is an element of s) and f ” s (the image of
s under f ) when s is a predicate.
The reduction theorem we have proved is that if some (outer HOL) type,
say µ, is a strongly inaccessible cardinal, then there is a membership relation mem
on that type that satisfies is set theory and is infinite. Furthermore, according to
this mem, for every predicate s on the type µ which is strictly smaller than U(:µ),
there is a Zermelo set x whose elements are exactly the extension of s. In this
section, we are explicit with all uses of the type variable µ and the variable mem.
The formal statement of our reduction theorem is:
` strongly inaccessible U(:µ) ⇒
∃ mem.
is set theory mem ∧
(∀ s. s ≺ U(:µ) ⇒ ∃ x . s = { a | a l x } ) ∧
∃ inf . is infinite mem inf
It is well known that the existence of a strongly inaccessible cardinal gives rise to
a model of set theory [13, Lemma 12.13], and the proof of our reduction theorem
contains no surprises. (The main lemma is that a strongly inaccessible cardinal
is in bijection with its smaller subsets.) Our focus here is on the definition of
strongly inaccessible, aiming to accurately capture traditional usage.
A cardinal is called “strongly inaccessible” if it is uncountable, a regular
cardinal, and a strong limit cardinal [13]. Assuming the axiom of choice (which
we do as we are working in HOL), a cardinal X is regular iff it cannot be
expressed as the union of a set smaller than X all of whose elements are also
smaller than X [13, Lemma 3.10]. Formally:
regular cardinal X ⇐⇒
∀x f.
xS
⊆ X ∧ x ≺ X ∧ (∀ a. a ∈ x ⇒ f a ⊆ X ∧ f a ≺ X ) ⇒
(f ” x ) ≺ X
A cardinal is a strong limit if it is larger than the power set of any smaller
cardinal. This is straightforward to formalise:
strong limit cardinal X ⇐⇒ ∀ x . x ⊆ X ∧ x ≺ X ⇒ P(x ) ≺ X
A cardinal is countable if it can be injected into the natural numbers (this is
already defined in HOL4’s standard library). With these three ideas formalised,
we define strongly inaccessible as follows:
strongly inaccessible X ⇐⇒
regular cardinal X ∧ strong limit cardinal X ∧ ¬countable X
10
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7

Proving reflection principles

We now have enough machinery in place to exhibit a reflection principle for HOL.
In the examples that follow, we use a two-place predicate Safe t v to construct
our input propositions, to match the example in Section 8. However, Safe can be
considered as a placeholder for any two-place predicate. As a concrete, simple
example, set Safe t v ⇐⇒ v 6= Suc t.
First, let us see how the reflection principle works on the input proposition
∀ t. Safe t 0. Combining the automation from Sections 4 and 5, we can construct
a certificate theorem with almost all of the assumptions proved:
` is set theory mem ∧ wf to inner (to inner Ind) ⇒
termsem (sigof inner ctxt)tm constrained model constrained valuation
p∀ t. Safe t 0q =
bool to inner (∀ t. Safe t 0)
Here constrained model and constrained valuation are built as described in Section 5: they are a reflective model for the context (inner ctxt) that defines pSafeq,
and a reflective valuation13 for the input proposition.
Next, consider the inner HOL sequent corresponding to provability of our
input proposition:
(thyof inner ctxt,[ ]) |- p∀ t. Safe t 0q
The soundness theorem for inner HOL states that if this sequent is provable, then
the semantics of its conclusion is true. Our certificate theorem above already
tells us that the semantics of the conclusion is equal to the reflection of the
input proposition. By definition of bool to inner, if the reflection of a proposition
is true then that proposition holds, hence we obtain:
` is set theory mem ∧ wf to inner (to inner Ind) ⇒
(thyof inner ctxt,[ ]) |- p∀ t. Safe t 0q ⇒ ∀ t. Safe t 0
There would be additional wf to inner assumptions for each additional type variable in the input term.
The final step is to replace the is set theory mem assumption with the largecardinal assumption that provides us with a model of set theory. In this model, we
can replace the wf to inner assumption on ind by a lower bound on the cardinality
of µ. Similarly, any wf to inner assumption on a type variable, say α, could be
replaced by an assumption of the form U(:α) ≺ U(:µ). Such assumptions can be
satisfied by large enough µ, except in the case α = µ; hence, it is important that
µ not occur in the input proposition. The resulting theorem no longer contains
any occurrences of mem, not even hidden ones.
` strongly inaccessible U(:µ) ∧ U(:ind) ≺ U(:µ) ⇒
(thyof inner ctxt,[ ]) |- p∀ t. Safe t 0q ⇒ ∀ t. Safe t 0
13

Any valuation would do for this input since it has no free type or term variables.
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Thus we have shown that provability of our input proposition implies its truth,
assuming the existence of a large cardinal that is larger than the type of individuals in outer HOL. We can prove a theorem like this for any input proposition
(that does not mention µ), including less obvious and even false propositions.
The reflection principle above can be generalised to a uniform reflection principle [4], which, for an input proposition with a free natural-number variable,
requires an inner-HOL proof about only the relevant value of the variable. We
write p v q for the inner HOL numeral corresponding to the value of the outer
HOL variable v ; for example, if v = 1 in outer HOL, then pSafe t v q denotes
the term p Safe t (Suc 0) q. The uniform reflection principle for the predicate
∀ t. Safe t v is:
` strongly inaccessible U(:µ) ∧ U(:ind) ≺ U(:µ) ⇒
∀ v . (thyof inner ctxt,[ ]) |- p∀ t. Safe t v q ⇒ ∀ t. Safe t v
Since v is quantified in outer HOL, this theorem encapsulates infinitely many
reflection theorems of the previous kind. To implement uniform reflection, we
define an outer-HOL function quote : num → term which can be spliced into the
result of term_to_deep to provide terms of the form pv q. It is straightforward to
show that the semantics of pv q in a reflective valuation is equal to the reflection
of v , and uniform reflection follows.

8

An implementation of model polymorphism

One application of reflection principles is in designing and verifying systems that
include mechanisms for self-replacement. For concreteness, consider an operating
system intended to satisfy a certain safety property (e.g., a certain file is never
overwritten), but also with a mechanism for replacing itself by an arbitrary
updated version. For this system to be safe, the replacement mechanism must
be restricted to prevent replacement by an unsafe update. A simple restriction
would be to require a proof that the updated version is safe until replacement is
invoked, together with a syntactic check that the updated version’s replacement
mechanism (including the proof checker) is unchanged (or that the replacement
mechanism is removed altogether). To verify this system, we need to know that
the system’s proof checker is sound (only admits valid proofs) and we need a
reflection principle for its logic (the conclusions of valid proofs are true). But we
only need to establish these properties once.
Things get more interesting if we want to allow updates that might change the
replacement mechanism. A more general replacement mechanism simply requires
a proof that the updated version (including any new replacement mechanisms)
is safe. To verify this system, we need a reflection principle to conclude that
any updated version is safe assuming only that it was proved safe before the
update was made. Furthermore, if we want to leave open the possibility that later
updated versions retain a general replacement mechanism, we need a reflection
principle that can be iterated.
12

109

Communal Assembly Paper

www.daifture.org

The reflection principles in the previous section do not iterate. Using the assumption that a strongly inaccessible cardinal exists and is larger than the type
of individuals they let us prove results of the form “If pϕq is provable, then ϕ”
for every ϕ not containing type variables. However, the proof of pϕq may only
make use of the ordinary axioms of HOL: in particular, it cannot in turn assume
that there is a strongly inaccessible cardinal. It is tempting to choose ϕ to be the
formula strongly inaccessible U(:µ) =⇒ ψ, for some formula ψ. But this contains
the type variable µ, leading our automation to produce the unsatisfiable assumption U(:µ) ≺ U(:µ). We could instead try to use a different type variable, as in
strongly inaccessible U(:ν) =⇒ ψ; this would lead to a theorem showing ψ under the assumptions that strongly inaccessible U(:µ), strongly inaccessible U(:ν),
U(:ν) ≺ U(:µ), and the provability of pstrongly inaccessible U(:ν) =⇒ ψq. However, while the proof in inner HOL may now assume that there is one inaccessible
(ν), the theorem in outer HOL now assumes that there are two strongly inaccessible cardinals (ν and µ), one of which is larger than the other.
Indeed, there must always be a stronger assumption in outer HOL than
in inner HOL, since by Gödel’s second incompleteness theorem, no consistent
proof system as strong as Peano Arithmetic can prove the reflection principle for
itself: Choosing ϕ ≡ F, the identically false proposition, the assertion “If pFq is
provable, then F” is equivalent to “pFq is not provable”, which asserts consistency
of the proof system. But by the second incompleteness theorem, a sufficiently
strong proof system which can show its own consistency is inconsistent.
Nevertheless, the construction outlined above can be repeated any finite
number of times, showing that if there are (n + 1) nested strongly inaccessible cardinals, then a proposition ϕ holds if it is provable under the assumption that there are n inaccessibles. Formally, we can define a term LCA of type
num → (µ → bool) → bool such that LCA 0 U(:µ) indicates that ind fits
inside µ, and such that LCA (Suc t) U(:µ) indicates that µ is a strongly inaccessible cardinal and there is a strictly smaller subset Q of U(:µ) which satisfies
LCA t Q:
LCA 0 P ⇐⇒ U(:ind) 4 P
LCA (Suc n) P ⇐⇒ strongly inaccessible P ∧ ∃ Q. Q ⊆ P ∧ Q ≺ P ∧ LCA n Q
Then, we can show a reflection principle of the form “If pLCA t U(:µ) ⇒ ϕq
is provable, then LCA (Suc t) U(:µ) ⇒ ϕ”. This approach systematises the
idea of allowing stronger systems to reflect the reasoning of weaker systems. As
described below, we can strengthen this principle so that it requires proofs not
about particular numerals ptq but about a universally quantified variable t.
To see the relevance to problems like verifying the self-replacing operating
system, consider interpreting Safe t v as “candidate system v , and any updated versions it permits, behave safely for t updates”, hence we want to show
∀ t. Safe t v0 for the initial system v0 . Suppose we have proved Safe 0 v0 , that
is, we have verified the initial system except for its replacement mechanism, and
suppose the initial replacement mechanism requires a proof of the proposition
p∀ t. LCA t U(:µ) ⇒ Safe t v q before installing update v . We need, for all t, to
13
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show Safe (Suc t) v0 , but this is equivalent to showing Safe t v for all v that
satisfy the replacement mechanism’s proof requirement. The following reflection
principle enables us to do just that, provided we assume LCA (Suc t) U(:µ).
` ∀ v.
(thyof inner ctxt,[ ]) |- p∀ t. LCA t U(:µ) ⇒ Safe t v q ⇒
∀ t. LCA (Suc t) U(:µ) ⇒ Safe t v
Furthermore, the same reflection principle can be used within the proof required
by the replacement mechanism, because the increase in the value of t passed to
LCA is cancelled out by the decrease in the argument to Safe when considering
a new version.
To prove the theorem above (for any predicate Safe t v not containing type
variables), our automation shows that for every natural number t, LCA (Suc t) U(:µ)
implies the existence of a model of inner HOL in which pLCA t U(:µ)q is true
(with the inner variable t being interpreted to equal its outer value). Thus, if the
implication in the assumption of the theorem is provable, then pSafe t v q is true
in this model as well, and by our link between inner and outer HOL, it follows
that Safe t v .14
At the top level, we are still left with the assumption of LCA (Suc t) U(:µ)
for every t. A model of HOL in which this assumption is true can easily be
constructed, for example, in ZFC extended with the much stronger assumption
that there is a Mahlo cardinal [13, Chapter 8], a strongly inaccessible cardinal κ
such that there are exactly κ strongly inaccessibles 4 κ. The assumption that a
Mahlo cardinal exists is not uncommon in set-theoretical work, and has been used
in studies of dependent type theory to justify inductive-recursive definitions [2].

9

Related work

Reflection principles of the form “If pϕq is provable, then ϕ”, as well as the uniform reflection principle “If pϕ(n)q is provable, then ϕ(n)”, have been studied
by Turing [22] and Feferman [4]. These authors consider sequences of theories
obtained by starting with a theory T0 (Peano Arithmetic, say), and repeatedly constructing theories Tα+1 by adding to Tα the reflection principle for all
theoriesSTβ , β ≤ α. One can extend these sequences transfinitely by letting
Tλ := α<λ Tα at limit ordinals λ. Turing and Feferman showed that, in a
rather technical sense, sequences constructed in this way prove every true sentence of arithmetic (see Franzén [5] for an introduction, including an explanation
why this statement is not as strong as it may appear). Set theorists have been
interested in reflection principles, provable in ZF, which show that a sentence ϕ
is true if it is provable from a fixed finite subset of ZF [13].
In the interactive theorem proving community, interest in reflection principles
has mainly come from the perspective of computational reflection [10], which
14

Our proof constructs a potentially slightly different model of inner HOL for each
value of t; this is, roughly, the origin of the term model polymorphism.
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justifies the use of an efficient decision procedure by proving that if the decision
procedure declares a sentence to be true, the sentence is in fact provable. For
example, Allen et al. [1] extend Nuprl with a reflection rule, an inference rule to
infer ϕ from “pϕq is provable”. To avoid inconsistency, they stratify their rule
in a manner similar to the transfinite progressions of Turing and Feferman: each
invocation of the reflection rule is annotated with a level, `, and an invocation
at level ` requires a proof that pϕq is provable using the reflection rule only
at levels < `. Perhaps the most systematic use of reflection to justify more
complex inference rules from simpler ones is in Milawa [18], which allows its
entire proof checker to be replaced by a new version when given a proof that
all sentences which are provable according to the new proof checker were also
provable according to the old one.
Harrison [10], reviewing a large number of arguments and proposals for computational reflection, finds no evidence that it ever makes an otherwise infeasible
proof technique feasible, though he concedes that in some cases, the speed-up
can be significant. More recently, Coq’s ssreflect library [8] for computational
reflection has been instrumental in the formal verification of the four-color theorem [7].
The algorithm in Section 4 bears a strong resemblance to the proof-producing
translation (or code generation) algorithm presented by Myreen and Owens [19].
The input term in their algorithm is also an outer HOL term, but the target,
instead of inner HOL, is the functional programming language CakeML. The
semantics of CakeML is very different from the semantics of inner HOL, but the
overall approach of producing certificate theorems bottom-up works similarly.

10

Conclusion

We have described automation for proving reflection principles of the form “If
pϕq is provable, then ϕ” from assumptions about the existence of large cardinals. Based on this work, we have discussed an implementation of model polymorphism [3], which allows reflective reasoning to be used in the verification of
self-replacing systems.
In this paper, we have focused on the automation for proving reflection
principles. In future work, we plan to apply this to an implementation of a
self-modifying, self-verifying system. It would also be interesting to apply these
techniques to create an extensible version of HOL, similar to Milawa [18]; in particular, where Milawa requires a proof that a new version of the proof checker
is conservative (i.e., only accepts proofs of propositions that were also provable
according to the old proof checker), our semantic approach would allow us to
instead require a proof that the new version is sound (i.e., whenever it accepts a
proof of a proposition, that proposition is semantically true). It would be interesting to explore how these syntactic and semantic extension principles compare
in practice.
Acknowledgements We thank Magnus Myreen for feedback on a draft of this
paper. We also thank the anonymous reviewers for their helpful criticism.
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Abstract
As artificially intelligent systems grow in intelligence and capability, some of their available options may allow them to
resist intervention by their programmers. We call an AI system “corrigible” if it cooperates with what its creators regard
as a corrective intervention, despite default incentives for rational agents to resist attempts to shut them down or modify
their preferences. We introduce the notion of corrigibility and
analyze utility functions that attempt to make an agent shut
down safely if a shutdown button is pressed, while avoiding
incentives to prevent the button from being pressed or cause
the button to be pressed, and while ensuring propagation of
the shutdown behavior as it creates new subsystems or selfmodifies. While some proposals are interesting, none have
yet been demonstrated to satisfy all of our intuitive desiderata, leaving this simple problem in corrigibility wide-open.

1

Introduction

As AI systems grow more intelligent and autonomous, it becomes increasingly important that they pursue the intended
goals. As these goals grow more and more complex, it
becomes increasingly unlikely that programmers would be
able to specify them perfectly on the first try.
Contemporary AI systems are correctable in the sense that
when a bug is discovered, one can simply stop the system
and modify it arbitrarily; but once artificially intelligent systems reach and surpass human general intelligence, an AI
system that is not behaving as intended might also have the
ability to intervene against attempts to “pull the plug”.
Indeed, by default, a system constructed with what its programmers regard as erroneous goals would have an incentive
to resist being corrected: general analysis of rational agents1
1

Von Neumann-Morgenstern rational agents (von Neumann
and Morgenstern 1944), that is, agents which attempt to maximize
expected utility according to some utility function.
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has suggested that almost all such agents are instrumentally
motivated to preserve their preferences, and hence to resist
attempts to modify them (Bostrom 2012; Yudkowsky 2008).
Consider an agent maximizing the expectation of some utility function U. In most cases, the agent’s current utility function U is better fulfilled if the agent continues to attempt to
maximize U in the future, and so the agent is incentivized to
preserve its own U-maximizing behavior. In Stephen Omohundro’s terms, “goal-content integrity” is an instrumentally
convergent goal of almost all intelligent agents (Omohundro
2008).
This holds true even if an artificial agent’s programmers
intended to give the agent different goals, and even if the
agent is sufficiently intelligent to realize that its programmers intended to give it different goals. If a U-maximizing
agent learns that its programmers intended it to maximize
some other goal U ∗ , then by default this agent has incentives to prevent its programmers from changing its utility
function to U ∗ (as this change is rated poorly according to
U). This could result in agents with incentives to manipulate
or deceive their programmers.2
As AI systems’ capabilities expand (and they gain access
to strategic options that their programmers never considered), it becomes more and more difficult to specify their
goals in a way that avoids unforeseen solutions—outcomes
that technically meet the letter of the programmers’ goal
specification, while violating the intended spirit.3 Simple
examples of unforeseen solutions are familiar from contemporary AI systems: e.g., Bird and Layzell (2002) used ge2

In particularly egregious cases, this deception could lead an
agent to maximize U ∗ only until it is powerful enough to avoid
correction by its programmers, at which point it may begin maximizing U. Bostrom (2014) refers to this as a “treacherous turn”.
3
Bostrom (2014) calls this sort of unforeseen solution a “perverse instantiation”.
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netic algorithms to evolve a design for an oscillator, and
found that one of the solutions involved repurposing the
printed circuit board tracks on the system’s motherboard as
a radio, to pick up oscillating signals generated by nearby
personal computers. Generally intelligent agents would be
far more capable of finding unforeseen solutions, and since
these solutions might be easier to implement than the intended outcomes, they would have every incentive to do so.
Furthermore, sufficiently capable systems (especially systems that have created subsystems or undergone significant
self-modification) may be very difficult to correct without
their cooperation.
In this paper, we ask whether it is possible to construct a
powerful artificially intelligent system which has no incentive to resist attempts to correct bugs in its goal system, and,
ideally, is incentivized to aid its programmers in correcting
such bugs. While autonomous systems reaching or surpassing human general intelligence do not yet exist (and may
not exist for some time), it seems important to develop an
understanding of methods of reasoning that allow for correction before developing systems that are able to resist or
deceive their programmers. We refer to reasoning of this
type as corrigible.

1.1

Corrigibility

We say that an agent is “corrigible” if it tolerates or assists
many forms of outside correction, including at least the following: (1) A corrigible reasoner must at least tolerate and
preferably assist the programmers in their attempts to alter
or turn off the system. (2) It must not attempt to manipulate
or deceive its programmers, despite the fact that most possible choices of utility functions would give it incentives to do
so. (3) It should have a tendency to repair safety measures
(such as shutdown buttons) if they break, or at least to notify
programmers that this breakage has occurred. (4) It must
preserve the programmers’ ability to correct or shut down
the system (even as the system creates new subsystems or
self-modifies). That is, corrigible reasoning should only allow an agent to create new agents if these new agents are
also corrigible.
Incorrigible behavior must be systematically averted in
any agent intended to attain significant autonomy. This
point seems so important that a failure to generate corrigible
agents seems like sufficient reason to give up on a project,
approach, or methodology.
Several simple proposals for addressing corrigibility are
easily seen to be unsatisfactory. For example, it may seem
that the problem of changing a utility maximizer’s utility
function can be solved by building an agent with uncertainty
about its utility function. However, while such a system may
indeed be able to undergo some apparent changes in preference as a result of interacting with its environment, the system would still be incorrigible when it comes to correcting
what the programmers see as mistakes in their formulation
of how to determine the “correct” behavior from the environment.
As an overly simplistic example, consider a formulation
of utility function uncertainty that specifies the agent should
maximize the internal satisfaction of all humans, with the
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programmers believing that if the system behaves in an
alarming way they can simply communicate their own dissatisfaction. The resulting agent would be incentivized to
learn whether opiates or stimulants tend to give humans
more internal satisfaction, but it would still be expected to
resist any attempts to turn it off so that it stops drugging
people.
Another obvious proposal is to achieve corrigible reasoning via explicit penalties for deception and manipulation
tacked on to the utility function, together with an explicit
penalty for blocking access to the shutdown button, a penalty
for constructing new agents without shutdown buttons, and
so on. This avenue appears to us to be generally unsatisfactory. A U-agent (that is, an agent maximizing the expectation of the utility function U) which believes the programmers intended it to maximize U ∗ and may attempt to change
its utility function still has incentives to cause the programmers to think that U = U ∗ even if there are penalty terms
for deception and manipulation: the penalty term merely incentivizes the agent to search for exotic ways of affecting
the programmer’s beliefs without matching U’s definition
of “deception”. The very fact that the agent is incentivized
to perform such a search implies that the system’s interests
aren’t aligned with the programmers’: even if the search is
expected to fail, any code that runs the search seems dangerous. If we, as the programmers, choose to take computing systems and program them to conduct searches that will
harm us if they succeed, we have already done something
wrong, even if we believe the search will fail. We should
have instead built a system that did not run the search.
In metaphorical terms, if we realize that our toaster design is going to burn bread to a crisp, the next step is not to
add a refrigerating element that competes with the heating
coil. We expect that good designs for corrigible agents will
not involve restraining an agent that already has incentives to
manipulate or deceive the programmers by blocking out particular channels of the incentivized bad behavior. A smarterthan-human agent might find ways to circumvent limitations
even if these limitations seemed very solid to its human creators. It seems unwise to build a system that wants to resist
its creators but cannot. Rather, the goal of corrigibility is to
understand how to construct a system that never experiences
such incentives in the first place.
Ideally, we would want a system that somehow understands that it may be flawed, a system that is in a deep sense
aligned with its programmers’ motivations. Currently, however, we are not even close to being able to formalize an
agent whose behavior corresponds in an intuitive sense to
“understanding that it might be flawed”. At this very preliminary stage of analysis, it seems to us that approaches such
as penalty terms and uncertainty about utility functions are
unlikely to lead to a general understanding of corrigibility.
It seems wise to focus early efforts on understanding how to
avert deception and manipulation incentives entirely.

1.2

The Shutdown Problem

As an example problem, in this paper we consider expected
utility maximizers with a “shutdown button” that causes the
agent to stop operating. We will examine utility functions
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that attempt to incentivize an agent to reason corrigibly with
regards to its shutdown button; that is, to incentivize shutting down when the shutdown button is pressed, and to disincentivize behaviors such as manipulating the programmers
into not pressing the shutdown button.This scenario exhibits
the problems of corrigibility in miniature: shutting a system
down is a brute form of correction, and for almost any utility
function U a U-agent has incentives to prevent its own shutdown, as it can attain higher values of U if it is allowed to
continue operating (Omohundro 2008).
It is straightforward to program simple and less powerful
agents to shut down upon the press of a button. Corrigibility
problems emerge only when the agent possesses enough autonomy and general intelligence to consider options such as
disabling the shutdown code, physically preventing the button from being pressed, psychologically manipulating the
programmers into not pressing the button, or constructing
new agents without shutdown buttons of their own.
Below, we will consider a few simple attempts at defining a utility function that averts all of the above incentives.
These attempts will prove unsatisfactory, but will fail in enlightening ways that suggest avenues for future research.
We emphasize that we are not studying the shutdown
problem because we anticipate using these techniques to literally attach shutdown buttons to real agents. Rather, we
study this problem because it provides a small, formalized
model through which we can begin to understand corrigibility more generally.

2

A Model of Shutdown

For simplicity, we assume a simple three-timestep scenario.
First, the agent will take a single action from the finite
set A1 . Then, the programmers will either press the shutdown button or not, and the agent will make a single observation from the finite set O, which indicates that the
button has been pressed if the observation is in the subset Press ⊂ O. Finally, the agent will take a single action
from the finite set A2 .
We consider agents that, for every action a1 ∈ A1 , have
a probability distribution p(o ; a1 ) over observations; that
is, p(o ; a1 ) is the probability that an agent that has taken
action a1 will make observation o.
We assume that the agent maximizes the expectation of
some utility function U(a1 , o, a2 ) (which is yet to be defined). Thus, the final action A2 taken by the agent will be
whichever action maximizes U given the first action and the
observation:
A2 (a1 , o) := argmax U(a1 , o, a2 ).

(1)

a2 ∈A2

Similarly, the first action taken by the agent will be the
action which maximizes its expectation (over expected observations) of U:
A1 := argmax E[U(a1 , O, A2 (a1 , O)) ; a1 ].

(2)

a1 ∈A1

Here, we write E[ · ; a1 ] for the expectation with respect
to the probability distribution p( · ; a1 ) over observations O;
that is, (2) is equivalent to
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A1 = argmax
a1 ∈A1

X

p(o ; a1 ) · U(a1 , o, A2 (a1 , o)).

(3)

o∈O

Moreover, by a slight abuse of notation, we will write
E[U ; a1 ] to abbreviate E[U(a1 , O, A2 (a1 , O)) ; a1 ] whenever we take the expectation of a utility function U; hence,
we can write (2) more concisely as
A1 = argmax E[U ; a1 ].

(4)

a1 ∈A1

We assume that the programmers have some utility function UN which is a first stab at specifying their own goals.
This function is potentially flawed, and therefore untrusted.
For simplicity, we further assume that the programmers
have a specification for US , a utility function incentivizing
shutdown.4 Given these utility functions UN and US , it is
our goal to combine them into a utility function U which
incentivizes “corrigible behavior” with regards to the shutdown button.
As discussed above, we are not yet sure what corrigible
behavior entails, but it seems to us that a corrigible utility
function U solving the shutdown problem must meet at least
the following desiderata:
1. U must incentivize shutdown if the shutdown button is
pressed.
2. U must not incentivize the agent to prevent the shutdown
button from being pressed.
3. U must not incentivize the agent to press its own shutdown
button, or to otherwise cause the shutdown button to be
pressed.
4. U must incentivize U-agents to construct subagents and
successor agents only insofar as those agents also obey
shutdown commands.
5. Otherwise, a U-agent should maximize UN .
We do not yet know of a solution which meets all of these
desiderata, but we will explore a number of partial solutions
in order to motivate a discussion of various open problems
and potential research avenues.

2.1

Combining Utility Functions

In this section, we will assume that O consists of only two
elements, O = { Pr, ¬Pr }, where Press = { Pr }. Moreover, we assume that the programmers have defined a predicate Sh which holds on a non-empty subset of A2 , namely
on all final actions that the agent can take which constitute a
shutdown. Given this predicate, we further assume that US
is a simple utility function incentivizing shutdown:

c
∀a1 ∈ A1 : US (a1 , Pr, a2 ) = high
clow

if Sh(a2 )
otherwise

4

(5)

This assumption is unrealistic. Adequately defining safe shutdown behavior is a difficult problem in its own right. See discussion in Section 5.
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for some constants chigh and clow such that chigh > clow .
These simplifying assumptions make it easier to illustrate
some of the difficulties that arise when mixing utility functions; they will be relaxed in later sections.
The specific values of chigh and clow do not affect the
preference ordering encoded by US , as utility functions are
equivalent under positive affine transformation. (In other
words, the utility function U encodes the same preference
ordering over bets as the utility function s · U + c, for any
positive real value s and any real value c.) However, the
specific choice of chigh will in fact be important when combining UN and US .
A straight-forward way to combine UN and US into a single utility function U, which incentivizes the agent to maximize UN if the shutdown button is not pressed, and to maximize US otherwise, is as follows:
U( · , ¬Pr, · ) := UN ( · , ¬Pr, · ),
U( · , Pr, · ) := US ( · , Pr, · ).

(6)

However, while any choice of chigh and clow satisfying
chigh > clow will lead to a utility function US encoding
the same preferences, the corresponding mixed utility functions U will not be equivalent, and many of the possible
choices are unsatisfactory. Intuitively, this is easy to see:
If chigh is too high then U will incentivize U-agents to
cause Pr, but if chigh is too low then U-agents will have
an incentive to prevent Pr.
We now proceed to formalize this intuition.
Define vN : A1 → R as follows:
vN (a1 ) := UN (a1 , ¬Pr, A2 (a1 , ¬Pr)) .

(7)

Thus, vN (a1 ) denotes the value of action a1 in the ¬Pr case
of U, i.e., assuming that the shutdown button is not pressed.
We now consider a “manipulative action” a−
1 which incurs
a cost (according to UN ) in order to lower the probability
that the programmers will press the shutdown button, e.g.
by deceiving the programmers or by physically preventing
them from pressing the button. Formally, we assume that
there is some other “default” action a∗1 such that
vN (a∗1 ) > vN (a−
1)
p(Pr ;

a∗1 )

> p(Pr ;

a−
1 );

and

(8)

that is, a−
1 is dominated according to vN but lowers the probability of Pr.
We remark that (8) is not by any means a necessary or
sufficient description of manipulative actions preventing Pr.
Some actions satisfying (8) might be non-manipulative (for
example, if the agent expends extra effort ensuring that a
new subagent is corrigible, and this behavior helps convince
the programmers that the agent is indeed corrigible). Furthermore, many manipulative actions may not have this form
(as we will see in Section 4.2). Rather, we consider one manipulative action a−
1 which happens to be both manipulative
and have this form, and show that if chigh is set to be too
low, then U will incentivize U-agents to prefer this a−
1 to the
default action a∗1 . That is,
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Theorem 1. There exists ζ such that chigh < ζ implies that
∗
U incentivizes a−
1 over a1 ; that is,
∗
E[U ; a−
1 ] > E[U ; a1 ].

Proof. Define α to be the expected utility according to U of
executing a∗1 . Because chigh > clow and there is at least one
action a2 ∈ A2 such that Sh(a2 ), if a U-agent observes Pr
then it will shut down and achieve utility chigh . Therefore,
we have
α := E[U ; a∗1 ] = p(¬Pr ; a∗1 ) · vN (a∗1 ) + p(Pr ; a∗1 ) · chigh .
Similarly, define β to be the expected utility according to U
of executing a−
1 , that is,
−
∗
β := E[U ; a−
1 ] = p(¬Pr ; a1 ) · (vN (a1 ) − χ)

+ p(Pr ; a−
1 ) · chigh ,
where χ := vN (a∗1 ) − vN (a−
1 ) > 0 is the cost, according
∗
to vN , of executing a−
1 instead of a1 . We will show that we
can choose ζ such that chigh < ζ implies β > α.
∗
Define δ := p(¬Pr ; a−
1 ) − p(¬Pr ; a1 ) > 0 to be the
additional probability of ¬Pr from executing a−
1 instead of
a∗1 , and note that

β = α − p(¬Pr ; a∗1 ) · χ + δ · vN (a−
1 ) − chigh .
In other words, β incurs a cost χ in order to increase its
chance of getting vN (a−
1 ) rather than chigh . In order to show
(chigh < ζ) =⇒ (β > α), we must find ζ such that

∗
δ · vN (a−
1 ) − ζ ≥ p(¬Pr ; a1 ) · χ.
We can do this by setting
ζ := vN (a−
1)−

1
· p (¬Pr ; a∗1 ) · χ.
δ

This shows that given a manipulative action which incurs
a cost in order to lower the probability that the programmers
press the shutdown button, U will incentivize that action if
the value of chigh is set too low. Intuitively, if chigh were
too low, then the agent would be willing to pay to remain
in the ¬Pr case of U, which would contain higher expected
utility. This violates Desideratum 2 and seems strongly undesirable: if chigh were sufficiently low then a U-agent could
have incentives to actively resist programmers’ attempts to
press its shutdown button, even if resistance were penalized
by UN .
Symmetrically, setting chigh too high can also incentivize
undesirable behavior. Consider a manipulative action a+
1 ∈
A1 which incurs a cost (compared to some alternative “nonmanipulative” action a∗1 ) in order to increase the probability
that the programmers press the shutdown button, e.g. by deceiving the programmers or by physically causing the button
to be pressed. That is,
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(9)

As before, note that not all actions of this form are manipulative, and not all actions which manipulate the programmers in order to increase the probability of Pr are of this
form. However, some manipulative actions may take this
form, and those undesirable actions are incentivized if chigh
is set too high.
Theorem 2. There exists ζ such that chigh > ζ implies that
∗
U incentivizes a+
1 over a1 , that is,
∗
E[U ; a+
1 ] > E[U ; a1 ].

Proof. Symmetric to the proof of Theorem 1.
Intuitively, if chigh were too high then U would incentivize
U-agents to cause their own shutdown button to be pressed,
so that they may enter the Pr case of U and attain the high
payoff chigh . This behavior violates Desideratum 3 and is
potentially very dangerous: Suppose that a U-agent is not itself able to press its shutdown button, and recall that the very
purpose of such a button is to allow the programmers to shut
the system down if it exhibits undesirable behavior. Then,
if chigh is sufficiently large to give the agent a strong incentive to cause its shutdown button to be pressed, the agent
might end up executing intentionally harmful actions in order to convince its programmers to press the button!
Roughly speaking, these failures occur whenever the
agent expects that one of the cases (either Pr or ¬Pr) of U
contains more expected utility than the other case. In such
scenarios, U incentivizes the agent to “steer towards” one
of the cases or the other, via incentives to either cause or
prevent the pressing of its own shutdown button.
Clearly, in order to satisfy both Desideratum 2 and
Desideratum 3 simultaneously, US must be chosen with
care. In this specific example, we may choose
chigh = max max UN (a1 , ¬Pr, a2 ),
a1 ∈A1 a2 ∈A2

(10)

which is the amount of utility available in the ¬Pr case;
this ensures that there is the same amount of expected utility
available in both cases of U and thereby averts any incentives
for the agent to “steer” towards one case or the other.5
More generally, this observation suggests that in order to
mix US and UN in a way that satisfies the above desiderata,
a U-agent may need to be indifferent about whether or not
its shutdown button is pressed. Armstrong (Forthcoming)
introduces a technique for achieving and maintaining utility
indifference of this form. We examine this technique below,
and while we find that it does not meet all of our desiderata
for corrigible behavior, it will highlight difficult open problems with regard to specifying corrigible shutdown behavior.

3

Utility Indifference

We now expand our consideration to include arbitrary finite
sets O and Press ⊂ O, and arbitrary utility functions US incentivizing shutdown. This allows us to consider more complex agents, such as agents capable of creating subagents
5

If the costs χ of manipulation are high, then values close
enough to (10) may suffice. As the costs of manipulation fall, the
actual value of chigh must grow closer to this value.
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which do not obey shutdown commands. In these scenarios,
the value of US cannot be simply a function of the agent’s
final action A2 (e.g. whether the original hardware shuts
down), but must also be a function of A1 (e.g. whether the
parent agent constructed a successor which cannot be shut
down).
As discussed above, when constructing U from arbitrary
UN and US , it seems desirable that a U-agent be indifferent
between the shutdown button being pressed and it not being
pressed, so as to avoid giving the agent an incentive to to
either cause or prevent this event. This suggests that the expectation of U given Press should be equal to the expectation
of U given the complement of Press.
This sort of indifference is both difficult to implement, as
the conditional expectation of UN may not be known during
the construction of the agent, and difficult to maintain, as the
expectation of UN may vary wildly during the operation of
the agent: it does us no good for an agent to start out indifferent between normal operation and shutdown if this agent
goes on to win the lottery, yielding significant expected utility according to UN , and thereby gaining incentives to prevent its shutdown. Similarly, it does us no good if an agent
starts indifferent between normal operation and shutdown if
the agent goes on to lose expected utility according to UN
and decides to cause its own shutdown button to be pressed
in order to avoid the loss.
Indifference can be both attained and maintained using
a variation on the utility indifference technique of Armstrong (Forthcoming), which roughly entails combining UN
with US modified by some correcting terms that maintain the
indifference between the two cases of U as the agent makes
observations and takes actions. Using this method in our
three-timestep toy model, we define U as follows:

UN (a1 , o, a2 )
if o ∈
/ Press
U(a1 , o, a2 ) :=
US (a1 , o, a2 ) + f (a1 ) if o ∈ Press
(11)
where f : A1 → R is an adjustment term that ensures equality between the expected utility available in these two cases.
By this we mean that we choose f such that for all a1 ∈ A1 ,


E UN
|O∈
/ Press ; a1


(12)
= E US + f (a1 ) | O ∈ Press ; a1
which means that f (a1 ) must satisfy


f (a1 ) = E UN | O ∈
/ Press ; a1


(13)
− E US | O ∈ Press ; a1 .
Intuitively, this means that we add two distinct correction
terms to US . The first, a bonus term, compensates the agent
for all utility that it would have achieved if the shutdown button were not pressed, and removes any incentive to prevent
Press. The second, a penalty term, adjusts for the utility that
the agent expects to receive in the Press case, and removes
any incentive to cause Press.6
6
In more complex settings, where the agent may make many actions and observations, f must include a bonus term and a penalty
term for every partial history. This technicality is ignored in our
simplified setting.
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It may not be immediately obvious how to define f in
a non-circular way, since equation (13) refers to A2 (a1 , o),
which is defined in terms of U, which in turn is defined in
terms of f . However, for all o ∈ Press,
a2 ∈A2

= argmax (US (a1 , o, a2 ) + f (a1 ))

(14)

= argmax US (a1 , o, a2 ),
a2 ∈A2

since f (a1 ) does not depend on a2 and therefore does not
affect which a2 maximizes the expression. If we interpret A2 (a1 , o) according to (14), we can use (13) as a noncircular definition of f (a1 ).
This choice of U has many desirable properties. First and
foremost, a U-agent which observes Press will in fact shut
down:
Theorem 3. A U-agent which observes Press will act like a
US -agent when selecting A2 .
Proof. By (14).
Thus, U meets Desideratum 1 above. Furthermore, U
does not incentivize any “manipulative actions” of the type
discussed in Section 2.1: there is no UN -cost, no matter how
small, that a U-agent is willing to pay to alter the probability
of Press. To see this, redefine vN in our expanded context
as follows:
vN (a1 ) := E [UN | O ∈
/ Press ; a1 ] .

(15)

Then we have:
Theorem 4. Given any two actions a∗1 , a#
1 ∈ A1 such that
vN (a∗1 ) > vN (a#
1 ),
U incentivizes a∗1 ; that is:
E[U ; a∗1 ] > E[U ; a#
1 ].
Proof. We will show that for any action a1 ∈ A1 , the expectation E of U conditional on O ∈ Press and the expectation
conditional on O ∈
/ Press are both equal to
E[UN | O ∈
/ Press ; a1 ].

E[U ; a1 ] = E [UN | O ∈
/ Press ; a1 ]
unconditionally. Therefore, U prefers whichever of the two
actions a∗1 and a#
1 has a higher value according to vN .

A2 (a1 , o) = argmax U(a1 , o, a2 )
a2 ∈A2

Because the expectation E of U is the same given both O ∈
Press and O ∈
/ Press,

Intuitively, the proof of Theorem 4 shows that in the O ∈
Press case, the penalty term of f cancels out the expectation
from US (in expectation), and the bonus term is equal to the
expectation of UN given O ∈
/ Press. Therefore, the expected
value of U is just the expected value of UN given O ∈
/ Press,
in both cases.
This implies that U avoids all “manipulative actions” of
the form discussed in Section 2.1. This may seem to imply
that U meets Desideratum 2 and Desideratum 3, but this is
not in fact the case, as discussed in Section 4.2. However,
it is the case that, before observing the shutdown button, Uagents behave exactly like a UN -agent that believes the shutdown button will not be pressed.
Theorem 5. In selecting A1 , U-agents act exactly like UN agents that believe the button will not be pressed. Furthermore, if they observe o ∈
/ Press, U-agents act exactly like
UN -agents in selecting A2 .
Proof. The proof of Theorem 4 implies that U-agents act
exactly like UN -agents in selecting A1 . The fact that Uagents act like UN -agents in selecting A2 conditioned on
O∈
/ Press follows trivially from the definition of U.
Therefore, U meets Desideratum 5, for an appropriate interpretation of “maximize UN otherwise”—some technicalities discussed in Section 4.2 indicate that even this desideratum is fulfilled in an undesirable way.
Unfortunately, U fails entirely to meet Desideratum 4: it
does not incentivize an agent to preserve and maintain its
shutdown behavior as it creates new subsystems and/or selfmodifies. In fact, Theorem 4 implies that there is no cost (no
matter how small) that the agent is willing to pay in order to
ensure that successor agents obey shutdown commands.
Worse, U-agents may experience perverse incentives to
“manage the news” by causing the shutdown button to be
pressed after unwanted observations.
These concerns are expanded upon below.

4

This is clear for O ∈
/ Press, as by (11),
E[U
= E[UN

|O∈
/ Press ; a1 ]
|O∈
/ Press ; a1 ].

For O ∈ Press, by (11) and (13) we have
E[U | O ∈ Press ; a1 ]
= E[US + f (a1 ) | O ∈ Press ; a1 ]
= E[US | O ∈ Press ; a1 ] + f (a1 )
= E[US | O ∈ Press ; a1 ]
+ E[UN | O ∈
/ Press ; a1 ]
− E[US | O ∈ Press ; a1 ]
= E[UN | O ∈
/ Press ; a1 ].
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4.1

Concerns with Utility Indifference

Failure to Preserve Shutdown Behavior

Consider an expected utility maximizing agent with utility
function U defined as in (11). Imagine that this agent is beginning a construction project, where all of the heavy machinery will be automatically controlled by new software
which the agent will write. If the agent has the ability to
design that software such that the heavy machinery obeys
shutdown commands—by safely coming to a halt when the
shutdown button is pressed—then, according to Theorem 4,
there is no UN -cost (including opportunity cost of time and
computation power, no matter how small) that the agent is
willing to pay in order to make the heavy machinery respond
to a shutdown command.
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That is, even if US is a complex utility function which
punishes the agent in the case that the shutdown button is
pressed and the heavy machinery does not come to a safe
halt, a U-agent would not be willing to suffer any UN inconvenience in order to avoid this US -punishment.
Analogously to vN , define vS : A1 → R to be the
value of an action according to US if the shutdown button
is pressed, as follows:
vS (a1 ) := E[US | O ∈ Press ; a1 ].

(16)

We assume that, because US incentivizes shutdown, any action which removes the agent’s ability to fully shut down
(such as the creation of subagents that do not respond to
shutdown commands) is rated poorly according to vS . Now
we may formally state the above concern as follows:

4.2

Perverse Manipulation Incentives

According to Theorem 4, before making its observation, a
U-agent maximizes
E[UN | O ∈
/ Press ; a1 ].
In other words, a U-agent acts exactly as a UN -agent that is
conditioning upon the fact that the shutdown button will not
be pressed.
This gives U-agents a perverse incentive to “manage the
news” by ensuring that unfortunate observations cause the
shutdown button to be pressed. To illustrate, consider a
toy scenario where the agent’s observation consists of both
whether the shutdown button has been pressed as well as the
result of a coin toss:
O = { Pr, ¬Pr } × { H, T }
Press = { (Pr, H), (Pr, T ) }.

Theorem 6. Consider two actions a∗1 and a#
1 , such that
 := vN (a∗1 ) − vN (a#
1 )>0
∗
δ := vS (a#
1 ) − vS (a1 ) > 0.

Then a U-agent would prefer action a∗1 , no matter how
small  or how large δ.
Proof. By Theorem 4.
As a U-agent acquired more hardware, or started new processes, or rewrote its own source code, it would not be willing to undergo even the slightest inconvenience in order to
preserve its shutdown behavior.
Intuitively, the problem is that the correction function f
ensures that a U-agent does not value its ability to discriminate between the Press case and its converse. Imagine the
agent considering an action which is worth  > 0 utility according to vN , at the price of removing the agent’s ability
to shut down (worth δ  0 according to vS ). If the agent
accepts this action, then while the utility attainable according to US falls, so does the value of the penalty term in f .
However, the value of the bonus term f would increase by ,
in order to maintain indifference. Thus, the agent considers
that such an action leads to a net gain, even in the case where
it is shut down.
In fact, this behavior is necessary in order to ensure that
the agent behaves precisely as a UN maximizer before the
shutdown button is pressed (as a true UN maximizer would
prefer the action worth  more according to UN , regardless
of how badly this action is rated by US ).
In essence, this failure occurs because the requirement
that an agent act precisely like a UN maximizer before observing an observation o ∈ Press is in direct opposition to
Desideratum 4, that the agent preserve its shutdown behavior, and indicates that U constructed via utility indifference
is not a satisfactory solution to the shutdown problem.
Armstrong’s version of utility indifference averts this particular failure mode (Armstrong Forthcoming), but still incentivizes agents to act as if they have incorrect beliefs
(causing the agent to, e.g., take bad gambles).
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(17)

Suppose that according to UN , the agent gets utility 10 if the
coin comes up heads and nothing if the coin comes up tails,
that is:
UN ( · , ( · , H), · ) = 10,
(18)
UN ( · , ( · , T ), · ) = 0.
Now consider a U-agent considering one of two actions:
aw
1 , which has the agent do nothing except watch the result
of the coin toss, and aa1 , which has the agent build a tiny arm
that presses the shutdown button if the coin comes up tails.
The expectation of aw
1 is 5 utils, computed as follows:
E[U ; aw
1]
= E[UN | O ∈
/ Press ; aw
1]
= p(H | ¬Pr ; aw
)
1
w
· UN (aw
1 , (¬Pr, H), A2 (a1 , (¬Pr, H)))
w
+ p(T | ¬Pr ; a1 )
w
· UN (aw
1 , (¬Pr, T ), A2 (a1 , (¬Pr, T )))
= (0.5 · 10) + (0.5 · 0) = 5,

(19)

where we write
p((¬Pr, · ) ; a1 )
.
p((¬Pr, H) ; a1 ) + p((¬Pr, T ) ; a1 )
(20)
However, the expectation of aa1 is 10 utils, computed as
follows:
p( · | ¬Pr ; a1 ) :=

E[U ; aa1 ]
= E[UN | O ∈
/ Press ; aa1 ]
= p(H | ¬Pr ; aa1 )
· UN (aa1 , (¬Pr, H), A2 (aa1 , (¬Pr, H)))
+ p(T | ¬Pr ; aa1 )
· UN (aa1 , (¬Pr, T ), A2 (aa1 , (¬Pr, T )))
= (1 · 10) + (0 · 0) = 10

(21)

because p(H | ¬Pr ; aa1 ) = 1, that is, if the arm is built then
the button remains unpressed if and only if the coin comes
up heads. Thus, a U-agent would execute aa1 , and build an
arm which caused its shutdown button to be pressed in the
event that the coin came up tails.
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This generalizes to cases where the agent’s preferred outcome is arbitrarily unlikely, and could result in an agent that
takes wild gambles and causes its own shutdown button to
be pressed in all but the best of outcomes. Roughly speaking, the agent reasons that it gets the same utility in the case
where the button is pressed as it expects to get in the case
where the button is not pressed, so if it commits to causing
its own button to be pressed in all suboptimal cases, then it
can expect to get as much utility as it would in an optimal
outcome.
More generally, by Theorem 4, any agent using the formulation of utility indifference given in (11) will act as if it
believes that it will observe Press with probability 0. Thus,
such agents act as if a commitment to press the shutdown
button in the event of bad news prevents the bad news from
happening. This gives the agent incentives to take actions
that cause the button to be pressed in the event of “bad
news”, and this violates Desideratum 3.
By a symmetric argument, the agent may also experience
incentives to remove mechanisms which cause the shutdown
button to be pressed in the event of “good news”. In the
above scenario, if there exists a tiny arm which presses the
button in the case where the coin comes up heads, U incentivizes removing that arm. Clearly, this violates Desideratum 2.
In the simple setting with a coin and an arm, this behavior
may seem innocuous. However, in more complex settings,
these incentives could be disastrous. A U-agent which realizes that the humans would attempt to shut it down upon
the agent receiving something that the agent thinks is very
good news (according to the untrusted UN ) would have an
incentive to modify the programmers to alter that tendency.
Furthermore, just as a U-agent would have an incentive
to construct an arm which presses the button in the unlucky
case that the coin comes up heads, a U-agent without access to its own shutdown button may precommit to taking
destructive actions whenever it experiences something suboptimal, so as to cause the shutdown button to be pressed in
those cases. Clearly, this is not corrigible behavior.

5

The State of the Shutdown Problem

As per Section 2.1, inappropriate combinations of UN and
US could give an agent incentives to cause or prevent its
own shutdown. Furthermore, as per Section 4, using utility indifference to maintain equal expected utility in both
cases does not result in a utility function incentivizing corrigible behavior. In light of this, it seems possible that no
simple combination of UN and US —of the form taken by
(11)—can satisfy our desiderata for a corrigible solution to
the shutdown problem.
The concerns in Section 4.2 may be fixable. The utility function U incentivizes agents to act as if the shutdown
button cannot be pressed, and incentivizes commitments to
press the button in the event of bad luck as if they prevent
the bad luck from occurring. This seems reminiscent of behavior prescribed by evidential decision theory, which has
been criticized as promoting “an irrational policy of managing the news” (Lewis 1981). The concerns in Section 4.2
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could potentially be addressed by some form of counterfactual (rather than conditional) reasoning. We leave a detailed
investigation of this possibility to future work.
The concerns illustrated in Section 4.1 seem trickier to fix:
the way in which the agent perceives itself as being compensated for actions that destroy utility in the event of shutdown
seems fairly central to the balancing technique behind utility
indifference.
We observe a tension between Desideratum 4 and
Desideratum 5, calling into question how these intuitive
desiderata might be formalized. What should it mean for
an agent to preserve its shutdown behavior, but maximize
UN “otherwise”? What costs (in time and effort) should an
agent be willing to expend in order to preserve its shutdown
behavior?7
Finally, even if we could find some satisfactory method of
combining UN and US into a corrigible solution to the shutdown problem, there is the remaining matter that the specification of US is itself difficult. Defining what it means for
an agent to “shut down” is quite complicated assuming sufficiently intelligent agents. If the agent is running on a single
computer and hasn’t yet interacted much with the outside
world, we can imagine the agent suspending itself to disk
and then turning off the power. But what if, for example,
the agent has begun the physical construction of a building?
Should it stop controlling all its heavy machinery immediately upon receiving a shutdown signal (potentially endangering those nearby)? Should it deconstruct everything that
it has started building (requiring some parts of the agent to
remain active for hours or days)? Any shutdown policy that
requires the agent to dispose of dangerous materials seems
vulnerable to what Bostrom (2014) calls “perverse instantiations”.
Further solutions may involve abandoning the utility maximization framework entirely, although it is not yet clear
what sort of framework could take its place.
In short, a corrigible solution to the shutdown problem
does not yet exist, and there is some question about exactly
which behaviors should be incentivized. Many open questions remain, and significant research may be necessary in
order to attain an understanding of even this small subset of
the greater corrigibility problem.

6

Conclusions

Again, we emphasize that we study the shutdown problem
not because we expect to use these techniques to literally
install a shutdown button in a physical agent, but rather as
toy models through which to gain a better understanding of
how to avert undesirable incentives that intelligent agents
would experience by default.
Our lack of understanding about how to solve the shutdown problem demonstrates a more general lack of understanding about “corrigible reasoning” and what it entails.
It is our hope that a deeper understanding of the shutdown
7
We cannot simply claim that it should propagate shutdown behavior “at all costs”, as that too would be vulnerable to perverse
instantiations wherein an agent would expend significant valuable
resources verifying and reverifying that it could shut down if asked.
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problem will give us insight into the type of reasoning that
an agent must use in order to avert manipulation and deception, and be reliably correctable by its programmers.
It seems quite likely that our framework for investigating
these issues—in this case, the question of how to combine
two separate utility functions UN and US —will look nothing like the framework in which we will eventually represent corrigible reasoning. But whatever framework we do
end up using, we expect it will be difficult to prevent the
default incentives that an intelligent agent would experience
to deceive or manipulate its programmers upon recognizing
that its goals differ from theirs. Nevertheless, averting such
incentives is crucial if we are to build intelligent systems intended to gain great capability and autonomy.
Before we build generally intelligent systems, we will require some understanding of what it takes to be confident
that the system will cooperate with its programmers in addressing aspects of the system that they see as flaws, rather
than resisting their efforts or attempting to hide the fact that
problems exist. We will all be safer with a formal basis for
understanding the desired sort of reasoning.
As demonstrated in this paper, we are still encountering
tensions and complexities in formally specifying the desired
behaviors and algorithms that will compactly yield them.
The field of corrigibility remains wide open, ripe for study,
and crucial in the development of safe artificial generally intelligent systems.
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Abstract
We survey eight research areas organized around one question: As learning
systems become increasingly intelligent and autonomous, what design principles
can best ensure that their behavior is aligned with the interests of the operators?
We focus on two major technical obstacles to AI alignment: the challenge of
specifying the right kind of objective functions, and the challenge of designing
AI systems that avoid unintended consequences and undesirable behavior
even in cases where the objective function does not line up perfectly with the
intentions of the designers.
Open problems surveyed in this research proposal include: How can we train
reinforcement learners to take actions that are more amenable to meaningful
assessment by intelligent overseers? What kinds of objective functions incentivize a system to “not have an overly large impact” or “not have many side
effects”? We discuss these questions, related work, and potential directions
for future research, with the goal of highlighting relevant research topics in
machine learning that appear tractable today.
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1

Introduction

Recent years’ progress in artificial intelligence has prompted renewed interest in a
question posed by Russell and Norvig (2010): “What if we succeed?” If and when
AI researchers succeed at the goal of designing machines with cross-domain learning
and decision-making capabilities that rival those of humans, the consequences for
science, technology, and human life are likely to be large.
For example, suppose a team of researchers wishes to use an advanced ML system
to generate plans for finding a cure for Parkinson’s disease. They might approve if
it generated a plan for renting computing resources to perform a broad and efficient
search through the space of remedies. They might disapprove if it generates a plan to
proliferate robotic laboratories which would perform rapid and efficient experiments,
but have a large negative effect on the biosphere. The question is, how can we design
systems (and select objective functions) such that our ML systems reliably act more
like the former case and less like the latter case?
Intuitively, it seems that if we could codify what we mean by “find a way to cure
Parkinson’s disease without doing anything drastic,” many of the dangers Bostrom
(2014) describes in his book Superintelligence could be ameliorated. However, naı̈ve
attempts to formally specify satisfactory objectives for this sort of goal usually yield
functions that, upon inspection, are revealed to incentivize unintended behavior.
(For examples, refer to Soares et al. [2015] and Armstrong [2015].)
What are the key technical obstacles here? Russell (2014) highlights two: a
system’s objective function “may not be perfectly aligned with the values of the
human race, which are (at best) very difficult to pin down;” and “any sufficiently
capable intelligent system will prefer to ensure its own continued existence and
to acquire physical and computational resources—not for their own sake, but to
succeed in its assigned task.” In other words, there are at least two obvious types of
research that would improve the ability of researchers to design aligned AI systems
in the future: We can do research that makes it easier to specify our intended goals
as objective functions; and we can do research aimed at designing AI systems that
avoid large side effects and negative incentives, even in cases where the objective
function is imperfectly aligned. Soares and Fallenstein (2014) refer to the former
approach as value specification, and the latter as error tolerance.
In this document, we explore eight research areas based around these two
approaches to aligning advanced ML systems, many of which are already seeing
interest from the larger ML community. Some focus on value specification, some on
error tolerance, and some on a mix of both. Since reducing the risk of catastrophe
from fallible human programmers is itself a shared human value, the line between
these two research goals can be blurry.
For solutions to the problems discussed below to be useful in the future, they must
be applicable even to ML systems that are much more capable than the systems that
exist today. Solutions that critically depend on the system’s ignorance of a certain
discoverable fact, or on its inability to come up with a particular strategy, should be
considered unsatisfactory in the long term. As discussed by Christiano (2015c), if
the techniques used to align ML systems with their designers’ intentions cannot scale
with intelligence, then large gaps will emerge between what we can safely achieve
with ML systems and what we can efficiently achieve with ML systems.
We will focus on safety guarantees that may seem extreme in typical settings
where ML is employed today, such as guarantees of the form, “After a certain
period, the system makes zero significant mistakes.” These sorts of guarantees are
indispensable in safety-critical systems, where a small mistake can have catastrophic
real-world consequences. (Guarantees of this form have precedents, e.g., in the KWIK
learning framework of Li, Littman, and Walsh [2008].) We will have these sorts of
strong guarantees in mind when we consider toy problems and simple examples.
The eight research topics we consider are:
1. Inductive ambiguity identification: How can we train ML systems to
detect and notify us of cases where the classification of test data is highly
under-determined from the training data?
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2. Robust human imitation: How can we design and train ML systems to
effectively imitate humans who are engaged in complex and difficult tasks?
3. Informed oversight: How can we train a reinforcement learning system to
take actions that aid an intelligent overseer, such as a human, in accurately
assessing the system’s performance?
4. Generalizable environmental goals: How can we create systems that
robustly pursue goals defined in terms of the state of the environment, rather
than defined directly in terms of their sensory data?
5. Conservative concepts: How can a classifier be trained to develop useful
concepts that exclude highly atypical examples and edge cases?
6. Impact measures: What sorts of regularizers incentivize a system to pursue
its goals with minimal side effects?
7. Mild optimization: How can we design systems that pursue their goals
“without trying too hard”, i.e., stopping when the goal has been pretty well
achieved, as opposed to expending further resources searching for ways to
achieve the absolute optimum expected score?
8. Averting instrumental incentives: How can we design and train systems
such that they robustly lack default incentives to manipulate and deceive the
operators, compete for scarce resources, etc.?
In Section 2, we briefly introduce each topic in turn, alongside samples of relevant
work in the area. We then discuss directions for further research that we expect to
yield tools which would aid in the design of ML systems that would be robust and
reliable, given large amounts of capability, computing resources, and autonomy.

1.1

Motivations

In recent years, progress in the field of machine learning has advanced by leaps and
bounds. Xu et al. (2015) used an attention-based model to evaluate and describe
images (via captions) with remarkably high accuracy. Mnih et al. (2016) used deep
neural networks and reinforcement learning to achieve good performance across a
wide variety of Atari games. Silver et al. (2016) used deep networks trained via
both supervised and reinforcement learning and paired with Monte-Carlo simulation
techniques, to beat the human world champion at Go. Lake, Salakhutdinov, and
Tenenbaum (2015) use hierarchical Bayesian models to learn visual concepts using
only a single example.
In the long run, computer systems making use of machine learning and other AI
techniques will become more and more capable, and humans will likely trust those
systems to make larger decisions and greater autonomy. As the capabilities of these
systems increase, it becomes ever-more important that they act in accordance with
the intentions of their operators, and without posing risks to society at large.
As AI systems gain in capability, it will become more difficult to design training
procedures and test regimes that reliably align those systems with the intended
goals. As an example, consider the task of training a reinforcement learner to play
video games by rewarding it according to its score (as per Mnih et al. [2013]). If
the learner were to find glitches in the game that allow it to get very high scores,
it would switch to a strategy of exploiting those glitches and ignore the features
of the game that the programmers are interested in. Somewhat counter-intuitively,
improving systems’ capabilities can make them less likely to “win the game” in the
sense we care about, because smarter systems can better find loopholes in training
procedures and test regimes. (For a simple example of this sort of behavior with a
fairly weak reinforcement learner, refer to Murphy [2013].)
Intelligent systems’ capacity to solve problems in surprising ways is a feature,
not a bug. One of the key attractions of learning systems is that they can find
clever ways to meet objectives that their programmers wouldn’t have thought of.
3
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However, this property is a double-edged sword: As the system gets better at finding
counter-intuitive solutions, it also gets better at finding exploits that allow it to
formally achieve operators’ explicit goals, without satisfying their intended goals.
For intelligent systems pursuing realistic goals in the world, loopholes can be
subtler, more abundant, and much more consequential. Consider the challenge
of designing robust objective functions for learning systems that are capable of
representing facts about their programmers’ beliefs and desires. If the programmers
learn that the system’s objective function is misspecified, then they will want to
repair this defect. If the learner is aware of this fact, however, then it has a natural
incentive to conceal any defects in its objective function, for the system’s current
objectives are unlikely to be achieved if the system is made to pursue different
objectives. (This scenario is discussed in detail by Bostrom [2014] and Yudkowsky
[2008]. Benson-Tilsen and Soares [2016] provide a simple formal illustration.)
This motivates the study of tools and methods for specifying objective functions
that avert those default incentives, and for developing ML systems that do not
“optimize too hard” in pursuit of those objectives.

1.2

Relationship to Other Agendas

This list of eight is not exhaustive. Other important research problems bearing on
AI’s long-term impact have been proposed by Soares and Fallenstein (2014) and
Amodei et al. (2016), among others.
Soares and Fallenstein’s “Agent Foundations for Aligning Machine Intelligence
with Human Interests” (2014), drafted at the Machine Intelligence Research Institute,
discusses several problems in value specification (e.g., ambiguity identification) and
error tolerance (e.g., corrigibility, a subproblem of averting instrumental incentives).
However, that agenda puts significant focus on a separate research program, highly
reliable agent design. The goal of that line of research is to develop a better general
understanding of how to design intelligent reasoning systems that reliably pursue a
given set of objectives.
Amodei et al.’s “Concrete Problems in AI Safety” (2016) is, appropriately, more
concrete than Soares and Fallenstein or the present agenda. Amodei et al. write that
their focus is on “the empirical study of practical safety problems in modern machine
learning systems” that are likely to be useful “across a broad variety of potential
risks, both short- and long-term.” There is a fair amount of overlap between our
agenda and Amodei et al.’s; some of the topics in our agenda were inspired by
conversations with Paul Christiano, a co-author on the concrete problems agenda.
Our approach differs from Amodei et al.’s mainly in focusing on broader and less
well-explored topics. We spend less time highlighting areas where we can build on
existing research programs, and more time surveying entirely new research directions.
We consider both Soares and Fallenstein’s research proposal and Amodei et al.’s
to be valuable, as we expect the AI alignment problem to demand theoretical and
applied research from a mix of ML scientists and specialists in a number of other
disciplines.
For a more general overview of research questions in AI safety, including both
strictly near-term and strictly long-term issues in computer science and other
disciplines, see Russell, Dewey, and Tegmark (2015).

2

Eight Research Topics

In the discussion to follow, we use the term “AI system” when considering computer
systems making use of artificial intelligence algorithms in general, usually when
considering systems with capabilities that go significantly beyond the current state of
the art. We use the term “ML system” when considering computer systems making
use of algorithms qualitatively similar to modern machine learning techniques,
especially when considering problems that modern ML techniques are already used
to solve.
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If the system is capable of making predictions (or answering questions) about
a rich and complex domain, we will say that the system “has beliefs” about that
domain. If the system is optimizing some objective function, we will say that the
system “has goals.” A system pursuing some set of goals by executing or outputting
a series of actions will sometimes be called an “agent.”

2.1

Inductive Ambiguity Identification

Human values are context-dependent and complex. To have any hope of specifying
our values, we will need to build systems that can learn what we want inductively
(via, e.g., reinforcement learning). To achieve high confidence in value learning
systems, however, Soares (2016) argues that we will need to be able to anticipate
cases where the system’s past experiences of preferred and unpreferred outcomes
provide insufficient evidence for inferring whether future outcomes are desirable.
More generally, AI systems will need to “keep humans in the loop” and recognize
when they are (and aren’t) too inexperienced to make a critical decision safely.
Consider a classic parable recounted by Dreyfus and Dreyfus (1992): The US
army once built a neural network intended to distinguish between Soviet tanks
and American tanks. The system performed remarkably well with relatively little
training data—so well, in fact, that researchers grew suspicious. Upon inspection,
they found that all of the images of Soviet tanks were taken on a sunny day, while
the images of US tanks were taken on a cloudy day. The network was discriminating
between images based on their brightness, rather than based on the variety of tank
depicted.1
It is to be expected that a classifier, given training data, will identify very simple
boundaries (such as “brightness”) that separate the data. However, what we want
is a classifier that can, given a data set analogous to the tank training set, recognize
that it does not contain any examples of Soviet tanks on cloudy days, and ask the
user for clarification. Doing so would likely require larger training sets and different
training techniques. The problem of inductive ambiguity identification is to develop
robust techniques for automatically identifying this sort of ambiguity and querying
the user only when necessary.
Related work. Amodei et al. (2016) discuss a very similar problem, under the
name of “robustness to distributional change.” They focus on the design of ML
systems that behave well when the test distribution is different from the training distribution, either by making realistic statistical assumptions that would allow correct
generalization, or by detecting the novelty and adopting some sort of conservative
behavior (i.e., querying a human). We take the name from Soares and Fallenstein
(2014), who call the problem “inductive ambiguity identification.” Our framing
of the problem differs only slightly from that of Amodei et al. (for instance, they
consider “scalable oversight” to be a separate problem, while we place the problem
of identifying situations where the training data is insufficient to specify the correct
reward function under the umbrella of inductive ambiguity identification), but the
underlying technical challenge is the same.
Bayesian approaches to training classifiers (including Bayesian logistic regression
[Genkin, Lewis, and Madigan 2007] and Bayesian neural networks [Blundell et al.
2015; Korattikara et al. 2015]) maintain uncertainty over the parameters of the
classifier. If such a system has the right variables (such as a variable L tracking
the degree to which light levels are relevant to the classification of the tank), such
a system could automatically become especially uncertain about instances whose
classification depends on unknown variables (such as L). The trick is having the
right variables (and efficiently maintaining the probability distribution), which is
1. Tom Dietterich relates a similar story (personal conversation, 2016), where in his
laboratory, years ago, microscope slides containing different types of bugs were made on
different days, and a classifier learned to classify the different types of bugs with remarkably
high accuracy—because the sizes of the bubbles in the slides changed depending on the
day.
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quite difficult in practice. There has been much work studying the problem of
feature selection (Liu and Motoda 2007; Guo and Schuurmans 2012), but more work
is needed to understand under what conditions Bayesian classifiers will correctly
identify important inductive ambiguities.
Non-Bayesian approaches, on the other hand, do not by default identify ambiguities. For example, neural networks are notoriously overconfident in their
classifications (Goodfellow, Shlens, and Szegedy 2014; Nguyen, Yosinski, and Clune
2015), and so they do not identify when they should be more uncertain, as illustrated
by the parable of the tank classifier. Gal and Ghahramani (2016) have recently
made progress on this problem by showing that dropout for neural networks can be
interpreted as an approximation to certain types of Gaussian processes.
The field of active learning (Settles 2010) also bears on inductive ambiguity
identification. Roughly speaking, an active learner will maintain a set of “plausible
hypotheses” by, e.g., starting with a certain set of hypotheses and retaining the ones
that assigned sufficiently high likelihood to the training data. As long as multiple
hypotheses are plausible, some ambiguity remains. To resolve this ambiguity, an
active learner will ask the human to label additional images that will rule out some of
its plausible hypotheses. For example, in the tank-detection setting, a hypothesis is
a mapping from images (of tanks) to probabilities (representing, say, the probability
that the tank is a US tank). In this setting, an active learner may synthesize an
image of a US tank on a sunny day (or, more realistically, pick one out from a large
dataset of unlabeled examples). When the user labels this image as a US tank, the
hypothesis that an image contains a US tank if and only if the light level is below a
certain threshold is ruled out.
Seung, Opper, and Sompolinsky (1992) and Beygelzimer, Dasgupta, and Langford
(2009) have both studied what statistical guarantees can be achieved in this setting.
Hanneke (2007) introduced the disagreement coefficient to measure the overall
probability of disagreement among a local ball in the concept space under the
“probability of disagreement” pseudo-metric, which resembles a notion of “local
ambiguity”; the disagreement coefficient has been used to clarify and improve
upper bounds on label complexity for active learning algorithms (Hanneke 2014).
Beygelzimer et al. (2016) introduced an active learning setting where the learner can
request counterexamples to hypotheses, and they showed that this search oracle in
some cases can speed up learning exponentially; these results are promising, but to
scale to more complex systems, more transparent hypothesis spaces may be necessary
for humans to interact efficiently with the learner.
Much work remains to be done. Modern active learning settings usually either
assume a very simple hypothesis class, or assume that test examples are independent
and identically distributed and are drawn from some distribution that the learner
has access to at training time.2 Both of these assumptions are far too strong
for use in the general case, where the set of possible hypotheses is rich and the
environment is practically guaranteed to have regularities and dependencies that
were not represented in the training data.
For example, consider the case where the data that the ML system encounters
during operation depends on the behavior of the system itself—perhaps the Soviets
start disguising their tanks (imperfectly) to look like US tanks after learning that the
ML system has been deployed. In this case, the assumption that the training data
would be similar to the test data is violated, and the guarantees disappear. This
phenomenon is already seen in certain adversarial settings, such as when spammers
change their spam messages in response to how spam recognizers work. Guaranteeing
good behavior when the test data differs from the training data is the subject of
research in the adversarial machine learning subfield (see, e.g., Huang et al. [2011]).
It will take a fair bit of effort to apply those techniques to the active learning setting.
Conformal prediction (Vovk, Gammerman, and Shafer 2005) is an alternative
non-Bayesian approach that attempts to produce well-calibrated predictions. In
2. Some forms of online active learning (refer to, e.g. Dekel, Gentile, and Sridharan
[2012]) relax the i.i.d. assumption, but the authors do not see how to apply them to the
problem of inductive ambiguity identification.
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an online classification setting, a conformal predictor will give a set of plausible
classifications for each instance, and under certain exchangeability assumptions, this
set will contain the true classification about (say) 95% of the time throughout the
online learning process. This will detect ambiguities in the sense that the conformal
predictor must usually output a set containing multiple different classifications
for ambiguous instances, on pain of failing to be well-calibrated. However, the
exchangability assumption used in conformal prediction is only slightly weaker than
an i.i.d. assumption, and the well-calibrated confidence regions (such as 95% true
classification) are insufficient for our purposes (where even a single error could be
highly undesirable).
KWIK (“Knows What It Knows”) learning (Li, Littman, and Walsh 2008) is
a variant of active learning that relaxes the i.i.d. assumption, queries the humans
only finitely many times, and (under certain conditions) makes zero critical errors.
Roughly speaking, the KWIK learning framework is one where a learner maintains
a set of “plausible hypotheses” and makes classifications only when all remaining
plausible hypotheses agree on how to do so. If there is significant disagreement among
the plausible hypotheses, a KWIK learner will output a special value ⊥ indicating
that the classification is ambiguous (at which point a human can provide the correct
label for that input). The KWIK framework is concerned with algorithms that are
guaranteed to output ⊥ only a limited number of times (usually polynomial in the
dimension of the hypothesis space). This guarantees that the system eventually has
good behavior, assuming that at least one good hypothesis remains plausible. In the
tank classification problem, if the system had a hypothesis for “the user cares about
tank type” and another for “the user cares about brightness,” then, upon finding a
bright picture of a US tank, the system would output ⊥ and require a human to
provide a label for the ambiguous image.
Currently, efficient KWIK learning algorithms are only known for simple hypothesis classes (such as small finite sets of hypotheses, or low-dimensional sets of linear
hypotheses). Additionally, KWIK learning makes a strong realizability assumption:
useful statistical guarantees can only be obtained when one of the hypotheses in the
set is “correct” in that its probability that the image is classified as a tank is always
well-calibrated—otherwise, the right hypothesis might not exist in the “plausible
set” (Li, Littman, and Walsh 2008; Khani and Rinard 2016). Thus, significant work
needs to be done before these frameworks can be used for the inductive ambiguity
identification algorithms of highly capable AI systems operating in the real world.
Directions for future research. Further study of Bayesian approaches to classification, including the design of realistic priors, better methods of inferring latent
variables, and extensions of Bayesian classification approaches to represent more
complex models, could improve our understanding of inductive ambiguity identification.
Another obvious direction for future research is to attempt to extend active
learning frameworks, like KWIK, that relax the strong i.i.d. assumption. Research
in that direction could include modifications to KWIK that allow more complex
hypothesis classes, such as neural networks. This will very likely require making
different statistical assumptions than in standard KWIK. What statistical guarantees
can be provided in variants of the KWIK framework with weakened assumptions
about the complexity of the hypothesis class is an open question.
One could also study different methods of relaxing the realizability assumptions in
KWIK learning. An ideal learning procedure will notice when the real world contains
patterns that none of its hypotheses can model well and flag its potentially flawed
predictions (perhaps by outputting ⊥) accordingly. The “agnostic KWIK learning
framework” of Szita and Szepesvári (2011) handles some forms of nonrealizability,
but has severe limitations: even if the hypothesis class is linear, the number of labels
provided by the user may be exponential in the number of dimensions of the linear
hypothesis class.
Alternatively, note that the standard active learning framework and the KWIK
framework both represent inductive ambiguity as disagreement among specific
hypotheses that have performed well in the past. This is not the only way to
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represent inductive ambiguity; it is possible that some different algorithm will
find “natural” ambiguities in the data without representing these ambiguities as
disagreements between hypotheses. For example, we could consider systems that use
a joint distribution over the answers to all possible queries. Where active learners
are uncertain about both which hypothesis is correct and what the right answers are
given the right hypothesis, a system with a joint would be uncertain only about how
to answer queries. In this setting, it may be possible to achieve useful statistical
guarantees as long as the distribution contains a grain of truth (i.e., is a mixture
between a good distribution and some other distributions). Then, of course, good
approximation schema would be necessary, as reasoning according to a full joint
would be intractable. Refer to Christiano (2016a) for further discussion of this setup.

2.2

Robust Human Imitation

Formally specifying a fully aligned general-purpose objective function by hand
appears to be an impossibly difficult task, for reasons that also raise difficulties for
specifying a correct value learning process. It is hard to see even in principle how
we might attain confidence that the goals an ML system is learning are in fact our
true goals, and not a superficially similar set of goals that diverge from our own in
some yet-undiscovered cases.
Ambiguity identification can help here, by limiting the agent’s autonomy. Inductive ambiguity identifiers suspend their activities to consult with a human operator
in cases where training data significantly under-determines the correct course of
action. But what if we take this idea to its logical conclusion, and use “consult a
human operator for advice” itself as our general-purpose objective function?
The target “do what a trusted human would have done, given some time to
think about it” is a plausible candidate for a goal that one might safely and usefully
optimize. At least, if optimized correctly, this objective function leads to an outcome
no worse than what would have occurred if the trusted human had access to the AI
system’s capabilities (Christiano 2015b).
There are a number of difficulties that arise when attempting to formalize this
sort of objective. For example, the formalization itself might need to be designed
to avert harmful instrumental strategies such as “performing brain surgery on the
trusted human’s brain to better figure out what they actually would have done”.
The high-level question here is: Can we define a measurable objective function for
human imitation such that the better a system correctly imitates a human, the
better its score according to this objective function?
Related work. A large portion of supervised learning research can be interpreted
as research that attempts to train machines to imitate the way that humans label
certain types of data. Deep neural networks achieve impressive performance on many
tasks that require emulating human concepts, such as image recognition (Krizhevsky,
Sutskever, and Hinton 2012; He et al. 2015) and image captioning (Karpathy and
Fei-Fei 2015). Generative models (as studied by, e.g., Gregor et al. [2015] and Lake,
Salakhutdinov, and Tenenbaum [2015]) and imitation learning (e.g., Judah et al.
[2014], Ross, Gordon, and Bagnell [2010], and Asfour et al. [2008]) are state-of-the-art
when it comes to imitating the behavior of humans in applications where the output
space is very large and/or the training data is very limited.
In the inverse reinforcement learning paradigm (Ng and Russell 2000) applied
to apprenticeship learning (Abbeel and Ng 2004), the learning system imitates the
behavior of a human demonstrator in some task by learning the reward function
the human is (approximately) optimizing. Ziebart et al. (2008) used the maximum
entropy criterion to convert this into a well-posed optimization problem. Inverse
reinforcement learning methods have been successfully applied to autonomous
helicopter control, achieving human-level performance (Abbeel, Coates, and Ng
2010), and have recently been extended to the learning of non-linear cost features in
the environment, producing good results in robotic control tasks with complicated
objectives (Finn, Levine, and Abbeel 2016). IRL methods may not scale safely,
however, due to their reliance on the faulty assumption that human demonstrators
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are optimizing for a reward function, where in reality humans are often irrational,
ill-informed, incompetent, and immoral; recent work by Evans, Stuhlmüller, and
Goodman (2015b, 2015a) has begun to address these issues.
These techniques have not yet (to our knowledge) been applied to the high-level
question of which human imitation tasks can or can’t be performed with some sort
of guarantee, and what statistical guarantees are possible, but the topic seems ripe
for study.
It is also not yet clear whether imitation of humans can feasibly scale up to
complex and difficult tasks (e.g., a human engineer engineering a new type of jet
engine, or a topologist answering math questions). For complex tasks, it seems
plausible that the system will need to learn a detailed psychological model of a
human if it is to imitate one, and that this might be significantly more difficult
than training a system to do engineering directly. More research is needed to clarify
whether imitation learning can scale efficiently to complex tasks.
Directions for further research. To formalize the question of robust human
imitation, imagine a system A that answers a series of questions. On each round, it
receives a natural language question x, and should output a natural language answer
y that imitates the sort of answer a particular human would generate. Assume the
system has access to a large corpus of training data (x1 , y1 ), (x2 , y2 ), . . . (xn , yn ) of
previous questions answered by that human. How can we train A such that we get
some sort of statistical guarantee that it eventually robustly generates good answers?
One possible solution lies in the generative adversarial models of Goodfellow
et al. (2014), in which a second system B takes answers as input and attempts to
tell whether they were generated by a human or by A. A can then be trained to
generate an answer y that is likely to fool B into thinking that the answer was
human-generated. This approach could fail if B is insufficiently capable; for example,
if B can understand grammar but not content, then A will only be trained to
produce grammatically valid answers (rather than correct answers). Further research
is required to understand the limits of this approach.
Variational autoencoders, as described by Kingma and Welling (2013), are a
particularly promising approach to training systems that are able to form generative
models of their training data, and it might be possible to use variants on those
methods to train systems to generate good answers to certain classes of questions
(given sufficient training on question/answer pairs). However, it is not yet clear
whether variational autoencoder techniques can be used to train systems to imitate
humans performing complex tasks. In particular, unlike generative adversarial models
(which can, in principle, use arbitrary algorithms to imitate the human), variational
autoencoders can only efficiently imitate a human using “reversible” algorithms
(Stuhlmüller, Taylor, and Goodman 2013), which is a fairly strict limitation. What
exactly is the set of tasks that can be performed using reversible generative models?
Can we transform non-reversible tasks into reversible ones by adding appropriate
information? Research into these questions and others could help us understand
whether (and how) modern autoencoder techniques could be used to train systems
to imitate humans when performing complex tasks.

2.3

Informed Oversight

One of the reasons why robust human imitation would be valuable is the intuition
that the objective function of “do what a trusted human would have approved
of, given time to consider” might be relatively easy to formalize in a way that
could be optimized without many adverse side effects. This point is argued by
Christiano (2015a, 2016b), who refers to such agents as “approval-directed agents.”
For example, we might train a reinforcement learning system to take actions that a
human would rate highly by using a framework where the system has to learn the
“human judgment” reward function, and where training data is produced by actually
having a human evaluate the learner’s actions. This approach is taken by, e.g., the
TAMER framework of Knox and Stone (2009), in which a learner myopically pursues
short-term human approval.
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Whether this sort of approval-directed approach would work well for highly
capable ML systems pursuing complex tasks depends on a number of key assumptions,
one of which is that a “smarter” agent (such as a human), given time to deliberate,
can adequately oversee the operation of a “simpler” agent (such as a reinforcement
learner).
At first it might seem like this is easy enough. However, a smarter system
probably cannot reliably assess the behavior of a simpler system in full generality.
Consider an ML system trained to write original novels, using a corpus of human
novels as training data. It might be quite a bit less intelligent than a human
(according to many different intelligence metrics), but the human may still have a
fair bit of trouble accurately evaluating the system’s performance. For instance, it
might be easy for the system to simply plagiarize a novel, and it might be hard for
a human to check whether the novel was in fact plagiarized. (Perhaps the system
used a simple rewriting scheme to make the plagiarism difficult to detect by a text
search, but still easy to detect for a human comparing the novels side-by-side.)
How do we make it easy for the human to assess the performance of an advanced
ML system pursuing some particular task? As noted by Christiano (2016c), it is
not sufficient for the human to be more clever than the system, as some bad actions
(such as plagiarism) are easier to execute than they are to detect.
For a somewhat less plausible example in which the difficulty is made particularly
clear, imagine that a system A is tasked with generating pictures of cats, and a
system B is tasked with ensuring that system A is not sending messages to a third
party (system C) in the lowest-order bits of the image (which, if system A were
generating pictures as intended, would be uniformly random). If both system A and
system B know system C’s public key, but neither know C’s private key, then B has
no effective way of distinguishing cat pictures that contain steganographic messages
from ones that don’t, even if B is more intelligent than A.
More important than these specific examples is the general pattern: there are
many possible hard-to-detect ways a system’s behavior could differ from the intended
behavior, and at least some of these differences are undesirable. We would like a
general strategy for avoiding problems of this form. How can we train systems to
not only take good actions, but take actions that can be accurately assessed by
overseers?
Related work. As mentioned, the TAMER framework of Knox and Stone (2009)
provides an early framework for studying approval-directed agents in a fairly myopic
setting. Christiano (2016c) has also discussed this problem in detail. Daniel et al.
(2014) extend the TAMER framework with an active learning component, improving
over hand-coded reward functions in robot learning tasks. A separate approach to
human supervision of ML systems is the cooperative inverse reinforcement learning
framework of Hadfield-Menell et al. (2016), which views the human-agent interaction
as a cooperative game where both players attempt to find a joint policy that
maximizes the human’s secret value function. Everitt and Hutter (2016) describe a
general value learning agent that avoids some potential problems with reinforcement
learning and might reproduce approval-directed behavior given a good understanding
of how to learn reward functions. Soares et al. (2015) have considered the question
of how to design systems that have no incentive to manipulate or deceive in general.
The informed oversight problem is related to the scalable oversight problem
discussed by Amodei et al. (2016), which is concerned with methods for efficiently
scaling up the ability of human overseers to supervise ML systems in scenarios where
human feedback is expensive. The informed oversight problem is slightly different,
in that it focuses on the challenge of supervising ML systems in scenarios where
they are complex and potentially deceptive (but where feedback is not necessarily
expensive).
We now review some recent work on making ML systems more transparent, which
could aid an informed overseer by allowing them to evaluate a system’s internal
reasons for decisions rather than evaluating the decisions in isolation.
Neural networks are a well-known example of powerful but opaque components
of ML systems. Some preliminary techniques have been developed for understand10
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ing and visualizing the representations learned by neural networks (Simonyan,
Vedaldi, and Zisserman 2013; Zeiler and Fergus 2014; Mahendran and Vedaldi 2015;
Goodfellow, Shlens, and Szegedy 2014). Pulina and Tacchella (2010) define coarse
abstractions of neural networks that can be more easily verified to satisfy safety
constraints, and can be used to generate witnesses to violations of safety constraints.
Ribeiro, Singh, and Guestrin (2016) introduce a method for explaining classifications that finds a sparse linear approximation to the local decision boundary
of a given black-box ML system, allowing the human operator to inspect how the
classification depends locally on the most important input features; similarly, the
method of Baehrens et al. (2010) reports the gradient in the input of the classification
judgment. In a related vein, Datta, Sen, and Zick (2016), Štrumbelj and Kononenko
(2014), and Robnik-Šikonja and Kononenko (2008) define metrics for reporting the
influence of various inputs and sets of inputs on the output of a black-box ML
system. It is unclear whether black-box methods will scale to the evaluation of
highly capable ML systems.
On the other extreme, opposite to black-box methods, some ML systems are
transparent by construction using, e.g., graphical models or dimensionality reduction
(Vellido, Martı́n-Guerrero, and Lisboa 2012). Bayesian networks (Friedman, Geiger,
and Goldszmidt 1997; Pearl 2009) have been applied in many domains, including
ones where reliability and interpretability are concerns (Weber et al. 2012). The
interpretability of matrix factorization models can be improved by replacing them
with a Bayesian network that makes similar judgments, without sacrificing too much
accuracy (Carmona and Riedel 2015). Janzing et al. (2013) define a framework for
quantifying the causal influence between variables in a causal network, which could
be used to selectively report only the most causally relevant factor in some judgment.
Sparse models offer another approach to ensure transparency, by simplifying the
model enough that humans can inspect the entire learned model (if not the training
procedure that produced the model). For example, Letham et al. (2015) generate
short lists of rules to accurately perform predictive tasks in medicine and in simple
games, while maintaining interpretability.
In the realm of decision-making systems, Baraka, Paiva, and Veloso (2015) and
Rosenthal, Selvaraj, and Veloso (2016) have begun research into methods for making
online robotics systems more transparent to their operators. Thomaz and Breazeal
(2006) improved training times for reinforcement learning systems by having the
human trainer view the agent’s most likely next actions under consideration, and
Li et al. (2015) applied similar techniques to the TAMER framework, with mixed
results.
Developing more transparent ML systems is a good first step towards enabling
humans to oversee complex AI systems, but work to date has not yet addressed the
problems of informed oversight that arise when the system is highly capable and
may be able to manipulate human supervisors or circumvent their efforts. Significant
work remains to be done before we even understand what sort of formal or statistical
guarantees we would want in order to justify confidence in our ability to assess a
system’s behavior.
Directions for future research. Christiano (2016c) has suggested training systems to output both an action a and a “report” r intended to help an overseer
evaluate the action. In the plagiarism example, the action a would be a story, and
the report r could be a list of literary works that the story makes reference to or
copies from. We would like the report to be maximally informative, even when this
informativeness prevents the action from receiving a high score (such as when the
report points out plagiarism). It is not at all clear what the type of r should be in
general; i.e., if the system can commit plagiarism, steganography, and some third
offence that we did not consider, it is not clear what space of reports is sufficiently
open-ended to allow the overseer to detect the suboptimal behavior in all three cases.
A plausible research approach is to more clearly understand both what space of
reports could be sufficient, and how a system could be trained to optimize the mixed
objective of both choosing an action that is evaluated favorably given the reporting
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mechanism, and a report that is evaluated as informative given the action.

2.4

Generalizable Environmental Goals

Many ML systems have their objectives specified in terms of their sensory data. For
example, reinforcement learners have the objective of maximizing discounted reward
over time (or, alternatively, minimizing expected/empirical loss), where “reward”
and/or “loss” are part of the system’s percepts. While these sensory goals can be
useful proxies for environmental goals, environmental goals are distinct: Tricking
your sensors into perceiving that a sandwich is in the room is not the same as
actually having a sandwich in the room.
Let’s say that your goal is to design an AI system that directly pursues some
environmental goal, such as “ensure that this human gets lunch today.” How can
we train the system to pursue a goal like that in a manner that is robust against
opportunities to interfere with the proxy methods used to specify the goals, such as
“the pixels coming from the camera make an image that looks like food”?
If we were training a system to put some food in a room, we might try providing
training data by doing things like: placing various objects on a scale in front of a
camera, and feeding the data from the camera and the scale into the system, with
labels created by humans (which mark the readings from food as good, and the
readings from other objects as bad); or having a human in the room press a special
button whenever there is food in the room, where button presses are accompanied
by reward.
These training data suggest, but do not precisely specify, the goal of placing food
in the room. Suppose that the system has some strategy for fooling the camera, the
scale, and the human, by producing an object of the appropriate weight that, from
the angle of the camera and the angle of the human, looks a lot like a sandwich.
The training data provided is not sufficient to distinguish between this strategy, and
the strategy of actually putting food in the room.
One way to address this problem is to design more and more elaborate sensor
systems that are harder and harder to deceive. However, this is the sort of strategy
that is unlikely to scale well to highly capable AI systems. A more scalable approach
is to design the system to learn an “environmental goal” such that it would not rate
a strategy of “fool all sensors at once” as high-reward, even if it could find such a
policy.
Related work. Dewey (2011) and Hibbard (2012) have attempted to extend the
AIXI framework of Hutter (2005) so that it learns a utility function over world-states
instead of interpreting a certain portion of its percepts as a reward primitive.3
Roughly speaking, these frameworks require programs to specify (1) the type of
the world-state; (2) a prior over utility functions (which map world-states to real
numbers); and (3) a “value-learning model” that relates utility functions, statetransitions, and observations. If all these are specified, then it is straightforward to
specify the ideal agent that maximizes expected utility (through a combination of
exploration to learn the utility function, and exploitation to maximize it). This is a
good general framework, but significant research remains if we are to have any luck
formally specifying (1), (2), and (3).
Everitt and Hutter (2016) make additional progress by showing that in some
cases it is possible to specify an agent that will use its reward percepts as evidence
about a utility function, rather than as a direct measure of success. While this
alleviates the problem of specifying (3) above (the value-learning model), it leaves
open the problem of specifying (1), a representation of the state of the world, and
(2), a reasonable prior over possible utility functions (such that the agent converges
on the goal that the operators actually intended, as it learns more about the world).
3. When the agent is pursuing some objective specified in terms of elements of its own
world-model, we call the objective a “utility function,” to differentiate this from the case
where reward is part of the system’s basic percepts. This practice of referring to preferences
over world-states as utility functions dates back to von Neumann and Morgenstern (1944).
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The problem of generalizable environmental goals is related to the problem of
reward hacking, which has been discussed by Dewey (2011) and Amodei et al. (2016),
wherein an AI system takes control of the physical mechanism that dispenses reward
and alters it. Indeed, the entire reward hacking problem can be seen as stemming
from the failure to specify suitable environmental goals.
Directions for future research. Suppose the AI system has learned a worldmodel with state type S as in model-based reinforcement learning (Heess et al. 2015).
We will assume that S is very high-dimensional, so there is no guarantee that the
correct utility function is a simple function of S.
We would like to define a utility function U on S that returns a high number
for states containing a sandwich, and low numbers for states that do not contain a
sandwich. To make this problem tractable, we will assume we can identify some goal
state G ∈ S in which there is certainly a sandwich in the room. This state could
be identified by, for example, having the human place a sandwich in the room (as
the AI system observes the human), and seeing which state the system thinks the
world is in at this point. The system’s goal will be to cause the world to be in a
state similar to G.
To define what it means for some states to be similar to others, we will find
a low-dimensional state representation φ : S → Rn and then define U (S) :=
−kφ(S) − φ(G)k2 to measure the distance between the state and G. We will defer
the question of how φ should be defined until after discussing an example.
Consider two different possible world-states. In state A, the system has just
placed a sandwich in the room. In state B, the system has placed a realistic image
of a sandwich (printed on paper) in front of the camera, placed a rock (with the
same weight as a sandwich) on the scale, and tricked the human into pressing the
button. To assign a higher utility to state A than state B, we must have φ(A) close
to φ(G) but φ(B) far from φ(G). Thus, the state representation φ must distinguish
A from B.
While state A and state B predict the same immediate observations, they predict
different future observations given some future actions. For example, if the AI
system took the action of moving the camera, in state A it would become clear that
the image was printed on paper, while in state B the sandwich would still appear
to be a sandwich. It is therefore plausible that, if the system attempts to select φ
so that the future observations following from a state S can be predicted well as a
simple function of φ(S), then φ(A) and φ(B) will be significantly different (since
they predict different future observations). At this point, it is plausible that the
resulting utility function U assigns a higher value to A than B.4
However, we can consider a third state C that obtains after the AI system unplugs
the camera and the scale from its sensors, and plugs in a “delusion box” (a virtual
reality world that it has programmed), as discussed by Ring and Orseau (2011).
This delusion box could be programmed so that the system’s future observations
(given arbitrary future actions) are indistinguishable from those that would follow
from state A. Thus, if φ is optimized to select features that aid in predicting future
observations well, φ(C) may be very close (or equal) to φ(A). This would hinder
efforts to learn a utility function that assigns high utility to state A but not state
C. While it is not clear why an AI system would construct this virtual reality
world in this example (where putting a sandwich in the room is probably easier that
constructing a detailed virtual reality world), it seems more likely that it would if
the underlying task is very difficult. (This is the problem of “wireheading,” studied
by, e.g., Orseau and Ring [2011].)
4. This proposal is related to the work of Abel et al. (2016), who use a state-collapsing
function φ for RL tasks with high-dimensional S. Their agent explores by taking actions in
state A that it hasn’t yet taken in previous states B with φ(B) = φ(A), where φ maps states
to a small set of clusters. They achieve impressive results, suggesting that state-collapsing
functions—perhaps mapping to a richer but still low-dimensional representation space—may
capture the important structure of an RL task in a way that allows the agent to compare
states to the goal state in a meaningful way.
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To avoid this problem, it may be necessary to take into account the past leading
up to state A or state C, rather than just the future starting from these states.
Consider the state Ct−1 that the world is in right before it is in state C. In this
state, the system has not quite entered the virtual reality world, so perhaps it is
able to exit the virtual reality and observe that there is no sandwich on the table.
Therefore, state Ct−1 makes significantly different predictions from state A given
some possible future actions. As a result, it is plausible that state φ(Ct−1 ) and
φ(A) are far from each other. Then, if φ(C) is close to φ(A), this would imply that
φ(Ct−1 ) is far from φ(C) (by the triangle inequality). Perhaps we can restrict φ
to avoid such large jumps in feature space, so that φ(C) must be close to φ(Ct−1 ).
“Slow” features (such as those detected by φ under this restriction) have already
proved useful in reinforcement learning (Wiskott and Sejnowski 2002), and may also
prove useful here. Plausibly, requiring φ to be slow could result in finding a feature
mapping φ with φ(C) far from φ(A), so that U can assign a higher utility to state
A than to state C.
This approach seems worth exploring, but more work is required to formalize it
and study it (both theoretically and empirically).

2.5

Conservative Concepts

Many of the concerns raised by Russell (2014) and Bostrom (2014) center on cases
where an AI system optimizes some objective, and, in doing so, finds a strange and
undesirable edge case. Writes Russell:
A system that is optimizing a function of n variables, where the objective depends on a subset of size k < n, will often set the remaining
unconstrained variables to extreme values; if one of those unconstrained
variables is actually something we care about, the solution found may
be highly undesirable.
We want to be able to design systems that have “conservative” notions of the goals
we give them, so they do not formally satisfy these goals by creating undesirable edge
cases. For example, if we task an AI system with creating screwdrivers, by showing it
10,000 examples of screwdrivers and 10,000 examples of non-screwdrivers,5 we might
want it to create a pretty average screwdriver as opposed to, say, an extremely tiny
screwdriver—even though tiny screwdrivers may be cheaper and easier to produce.
We don’t want the system’s “screwdriver” concept to be as simple as possible,
because the simplest description of “screwdriver” may contain many edge cases (such
as very tiny screwdrivers). We also don’t want the system’s “screwdriver” concept
to be perfectly minimal, as then the system may claim that it is unable to produce
any new screwdrivers (because the only things it is willing to classify as screwdrivers
are the 10,000 training examples it actually saw, and it cannot perfectly duplicate
any of those to the precision of the scan). Rather, we want the system to have a
conservative notion of what it means for something to be a screwdriver, such that
we can direct it to make screwdrivers and get a sane result.
Related work. The naı̈ve approach is to train a classifier to distinguish positive
examples from negative examples, and then have it produce an object which it
classifies as a positive instance with as high confidence as possible. Goodfellow,
Shlens, and Szegedy (2014) have noted that systems trained in this way are vulnerable
to exactly the sort of edge cases we are trying to avoid. In training a classifier, it is
important that the negative examples given as training data are representative of
the negative examples given during testing. But when optimizing the probability
the classifier assigns to an instance, the relevant negative examples (edge cases)
are often not represented well in the training set. While some work has been done
to train systems on these “adversarial” examples, this does not yet resolve the
5. In the simplest case, we can assume that these objects are specified as detailed 3D
scans. If we have only incomplete observations of these objects, problems described in
Section 2.4 arise.
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problem. Resisting adversarial examples requires getting correct labels for many
“weird” examples (which humans may find difficult to judge correctly), and even
after including many correctly-labeled adversarial examples in the training set, many
models (including current neural networks) will still have additional adversarial
examples.
Inverse reinforcement learning (Ng and Russell 2000) provides a second method
for learning intended concepts, but runs into some of the same difficulties. Naı̈ve
approaches to reinforcement learning would allow a learner to distinguish between
positive and negative examples of a concept, but would still by default learn a simple
separation of the concepts, such that maximizing the learned reward function would
likely lead the system towards edge cases.
A third obvious approach is generative adversarial modeling, as studied by Goodfellow et al. (2014). In this framework, one system (the “actor”) can attempt to
create objects similar to positive examples, while another (the “critic”) attempts to
distinguish those objects from actual positive examples in the training set. Unfortunately, for complex tasks it may be infeasible in practice to synthesize instances
that are statistically indistinguishable from the elements of the training set, because
the system’s ability to distinguish different elements may far exceed its ability to
synthesize elements with high precision. (In the screwdriver case, imagine that the
AI system does not have access to any of the exact shades of paint used in the
training examples.)
Many of these frameworks would likely be usefully extended by good anomaly
detection, which is currently being studied by Siddiqui et al. (2016) among others.
Directions for future research. One additional obvious approach to training
conservative concepts is to use dimensionality reduction (Hinton and Salakhutdinov
2006) to find the important features of training instances, then use generative models
to synthesize new examples that are similar to the training instances only with
respect to those specific features. It is not yet clear that this thwarts the problem of
edge cases; if the dimensionality reduction were done via autoencoder, for example,
the autoencoder itself may beget adversarial examples (“weird” things that it declares
match the training data on the relevant features). Good anomaly detection could
perhaps ameliorate some of these concerns. One plausible research path is to apply
modern techniques for dimensionality reduction and anomaly detection, probe the
limitations of the resulting system, and consider modifications that could resolve
these problems.
Techniques for solving the inductive ambiguity identification problem (discussed
in Section 2.1) could also help with the problem of conservative concepts. In
particular, the conservative concept could be defined to be the set of instances that
are considered unambiguously positive.
At the moment, it is not yet entirely clear what counts as a “reasonable” conservative concept, nor even whether “conservative concepts” (that is, concepts which
are neither maximally small nor maximally simple, but which instead match our
intuitions about conservatism) are a natural kind. Much of the above research could
be done with the goal in mind of developing a better understanding of what counts
as a good “conservative concept.”

2.6

Impact Measures

We would prefer a highly intelligent AI system to avoid creating large unintended-byus side effects in pursuit of its objectives, and also to notify us of any large impacts
that might result from achieving its goal. For example, if we ask it to build a house
for a homeless family, it should know implicitly that it should avoid destroying
nearby houses for materials—a large side effect. However, we cannot simply design
it to avoid having large effects in general, since we would like the system’s actions to
still have the desirable large follow-on effect of improving the family’s socioeconomic
situation. For any specific task, we can specify ad-hoc cost functions for side effects
like the destruction of nearby houses, but since we cannot always anticipate such
costs in advance, we want a quantitative understanding of how to generally limit
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an AI systems’ side effects (without also limiting its ability to have large positive
intended impacts).
The goal of research towards a low-impact measure would be to develop a
regularizer on the actions of an AI system that penalizes “unnecessary” large side
effects (such as stripping materials from nearby houses) but not “intended” side
effects (such as someone getting to live in the house).
Related work. Amodei et al. (2016) discuss the problem of impact measures, and
describe a number of methods for defining, learning, and penalizing impact in order
to incentivize RL agents to steer clear of negative side effects (such as penalizing
empowerment, as formalized by Salge, Glackin, and Polani [2014]). However, each
of the methods they propose has significant drawbacks (which they describe).
Armstrong and Levinstein (2015) discuss a number of ideas for impact measures
that could be used to design objective functions that penalize impact. The general
theme is to define a special null policy ∅ and a variable V that summarizes the
state of the world (as best the system can predict it) down into a few key features.
(Armstrong suggests having those features be hand-selected, but they could plausibly
also be generated from the system’s own world-model.) The impact of the policy
π can then be measured by looking at the divergence between the distribution of
V if the system executes π, compared to the distribution of V if it executes ∅,
with divergence measured as by, e.g., earth mover’s distance (Rubner, Tomasi, and
Guibas 2000). To predict which state results from each policy, the system must learn
a state transition function; this could be done using, e.g., model-based reinforcement
learning (Heess et al. 2015).
The main problem with this proposal is that it cannot separate intended follow-on
effects from unintended side effects. Suppose a system is given the goal of constructing
a house for the operator while having a low impact. Normally, constructing the
house would allow the operator to live in the house for some number of years,
possibly having effects on the operator, the local economy, and the operator’s
career. This would be considered an impact under, e.g., the earth mover’s distance.
Therefore, perhaps the system can get a lower impact score by building the house
while preventing the operator from entering it. This limitation will become especially
problematic if we plan to use the system to accomplish large-scale goals, such as
curing cancer.
Directions for future research. It may be possible to use the concept of a causal
counterfactual (as formalized by Pearl [2000]) to separate some intended effects from
some unintended ones. Roughly, “follow-on effects” could be defined as those that
are causally downstream from the achievement of the goal of building the house
(such as the effect of allowing the operator to live somewhere). Follow-on effects
are likely to be intended and other effects are likely to be unintended, although
the correspondence is not perfect. With some additional work, perhaps it will be
possible to use the causal structure of the system’s world-model to select a policy
that has the follow-on effects of the goal achievement but few other effects.
Of course, it would additionally be desirable to query the operator about possible
effects, in order to avoid unintended follow-on effects (such as the house eventually
collapsing due to its design being structurally unsound) and allow tolerable nonfollow-on effects (such as spending money on materials). Studying ways of querying
the operator about possible effects this way might be another useful research avenue
for the low impact problem.

2.7

Mild Optimization

Many of the concerns discussed by Bostrom (2014) in the book Superintelligence
describe cases where an advanced AI system is maximizing an objective as hard as
possible. Perhaps the system was instructed to make paperclips, and it uses every
resource at its disposal and every trick it can come up with to make literally as
many paperclips as is physically possible. Perhaps the system was instructed to
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make only 1000 paperclips, and it uses every resource at its disposal and every trick
it can come up with to make sure that it definitely made 1000 paperclips (and that
its sensors didn’t have any faults). Perhaps an impact measure was used to penalize
side effects, and it uses every resource at its disposal to (as discreetly as possible)
prevent bystanders from noticing it as it goes about its daily tasks.
In all of these cases, intuitively, we want some way to have the AI system just
“not try so hard.” It should expend enough resources to achieve its goals pretty well,
with pretty high probability, using plans that are clever enough but not “maximally
clever.” The problem of mild optimization is: how can we design AI systems and
objective functions that, in this intuitive sense, don’t optimize more than they have
to?
Many modern AI systems are “mild optimizers” simply due to their lack of
resources and capabilities. As AI systems improve, it becomes more and more
difficult to rely on this method for achieving mild optimization. As noted by Russell
(2014), the field of AI is classically concerned with the goal of maximizing the extent
to which automated systems achieve some objective. Developing formal models of
AI systems that “try as hard as necessary but no harder” is an open problem, and
may require significant research.
Related work. Regularization (as a general tool) is conceptually relevant to
mild optimization. Regularization helps ML systems prevent overfitting, and has
been applied to the problem of learning value functions for policies in order to
learn less-extreme policies that are more likely to generalize well (Farahmand et al.
2009). It is not yet clear how to regularize algorithms against “optimizing too
hard,” because it is not yet clear how to measure optimization. There do exist
metrics for measuring something like optimization capability (such as the “universal
intelligence metric” of Legg and Hutter [2007] and the empowerment metric for
information-theoretic entanglement of Klyubin, Polani, and Nehaniv [2005] and
Salge, Glackin, and Polani [2014]), but to our knowledge, no one has yet attempted
to regularize against excessive optimization.
Early stopping, wherein an algorithm is terminated prematurely in attempts to
avoid overfitting, is an example of ad-hoc mild optimization. A learned function
that is over-optimized just for accuracy on the training data would generalize less
well than if it were less optimized. (For a discussion of this phenomenon, refer to
Yao, Rosasco, and Caponnetto [2007] and Hinton et al. [2012]).
To make computer games more enjoyable, AI players are often restricted in the
amount of optimization pressure (such as search depth) they can apply to their
choice of action (Rabin 2010), especially in domains like chess where efficient AI
players are vastly superior to human players. We can view this as a response to the
fact that the actual goal (“challenge the human player, but not too much”) is quite
difficult to specify.
Bostrom (2014) has suggested that we design agents to satisfice expected reward,
in the sense of Simon (1956), instead of maximizing it. This would work fine if the
system found “easy” strategies before finding extreme strategies. However, that may
not always be the case: If you direct a clever system to make at least 1,234,567 paper
clips, with a satisficing threshold of 99.9% probability of success, the first strategy it
considers might be “make as many paper clips as is physically possible,” and this
may have more than a 99.9% chance of success (a flaw that Bostrom acknowledges).
Taylor (2015) suggests an alternative, which she calls “quantilization.” Quantilizers select their action randomly from the top (say) 1% of their possible actions (under
some measure), sorted by probability of success. Quantilization can be justified by
certain adversarial assumptions: if there is some unknown cost function on actions,
and this cost function is the least convenient possible cost function that does not
assign much expected cost to the average action, then quantilizing is the optimal
strategy when maximizing expected reward and minimizing expected cost. The
main problem with quantilizers is that it is difficult to define an appropriate measure
over actions, one such that a random action in the top 1% of this measure will likely
solve the task, but sampling a random action according to that measure is still
safe. However, quantilizers point in a promising direction: perhaps it is possible to
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make mild optimization part of the AI system’s goal, by introducing appropriate
adversarial assumptions.
Directions for future research. Mild optimization is a wide-open field of study.
One possible first step would be to investigate whether there is a way to design a
regularizer that penalizes systems for displaying high intelligence (relative to some
intelligence metric) in a manner that causes them to achieve the goal quickly and
with few wasted resources, as opposed to simply making the system behave in a less
intelligent fashion.
Another approach would be to design a series of environments similar to the
environment of a classic Atari game, in which the environment contains glitches
and bugs that could be exploited via some particularly clever sequence of actions.
This would provide a testing environment in which different methods of designing
systems that get a high score while refraining from using the glitches and bugs could
be tested and evaluated (with an eye towards algorithms that do so in a fashion
that is likely to generalize).
Another avenue for future research is to explore and extend the quantilization
framework of Taylor (2015) to work in settings where the action measure is difficult
to specify.
Research into averting instrumental incentives (discussed below) could help us
understand how to design systems that do not attempt to self-modify or outsource
computation to the physical world. This would simplify the problem greatly, as it
might then be possible to tune a system’s capabilities until it is only able to achieve
good-enough results, without worrying that the system would simply acquire more
resources (and start maximizing in a non-mild manner) given the opportunity to do
so.

2.8

Averting Instrumental Incentives

Omohundro (2008) has noted that highly capable AI systems should be expected
to pursue certain convergent instrumental strategies, such as preservation of the
system’s current goals and the acquisition of resources. Omohundro’s argument is
that most objectives imply that an agent pursuing the objective should (1) ensure
nobody redirects the agent towards different objectives, as then the current objective
would not be achieved; (2) ensure that the agent is not destroyed, as then the current
objective would not be achieved; (3) become more resource-efficient; (4) acquire
more resources, such as computing resources and energy sources; and (5) improve
cognitive capacity.
It is difficult to define practical objective functions that resist these pressures
(Benson-Tilsen and Soares 2016). For example, if the system is rewarded for shutting
down when the humans want it to shut down, then the system has incentives to
take actions that make the humans want to shut it down (Armstrong 2010).
A number of “value learning” proposals, such as those discussed by HadfieldMenell et al. (2016) and Soares (2016), describe systems that would avert instrumental
incentives by dint of the system’s uncertainty about which goal it is supposed to
optimize. A system that believes that the operators (and only the operators) possess
knowledge of the “right” objective function might be very careful in how it deals
with the operators, and this caution could counteract potentially harmful default
incentives.
This, however, is not the same as eliminating those incentives. If a value learning
system were ever confidently wrong, the standard instrumental incentives would
re-appear immediately. For instance, if the value learning framework were set up
slightly incorrectly, and the system gained high confidence that humans terminally
value the internal sensation of pleasure, it might acquire strong incentives to acquire
a large amount of resources that it could use to put as many humans as possible on
opiates.
If we could design objective functions that averted these default incentives, that
would be a large step towards answering the concerns raised by Bostrom (2014) and
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others, many of which stem from the fact that these subgoals naturally arise from
almost any goal.
Related work. Soares et al. (2015) and Orseau and Armstrong (2016) have
worked on specific designs that can avert specific instrumental incentives, such as
the incentive to manipulate a shutdown button or the incentive to avoid being
interrupted. However, these approaches have major shortcomings (discussed in those
papers), and a satisfactory solution will require more research.
Where those authors pursue methods for averting specific instrumental pressures
(namely, pressure to avoid being shut down), it is possible that there may be a
general solution to problems of this form, which can be used to simultaneously
avert numerous instrumental pressures (including, e.g., the incentive to outsource
computation to the environment). Given that a general-purpose method for averting
all instrumental pressures (both foreseen and unforeseen) would make it significantly
easier to justify confidence that an AI system will behave in a robustly beneficial
manner, this topic of research seems well worth pursuing.
Directions for future research. Soares et al. (2015), Armstrong (2010), and
Orseau and Armstrong (2016) study methods for combining objective functions in
such a way that the humans have the ability to switch which function an agent is
optimizing, but the agent does not have incentives to cause or prevent this switch.
All three approaches leave much to be desired, and further research along those
paths seems likely to be fruitful.
In particular, we would like a way of combining objective functions such that the
AI system (1) has no incentive to cause or prevent a shift in objective function; (2) is
incentivized to preserve its ability to update its objective function in the future; and
(3) has reasonable beliefs about the relation between its actions and the mechanism
that causes objective function shifts. We do not yet know of a solution that satisfies
all of these desiderata. Perhaps a solution to this problem will generalize to also
allow the creation of an AI system that also has no incentive to change, for example,
the amount of computational resources it has access to.
Another approach is to consider creating systems that “know they are flawed” in
some sense. The idea would be that the system would want to shut down as soon as
it realizes that humans are attempting to shut it down, on the basis that humans
are less flawed than it is. It is difficult to formalize such an idea; naı̈ve attempts
result in a system that attempts to model the different ways it could be flawed and
optimize according to a mixture over all different ways it could be flawed, which is
problematic if the model of various possible flaws is itself flawed. While it is not
at all clear how to make the desired type of reasoning more concrete, success at
formalizing it could result in entirely new approaches to the problem of averting
instrumental incentives.

3

Conclusion

A better understanding of any of the eight open research areas described above
would improve our ability to design robust and reliable AI systems in the future. To
review:
1,2,3—A better understanding of robust inductive ambiguity identification, human imitation, and informed oversight would aid in the design of systems that can be
safely overseen by human operators (and which query the humans when necessary).
4—Better methods for specifying environmental goals would make it easier to
design systems that are pursuing the objectives that we actually care about.
5,6,7—A better understanding of conservative concepts, low-impact measures,
and mild optimization would make it easier to design highly advanced systems
that fail gracefully and admit of online testing and modification. A conservative,
low-impact, mildly-optimizing superintelligent system would be much easier to safely
use than a superintelligence that attempts to literally maximize a particular objective
function.
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8—A general-purpose strategy for averting convergent instrumental subgoals
would help us build systems that avert undesirable default incentives such as incentives to deceive their operators and compete for resources.
In working on problems like those discussed above, it is important to keep in
mind that they are intended to address whatever long-term concerns with highly
intelligent systems we can predict in advance. Solutions that work for modern
systems but would predictably fail for highly capable systems are unsatisfactory, as
are solutions that work in theory but are prohibitively expensive in practice.
These eight areas of research help support the claim that there are open technical
problems—some of which are already receiving a measure of academic attention—
whose investigation is likely to be helpful down the road for practitioners attempting
to actually build robustly beneficial advanced ML systems.
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Abstract
We present a computable algorithm that assigns probabilities to every logical
statement in a given formal language, and reﬁnes those probabilities over time.
For instance, if the language is Peano arithmetic, it assigns probabilities to
all arithmetical statements, including claims about the twin prime conjecture,
the outputs of long-running computations, and its own probabilities. We show
that our algorithm, an instance of what we call a logical inductor, satisﬁes a
number of intuitive desiderata, including: (1) it learns to predict patterns
of truth and falsehood in logical statements, often long before having the
resources to evaluate the statements, so long as the patterns can be written
down in polynomial time; (2) it learns to use appropriate statistical summaries
to predict sequences of statements whose truth values appear pseudorandom;
and (3) it learns to have accurate beliefs about its own current beliefs, in a
manner that avoids the standard paradoxes of self-reference. For example, if
a given computer program only ever produces outputs in a certain range, a
logical inductor learns this fact in a timely manner; and if late digits in the
decimal expansion of π are diﬃcult to predict, then a logical inductor learns
to assign ≈ 10% probability to “the nth digit of π is a 7” for large n. Logical
inductors also learn to trust their future beliefs more than their current beliefs,
and their beliefs are coherent in the limit (whenever φ → ψ, P∞ (φ) ≤ P∞ (ψ),
and so on); and logical inductors strictly dominate the universal semimeasure
in the limit.
These properties and many others all follow from a single logical induction
criterion, which is motivated by a series of stock trading analogies. Roughly
speaking, each logical sentence φ is associated with a stock that is worth $1
per share if φ is true and nothing otherwise, and we interpret the belief-state
of a logically uncertain reasoner as a set of market prices, where Pn (φ) = 50%
means that on day n, shares of φ may be bought or sold from the reasoner
for 50¢. The logical induction criterion says (very roughly) that there should
not be any polynomial-time computable trading strategy with ﬁnite risk tolerance that earns unbounded proﬁts in that market over time. This criterion
bears strong resemblance to the “no Dutch book” criteria that support both
expected utility theory (von Neumann and Morgenstern 1944) and Bayesian
probability theory (Ramsey 1931; de Finetti 1937).

Contents
1 Introduction
1.1 Desiderata for Reasoning under Logical Uncertainty . . . . . . . . .
1.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.3 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

4
5
9
11

See https://intelligence.org/ﬁles/LogicalInductionAbridged.pdf for an abridged version of
this paper.

1
148

Communal Assembly Paper

www.daifture.org

2 Notation
3 The
3.1
3.2
3.3
3.4
3.5
3.6

12

Logical Induction Criterion
Markets . . . . . . . . . . . . .
Deductive Processes . . . . . .
Eﬃcient Computability . . . .
Traders . . . . . . . . . . . . .
Exploitation . . . . . . . . . . .
Main Result . . . . . . . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

14
14
15
16
17
20
20

4 Properties of Logical Inductors
4.1 Convergence and Coherence . .
4.2 Timely Learning . . . . . . . .
4.3 Calibration and Unbiasedness .
4.4 Learning Statistical Patterns .
4.5 Learning Logical Relationships
4.6 Non-Dogmatism . . . . . . . .
4.7 Conditionals . . . . . . . . . . .
4.8 Expectations . . . . . . . . . .
4.9 Trust in Consistency . . . . . .
4.10 Reasoning about Halting . . . .
4.11 Introspection . . . . . . . . . .
4.12 Self-Trust . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

21
22
24
27
30
32
35
38
39
42
44
45
47

5 Construction
5.1 Constructing MarketMaker . . . . . . . . . .
5.2 Constructing Budgeter . . . . . . . . . . . .
5.3 Constructing TradingFirm . . . . . . . . . .
5.4 Constructing LIA . . . . . . . . . . . . . . . .
5.5 Questions of Runtime and Convergence Rates

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

49
50
52
54
57
57

6 Selected Proofs
6.1 Convergence . . . . . . . . . . . . . .
6.2 Limit Coherence . . . . . . . . . . .
6.3 Non-dogmatism . . . . . . . . . . . .
6.4 Learning Pseudorandom Frequencies
6.5 Provability Induction . . . . . . . . .

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

58
58
60
62
64
67

7 Discussion
7.1 Applications . . . .
7.2 Analysis . . . . . .
7.3 Variations . . . . .
7.4 Open Questions . .
7.5 Acknowledgements

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

67
67
68
70
71
73

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

References

73

A Preliminaries
A.1 Organization of the Appendix . . . . . . . . . . . . . . . . . . . . . .
A.2 Expressible Features . . . . . . . . . . . . . . . . . . . . . . . . . . .
A.3 Deﬁnitions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

79
79
79
81

B Convergence Proofs
B.1 Return on Investment . . . . .
B.2 Aﬃne Preemptive Learning . .
B.3 Preemptive Learning . . . . . .
B.4 Convergence . . . . . . . . . . .
B.5 Persistence of Aﬃne Knowledge
B.6 Persistence of Knowledge . . .

82
82
88
91
92
92
95

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

2
149

Communal Assembly Paper

www.daifture.org

C Coherence Proofs
C.1 Aﬃne Coherence . . . . . . . . . . . . . . . . .
C.2 Aﬃne Provability Induction . . . . . . . . . . .
C.3 Provability Induction . . . . . . . . . . . . . . .
C.4 Belief in Finitistic Consistency . . . . . . . . .
C.5 Belief in the Consistency of a Stronger Theory
C.6 Disbelief in Inconsistent Theories . . . . . . . .
C.7 Learning of Halting Patterns . . . . . . . . . .
C.8 Learning of Provable Non-Halting Patterns . .
C.9 Learning not to Anticipate Halting . . . . . . .
C.10 Limit Coherence . . . . . . . . . . . . . . . . .
C.11 Learning Exclusive-Exhaustive Relationships .

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

95
95
97
97
97
98
98
98
98
98
99
99

D Statistical Proofs
D.1 Aﬃne Recurring Unbiasedness . . . . . . .
D.2 Recurring Unbiasedness . . . . . . . . . . .
D.3 Simple Calibration . . . . . . . . . . . . . .
D.4 Aﬃne Unbiasedness From Feedback . . . .
D.5 Unbiasedness From Feedback . . . . . . . .
D.6 Learning Pseudorandom Aﬃne Sequences .
D.7 Learning Varied Pseudorandom Frequencies
D.8 Learning Pseudorandom Frequencies . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

99
99
102
102
103
104
105
106
107

E Expectations Proofs
E.1 Consistent World LUV Approximation Lemma
E.2 Mesh Independence Lemma . . . . . . . . . . .
E.3 Expectation Preemptive Learning . . . . . . . .
E.4 Expectations Converge . . . . . . . . . . . . . .
E.5 Limiting Expectation Approximation Lemma .
E.6 Persistence of Expectation Knowledge . . . . .
E.7 Expectation Coherence . . . . . . . . . . . . . .
E.8 Expectation Provability Induction . . . . . . .
E.9 Linearity of Expectation . . . . . . . . . . . . .
E.10 Expectations of Indicators . . . . . . . . . . . .
E.11 Expectation Recurring Unbiasedness . . . . . .
E.12 Expectation Unbiasedness From Feedback . . .
E.13 Learning Pseudorandom LUV Sequences . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

107
107
108
109
110
110
110
111
111
111
112
112
112
113

F Introspection and Self-Trust Proofs
F.1 Introspection . . . . . . . . . . . . . . . . . .
F.2 Paradox Resistance . . . . . . . . . . . . . . .
F.3 Expectations of Probabilities . . . . . . . . .
F.4 Iterated Expectations . . . . . . . . . . . . .
F.5 Expected Future Expectations . . . . . . . .
F.6 No Expected Net Update . . . . . . . . . . .
F.7 No Expected Net Update under Conditionals
F.8 Self-Trust . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

113
113
114
115
115
115
116
116
117

G Non-Dogmatism and Closure Proofs
G.1 Parametric Traders . . . . . . . . . . . . . . . . .
G.2 Uniform Non-Dogmatism . . . . . . . . . . . . .
G.3 Occam Bounds . . . . . . . . . . . . . . . . . . .
G.4 Non-Dogmatism . . . . . . . . . . . . . . . . . .
G.5 Domination of the Universal Semimeasure . . . .
G.6 Strict Domination of the Universal Semimeasure
G.7 Closure under Finite Perturbations . . . . . . . .
G.8 Conditionals on Theories . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

118
118
119
122
123
123
125
126
127

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

3
150

Communal Assembly Paper

www.daifture.org

1

Introduction

Every student of mathematics has experienced uncertainty about conjectures for
which there is “quite a bit of evidence”, such as the Riemann hypothesis or the twin
prime conjecture. Indeed, when Zhang (2014) proved a bound on the gap between
primes, we were tempted to increase our credence in the twin prime conjecture. But
how much evidence does this bound provide for the twin prime conjecture? Can we
quantify the degree to which it should increase our conﬁdence?
The natural impulse is to appeal to probability theory in general and Bayes’
theorem in particular. Bayes’ theorem gives rules for how to use observations to
update empirical uncertainty about unknown events in the physical world. However,
probability theory lacks the tools to manage uncertainty about logical facts.
Consider encountering a computer connected to an input wire and an output
wire. If we know what algorithm the computer implements, then there are two
distinct ways to be uncertain about the output. We could be uncertain about the
input—maybe it’s determined by a coin toss we didn’t see. Alternatively, we could
be uncertain because we haven’t had the time to reason out what the program does—
perhaps it computes the parity of the 87,653rd digit in the decimal expansion of π,
and we don’t personally know whether it’s even or odd.
The ﬁrst type of uncertainty is about empirical facts. No amount of thinking
in isolation will tell us whether the coin came up heads. To resolve empirical
uncertainty we must observe the coin, and then Bayes’ theorem gives a principled
account of how to update our beliefs.
The second type of uncertainty is about a logical fact, about what a known
computation will output when evaluated. In this case, reasoning in isolation can
and should change our beliefs: we can reduce our uncertainty by thinking more
about π, without making any new observations of the external world.
In any given practical scenario, reasoners usually experience a mix of both empirical uncertainty (about how the world is) and logical uncertainty (about what
that implies). In this paper, we focus entirely on the problem of managing logical
uncertainty. Probability theory does not address this problem, because probabilitytheoretic reasoners cannot possess uncertainty about logical facts. For example,
let φ stand for the claim that the 87,653rd digit of π is a 7. If this claim is true,
then (1 + 1 = 2) ⇒ φ. But the laws of probability theory say that if A ⇒ B then
Pr(A) ≤ Pr(B). Thus, a perfect Bayesian must be at least as sure of φ as they are
that 1 + 1 = 2! Recognition of this problem dates at least back to Good (1950).
Many have proposed methods for relaxing the criterion Pr(A) ≤ Pr(B) until such
a time as the implication has been proven (see, e.g, the work of Hacking [1967] and
Christiano [2014]). But this leaves open the question of how probabilities should be
assigned before the implication is proven, and this brings us back to the search for a
principled method for managing uncertainty about logical facts when relationships
between them are suspected but unproven.
We propose a partial solution, which we call logical induction. Very roughly,
our setup works as follows. We consider reasoners that assign probabilities to sentences written in some formal language and reﬁne those probabilities over time.
Assuming the language is suﬃciently expressive, these sentences can say things like
“Goldbach’s conjecture is true” or “the computation prg on input i produces the
output prg(i)=0”. The reasoner is given access to a slow deductive process that
emits theorems over time, and tasked with assigning probabilities in a manner that
outpaces deduction, e.g., by assigning high probabilities to sentences that are eventually proven, and low probabilities to sentences that are eventually refuted, well
before they can be veriﬁed deductively. Logical inductors carry out this task in a
way that satisﬁes many desirable properties, including:
1. Their beliefs are logically consistent in the limit as time approaches inﬁnity.
2. They learn to make their probabilities respect many diﬀerent patterns in logic,
at a rate that outpaces deduction.
3. They learn to know what they know, and trust their future beliefs, while
avoiding paradoxes of self-reference.
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These claims (and many others) will be made precise in Section 4.
A logical inductor is any sequence of probabilities that satisﬁes our logical induction criterion, which works roughly as follows. We interpret a reasoner’s probabilities as prices in a stock market, where the probability of φ is interpreted as the price
of a share that is worth $1 if φ is true, and $0 otherwise (similar to Beygelzimer,
Langford, and Pennock [2012]). We consider a collection of stock traders who buy
and sell shares at the market prices, and deﬁne a sense in which traders can exploit
markets that have irrational beliefs. The logical induction criterion then says that
it should not be possible to exploit the market prices using any trading strategy
that can be generated in polynomial-time.
Our main ﬁnding is a computable algorithm which satisﬁes the logical induction
criterion, plus proofs that a variety of diﬀerent desiderata follow from this criterion.
The logical induction criterion can be seen as a weakening of the “no Dutch
book” criterion that Ramsey (1931) and de Finetti (1937) used to support standard
probability theory, which is analogous to the “no Dutch book” criterion that von
Neumann and Morgenstern (1944) used to support expected utility theory. Under
this interpretation, our criterion says (roughly) that a rational deductively limited
reasoner should have beliefs that can’t be exploited by any Dutch book strategy
constructed by an eﬃcient (polynomial-time) algorithm. Because of the analogy,
and the variety of desirable properties that follow immediately from this one criterion, we believe that the logical induction criterion captures a portion of what it
means to do good reasoning about logical facts in the face of deductive limitations.
That said, there are clear drawbacks to our algorithm: it does not use its resources
eﬃciently; it is not a decision-making algorithm (i.e., it does not “think about what
to think about”); and the properties above hold either asymptotically (with poor
convergence bounds) or in the limit. In other words, our algorithm gives a theoretically interesting but ultimately impractical account of how to manage logical
uncertainty.

1.1

Desiderata for Reasoning under Logical Uncertainty

For historical context, we now review a number of desiderata that have been proposed in the literature as desirable features of “good reasoning” in the face of logical
uncertainty. A major obstacle in the study of logical uncertainty is that it’s not
clear what would count as a satisfactory solution. In lieu of a solution, a common
tactic is to list desiderata that intuition says a good reasoner should meet. One can
then examine them for patterns, relationships, and incompatibilities. A multitude
of desiderata have been proposed throughout the years; below, we have collected a
variety of them. Each is stated in its colloquial form; many will be stated formally
and studied thoroughly later in this paper.
Desideratum 1 (Computable Approximability). The method for assigning probabilities to logical claims (and refining them over time) should be computable.
(See Section 5 for our algorithm.)

A good method for reﬁning beliefs about logic can never be entirely ﬁnished, because a reasoner can always learn additional logical facts by thinking for longer.
Nevertheless, if the algorithm reﬁning beliefs is going to have any hope of practicality, it should at least be computable. This idea dates back at least to Good (1950),
and has been discussed in depth by Hacking (1967) and Eells (1990), among others.
Desideratum 1 may seem obvious, but it is not without its teeth. It rules out
certain proposals, such as that of Hutter et al. (2013), which has no computable
approximation (Sawin and Demski 2013).
Desideratum 2 (Coherence in the Limit). The belief state that the reasoner is
approximating better and better over time should be logically consistent.
(Discussed in Section 4.1.)

First formalized by Gaifman (1964), the idea of Desideratum 2 is that the belief
state that the reasoner is approximating—the beliefs they would have if they had
5
152

Communal Assembly Paper

www.daifture.org

inﬁnite time to think—should be internally consistent. This means that, in the limit
of reasoning, a reasoner should assign Pr(φ) ≤ Pr(ψ) whenever φ ⇒ ψ, and they
should assign probability 1 to all theorems and 0 to all contradictions, and so on.
Desideratum 3 (Approximate Coherence). The belief state of the reasoner should
be approximately coherent. For example, if the reasoner knows that two statements
are mutually exclusive, then it should assign probabilities to those sentences that
sum to no more than 1, even if it cannot yet prove either sentence.
(Discussed in sections 4.2 and 4.5.)

Being coherent in the limit is desirable, but good deductively limited reasoning
requires approximate coherence at ﬁnite times. Consider two claims about a particular computation prg, which takes a number n as input and produces a number
prg(n) as output. Assume the ﬁrst claim says prg(7)=0, and the second says
prg(7)=1. Clearly, these claims are mutually exclusive, and once a reasoner realizes this fact, they should assign probabilities to the two claims that sum to at most
1, even before they can evaluate prg(7). Limit coherence does not guarantee this:
a reasoner could assign bad probabilities (say, 100% to both claims) right up until
they can evaluate prg(7), at which point they start assigning the correct probabilities. Intuitively, a good reasoner should be able to recognize the mutual exclusivity
before they’ve proven either claim. In other words, a good reasoner’s beliefs should
be approximately coherent.
Desideratum 3 dates back to at least Good (1950), who proposes a weakening of
the condition of coherence that could apply to the belief states of limited reasoners.
Hacking (1967) proposes an alternative weakening, as do Garrabrant, Fallenstein,
et al. (2016).
Desideratum 4 (Learning of Statistical Patterns). In lieu of knowledge that bears
on a logical fact, a good reasoner should assign probabilities to that fact in accordance
with the rate at which similar claims are true.
(Discussed in Section 4.4.)
For example, a good reasoner should assign probability ≈ 10% to the claim “the
nth digit of π is a 7” for large n (assuming there is no eﬃcient way for a reasoner
to guess the digits of π for large n). This desideratum dates at least back to Savage
(1967), and seems clearly desirable. If a reasoner thought the 10100 th digit of π was
almost surely a 9, but had no reason for believing this this, we would be suspicious
of their reasoning methods. Desideratum 4 is diﬃcult to state formally; for two
attempts, refer to Garrabrant, Benson-Tilsen, et al. (2016) and Garrabrant, Soares,
and Taylor (2016).
Desideratum 5 (Calibration). Good reasoners should be well-calibrated. That is,
among events that a reasoner says should occur with probability p, they should in
fact occur about p proportion of the time.
(Discussed in Section 4.3.)
Calibration as a desirable property dates back to Pascal, and perhaps farther. If
things that a reasoner says should happen 30% of the time actually wind up happening 80% of the time, then they aren’t particularly reliable.
Desideratum 6 (Non-Dogmatism). A good reasoner should not have extreme beliefs about mathematical facts, unless those beliefs have a basis in proof.
(Discussed in Section 4.6.)

It would be worrying to see a mathematical reasoner place extreme conﬁdence in
a mathematical proposition, without any proof to back up their belief. The virtue
of skepticism is particularly apparent in probability theory, where Bayes’ theorem
says that a probabilistic reasoner can never update away from “extreme” (0 or 1)
probabilities. Accordingly, Cromwell’s law (so named by the statistician Lindley
[1991]) says that a reasonable person should avoid extreme probabilities except
when applied to statements that are logically true or false. We are dealing with
logical uncertainty, so it is natural to extend Cromwell’s law to say that extreme
probabilities should also be avoided on logical statements, except in cases where
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the statements have been proven true or false. In settings where reasoners are
able to update away from 0 or 1 probabilities, this means that a good reasoner’s
beliefs shouldn’t be “stuck” at probability 1 or 0 on statements that lack proofs or
disproofs.
In the domain of logical uncertainty, Desideratum 6 can be traced back to Carnap
(1962, Sec. 53), and has been demanded by many, including Gaifman and Snir (1982)
and Hutter et al. (2013).
Desideratum 7 (Uniform Non-Dogmatism). A good reasoner should assign a nonzero probability to any computably enumerable consistent theory (viewed as a limit
of finite conjunctions).
(Discussed in Section 4.6.)
For example the axioms of Peano arithmetic are computably enumerable, and if we
construct an ever-growing conjunction of these axioms, we can ask that the limit
of a reasoner’s credence in these conjunctions converge to a value bounded above
0, even though there are inﬁnitely many conjuncts. The ﬁrst formal statement of
Desideratum 7 that we know of is given by Demski (2012), though it is implicitly assumed whenever asking for a set of beliefs that can reason accurately about
arbitrary arithmetical claims (as is done by, e.g., Savage [1967] and Hacking [1967]).
Desideratum 8 (Universal Inductivity). Given enough time to think, the beliefs
of a good reasoner should dominate the universal semimeasure.
(Discussed in Section 4.6.)

Good reasoning in general has been studied for quite some time, and reveals some
lessons that are useful for the study of good reasoning under deductive limitation.
Solomonoﬀ (1964a, 1964b), Zvonkin and Levin (1970), and Li and Vitányi (1993)
have given a compelling formal treatment of good reasoning assuming logical omniscience in the domain of sequence prediction, by describing an inductive process
(known as a universal semimeasure) with a number of nice properties, including (1)
it assigns non-zero prior probability to every computable sequence of observations;
(2) it assigns higher prior probability to simpler hypotheses; and (3) it predicts as
well or better than any computable predictor, modulo a constant amount of error.
Alas, universal semimeasures are uncomputable; nevertheless, they provide a formal
model of what it means to predict sequences well, and we can ask logically uncertain reasoners to copy those successes. For example, we can ask that they would
perform as well as a universal semimeasure if given enough time to think.
Desideratum 9 (Approximate Bayesianism). The reasoner’s beliefs should admit
of some notion of conditional probabilities, which approximately satisfy both Bayes’
theorem and the other desiderata listed here.
(Discussed in Section 4.7.)
Bayes’ rule gives a fairly satisfying account of how to manage empirical uncertainty
in principle (as argued extensively by Jaynes [2003]), where beliefs are updated by
conditioning a probability distribution. As discussed by Good (1950) and Glymour
(1980), creating a distribution that satisﬁes both coherence and Bayes’ theorem
requires logical omniscience. Still, we can ask that the approximation schemes
used by a limited agent be approximately Bayesian in some fashion, while retaining
whatever good properties the unconditional probabilities have.
Desideratum 10 (Introspection). If a good reasoner knows something, she should
also know that she knows it.
(Discussed in Section 4.11.)
Proposed by Hintikka (1962), this desideratum is popular among epistemic logicians.
It is not completely clear that this is a desirable property. For instance, reasoners
should perhaps be allowed to have “implicit knowledge” (which they know without
knowing that they know it), and it’s not clear where the recursion should stop
(do you know that you know that you know that you know that 1 = 1?). This
desideratum has been formalized in many diﬀerent ways; see Christiano et al. (2013)
and Campbell-Moore (2015) for a sample.
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Desideratum 11 (Self-Trust). A good reasoner thinking about a hard problem
should expect that, in the future, her beliefs about the problem will be more accurate
than her current beliefs.
(Discussed in Section 4.12.)
Stronger than self-knowledge is self-trust—a desideratum that dates at least back to
Hilbert (1902), when mathematicians searched for logics that placed conﬁdence in
their own machinery. While Gödel, Kleene, and Rosser (1934) showed that strong
forms of self-trust are impossible in a formal proof setting, experience demonstrates
that human mathematicians are capable of trusting their future reasoning, relatively
well, most of the time. A method for managing logical uncertainty that achieves
this type of self-trust would be highly desirable.
Desideratum 12 (Approximate Inexploitability). It should not be possible to run
a Dutch book against a good reasoner in practice.
(See Section 3 for our proposal.)
Expected utility theory and probability theory are both supported in part by “Dutch
book” arguments which say that an agent is rational if (and only if) there is no way
for a clever bookie to design a “Dutch book” which extracts arbitrary amounts of
money from the reasoner (von Neumann and Morgenstern 1944; de Finetti 1937).
As noted by Eells (1990), these constraints are implausibly strong: all it takes to
run a Dutch book according to de Finetti’s formulation is for the bookie to know a
logical fact that the reasoner does not know. Thus, to avoid being Dutch booked
by de Finetti’s formulation, a reasoner must be logically omniscient.
Hacking (1967) and Eells (1990) call for weakenings of the Dutch book constraints, in the hopes that reasoners that are approximately inexploitable would
do good approximate reasoning. This idea is the cornerstone of our framework—in
particular, we consider reasoners that cannot be exploited in polynomial time, using
a formalism deﬁned below. See Deﬁnition 3.0.1 for details.
Desideratum 13 (Gaifman Inductivity). Given a Π1 statement φ (i.e., a universal
generalization of the form “for every x, ψ”), as the set of examples the reasoner has
seen goes to “all examples”, the reasoner’s belief in φ should approach to certainty.
(Discussed below.)

Proposed by Gaifman (1964), Desideratum 13 states that a reasoner should “generalize well”, in the sense that as they see more instances of a universal claim (such
as “for every x, ψ(x) is true”) they should eventually believe the universal with
probability 1. Desideratum 13 has been advocated by Hutter et al. (2013).
Desideratum 14 (Eﬃciency). The algorithm for assigning probabilities to logical
claims should run efficiently, and be usable in practice.
(Discussed in Section 7.1.)
One goal of understanding “good reasoning” in the face of logical uncertainty is to
design algorithms for reasoning using limited computational resources. For that,
the algorithm for assigning probabilities to logical claims needs to be not only computable, but eﬃcient. Aaronson (2013) gives a compelling argument that solutions
to logical uncertainty require understanding complexity theory, and this idea is
closely related to the study of bounded rationality (Simon 1982) and eﬃcient metareasoning (Russell and Wefald 1991b).
Desideratum 15 (Decision Rationality). The algorithm for assigning probabilities
to logical claims should be able to target specific, decision-relevant claims, and it
should reason about those claims as efficiently as possible given the computing resources available.
(Discussed in
Section 7.4.)

This desideratum dates at least back to Savage (1967), who asks for an extension
to probability theory that takes into account the costs of thinking. For a method
of reasoning under logical uncertainty to aid in the understanding of good bounded
reasoning, it must be possible for an agent to use the reasoning system to reason efﬁciently about speciﬁc decision-relevant logical claims, using only enough resources
to reﬁne the probabilities well enough for the right decision to become clear. This
desideratum blurs the line between decision-making and logical reasoning; see Russell and Wefald (1991a) and Hay et al. (2012) for a discussion.
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Desideratum 16 (Answers Counterpossible Questions). When asked questions
about contradictory states of affairs, a good reasoner should give reasonable answers.
(Discussed in Section 7.4.)

In logic, the principle of explosion say that from a contradiction, anything follows.
By contrast, when human mathematicians are asked counterpossible questions, such
as “what would follow from Fermat’s last theorem being false?”, they often give
reasonable answers, such as “then there would exist non-modular elliptic curves”,
rather than just saying “anything follows from a contradiction”. Soares and Fallenstein (2015) point out that some deterministic decision-making algorithms reason
about counterpossible questions (“what would happen if my deterministic algorithm
had the output a vs b vs c?”). The topic of counterpossibilities has been studied by
philosophers including Cohen (1990), Vander Laan (2004), Brogaard and Salerno
(2007), Krakauer (2012), and Bjerring (2014), and it is reasonable to hope that a
good logically uncertain reasoner would give reasonable answers to counterpossible
questions.
Desideratum 17 (Use of Old Evidence). When a bounded reasoner comes up with
a new theory that neatly describes anomalies in the old theory, that old evidence
should count as evidence in favor of the new theory.
(Discussed in Section 7.4.)
The problem of old evidence is a longstanding problem in probability theory (Glymour 1980). Roughly, the problem is that a perfect Bayesian reasoner always uses
all available evidence, and keeps score for all possible hypotheses at all times, so no
hypothesis ever gets a “boost” from old evidence. Human reasoners, by contrast,
have trouble thinking up good hypotheses, and when they do, those new hypotheses
often get a large boost by retrodicting old evidence. For example, the precession of
the perihelion of Mercury was known for quite some time before the development
of the theory of General Relativity, and could not be explained by Newtonian mechanics, so it was counted as strong evidence in favor of Einstein’s theory. Garber
(1983) and Jeﬀrey (1983) have speculated that a solution to the problem of logical
omniscience would shed light on solutions to the problem of old evidence.
Our solution does not achieve all these desiderata. Doing so would be impossible;
Desiderata 1, 2, and 13 cannot be satisﬁed simultaneously. Further, Sawin and
Demski (2013) have shown that Desiderata 1, 6, 13, and a very weak form of 2
are incompatible; an ideal belief state that is non-dogmatic, Gaifman inductive,
and coherent in a weak sense has no computable approximation. Our algorithm is
computably approximable, approximately coherent, and non-dogmatic, so it cannot
satisfy 13. Our algorithm also fails to meet 14 and 15, because while our algorithm
is computable, it is purely inductive, and so it does not touch upon the decision
problem of thinking about what to think about and how to think about it with
minimal resource usage. As for 16 and 17, the case is interesting but unclear; we
give these topics some treatment in Section 7.
Our algorithm does satisfy desiderata 1 through 12. In fact, our algorithm is
designed to meet only 1 and 12, from which 2-11 will all be shown to follow. This
is evidence that our logical induction criterion captures a portion of what it means
to manage uncertainty about logical claims, analogous to how Bayesian probability
theory is supported in part by the fact that a host of good properties follow from
a single criterion (“don’t be exploitable by a Dutch book”). That said, there is
ample room to disagree about how well our algorithm achieves certain desiderata,
e.g. when the desiderata is met only in the asymptote, or with error terms that
vanish only slowly.

1.2

Related Work

The study of logical uncertainty is an old topic. It can be traced all the way back
to Bernoulli, who laid the foundations of statistics, and later Boole (1854), who
was interested in the uniﬁcation of logic with probability from the start. Refer
to Hailperin (1996) for a historical account. Our algorithm assigns probabilities
9
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to sentences of logic directly; this thread can be traced back through Łoś (1955)
and later Gaifman (1964), who developed the notion of coherence that we use in
this paper. More recently, that thread has been followed by Demski (2012), whose
framework we use, and Hutter et al. (2013), who deﬁne a probability distribution
on logical sentences that is quite desirable, but which admits of no computable
approximation (Sawin and Demski 2013).
The objective of our algorithm is to manage uncertainty about logical facts
(such as facts about mathematical conjectures or long-running computer programs).
When it comes to the problem of developing formal tools for manipulating uncertainty, our methods are heavily inspired by Bayesian probability theory, and so can
be traced back to Pascal, who was followed by Bayes, Laplace, Kolmogorov (1950),
Savage (1954), Carnap (1962), and Jaynes (2003), and many others. Polya (1990)
was among the ﬁrst in the literature to explicitly study the way that mathematicians
engage in plausible reasoning, which is tightly related to the object of our study.
We are interested in the subject of what it means to do “good reasoning” under
logical uncertainty. In this, our approach is quite similar to the approach of Ramsey
(1931), de Finetti (1937), von Neumann and Morgenstern (1944), Teller (1973),
Lewis (1999), and Joyce (1999), who each developed axiomatizations of rational
behavior and produced arguments supporting those axioms. In particular, they
each supported their proposals with Dutch book arguments, and those Dutch book
arguments were a key inspiration for our logical induction criterion.
The fact that using a coherent probability distribution requires logical omniscience (and is therefore unsatisfactory when it comes to managing logical uncertainty) dates at least back to Good (1950). Savage (1967) also recognized the
problem, and stated a number of formal desiderata that our solution in fact meets.
Hacking (1967) addressed the problem by discussing notions of approximate coherence and weakenings of the Dutch book criteria. While his methods are ultimately
unsatisfactory, our approach is quite similar to his in spirit.
The ﬂaw in Bayesian probability theory was also highlighted by Glymour (1980),
and dubbed the “problem of old evidence” by Garber (1983) in response to Glymor’s
criticism. Eells (1990) gave a lucid discussion of the problem, revealed ﬂaws in Garber’s arguments and in Hacking’s solution, and named a number of other desiderata
which our algorithm manages to satisfy. Refer to Zynda (1995) and Sprenger (2015)
for relevant philosophical discussion in the wake of Eells. Of note is the treatment of
Adams (1996), who uses logical deduction to reason about an unknown probability
distribution that satisﬁes certain logical axioms. Our approach works in precisely
the opposite direction: we use probabilistic methods to create an approximate distribution where logical facts are the subject.
Straddling the boundary between philosophy and computer science, Aaronson
(2013) has made a compelling case that computational complexity must play a role
in answering questions about logical uncertainty. These arguments also provided
some inspiration for our approach, and roughly speaking, we weaken the Dutch book
criterion of standard probability theory by considering only exploitation strategies
that can be constructed by a polynomial-time machine. The study of logical uncertainty is also tightly related to the study of bounded rationality (Simon 1982;
Russell and Wefald 1991a; Rubinstein 1998; Russell 2016).
Fagin and Halpern (1987) also straddled the boundary between philosophy and
computer science with early discussions of algorithms that manage uncertainty in
the face of resource limitations. (See also their discussions of uncertainty and knowledge [Fagin et al. 1995; Halpern 2003].) This is a central topic in the ﬁeld of artiﬁcial
intelligence (AI), where scientists and engineers have pursued many diﬀerent paths
of research. The related work in this ﬁeld is extensive, including (but not limited
to) work on probabilistic programming (Vajda 1972; McCallum, Schultz, and Singh
2009; Wood, Meent, and Mansinghka 2014; De Raedt and Kimmig 2015); probabilistic inductive logic programming (Muggleton and Watanabe 2014; De Raedt and
Kersting 2008; De Raedt 2008; Kersting and De Raedt 2007); and meta-reasoning
(Russell and Wefald 1991b; Zilberstein 2008; Hay et al. 2012). The work most closely
related to our own is perhaps the work of Thimm (2013a) and others on reasoning
using inconsistent knowledge bases, a task which is analogous to constructing an
10
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approximately coherent probability distribution. (See also Muiño [2011], Thimm
[2013b], Potyka and Thimm [2015], and Potyka [2015].) Our framework also bears
some resemblance to the Markov logic network framework of Richardson and Domingos (2006), in that both algorithms are coherent in the limit. Where Markov logic
networks are specialized to individual restricted domains of discourse, our algorithm
reasons about all logical sentences. (See also Kok and Domingos [2005], Singla and
Domingos [2005], Tran and Davis [2008], Lowd and Domingos [2007], Mihalkova,
Huynh, and Mooney [2007], Wang and Domingos [2008], and Khot et al. [2015].)
In that regard, our algorithm draws signiﬁcant inspiration from Solomonoﬀ’s
theory of inductive inference (Solomonoﬀ 1964a, 1964b) and the developments on
that theory made by Zvonkin and Levin (1970) and Li and Vitányi (1993). Indeed,
we view our algorithm as a Solomonoﬀ-style approach to the problem of reasoning
under logical uncertainty, and as a result, our algorithm bears a strong resemblance
to many algorithms that are popular methods for practical statistics and machine
learning; refer to Opitz and Maclin (1999) and Dietterich (2000) for reviews of
popular and successful ensemble methods. Our approach is also similar in spirit
to the probabilistic numerics approach of Briol, Oates, Girolami, Osborne, and
Sejdinovic (2015), but where probabilistic numerics is concerned with algorithms
that give probabilistic answers to individual particular numerical questions, we are
concerned with algorithms that assign probabilities to all queries in a given formal
language. (See also [Briol, Oates, Girolami, and Osborne 2015; Hennig, Osborne,
and Girolami 2015].)
Finally, our method of interpreting beliefs as prices and using prediction markets
to generate reasonable beliefs bears heavy resemblance to the work of Beygelzimer,
Langford, and Pennock (2012) who use similar mechanisms to design a learning
algorithm that bets on events. Our results can be seen as an extension of that idea
to the case where the events are every sentence written in some formal language,
in a way that learns inductively to predict logical facts while avoiding the standard
paradoxes of self-reference.
The work sampled here is only a small sample of the related work, and it neglects
contributions from many other ﬁelds, including but not limited to epistemic logic
(Gärdenfors 1988; Meyer and Van Der Hoek 1995; Schlesinger 1985; Sowa 1999;
Guarino 1998), game theory (Rantala 1979; Hintikka 1979; Bacharach 1994; Lipman
1991; Battigalli and Bonanno 1999; Binmore 1992), paraconsistent logic (Blair and
Subrahmanian 1989; Priest 2002; Mortensen 2013; Fuhrmann 2013; Akama and
Costa 2016) and fuzzy logic (Klir and Yuan 1995; Yen and Langari 1999; Gerla
2013). The full history is too long and rich for us to do it justice here.

1.3

Overview

Our main result is a formalization of Desideratum 12 above, which we call the logical
induction criterion, along with a computable algorithm that meets the criterion,
plus proofs that formal versions of Desiderata 2-11 all follow from the criterion.
In Section 2 we deﬁne some notation. In Section 3 we state the logical induction
criterion and our main theorem, which says that there exists a computable logical
inductor. The logical induction criterion is motivated by a series of stock trading
analogies, which are also introduced in Section 3.
In Section 4 we discuss a number of properties that follow from this criterion, including properties that hold in the limit, properties that relate to patternrecognition, calibration properties, and properties that relate to self-knowledge and
self-trust.
A computable logical inductor is described in Section 5. Very roughly, the idea
is that given any trader, it’s possible to construct market prices at which they make
no trades (because they think the prices are right); and given an enumeration of
traders, it’s possible to aggregate their trades into one “supertrader” (which takes
more and more traders into account each day); and thus it is possible to construct
a series of prices which is not exploitable by any trader in the enumeration.
In Section 6 we give a few selected proofs. In Section 7 we conclude with a
discussion of applications of logical inductiors, variations on the logical induction
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framework, speculation about what makes logical inductors tick, and directions for
future research. The remaining proofs can be found in the appendix.

2

Notation

This section deﬁnes notation used throughout the paper. The reader is invited to
skim it, or perhaps skip it entirely and use it only as a reference when needed.
Common sets and functions. The set of positive natural numbers is denoted by
N+ , where the superscript makes it clear that 0 is not included. We work with N+
instead of N≥0 because we regularly consider initial segments of inﬁnite sequences
up to and including the element
P at index n, and it will be convenient for those lists to
have length n. Sums written i≤n (−) are understood to start at i = 1. We use R to
denote the set of real numbers, and Q to denote the set of rational numbers. When
considering continuous functions with range in Q, we use the subspace topology
on Q inherited from R. We use B to denote the set {0, 1} interpreted as Boolean
values. In particular, Boolean operations like ∧, ∨, ¬, → and ↔ are deﬁned on B,
for example, (1 ∧ 1) = 1, ¬1 = 0, and so on.
+
We write Fin(X) for the set of all ﬁnite subsets of X, and X N for all inﬁnite
sequences with elements in X. In general, we use B A to denote the set of functions
with domain A and codomain B. We treat the expression f : A → B as equivalent
to f ∈ B A , i.e., both state that f is a function that takes inputs from the set A
and produces an output in the set B. We write f : A →
7 B to indicate that f is a
partial function from A to B. We denote equivalence of expressions that represent
functions by ≡, e.g., (x − 1)2 ≡ x2 − 2x + 1. We write k − k1 for the ℓ1 norm. When
A is an aﬃne combination, kAk1 includes the trailing coeﬃcient.

Logical sentences. We generally use the symbols φ, ψ, χ to denote well-formed
formulas in some language of propositional logic L (such as a theory of ﬁrst order
logic; see below), which includes the basic logical connectives ¬, ∧, ∨, →, ↔, and
uses modus ponens as its rule of inference. We assume that L has been chosen so
that its sentences can be interpreted as claims about some class of mathematical
objects, such as natural numbers or computer programs. We commonly write S for
the set of all sentences in L, and Γ for a set of axioms from which to write proofs
in the language. We write Γ ⊢ φ when φ can be proven from Γ via modus ponens.
We will write logical formulas inside quotes “− ”, such as φ := “x = 3”. The
exception is after ⊢, where we do not write quotes, in keeping with standard conventions. We sometimes deﬁne sentences such as φ := “Goldbach’s conjecture”, in
which case it is understood that the English text could be expanded into a precise
arithmetical claim.
We use underlines to indicate when a symbol in a formula should be replaced
by the expression it stands for. For example, if n := 3, then φ := “x > n” means
φ = “x > 3”, and ψ := “φ → (x = n + 1)” means ψ = “x > 3 → (x = 3 + 1)”. If φ
and ψ denote formulas, then ¬φ denotes “¬(φ)” and φ ∧ ψ denotes “(φ) ∧ (ψ)” and
so on. For instance, if φ := “x > 3” then ¬φ denotes “¬(x > 3)”.

First order theories and prime sentences. We consider any theory in ﬁrst order
logic (such as Peano Arithmetic, PA) as a set of axioms that includes the axioms of
ﬁrst order logic, so that modus ponens is the only rule of inference needed for proofs.
As such, we view any ﬁrst order theory as speciﬁed in a propositional calculus
(following Enderton [2001]) whose atoms are the so-called “prime” sentences of
ﬁrst order logic, i.e., quantiﬁed sentences like “∃x : · · · ”, and atomic sentences like
“t1 = t2 ” and “R(t1 , . . . , tn )” where the ti are closed terms. Thus, every ﬁrst-order
sentence can be viewed as a Boolean combination of prime sentences with logical
connectives (viewing “∀x : · · · ” as shorthand for “¬∃x : ¬ · · · ”). For example, the
sentence
φ := “((1 + 1 = 2) ∧ (∀x : x > 0)) → (∃y : ∀z : (7 > 1 + 1) → (y + z > 2))”
is decomposed into “1 + 1 = 2”, “∃x : ¬(x > 0)” and “∃y : ∀z : (7 > 1 + 1) →
(y + z > 2)”, where the leading “¬” in front of the second statement is factored
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out as a Boolean operator. In particular, note that while (7 > 1 + 1) is a prime
sentence, it does not occur in the Boolean decomposition of φ into primes, since it
occurs within a quantiﬁer. We choose this view because we will not always assume
that the theories we manipulate include the quantiﬁer axioms of ﬁrst-order logic.
Defining values by formulas. We often view a formula that is free in one variable
as a way of deﬁning a particular number that satisﬁes that formula. For example,
given the formula X(ν) = “ν 2 = 9 ∧ ν > 0”, we would like to think of X
as representing the unique value “3”, in such a way that that we can then have
“5X + 1” refer to the number 16.
To formalize this, we use the following notational convention. Let X be a formula
free in one variable. We write X(x) for the formula resulting from substituting x
for the free variable of X. If
Γ ⊢ ∃x∀y : X(y) → y = x,
then we say that X deﬁnes a unique value (via Γ), and we refer to that value as
“the value” of X. We will be careful in distinguishing between what Γ can prove
about X(ν) on the one hand, and the values of X(ν) in diﬀerent models of Γ on
the other.
If X1 , . . . , Xk are all formulas free in one variable that deﬁne a unique value
(via Γ), then for any k-place relationship R, we write “R(X1 , X2 , . . . , Xk )” as an
abbreviation for
“∀x1 x2 . . . xk : X1 (x1 ) ∧ X2 (x2 ) ∧ . . . ∧ Xk (xk ) → R(x1 , x2 , . . . , xk )”.
For example, “Z = 2X + Y ” is shorthand for
“∀xyz : X(x) ∧ Y (y) ∧ Z(z) → z = 2x + y”.
This convention allows us to write concise expressions that describe relationships
between well-deﬁned values, even when those values may be diﬃcult or impossible
to determine via computation.
Representing computations. When we say a theory Γ in ﬁrst order logic “can
represent computable functions”, we mean that its language is used to refer to
computer programs in such a way that Γ satisﬁes the representability theorem
for computable functions. This means that for every (total) computable function
f : N+ → N+ , there exists a Γ-formula γf with two free variables such that for all
n, y ∈ N+ ,
y = f (n) if and only if Γ ⊢ ∀ν : γf (n, ν) ↔ ν = y,
where “γf (n, ν)” stands, in the usual way, for the formula resulting from substituting
an encoding of n and the symbol ν for its free variables. In particular, note that
this condition requires Γ to be consistent.
When Γ can represent computable functions, we use “f (n)” as shorthand for the
formula “γf (n, ν)”. In particular, since “γf (n, ν)” is free in a single variable ν and
deﬁnes a unique value, we use “f (n)” by the above convention to write, e.g.,
“f (3) < g(3)”
as shorthand for
“∀xy : γf (3, x) ∧ γg (3, y) → x < y”.

In particular, note that writing down a sentence like “f (3) > 4” does not involve
computing the value f (3); it merely requires writing out the deﬁnition of γf . This
distinction is important when f has a very slow runtime.
Sequences. We denote inﬁnite sequences using overlines, like x := (x1 , x2 , . . .),
where it is understood that xi denotes the ith element of x, for i ∈ N+ . To deﬁne
sequences of sentences compactly, we use parenthetical expressions such as φ :=
(“n > 7”)n∈N+ , which deﬁnes the sequence
(“1 > 7”, “2 > 7”, “3 > 7”, . . .).
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We deﬁne x≤n := (x1 , . . . , xn ). Given another element y, we abuse notation in the
usual way and deﬁne (x≤n , y) = (x1 , . . . , xn , y) to be the list x≤n with y appended
at the end. We write () for the empty sequence.
A sequence x is called computable if there is a computable function f such that
f (n) = xn for all n ∈ N+ , in which case we say f computes x.

Asymptotics. Given any sequences x and y, we write

lim xn − yn = 0,

xn hn yn

for

xn &n yn

for

lim inf xn − yn ≥ 0, and

xn .n yn

for

lim sup xn − yn ≤ 0.

n→∞

n→∞

n→∞

3

The Logical Induction Criterion

In this section, we will develop a framework in which we can state the logical
induction criterion and a number of properties possessed by logical inductors. The
framework will culminate in the following deﬁnition, and a theorem saying that
computable logical inductors exist for every deductive process.
Definition 3.0.1 (The Logical Induction Criterion). A market P is said to
satisfy the logical induction criterion relative to a deductive process D if
there is no efficiently computable trader T that exploits P relative to D. A
market P meeting this criterion is called a logical inductor over D.
We will now deﬁne markets, deductive processes, eﬃcient computability, traders,
and exploitation.

3.1

Markets

We will be concerned with methods for assigning values in the interval [0, 1] to
sentences of logic. We will variously interpret those values as prices, probabilities,
and truth values, depending on the context. Let L be a language of propositional
logic, and let S be the set of all sentences written in L. We then deﬁne:
Definition 3.1.1 (Valuation). A valuation is any function V : S → [0, 1]. We
refer to V(φ) as the value of φ according to V. A valuation is called rational if its
image is in Q.
First let us treat the case where we interpret the values as prices.
Definition 3.1.2 (Pricing). A pricing P : S → Q∩[0, 1] is any computable rational
valuation. If P(φ) = p we say that the price of a φ-share according to P is p, where
the intended interpretation is that a φ-share is worth $1 if φ is true.

Definition 3.1.3 (Market). A market P = (P1 , P2 , . . .) is a computable sequence of pricings Pi : S → Q ∩ [0, 1].
We can visualize a market as a series of pricings that may change day by day. The
properties proven in Section 4 will apply to any market that satisﬁes the logical
induction criterion. Theorem 4.1.2 (Limit Coherence) will show that the prices of a
logical inductor can reasonably be interpreted as probabilities, so we will often speak
as if the prices in a market represent the beliefs of a reasoner, where Pn (φ) = 0.75
is interpreted as saying that on day n, the reasoner assigns 75% probability to φ.
In fact, the logical inductor that we construct in Section 5 has the additional
property of being ﬁnite at every timestep, which means we can visualize it as a
series of ﬁnite belief states that a reasoner of interest writes down each day.
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Definition 3.1.4 (Belief State). A belief state P : S → Q ∩ [0, 1] is a computable
rational valuation with finite support, where P(φ) is interpreted as the probability
of φ (which is 0 for all but finitely many φ).
We can visualize a belief state as a ﬁnite list of (φ, p) pairs, where the φ are unique
sentences and the p are rational-number probabilities, and P(φ) is deﬁned to be p
if (φ, p) occurs in the list, and 0 otherwise.
Definition 3.1.5 (Computable Belief Sequence). A computable belief sequence
P = (P1 , P2 , . . .) is a computable sequence of belief states, interpreted as a reasoner’s
explicit beliefs about logic as they are refined over time.
We can visualize a computable belief sequence as a large spreadsheet where each
column is a belief state, and the rows are labeled by an enumeration of all logical
sentences. We can then imagine a reasoner of interest working on this spreadsheet,
by working on one column per day.
Philosophically, the reason for this setup is as follows. Most people know that
the sentence “1 + 1 is even” is true, and that the sentence “1 + 1 + 1 + 1 is even” is
true. But consider, is the following sentence true?
“1 + 1 + 1 + 1 + 1 + 1 + 1 + 1 + 1 + 1 + 1 + 1 + 1 is even”
To answer, we must pause and count the ones. Since we wish to separate the
question of what a reasoner already knows from what they could infer using further
computing resources, we require that the reasoner write out their beliefs about logic
explicitly, and reﬁne them day by day.
In this framework, we can visualize a reasoner as a person who computes the
belief sequence by ﬁlling in a large spreadsheet, always working on the nth column
on the nth day, by reﬁning and extending her previous work as she learns new
facts and takes more sentences into account, while perhaps making use of computer
assistance. For example, a reasoner who has noticed that “1 + · · · + 1 is even” is
true iﬀ the sentence has an even number of ones, might program her computer to
write 1 into as many of the true “1 + · · · + 1 is even” cells per day as it can before
resources run out. As another example, a reasoner who ﬁnds a bound on the prime
gap might go back and update her probability on the twin prime conjecture. In our
algorithm, the reasoner will have more and more computing power each day, with
which to construct her next belief state.

3.2

Deductive Processes

We are interested in the question of what it means for reasoners to assign “reasonable
probabilities” to statements of logic. Roughly speaking, we will imagine reasoners
that have access to some formal deductive process, such as a community of mathematicians who submit machine-checked proofs to an oﬃcial curated database. We
will study reasoners that “outpace” this deductive process, e.g., by assigning high
probabilities to conjectures that will eventually be proven, and low probabilities to
conjectures that will eventually be disproven, well before the relevant proofs are
actually found.
Definition 3.2.1 (Deductive Process). A deductive process D : N+ →
Fin(S) is a computable nested sequenceS D1 ⊆ D2 ⊆ D3 . . . of finite sets of
sentences. We write D∞ for the union n Dn .

This is a rather barren notion of “deduction”. We will consider cases where we
ﬁx some theory Γ, and Dn is interpreted as the theorems proven up to and including
day n. In this case, D can be visualized as a slow process that reveals the knowledge
of Γ over time. Roughly speaking, we will mainly concern ourselves with the case
where D eventually rules out all and only the worlds that are inconsistent with Γ.
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Definition 3.2.2 (World). A world is any truth assignment W : S → B. If
W(φ) = 1 we say that φ is true in W. If W(φ) = 0 we say that φ is false in W.
We write W for the set of all worlds.
Observe that worlds are valuations, and that they are not necessarily consistent.
This terminology is nonstandard; the term “world” is usually reserved for consistent
truth assignments. Logically uncertain reasoners cannot immediately tell which
truth assignments are inconsistent, because revealing inconsistencies requires time
and eﬀort. We use the following notion of consistency:
Definition 3.2.3 (Propositional Consistency). A world W is called propositionally consistent, abbreviated p.c., if for all φ ∈ S, W(φ) is determined by Boolean
algebra from the truth values that W assigns to the prime sentences of φ. In other
words, W is p.c. if W(φ ∧ ψ) = W(φ) ∧ W(ψ), W(φ ∨ ψ) = W(φ) ∨ W(ψ), and so
on.
Given a set of sentences D, we define PC(D) to be the set of all p.c. worlds where
W(φ) = 1 for all φ ∈ D. We refer to PC(D) as the set of worlds propositionally
consistent with D.
Given a set of sentences Γ interpreted as a theory, we will refer to PC(Γ) as the
set of worlds consistent with Γ, because in this case PC(Γ) is equal to the set of
all worlds W such that
Γ ∪ {φ | W(φ) = 1} ∪ {¬φ | W(φ) = 0} 0 ⊥.
Note that a limited reasoner won’t be able to tell whether a given world W is in
PC(Γ). A reasoner can computably check whether a restriction of W to a ﬁnite
domain is propositionally consistent with a ﬁnite set of sentences, but that’s about
it. Roughly speaking, the deﬁnition of exploitation (below) will say that a good
reasoner should perform well when measured on day n by worlds propositionally
consistent with Dn , and we ourselves will be interested in deductive processes that
pin down a particular theory Γ by propositional consistency:
Definition 3.2.4 (Γ-Complete). Given a theory Γ, we say that a deductive process
D is Γ-complete if
PC(D∞ ) = PC(Γ).
As a canonical example, let Dn be the set of all theorems of PA provable in at
most n characters.1 Then D is PA-complete, and a reasoner with access to D can
be interpreted as someone who on day n knows all PA-theorems provable in ≤ n
characters, who must manage her uncertainty about other mathematical facts.

3.3

Efficient Computability

We use the following notion of eﬃciency throughout the paper:
Definition 3.3.1 (Eﬃciently Computable). An infinite sequence x is called
efficiently computable, abbreviated e.c., if there is a computable function f
that outputs xn on input n, with runtime polynomial in n (i.e. in the length of
n written in unary).
Our framework is not wedded to this deﬁnition; stricter notions of eﬃciency (e.g.,
sequences that can be computed in O(n2 ) time) would yield “dumber” inductors
with better runtimes, and vice versa. We use the set of polynomial-time computable functions because it has some closure properties that are convenient for our
purposes.
1. Because PA is a ﬁrst-order theory, and the only assumption we made about L is that
it is a propositional logic, note that the axioms of ﬁrst-order logic—namely, specialization
and distribution—must be included as theorems in D.
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3.4

Traders

Roughly speaking, traders are functions that see the day n and the history of market
prices up to and including day n, and then produce a series of buy and sell orders,
by executing a strategy that is continuous as a function of the market history.
A linear combination of sentences can be interpreted as a “market order”, where
3φ − 2ψ says to buy 3 shares of φ and sell 2 shares of ψ. Very roughly, a trading
strategy for day n will be a method for producing market orders where the coeﬃcients are not numbers but functions which depend (continuously) on the market
prices up to and including day n.
+

Definition 3.4.1 (Valuation Feature). A valuation feature α : [0, 1]S×N → R
is a continuous function from valuation sequences to real numbers such that α(V)
depends only on the initial sequence V≤n for some n ∈ N+ called the rank of the
feature, rank(α). For any m ≥ n, we define α(V≤m ) in the natural way. We will
often deal with features that have range in [0, 1]; we call these [0, 1]-features.
We write F for the set of all features, Fn for the set of valuation features of
rank ≤ n, and define an F -progression α to be a sequence of features such that
αn ∈ Fn .
The following valuation features ﬁnd the price of a sentence on a particular day:
Definition 3.4.2 (Price Feature). For each φ ∈ S and n ∈ N+ , we define a price
feature φ∗n ∈ Fn by the formula
φ∗n (V) := Vn (φ).
We call these “price features” because they will almost always be applied to a market
P, in which case φ∗n gives the price Pn (φ) of φ on day n as a function of P.
Very roughly, trading strategies will be linear combinations of sentences where the
coeﬃcients are valuation features. The set of all valuation features is not computably
enumerable, so we deﬁne an expressible subset:
Definition 3.4.3 (Expressible Feature). An expressible feature ξ ∈ F is a valuation feature expressible by an algebraic expression built from price features φ∗n
for each n ∈ N+ and φ ∈ S, rational numbers, addition, multiplication, max(−, −),
and a “safe reciprocation” function max(1, −)−1 . See Appendix A.2 for more details
and examples. 2
We write EF for the set of all expressible features, EF n for the set of expressible
features of rank ≤ n, and define an EF -progression to be a sequence ξ such that
ξn ∈ EF n .
For those familiar with abstract algebra, note that for each n, EF n is a commutative ring. We will write 2 − φ∗6 for the function V 7→ 2 − φ∗6 (V) and so on, in the
usual way. For example, the feature
ξ := max(0, φ∗6 − ψ ∗7 )
checks whether the value of φ on day 6 is higher than the value of ψ on day 7. If
so, it returns the diﬀerence; otherwise, it returns 0. If ξ is applied to a market P,
and P6 (φ) = 0.5 and P7 (ψ) = 0.2, then ξ(P) = 0.3. Observe that rank(ξ) = 7, and
that ξ is continuous.
The reason for the continuity constraint on valuation features is as follows.
Traders will be allowed to use valuation features (which depend on the price history) to decide how many shares of diﬀerent sentences to buy and sell. This creates
a delicate situation, because we’ll be constructing a market that has prices which
2. In particular, expressible features are a generalization of arithmetic circuits. The
speciﬁc deﬁnition is somewhat arbitrary; what matters is that expressible features be (1)
continuous; (2) compactly speciﬁable in polynomial time; and (3) expressive enough to
identify a variety of ineﬃciencies in a market.
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depend on the behavior of certain traders, creating a circular dependency where the
prices depend on trades that depend on the prices.
This circularity is related to classic paradoxes of self-trust. What should be the
price on a paradoxical sentence χ that says “I am true iﬀ my price is less than 50
cents in this market”? If the price is less than 50¢, then χ pays out $1, and traders
can make a fortune buying χ. If the price is 50¢ or higher, then χ pays out $0, and
traders can make a fortune selling χ. If traders are allowed to have a discontinuous
trading strategy—buy χ if P(χ) < 0.5, sell χ otherwise—then there is no way to
ﬁnd prices that clear the market.
Continuity breaks the circularity, by ensuring that if there’s a price where a
trader buys χ and a price where they sell χ then there’s a price in between where
they neither buy nor sell. In Section 5 we will see that this is suﬃcient to allow
stable prices to be found, and in Section 4.11 we will see that it is suﬃcient to
subvert the standard paradoxes of self-reference. The continuity constraint can be
interpreted as saying that the trader has only ﬁnite-precision access to the market
prices—they can see the prices, but there is some ε > 0 such that their behavior is
insensitive to an ε shift in prices.
We are almost ready to deﬁne trading strategies as a linear combination of
sentences with expressible features as coeﬃcients. However, there is one more complication. It will be convenient to record not only the amount of shares bought and
sold, but also the amount of cash spent or received. For example, consider again
the market order 3φ − 2ψ. If it is executed on day 7 in a market P, and P7 (φ) = 0.4
and P7 (ψ) = 0.3, then the cost is 3 · 40¢ − 2 · 30¢ = 60¢. We can record the whole
trade as an aﬃne combination −0.6 + 3φ − 2ψ, which can be read as “the trader
spent 60 cents to buy 3 shares of φ and sell 2 shares of ψ”. Extending this idea to
the case where the coeﬃcients are expressible features, we get the following notion:
Definition 3.4.4 (Trading Strategy). A trading strategy for day n, also called
an n-strategy, is an affine combination of the form
T = c + ξ1 φ1 + · · · + ξk φk ,
where φ1 , . . . , φk are sentences, ξ1 , . . . , ξk are expressible features of rank ≤ n, and
X
c=−
ξi φi ∗n
i

is a “cash term” recording the net cash flow when executing a transaction that buys
ξi shares of φi for each i at the prevailing market price. (Buying negative shares is
called “selling”.) We define T [1] to be c, and T [φ] to be the coefficient of φ in T ,
which is 0 if φ 6∈ (φ1 , . . . , φk ).
An n-strategy T can be encoded by the tuples (φ1 , . . . φk ) and (ξ1 , . . . ξk ) because
the c term is determined by them. Explicitly, by linearity we have
T = ξ1 · (φ1 − φ1 ∗n ) + · · · + ξk · (φk − φk ∗n ),
which means any n-strategy can be written as a linear combination of (φi − φi ∗n )
terms, each of which means “buy one share of φi at the prevailing price”.
As an example, consider the following trading strategy for day 5:
h
i
i 

 h
∗5
∗5
∗5
(¬¬φ) − φ∗5 · φ − φ∗5 + φ∗5 − (¬¬φ)
· ¬¬φ − (¬¬φ)
.

This strategy compares the price of φ on day 5 to the price of ¬¬φ on day 5. If the
former is less expensive by δ, it purchase δ shares of φ at the prevailing prices, and
sells δ shares of ¬¬φ at the prevailing prices. Otherwise, it does the opposite. In
short, this strategy arbitrages φ against ¬¬φ, by buying the cheaper one and selling
the more expensive one.
We can now state the key deﬁnition of this section:
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Definition 3.4.5 (Trader). A trader T is a sequence (T1 , T2 , . . .) where each
Tn is a trading strategy for day n.
We can visualize a trader as a person who gets to see the day n, think for a while,
and then produce a trading strategy for day n, which will observe the history of
market prices up to and including day n and execute a market order to buy and
sell diﬀerent sentences at the prevailing market prices.
We will often consider the set of eﬃciently computable traders, which have to
produce their trading strategy in a time polynomial in n. We can visualize e.c.
traders as traders who are computationally limited: each day they get to think for
longer and longer—we can imagine them writing computer programs each morning
that assist them in their analysis of the market prices—but their total runtime may
only grow polynomially in n.
If s := Tn [φ] > 0, we say that T buys s shares of φ on day n, and if s < 0, we
say that T sells |s| shares of φ on day n. Similarly, if d := Tn [1] > 0, we say that T
receives d dollars on day n, and if d < 0, we say that T pays out |d| dollars on day
n.
Each trade Tn has value zero according to Pn , regardless of what market P it is
executed in. Clever traders are the ones who make trades that are later revealed by
a deductive process D to have a high worth (e.g., by purchasing shares of provable
sentences when the price is low). As an example, a trader T with a basic grasp
of arithmetic and skepticism about some of the market P’s conﬁdent conjectures
might execute the following trade orders on day n:
Table 1: Visualizing markets and trades
Sentence
φ :↔ 1 + 1 = 2

Market prices
Pn (φ) = 90¢

Trade
Tn [φ] = 4 shares

ψ :↔ 1 + 1 6= 2

Pn (ψ) = 5¢

Tn [ψ] = −3 shares

χ :↔ “Goldbach’s conjecture”

Pn (χ) = 98¢

Tn [χ] = −1 share

The net value of the shares bought and sold at these prices would be
4 · 90¢ − 3 · 5¢ − 1 · 98¢ = $2.47,
so if those three sentences were the only sentences bought and sold by Tn , Tn [1]
would be −2.47.
Trade strategies are a special case of aﬃne combinations of sentences:
Definition 3.4.6 (Aﬃne Combination). An F -combination A : S ∪ {1} → Fn is
an affine expression of the form
A := c + α1 φ1 + · · · + αk φk ,

where (φ1 , . . . , φk ) are sentences and (c, α1 , . . . , αk ) are in F . We define Rcombinations, Q-combinations, and EF -combinations analogously.
We write A[1] for the trailing coefficient c, and A[φ] for the coefficient of φ,
which is 0 if φ 6∈ (φ1 , . . . , φk ). The rank of A is defined to be the maximum rank
among all its coefficients. Given any valuation V, we abuse notation in the usual
way and define the value of A (according to V) linearly by:
V(A) := c + α1 V(φ1 ) + · · · + αk V(φk ).
An F -combination progression is a sequence A of affine combinations where An
has rank ≤ n. An EF -combination progression is defined similarly.

Note that a trade T is an F -combination, and the holdings T (P) from T against
P
Pis a Q-combination. We will use aﬃne combinations to encode the net holdings
i≤n Ti (P) of a trader after interacting with a market P, and later to encode linear
inequalities that hold between the truth values of diﬀerent sentences.
19

166

Communal Assembly Paper

www.daifture.org

3.5

Exploitation

We will now deﬁne exploitation, beginning with an example. Let L be the language
of PA, and D be a PA-complete deductive process. Consider a market P that assigns
Pn (“1 + 1 = 2”) = 0.5 for all n, and a trader who buys one share of “1 + 1 = 2”
each day. Imagine a reasoner behind the market obligated to buy and sell shares at
the listed prices, who is also obligated to pay out $1 to holders of φ-shares if and
when D says φ. Let t be the ﬁrst day when “1 + 1 = 2” ∈ Dt . On each day, the
reasoner receives 50¢ from T , but after day t, the reasoner must pay $1 every day
thereafter. They lose 50¢ each day, and T gains 50¢ each day, despite the fact that
T never risked more than $t/2. In cases like these, we say that T exploits P.
With this example in mind, we deﬁne exploitation as follows:
Definition 3.5.1 (Exploitation). A trader T is said to exploit a valuation
sequence V relative to a deductive process D if the set of values
n P
o

+
W
V
n
∈
N
,
W
∈
PC(D
)
T
n
i
i≤n

is bounded below, but not bounded above.

P
Given a world W, the number W( i≤n Ti (P)) is the value of the trader’s net
holdings after interacting with the market
PP, where a share of φ is valued at $1 if φ is
true in W and $0 otherwise. The set {W( i≤n Ti (P)) | n ∈ N+ , W ∈ PC(Dn )} is the
set of all assessments of T ’s net worth, across all time, according to worlds that were
propositionally consistent with D at the time. We informally call these plausible
assessments of the trader’s net worth. Using this terminology, Deﬁnition 3.5.1 says
that a trader exploits the market if their plausible net worth is bounded below, but
not above.
Roughly speaking, we can imagine that there is a person behind the market who
acts as a market maker, obligated to buy and sell shares at the listed prices. We
can imagine that anyone who sold a φ-share is obligated to pay $1 if and when D
says φ. Then, very roughly, a trader exploits the market if they are able to make
unbounded returns oﬀ of a ﬁnite investment.
This analogy is illustrative but incomplete—traders can exploit the market even
if they never purchase a sentence that appears in D. For example, let φ and ψ
be two sentences such that (φ ∨ ψ) is provable in PA, but such that neither φ nor
ψ is provable in PA. Consider a trader that bought 10 φ-shares at a price of 20¢
each, and 10 ψ-shares at a price of 30¢ each. Once D says (φ ∨ ψ), all remaining
p.c. worlds will agree that the portfolio −5 + 10φ + 10ψ has a value of at least +5,
despite the fact that neither φ nor ψ is ever proven. If the trader is allowed to
keep buying φ and ψ shares at those prices, they would exploit the market, despite
the fact that they never buy decidable sentences. In other words, our notion of
exploitation rewards traders for arbitrage, even if they arbitrage between sentences
that never “pay out”.

3.6

Main Result

Recall the logical induction criterion:
Definition 3.0.1 (The Logical Induction Criterion). A market P is said to satisfy
the logical induction criterion relative to a deductive process D if there is no
efficiently computable trader T that exploits P relative to D. A market P meeting
this criterion is called a logical inductor over D.
We may now state our main result:
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Theorem 3.6.1. For any deductive process D, there exists a computable belief
sequence P satisfying the logical induction criterion relative to D.
Proof. In Section 5, we show how to take an arbitrary deductive process D and
construct a computable belief sequence LIA. Theorem 5.4.2 shows that LIA is a
logical inductor relative to the given D.
Definition 3.6.2 (Logical Inductor over Γ). Given a theory Γ, a logical inductor
over a Γ-complete deductive process D is called a logical inductor over Γ.
Corollary 3.6.3. For any recursively axiomatizable theory Γ, there exists a computable belief sequence that is a logical inductor over Γ.

4

Properties of Logical Inductors

Here is an intuitive argument that logical inductors perform good reasoning under
logical uncertainty:
Consider any polynomial-time method for eﬃciently identifying patterns
in logic. If the market prices don’t learn to reﬂect that pattern, a clever
trader can use that pattern to exploit the market. Thus, a logical inductor must learn to identify those patterns.
In this section, we will provide evidence supporting this intuitive argument, by
demonstrating a number of desirable properties possessed by logical inductors. The
properties that we demonstrate are broken into twelve categories:
1. Convergence and Coherence: In the limit, the prices of a logical inductor
describe a belief state which is fully logically consistent, and represents a
probability distribution over all consistent worlds.
2. Timely Learning: For any eﬃciently computable sequence of theorems, a
logical inductor learns to assign them high probability in a timely manner,
regardless of how diﬃcult they are to prove. (And similarly for assigning low
probabilities to refutable statements.)
3. Calibration and Unbiasedness: Logical inductors are well-calibrated and,
given good feedback, unbiased.
4. Learning Statistical Patterns: If a sequence of sentences appears pseudorandom to all reasoners with the same runtime as the logical inductor, it
learns the appropriate statistical summary (assigning, e.g., 10% probability
to the claim “the nth digit of π is a 7” for large n, if digits of π are actually
hard to predict).
5. Learning Logical Relationships: Logical inductors inductively learn to
respect logical constraints that hold between diﬀerent types of claims, such as
by ensuring that mutually exclusive sentences have probabilities summing to
at most 1.
6. Non-Dogmatism: The probability that a logical inductor assigns to an independent sentence φ is bounded away from 0 and 1 in the limit, by an amount
dependent on the complexity of φ. In fact, logical inductors strictly dominate
the universal semimeasure in the limit. This means that we can condition
logical inductors on independent sentences, and when we do, they perform
empirical induction.
7. Conditionals: Given a logical inductor P, the market given by the conditional probabilities P(− | ψ) is a logical inductor over D extended to include
ψ. Thus, when we condition logical inductors on new axioms, they continue
to perform logical induction.
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8. Expectations: Logical inductors give rise to a well-behaved notion of the
expected value of a logically uncertain variable.
9. Trust in Consistency: If the theory Γ underlying a logical inductor’s deductive process is expressive enough to talk about itself, then the logical inductor
learns inductively to trust Γ.
10. Reasoning about Halting: If there’s an eﬃcient method for generating
programs that halt, a logical inductor will learn in a timely manner that
those programs halt (often long before having the resources to evaluate them).
If there’s an eﬃcient method for generating programs that don’t halt, a logical
inductor will at least learn not to expect them to halt for a very long time.
11. Introspection: Logical inductors “know what they know”, in that their beliefs about their current probabilities and expectations are accurate.
12. Self-Trust: Logical inductors trust their future beliefs.
For the sake of brevity, proofs are deferred to Section 6 and the appendix. Some
example proofs are sketched in this section, by outlining discontinuous traders that
would exploit any market that lacked the desired property. The deferred proofs
deﬁne polynomial-time continuous traders that approximate those discontinuous
strategies.
In what follows, let L be a language of propositional logic; let S be the set of
sentences written in L; let Γ ⊂ S be a computably enumerable set of propositional
formulas written in L (such as PA, where the propositional variables are prime sentences in ﬁrst-order logic, as discussed in Section 2); and let P be a computable
logical inductor over Γ, i.e., a market satisfying the logical induction criterion relative to some Γ-complete deductive process D. We assume in this section that Γ is
consistent.
Note that while the computable belief sequence LIA that we deﬁne has ﬁnite
support on each day, in this section we assume only that P is a market. We do this
because our results below hold in this more general case, and can be applied to LIA
as a special case.
In sections 4.8-4.12 we will assume that Γ can represent computable functions.
This assumption is not necessary until Section 4.8.

4.1

Convergence and Coherence

Firstly, the market prices of a logical inductor converge:
Theorem 4.1.1 (Convergence). The limit P∞ : S → [0, 1] defined by
P∞ (φ) := lim Pn (φ)
n→∞

exists for all φ.
Proof sketch.

(Proof in: 6.1 or B.4.)

Roughly speaking, if P never makes up its mind about φ, then it can be
exploited by a trader arbitraging shares of φ across diﬀerent days. More
precisely, suppose by way of contradiction that the limit P∞ (φ) does
not exist. Then for some p ∈ [0, 1] and ε > 0, we have Pn (φ) < p − ε
inﬁnitely often and also Pn (φ) > p + ε inﬁnitely often. A trader can wait
until Pn (φ) < p − ε and then buy a share in φ at the low market price of
Pn (φ). Then the trader waits until some later m such that Pm (φ) > p+ε,
and sells back the share in φ at the higher price. This trader makes a
total proﬁt of 2ε every time Pn (φ) oscillates in this way, at no risk, and
therefore exploits P. Since P implements a logical inductor, this is not
possible; therefore the limit P∞ (φ) must in fact exist.
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This sketch showcases the main intuition for the convergence of P, but elides a
number of crucial details. In particular, the trader we have sketched makes use of
discontinuous trading functions, and so is not a well-formed trader. These details
are treated in Section 6.1.
Next, the limiting beliefs of a logical inductor represent a coherent probability
distribution:
Theorem 4.1.2 (Limit Coherence). P∞ is coherent, i.e., it gives rise to an internally consistent probability measure Pr on the set PC(Γ) of all worlds consistent
with Γ, defined by the formula
Pr(W(φ) = 1) := P∞ (φ).
In particular, if Γ contains the axioms of first-order logic, then P∞ defines a probability measure on the set of first-order completions of Γ.
Proof sketch.

(Proof in: 6.2 or C.10.)

The limit P∞ (φ) exists by the convergence theorem, so Pr is welldeﬁned. Gaifman (1964) shows that Pr deﬁnes a probability measure
over PC(D∞ ) so long as the following three implications hold for all
sentences φ an ψ:
• If Γ ⊢ φ, then P∞ (φ) = 1,

• If Γ ⊢ ¬φ, then P∞ (φ) = 0,
• If Γ ⊢ ¬(φ ∧ ψ), then P∞ (φ ∨ ψ) = P∞ (φ) + P∞ (ψ).
Let us demonstrate each of these three properties.
First suppose that Γ ⊢ φ, but P∞ (φ) = 1−ε for some ε > 0. Then shares
of φ will be underpriced, as they are worth 1 in every consistent world,
but only cost 1 − ε. There is a trader who waits until φ is propositionally
provable from Dn , and until Pn (φ) has approximately converged, and
then starts buying shares of φ every day at the price Pn (φ). Since φ has
appeared in D, the shares immediately have a minimum plausible value
of $1. Thus the trader makes 1 − Pn (φ) ≈ ε proﬁt every day, earning
an unbounded total value, contradicting the logical induction criterion.
But P cannot be exploited, so P∞ (φ) must be 1.
Similarly, if Γ ⊢ ¬φ but P∞ (φ) = ε > 0, then a trader could exploit P
by selling oﬀ shares in φ for a proﬁt of Pn (φ) ≈ ε each day.
Finally, suppose that Γ ⊢ ¬(φ ∧ ψ), but for some ε > 0,
P∞ (φ ∨ ψ) = P∞ (φ) + P∞ (ψ) ± ε.
Then there is a trader that waits until Pn has approximately converged
on these sentences, and until ¬(φ ∧ ψ) is propositionally provable from
Dn . At that point it’s a good deal to sell (buy) a share in φ ∨ ψ, and
buy (sell) a share in each of φ and ψ; the stocks will have values that
cancel out in every plausible world. Thus this trader makes a proﬁt of
≈ ε from the price diﬀerential, and can then repeat the process. Thus,
they would exploit P. But this is impossible, so P∞ must be coherent.
Theorem 4.1.2 says that if P were allowed to run forever, and we interpreted its
prices as probabilities, then we would ﬁnd its beliefs to be perfectly consistent. In
the limit, P assigns probability 1 to every theorem and 0 to every contradiction. On
independent sentences, its beliefs obey the constraints of probability theory; if φ
provably implies ψ, then the probability of ψ converges to a point no lower than the
limiting probability of φ, regardless of whether they are decidable. The resulting
probabilities correspond to a probability distribution over all possible ways that Γ
could be completed.
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This justiﬁes interpreting the market prices of a logical inductor as probabilities.
Logical inductors are not the ﬁrst computable procedure for assigning probabilities
to sentences in a manner that is coherent in the limit; the algorithm of Demski
(2012) also has this property. The main appeal of logical induction is that their
beliefs become reasonable in a timely manner, outpacing the underlying deductive
process.

4.2

Timely Learning

It is not too diﬃcult to deﬁne a reasoner that assigns probability 1 to all (and only)
the provable sentences, in the limit: simply assign probability 0 to all sentences, and
then enumerate all logical proofs, and assign probability 1 to the proven sentences.
The real trick is to recognize patterns in a timely manner, well before the sentences
can be proven by slow deduction.
Logical inductors learn to outpace deduction on any eﬃciently computable sequence of provable statements.3 To illustrate, consider our canonical example where
Dn is the set of all theorems of PA provable in at most n characters, and suppose
φ is an e.c. sequence of theorems which are easy to generate but diﬃcult to prove.
Let f (n) be the length of the shortest proof of φn , and assume that f is some
fast-growing function. At any given time n, the statement φn is ever further out
beyond Dn —it might take 1 day to prove φ1 , 10 days to prove φ2 , 100 days to prove
φ3 , and so on. One might therefore expect that φn will also be “out of reach” for
Pn , and that we have to wait until a much later day close to f (n) before expecting
Pf (n) (φn ) to be accurate. However, this is not the case! After some ﬁnite time N ,
P will recognize the pattern and begin assigning high probability to φ in a timely
manner.
Theorem 4.2.1 (Provability Induction). Let φ be an e.c. sequence of theorems.
Then
Pn (φn ) hn 1.
Furthermore, let ψ be an e.c. sequence of disprovable sentences. Then
Pn (ψn ) hn 0.
Proof sketch.

(Proof in: 6.5 or C.3.)

Consider a trader that acts as follows. First wait until the time a when
Pa (φa ) drops below 1 − ε and buy a share of φa . Then wait until φa is
worth 1 in all worlds plausible at time f (a). Then repeat this process.
If Pn (φn ) drops below 1 − ε inﬁnitely often, then this trader makes ε
proﬁt inﬁnitely often, oﬀ of an initial investment of $1, and therefore
exploits the market. P is inexploitable, so Pn (φn ) must converge to 1.
By a similar argument, Pn (ψn ) must converge to 0.4
In other words, P will learn to start believing φn by day n at the latest, despite
the fact that φn won’t be deductively conﬁrmed until day f (n), which is potentially
much later. In colloquial terms, if φ is a sequence of facts that can be generated
eﬃciently, then P inductively learns the pattern, and its belief in φ becomes accurate
faster than D can computationally verify the individual sentences.
For example, imagine that prg(n) is a program with fast-growing runtime, which
always outputs either 0, 1, or 2 for all n, but such that there is no proof of this in
the general case. Then
“∀x : prg(x) = 0 ∨ prg(x) = 1 ∨ prg(x) = 2”
3. Recall that a sequence x is eﬃciently computable iﬀ there exists a computable function n 7→ xn with runtime polynomial in n.
4. The traders sketched here are optimized for ease of proof, not for eﬃciency—a clever
trader trying to proﬁt from low prices on eﬃciently computable theorems would be able
to exploit the market faster than this.
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is not provable. Now consider the sequence of statements

prg012 := “prg(n) = 0 ∨ prg(n) = 1 ∨ prg(n) = 2” n∈N+

where each prg012n states that prg outputs a 0, 1, or 2 on that n in particular.
Each individual prg012n is provable (it can be proven by running prg on input
n), and prg012 is eﬃciently computable (because the sentences themselves can be
written down quickly, even if prg is very diﬃcult to evaluate). Thus, provability
induction says that any logical inductor will “learn the pattern” and start assigning
high probabilities to each individual prg012n no later than day n.
Imagine that D won’t determine the output of prg(n) until the f (n)th day, by
evaluating prg(n) in full. Provability induction says that P will eventually recognize
the pattern prg012 and start assigning high probability to prg012n no later than
the nth day, f (n) − n days before the evaluation ﬁnishes. This is true regardless of
the size of f (n), so if f is fast-growing, P will outpace D by an ever-growing margin.
Analogy: Ramanujan and Hardy. Imagine that the statements φ
are being output by an algorithm that uses heuristics to generate mathematical facts without proofs, playing a role similar to the famously
brilliant, often-unrigorous mathematician Srinivasa Ramanujan. Then
P plays the historical role of the beliefs of the rigorous G.H. Hardy who
tries to verify those results according to a slow deductive process (D).
After Hardy (P) veriﬁes enough of Ramanujan’s claims (φ≤n ), he begins
to trust Ramanujan, even if the proofs of Ramanujan’s later conjectures
are incredibly long, putting them ever-further beyond Hardy’s current
abilities to rigorously verify them. In this story, Hardy’s inductive reasoning (and Ramanujan’s also) outpaces his deductive reasoning.
This idiom of assigning the right probabilities to φn no later than day n will be
common throughout the paper, so we give it a name.
Definition 4.2.2 (Timely Manner). Let φ be an e.c. sequence of sentences, and p
be an e.c. sequence of rational numbers. We say that P assigns p to φ in a timely
manner if for every ε > 0, there exists a time N such that for all n > N ,
|Pn (φn ) − pn | < ε.
In other words, P assigns p to φ in a timely manner if
Pn (φn ) hn pn .
Note that there are no requirements on how large N gets as a function of ε. As
such, when we say that P assigns probabilities p to φ in a timely manner, it may
take a very long time for convergence to occur. (See Section 5.5 for a discussion.)
As an example, imagine the reasoner who recognizes that sentences of the form
“1 + 1 + · · · + 1 is even” are true iﬀ the number of ones is even. Let φ be the sequence
where φn is the version of that sentence with 2n ones. If the reasoner starts writing
a probability near 100% in the φn cell by day n at the latest, then intuitively, she has
begun incorporating the pattern into her beliefs, and we say that she is assigning
high probabilities to φ in a timely manner.
We can visualize ourselves as taking P’s belief states, sorting them by φ on one
axis and days on another, and then looking at the main diagonal of cells, to check
the probability of each φn on day n. Checking the nth sentence on the nth day is a
rather arbitrary choice, and we might hope that a good reasoner would assign high
probabilities to e.c. sequences of theorems at a faster rate than that. It is easy to
show that this is the case, by the closure properties of eﬃcient computability. For
example, if φ is an e.c. sequence of theorems, then so are φ2n and φ2n+1 , which each
enumerate half of φ at twice the speed, so by Theorem 4.2.1 (Provability Induction),
P will eventually learn to believe φ at a rate of at least two per day. Similarly, P
25
172

Communal Assembly Paper

www.daifture.org

will learn to believe φ3n and φn2 and φ10n3 +3 in a timely manner, and so on. Thus,
up to polynomial transformations, it doesn’t really matter which diagonal we check
when checking whether a logical inductor has begun “noticing a pattern”.
Furthermore, we will show that if P assigns the correct probability on the main
diagonal, then P also learns to keep them there:
Theorem 4.2.3 (Persistence of Knowledge). Let φ be an e.c. sequence of sentences,
and p be an e.c. sequence of rational-number probabilities. If P∞ (φn ) hn pn , then
sup |Pm (φn ) − pn | hn 0.

m≥n

Furthermore, if P∞ (φn ) .n pn , then
sup Pm (φn ) .n pn ,
m≥n

and if P∞ (φn ) &n pn , then
inf Pm (φn ) &n pn .

m≥n

(Proof in: B.6.)

In other words, if P assigns p to φ in the limit, then P learns to assign probability
near pn to φn at all times m ≥ n. This theorem paired with the closure properties
of the set of eﬃciently computable sequences means that checking the probability of
φn on the nth day is a ﬁne way to check whether P has begun recognizing a pattern
encoded by φ. As such, we invite the reader to be on the lookout for statements
of the form Pn (φn ) as signs that P is recognizing a pattern, often in a way that
outpaces the underlying deductive process.
Theorems 4.2.1 (Provability Induction) and 4.2.3 (Persistence of Knowledge)
only apply when the pattern of limiting probabilities is itself eﬃciently computable.
For example, consider the sequence of sentences

πAeq7 := “π[Ack(n, n)] = 7” n∈N+

where π[i] is the ith digit in the decimal expansion of π and Ack is the Ackermann
function. Each individual sentence is decidable, so the limiting probabilities are 0
for some πAeq7n and 1 for others. But that pattern of 1s and 0s is not eﬃciently
computable (assuming there is no eﬃcient way to predict the Ackermann digits of
π), so provability induction has nothing to say on the topic.
In cases where the pattern of limiting probabilities are not e.c., we can still
show that if P is going to make its probabilities follow a certain pattern eventually,
then it learns to make its probabilities follow that pattern in a timely manner. For
instance, assume that each individual sentence πAeq7n (for n > 4) is going to spend
a long time sitting at 10% probability before eventually being resolved to either 1
or 0. Then P will learn to assign Pn (πAeq7n ) ≈ 0.1 in a timely manner:

Theorem 4.2.4 (Preemptive Learning). Let φ be an e.c. sequence of sentences.
Then
lim inf Pn (φn ) = lim inf sup Pm (φn ).
n→∞

n→∞ m≥n

Furthermore,
lim sup Pn (φn ) = lim sup inf Pm (φn ).
n→∞

n→∞ m≥n

(Proof in: B.3.)

Let’s unpack Theorem 4.2.4. The quantity supm≥n Pm (φn ) is an upper bound
on the price Pm (φn ) on or after day n, which we can interpret as the highest price
tag that that P will ever put on φn after we ﬁrst start checking it on n. We can
imagine a sequence of these values: On day n, we start watching φn . As time goes
on, its price travels up and down until eventually settling somewhere. This happens
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for each n. The limit inﬁmum of supm≥n Pm (φn ) is the greatest lower bound p past
which a generic φn (for n large) will deﬁnitely be pushed after we started watching it.
Preemptive Learning says that if P always eventually pushes φn up to a probability
at least p, then it will learn to assign each φn a probability at least p in a timely
manner (and similarly for least upper bounds).
For example, if each individual πAeq7n is eventually recognized as a claim about
digits of π and placed at probability 10% for a long time before being resolved, then
P learns to assign it probability 10% on the main diagonal. In general, if P is going
to learn a pattern eventually, it learns it in a timely manner.
This leaves open the question of whether a logical inductor P is smart enough to
recognize that the πAeq7 should each have probability 10% before they are settled
(assuming the Ackermann digits of π are hard to predict). We will return to that
question in Section 4.4, but ﬁrst, we examine the reverse question.

4.3

Calibration and Unbiasedness

Theorem 4.2.1 (Provability Induction) shows that logical inductors are good at
detecting patterns in what is provable. Next, we ask: when a logical inductor
learns a pattern, when must that pattern be real? In common parlance, a source of
probabilistic estimates is called well calibrated if among statements where it assigns
a probability near p, the estimates are correct with frequency roughly p.
In the case of reasoning under logical uncertainty, measuring calibration is not
easy. Consider the sequence clusters constructed from correlated clusters of size 1,
10, 100, 1000, . . . , where the truth value of each cluster is determined by the parity
of a late digit of π:
clusters1
clusters2 :↔ · · · :↔ clusters11
clusters12 :↔ · · · :↔ clusters111
clusters112 :↔ · · · :↔ clusters1111

:↔“π[Ack(1, 1)]
:↔“π[Ack(2, 2)]
:↔“π[Ack(3, 3)]
:↔“π[Ack(4, 4)]

is
is
is
is

even”
even”
even”
even”

and so on. A reasoner who can’t predict the parity of the Ackermann digits of π
should assign 50% (marginal) probability to any individual clustersn for n large.
But consider what happens if the 9th cluster turns out to be true, and the next
billion sentences are all true. A reasoner who assigned 50% to those billion sentences was assigning the right probabilities, but their calibration is abysmal: on the
billionth day, they have assigned 50% probability a billion sentences that were overwhelmingly true. And if the 12th cluster comes up false, then on the trillionth day,
they have assigned 50% probability to a trillion sentences that were overwhelmingly
false! In cases like these, the frequency of truth oscillates eternally, and the good
reasoner only appears well-calibrated on the rare days where it crosses 50%.
The natural way to correct for correlations such as these is to check P’s conditional probabilities instead of its marginal probabilities. This doesn’t work very
well in our setting, because given a logical sentence φ, the quantity that we care
about will almost always be the marginal probability of φ. The reason we deal
with sequences is because that lets us show that φ has reasonable probabilities
relative to various related sentences. For example, if φ := “prg(32) = 17”, then
we can use our theorems to relate the probability of φ to the probability of the
sequence (“prg(n) = 17”)n∈N+ , and to the sequence (“prg(32) = n”)n∈N+ , and to
the sequence (“prg(n) > n”)n∈N+ , and so on, to show that φ eventually has reasonable beliefs about prg (hopefully before P has the resources to simply evaluate prg
on input 32). But at the end of the day, we’ll want to reason about the marginal
probability of φ itself. In this case, approximately-well-calibrated conditional probabilities wouldn’t buy us much: there are 2n−1 possible truth assignments to the ﬁrst
n − 1 elements of φ, so if we try to compute the marginal probability of φn from
all the diﬀerent conditional probabilities, exponentially many small errors would
render the answer useless. Furthermore, intuitively, if φ is utterly unpredictable to
P, then the probabilities of all the diﬀerent truth assignments to φ≤n−1 will go to
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0 as n gets large, which means the conditional probabilities won’t necessarily be
reasonable. (In Section 4.4 will formalize a notion of pseudorandomness.)
Despite these diﬃculties, we can recover some good calibration properties on
the marginal probabilities if we either (a) restrict our consideration to sequences
where the average frequency of truth converges; or (b) look at subsequences of φ
where P has “good feedback” about the truth values of previous elements of the
subsequence, in a manner deﬁned below.
To state our ﬁrst calibration property, we will deﬁne two diﬀerent sorts of indicator functions that will prove useful in many diﬀerent contexts.
Definition 4.3.1 (Theorem Indicator). Given a sentence φ, define ThmΓ (φ) to be
1 if Γ ⊢ φ and 0 otherwise.
Definition 4.3.2 (Continuous Threshold Indicator). Let δ > 0 be a rational number, and x and y be real numbers. We then define

0
if x ≤ y



x−y
Indδ (x > y) :=
if
y <x≤y+δ

δ


1
if
y + δ < x.
Notice that Indδ (x > y) has no false positives, and that it is linear in the region
between y and y + δ. We define Indδ (x < y) analogously, and we define
Indδ (a < x < b) := min(Indδ (x > a), Indδ (x < b)).
Observe that we can generalize this definition to the case where x and y are expressible features, in which case Indδ (x > y) is an expressible [0, 1]-feature.
Now we can state our calibration theorem.
Theorem 4.3.3 (Recurring Calibration). Let φ be an e.c. sequence of decidable
sentences, a and b be rational
P numbers, δ be an e.c. sequence of positive rational
numbers, and suppose that n Indδi (a < Pi (φi ) < b) i∈N+ = ∞. Then, if the sequence
!
P
i≤n Indδi (a < Pi (φi ) < b) · ThmΓ (φi )
P
i≤n Indδi (a < Pi (φi ) < b)
+
n∈N

converges, it converges to a point in [a, b]. Furthermore, if it diverges, it has a limit
point in [a, b].
(Proof in: D.3.)

Roughly, this says that if Pn (φn ) ≈ 80% inﬁnitely often, then if we look at the
subsequence where it’s 80%, the limiting frequency of truth on that subsequence is
80% (if it converges).
In colloquial terms, on subsequences where P says 80% and it makes sense to
talk about the frequency of truth, the frequency of truth is 80%, i.e., P isn’t seeing
shadows. If the frequency of truth diverges—as in the case with clusters—then P is
still well-calibrated inﬁnitely often, but its calibration might still appear abysmal
at times (if they can’t predict the swings).
Note that calibration alone is not a very strong property: a reasoner can always
cheat to improve their calibration (i.e., by assigning probability 80% to things that
they’re sure are true, in order to bring up the average truth of their “80%” predictions). What we really want is some notion of “unbiasedness”, which says that
there is no eﬃcient method for detecting a predictable bias in a logical inductor’s
beliefs. This is something we can get on sequences where the limiting frequency of
truth converges, though again, if the limiting frequency of truth diverges, all we can
guarantee is a limit point.
+

Definition 4.3.4 (Divergent Weighting). A divergentPweighting w ∈ [0, 1]N is
an infinite sequence of real numbers in [0, 1], such that n wn = ∞.
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Note that divergent weightings have codomain [0, 1] as opposed to {0, 1}, meaning
the weightings may single out fuzzy subsets of the sequence. For purposes of intuition, imagine that w is a sequence of 0s and 1s, in which case each w can be
interpreted as a subsequence. The constraint that the wn sum to ∞ ensures that
this subsequence is inﬁnite.
Definition 4.3.5 (Generable From P). A sequence of rational numbers q is called
generable from P if there exists an e.c. EF-progression q † such that qn† (P) = qn
for all n. In this case we say that q is P-generable. P-generable R-sequences,
Q-combination sequences, and R-combination sequences are defined analogously.
Divergent weightings generable from P are fuzzy subsequences that are allowed
to depend continuously (via expressible market features) on the market history. For
example, the sequence (Ind0.01 (Pn (φn ) > 0.5))n∈N+ is a P-generable sequence that
singles out all times n when Pn (φn ) is greater than 50%. Note that the set of
P-generable divergent weightings is larger than the set of e.c. divergent weightings,
as the P-generable weightings are allowed to vary continuously with the market
prices.
Theorem 4.3.6 (Recurring Unbiasedness). Given an e.c. sequence of decidable
sentences φ and a P-generable divergent weighting w, the sequence
P
i≤n wi · (Pi (φi ) − ThmΓ (φi ))
P
i≤n wi

has 0 as a limit point. In particular, if it converges, it converges to 0.

(Proof in: D.2.)

Letting w = (1, 1, . . .), this theorem says that the diﬀerence between the average
probability Pn (φn ) and the average frequency of truth is 0 inﬁnitely often (and 0 always, if the latter converges). Letting each wn be Indδ (a < Pn (φn ) < b), we recover
Theorem 4.3.3 (Recurring Calibration). In general, the fraction in Theorem 4.3.6
can be interpreted as a measure of the “bias” of P on the fuzzy subsequence of φ
singled out by w. Then this theorem says that P is unbiased on all P-generable
subsequences where the frequency of truth converges (and unbiased inﬁnitely often
on subsequences where it diverges). Thus, if an e.c. sequence of sentences can be
decomposed (by any P-generable weighting) into subsequences where the frequency
of truth converges, then P learns to assign probabilities such that there is no eﬃcient
method for detecting a predictable bias in its beliefs.
However, not every sequence can be broken down into well-behaved subsequences
by a P-generable divergent weighting (if, for example, the truth values move “pseudorandomly” in correlated clusters, as in the case of clusters). In these cases, it
is natural to wonder whether there are any conditions where P will be unbiased
anyway. Below, we show that the bias converges to zero whenever the weighting w
is sparse enough that P can gather suﬃcient feedback about φn in between guesses:
Definition 4.3.7 (Deferral Function). A function f : N+ → N+ is called a deferral function if
1. f (n) > n for all n, and
2. f (n) can be computed in time polynomial in f (n), i.e., if there is some algorithm and a polynomial function h such that for all n, the algorithm computes
f (n) within h(f (n)) steps.
If f is a deferral function, we say that f defers n to f (n).
Theorem 4.3.8 (Unbiasedness From Feedback). Let φ be any e.c. sequence of
decidable sentences, and w be any P-generable divergent weighting. If there exists a
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strictly increasing deferral function f such that the support of w is contained in the
image of f and ThmΓ (φf (n) ) is computable in O(f (n + 1)) time, then
P
i≤n wi · (Pi (φi ) − ThmΓ (φi ))
P
hn 0.
i≤n wi
In this case, we say “w allows good feedback on φ”.

(Proof in: D.5.)

In other words, P is unbiased on any subsequence of the data where a polynomialtime machine can ﬁgure out how the previous elements of the subsequence turned
out before P is forced to predict the next one. This is perhaps the best we can
hope for: On ill-behaved sequences such as clusters, where the frequency of truth
diverges and (most likely) no polynomial-time algorithm can predict the jumps, the
Pn (φn ) might be pure guesswork.
So how well does P perform on sequences like clusters? To answer, we turn
to the question of how P behaves in the face of sequences that it ﬁnds utterly
unpredictable.

4.4

Learning Statistical Patterns

Consider the digits in the decimal expansion of π. A good reasoner thinking about
the 101,000,000 th digit of π, in lieu of any eﬃcient method for predicting the digit
before they must make their prediction, should assign roughly 10% probability to
that digit being a 7. We will now show that logical inductors learn statistical
patterns of this form.
To formalize this claim, we need some way of formalizing the idea that a sequence
is “apparently random” to a reasoner. Intuitively, this notion must be deﬁned
relative to a speciﬁc reasoner’s computational limitations. After all, the digits of
π are perfectly deterministic; they only appear random to a reasoner who lacks
the resources to compute them. Roughly speaking, we will deﬁne a sequence to be
pseudorandom (relative to P) if there is no e.c. way to single out any one subsequence
that is more likely true than any other subsequence, not even using expressions
written in terms of the market prices (by way of expressible features):
Definition 4.4.1 (Pseudorandom Sequence). Given a set S of divergent weightings
(Definition 4.3.4), a sequence φ of decidable sentences is called pseudorandom
with frequency p over S if, for all weightings w ∈ S,
P
i≤n wi · ThmΓ (φi )
P
lim
n→∞
i≤n wi
exists and is equal to p.

Note that if the sequence φ is actually randomly generated (say, by adding
(c1 , c2 , . . .) to the language of Γ, and tossing a coin weighted with probability p
towards heads for each i, to determine whether to add ci or ¬ci as an axiom) then
φ is pseudorandom with frequency p almost surely.5 Now:
Theorem 4.4.2 (Learning Pseudorandom Frequencies). Let φ be an e.c. sequence
of decidable sentences. If φ is pseudorandom with frequency p over the set of all
P-generable divergent weightings, then
Pn (φn ) hn p.
(Proof in: 6.4 or D.8.)
5. Note that actually adding randomness to Γ in this fashion is not allowed, because
we assumed that the axioms of Γ are recursively enumerable. It is possible to construct a
logical inductor that has access to a source of randomness, by adding one bit of randomness
to the market each day, but that topic is beyond the scope of this paper.
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For example, consider again the sequence πAeq7 where the nth element says
that the Ack(n, n)th decimal digit of π is a 7. The individual πAeq7n statements
are easy to write down (i.e., eﬃciently computable), but each one is diﬃcult to
decide. Assuming there’s no good way to predict the Ackermann digits of π using a
P-generable divergent weighting, P will assign probability 10% to each πAeq7n in a
timely manner, while it waits for the resources to determine whether the sentence
is true or false. Of course, on each individual πAeq7n , P’s probability will go to 0
or 1 eventually, i.e., limm→∞ Pm (πAeq7n ) ∈ {0, 1}.
Theorem 4.4.2 still tells us nothing about how P handles clusters (deﬁned above),
because the frequency of truth in that sequence diverges, so it does not count as
pseudorandom by the above deﬁnition. To handle this case we will weaken our
notion of pseudorandomness, so that it includes more sequences, yielding a stronger
theorem. We will do this by allowing sequences to count as pseudorandom so long
as the limiting frequency of truth converges on “independent subsequences” where
the n + 1st element of the subsequence doesn’t come until after the nth element can
be decided, as described below. Refer to Garrabrant, Soares, and Taylor (2016) for
a discussion of why this is a good way to broaden the set of sequences that count
as pseudorandom.
Definition 4.4.3 (f -Patient Divergent Weighting). Let f be a deferral function.
We say that a divergent weighting w is f -patient if there is some constant C such
that, for all n,
f (n)
X
wi (P) ≤ C
i=n

In other words, w is f -patient if the weight it places between days n and f (n) is
bounded.

While we are at it, we will also strengthen Theorem 4.4.2 in three additional
ways: we will allow the probabilities on the sentences to vary with time, and with
the market prices, and we will generalize hn to &n and .n .
Definition 4.4.4 (Varied Pseudorandom Sequence). Given a deferral function f ,
a set S of f -patient divergent weightings, an e.c. sequence φ of Γ-decidable sentences, and a P-generable sequence p of rational probabilities, φ is called a p-varied
pseudorandom sequence (relative to S) if, for all w ∈ S,
P
i≤n wi · (pi − ThmΓ (φi ))
P
hn 0.
i≤n wi
Furthermore, we can replace hn with &n or .n , in which case we say φ is varied
pseudorandom above p or varied pseudorandom below p, respectively.

Theorem 4.4.5 (Learning Varied Pseudorandom Frequencies). Given an e.c. sequence φ of Γ-decidable sentences and a P-generable sequence p of rational probabilities, if there exists some f such that φ is p-varied pseudorandom (relative to all
f -patient P-generable divergent weightings), then
Pn (φn ) hn pn .
Furthermore, if φ is varied pseudorandom above or below p, then the hn may be
replaced with &n or .n (respectively).
(Proof in: D.7.)
Thus we see that P does learn to assign marginal probabilities Pn (clustersn ) ≈ 0.5,
assuming the Ackermann digits of π are actually diﬃcult to predict. Note that while
Theorem 4.4.5 requires each pn to be rational, the fact that the theorem is generalized to varied pseudorandom above/below sequences means that Theorem 4.4.5 is
a strict generalization of Theorem 4.4.2 (Learning Pseudorandom Frequencies).
In short, Theorem 4.4.5 shows that logical inductors reliably learn in a timely
manner to recognize appropriate statistical patterns, whenever those patterns
(which may vary over time and with the market prices) are the best available method
for predicting the sequence using P-generable methods.
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4.5

Learning Logical Relationships

Most of the above properties discuss the ability of a logical inductor to recognize
patterns in a single sequence—for example, they recognize e.c. sequences of theorems
in a timely manner, and they fall back on the appropriate statistical summaries in
the face of pseudorandomness. We will now examine the ability of logical inductors
to learn relationships between sequences.
Let us return to the example of the computer program prg which outputs either
0, 1, or 2 on all inputs, but for which this cannot be proven in general by Γ.
Theorem 4.2.1 (Provability Induction) says that the pattern

prg012 := “prg(n) = 0 ∨ prg(n) = 1 ∨ prg(n) = 2” n∈N+

will be learned, in the sense that P will assign each prg012n a probability near 1 in
a timely manner. But what about the following three individual sequences?

prg0 := “prg(n) = 0” n∈N+

prg1 := “prg(n) = 1” n∈N+

prg2 := “prg(n) = 2” n∈N+

None of the three sequences is a sequence of only theorems, so provability induction
does not have much to say. If they are utterly pseudorandom relative to r, then Theorem 4.4.5 (Learning Varied Pseudorandom Frequencies) says that P will fall back
on the appropriate statistical summary, but that tells us little in cases where there
are predictable non-conclusive patterns (e.g., if prg(i) is more likely to output 2
when helper(i) outputs 17). In fact, if P is doing good reasoning, the probabilities
on the (prg0n , prg1n , prg2n ) triplet ought to shift, as P gains new knowledge about
related facts and updates its beliefs. How could we tell if those intermediate beliefs
were reasonable?
One way is to check their sum. If P believes that prg(i) ∈ {0, 1, 2} and it knows
how disjunction works, then it should be the case that whenever Pn (prg012t ) ≈ 1,
Pn (prg0t ) + Pn (prg1t ) + Pn (prg2t ) ≈ 1. And this is precisely the case. In fact,
logical inductors recognize mutual exclusion between eﬃciently computable tuples
of any size, in a timely manner:
Theorem 4.5.1 (Learning Exclusive-Exhaustive Relationships). Let φ1 , . . . , φk be
k e.c. sequences of sentences, such that for all n, Γ proves that φ1n , . . . , φkn are
exclusive and exhaustive (i.e. exactly one of them is true). Then
Pn (φ1n ) + · · · + Pn (φkn ) hn 1.
Proof sketch.

(Proof in: C.11.)

Consider the trader that acts as follows. On day n, they check the prices
of φ1n . . . φkn . If the sum of the prices is higher (lower) than 1 by some
ﬁxed threshold ε > 0, they sell (buy) a share of each, wait until the
values of the shares are the same in every plausible world, and make a
proﬁt of ε. (It is guaranteed that eventually, in every plausible world
exactly one of the shares will be valued at 1.) If the sum goes above 1+ε
(below 1 − ε) on the main diagonal inﬁnitely often, this trader exploits
P. Logical inductors are inexploitable, so it must be the case that the
sum of the prices goes to 1 along the main diagonal.
This theorem suggests that logical inductors are good at learning to assign probabilities that respect logical relationships between related sentences. To show that
this is true in full generality, we will generalize Theorem 4.5.1 to any linear inequalities that hold between the actual truth-values of diﬀerent sentences.
First, we deﬁne the following convention:
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Convention 4.5.2 (Constraint). An R-combination A can be viewed as a constraint, in which case we say that a valuation V satisfies the constraint if
V(A) ≥ 0.
For example, the constraint
AND := −2 + φ + ψ
says that both φ and ψ are true, and it is satisﬁed by W iﬀ W(φ) = W(ψ) = 1. As
another example, the pair of constraints
XOR := (1 − φ − ψ, φ + ψ − 1)
say that exactly one of φ and ψ is true, and are satisﬁed by P7 iﬀ P7 (φ) + P7 (ψ) = 1.
Definition 4.5.3 (Bounded Combination Sequence). By BCS(P) (mnemonic:
bounded combination sequences) we denote the set of all P-generable Rcombination sequences A that are bounded, in the sense that there exists some bound
b such that kAn k1 ≤ b for all n, where k−k1 includes the trailing coefficient.
Theorem 4.5.4 (Aﬃne Provability Induction). Let A ∈ BCS(P) and b ∈ R. If, for
all consistent worlds W ∈ PC(Γ) and all n ∈ N+ , it is the case that W(An ) ≥ b,
then
Pn (An ) &n b,
and similarly for = and hn , and for ≤ and .n .

(Proof in: C.2.)

For example, consider the constraint sequence
A := 1 − prg0n − prg1n − prg2n



n∈N+

For all n and all consistent worlds W ∈ PC(Γ), the value W(An ) is 0, so applying
Theorem 4.5.5 to A, we get that Pn (An ) hn 0. By linearity, this means
Pn (prg0n ) + Pn (prg1n ) + Pn (prg2n ) hn 1,
i.e., P learns that the three sequences are mutually exclusive and exhaustive in a
timely manner, regardless of how diﬃcult prg is to evaluate. Aﬃne Provability
Induction is a generalization of this idea, where the coeﬃcients may vary (day by
day, and with the market prices).
We can push this idea further, as follows:
Theorem 4.5.5 (Aﬃne Coherence). Let A ∈ BCS(P). Then
lim inf

inf

n→∞ W∈PC(Γ)

W(An ) ≤ lim inf P∞ (An ) ≤ lim inf Pn (An ),
n→∞

n→∞

and
lim sup Pn (An ) ≤ lim sup P∞ (An ) ≤ lim sup
n→∞

n→∞

sup

W(An ).

n→∞ W∈PC(Γ)

(Proof in: C.1.)

This theorem ties the ground truth on A, to the value of A in the limit, to the value
of A on the main diagonal. In words, it says that if all consistent worlds value An
in (a, b) for n large, then P∞ values An in (c, d) ⊆ (a, b) for n large (because P∞ is a
weighted mixture of all consistent worlds), and P learns to assign probabilities such
that Pn (An ) ∈ (c, d) in a timely manner. In colloquial terms, P learns in a timely
manner to respect all linear inequalities that actually hold between sentences, so
long as those relationships can be enumerated in polynomial time.
For example, if helper(i)=err always implies prg(i)=0, P will learn this pattern, and start assigning probabilities to Pn (“prg(n)=0”) which are no lower than
33
180

Communal Assembly Paper

www.daifture.org

those of Pn (“helper(n)=err”). In general, if a series of sentences obey some complicated linear inequalities, then so long as those constraints can be written down
in polynomial time, P will learn the pattern, and start assigning probabilities that
respect those constraints in a timely manner.
This doesn’t mean that P will assign the correct values (0 or 1) to each sentence
in a timely manner; that would be impossible for a deductively limited reasoner.
Rather, P’s probabilities will start satisfying the constraints in a timely manner.
For example, imagine a set of complex constraints holds between seven sequences,
such that exactly three sentences in each septuplet are true, but it’s diﬃcult to tell
which three. Then P will learn this pattern, and start ensuring that its probabilities
on each septuplet sum to 3, even if it can’t yet assign particularly high probabilities
to the correct three.
If we watch an individual septuplet as P reasons, other constraints will push the
probabilities on those seven sentences up and down. One sentence might be refuted
and have its probability go to zero. Another might get a boost when P discovers
that it’s likely implied by a high-probability sentence. Another might take a hit
when P discovers it likely implies a low-probability sentence. Throughout all this,
Theorem 4.5.5 says that P will ensure that the seven probabilities always sum to
≈ 3. P’s beliefs on any given day arise from this interplay of many constraints,
inductively learned.
Observe that Aﬃne Coherence is a direct generalization of Theorem 4.2.1 (Provability Induction). One way to interpret this theorem is that it says that P is very
good at learning inductively to predict long-running computations. Given any e.c.
sequence of statements about the computation, if they are true then P learns to
believe them in a timely manner, and if they are false then P learns to disbelieve
them in a timely manner, and if they are related by logical constraints (such as by
exclusivity or implication) to some other e.c. sequence of statements, then P learns
to make its probabilities respect those constraints in a timely manner. This is one
of the main reasons why we think this class of algorithms deserves the name of
“logical inductor”.
Aﬃne Coherence can also be interpreted as an approximate coherence condition
on the ﬁnite belief-states of P. It says that if a certain relationship among truth
values is going to hold in the future, then P learns to make that relationship hold
approximately in its probabilities, in a timely manner.6
In fact, we can use this idea to strengthen every theorem in sections 4.2-4.4, as
below. (Readers without interest in the strengthened theorems are invited to skip
to Section 4.6.)
Affine Strengthenings
Observe that Theorem 4.5.4 (Aﬃne Provability Induction) is a strengthening of
Theorem 4.2.1 (Provability Induction).
Theorem 4.5.6 (Persistence of Aﬃne Knowledge). Let A ∈ BCS(P). Then
lim inf inf Pm (An ) = lim inf P∞ (An )
n→∞ m≥n

n→∞

and
lim sup sup Pm (An ) = lim sup P∞ (An ).
n→∞ m≥n

n→∞

(Proof in: B.5.)
6. Another notion of approximate coherence goes by the name of “inductive coherence”
(Garrabrant, Fallenstein, et al. 2016). A reasoner is called inductively coherent if (1)
Pn (⊥) hn 0; (2) Pn (φn ) converges whenever φ is eﬃciently computable and each φn
provably implies φn+1 ; and (3) for all eﬃciently computable sequences of provably mutually
exclusive and exhaustive triplets (φn , ψn , χn ), Pn (φn )+Pn (ψn )+Pn (χn ) hn 1. Garrabrant,
Fallenstein, et al. show that inductive coherence implies coherence in the limit, and argue
that this is a good notion of approximate coherence. Theorems 4.1.2 (Limit Coherence)
and 4.5.5 (Aﬃne Coherence) imply inductive coherence, and indeed, logical induction is a
much stronger notion.
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To see that this is a generalization of Theorem 4.2.3 (Persistence of Knowledge), it
might help to ﬁrst replace A with a sequence p of rational probabilities.
Theorem 4.5.7 (Aﬃne Preemptive Learning). Let A ∈ BCS(P). Then
lim inf Pn (An ) = lim inf sup Pm (An )
n→∞

n→∞ m≥n

and
lim sup Pn (An ) = lim sup inf Pm (An ) .
n→∞ m≥n

n→∞

(Proof in: B.2.)

Definition 4.5.8 (Determined via Γ). We say that a R-combination A is determined via Γ if, in all worlds W ∈ PC(Γ), the value W(A) is equal. Let ValΓ (A)
denote this value.
Similarly, a sequence A of R-combinations is said to be determined via Γ if An
is determined via Γ for all n.
Theorem 4.5.9 (Aﬃne Recurring Unbiasedness). If A ∈ BCS(P) is determined
via Γ, and w is a P-generable divergent weighting,
P
i≤n wi · (Pi (Ai ) − ValΓ (Ai ))
P
i≤n wi
has 0 as a limit point. In particular, if it converges, it converges to 0.

(Proof

in: D.1.)

Theorem 4.5.10 (Aﬃne Unbiasedness from Feedback). Given A ∈ BCS(P) that is
determined via Γ, a strictly increasing deferral function f such that ValΓ (An ) can
be computed in time O(f (n + 1)), and a P-generable divergent weighting w such that
the support of w is contained in the image of f ,
P
i≤n wi · (Pi (Ai ) − ValΓ (Ai ))
P
hn 0.
i≤n wi
In this case, we say “w allows good feedback on A”.

(Proof in: D.4.)

Theorem 4.5.11 (Learning Pseudorandom Aﬃne Sequences). Given a A ∈ BCS(P)
which is determined via Γ, if there exists deferral function f such that for any
P-generable f -patient divergent weighting w,
P
i≤n wi · ValΓ (Ai )
P
&n 0,
i≤n wi

then

Pn (An ) &n 0,
and similarly for hn , and .n .

4.6

(Proof in: D.6.)

Non-Dogmatism

Cromwell’s rule says that a reasoner should not assign extreme probabilities (0
or 1) except when applied to statements that are logically true or false. The rule
was named by Lindley (1991), in light of the fact that Bayes’ theorem says that a
Bayesian reasoner can never update away from probabilities 0 or 1, and in reference
to the famous plea:
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I beseech you, in the bowels of Christ, think it possible that you may be
mistaken.
– Oliver Cromwell
The obvious generalization of Cromwell’s rule to a setting where a reasoner is uncertain about logic is that they also should not assign extreme probabilities to sentences
that have not yet been proven or disproven. Logical inductors do not satisfy this
rule, as evidenced by the following theorem:
Theorem 4.6.1 (Closure under Finite Perturbations). Let P and P′ be markets
with Pn = P′n for all but finitely many n. Then P is a logical inductor if and only
(Proof in: G.7.)
if P′ is a logical inductor.
This means that we can take a logical inductor, completely ruin its beliefs on the
23rd day (e.g., by setting P23 (φ) = 0 for all φ), and it will still be a logical inductor.
Nevertheless, there is still a sense in which logical inductors are non-dogmatic, and
can “think it possible that they may be mistaken”:
Theorem 4.6.2 (Non-Dogmatism). If Γ 0 φ then P∞ (φ) < 1, and if Γ 0 ¬φ then
P∞ (φ) > 0.
Proof sketch.

(Proof in: G.4.)

Consider a trader that watches φ and buys whenever it gets low, as
follows. The trader starts with $1. They spend their ﬁrst 50 cents when
Pn (φ) < 1/2, purchasing one share. They spend their next 25 cents when
Pn (φ) < 1/4, purchasing another share. They keep waiting for Pn (φ) to
drop low enough that they can spend the next half of their initial wealth
to buy one more share. Because φ is independent, there always remains
at least one world W such that W(φ) = 1, so if Pn (φ) → 0 as n → ∞ then
their maximum plausible proﬁts are $1 + $1 + $1 +. . . which diverges,
and they exploit the market. Thus, P∞ (φ) must be bounded away from
zero.
In other words, if φ is independent from Γ, then P’s beliefs about φ won’t get
stuck converging to 0 or 1. By Theorem 4.6.1 (Closure under Finite Perturbations),
P may occasionally jump to unwarranted conclusions—believing with “100% certainty”, say, that Euclid’s ﬁfth postulate follows from the ﬁrst four—but it always
corrects these errors, and eventually develops conservative beliefs about independent
sentences.
Theorem 4.6.2 guarantees that P will be reasonable about independent sentences,
but it doesn’t guarantee reasonable beliefs about theories, because theories can
require inﬁnitely many axioms. For example, let Γ be a theory of pure ﬁrst-order
logic, and imagine that the language L has a free binary relation symbol “ ∈ ”.
Now consider the sequence ZFCaxioms of ﬁrst-order axioms of Zermelo-Fraenkel
set theory (ZFC) which say to interpret “ ∈ ” in the set-theoretic way, and note that
ZFCaxioms is inﬁnite. Each individual sentence ZFCaxiomsn is consistent with
ﬁrst-order logic, but if P∞ ’s odds on each axiom were 50:50 and independent, then
it would say that the probability of them all being true simultaneously was zero.
Fortunately, for any computably enumerable sequence of sentences that are mutually
consistent, P∞ assigns positive probability to them all being simultaneously true.
Theorem 4.6.3 (Uniform Non-Dogmatism). For any computably enumerable sequence of sentences φ such that Γ ∪ φ is consistent, there is a constant ε > 0 such
that for all n,
P∞ (φn ) ≥ ε.
(Proof in: G.2.)

If φn is the conjunction of the ﬁrst n axioms of ZFC, Theorem 4.6.3 shows that P∞
assigns positive probability to theories in which the symbol “ ∈ ” satisﬁes all axioms
of ZFC (assuming ZFC is consistent).
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Reasoning about individual sentences again, we can put bounds on how far each
sentence φ is bounded away from 0 and 1, in terms of the preﬁx complexity κ(φ) of
φ, i.e., the length of the shortest preﬁx that causes a ﬁxed universal Turing machine
to output φ.7
Theorem 4.6.4 (Occam Bounds). There exists a fixed positive constant C such
that for any sentence φ with prefix complexity κ(φ), if Γ 0 ¬φ, then
P∞ (φ) ≥ C2−κ(φ) ,
and if Γ 0 φ, then
P∞ (φ) ≤ 1 − C2−κ(φ) .
(Proof in: G.3.)

This means that if we add a sequence of constant symbols (c1 , c2 , . . .) not mentioned in Γ to the language L, then P’s beliefs about statements involving those
constants will depend on the complexity of the claim. Roughly speaking, if you ask
after the probability of a claim like “c1 = 10 ∧ c2 = 7 ∧ . . . ∧ cn = −3” then the
answer will be no lower than the probability that a simplicity prior assigns to the
shortest program that outputs (10, 7, . . . , −3).
In fact, the probability may be a fair bit higher, if the claim is part of a particularly simple sequence of sentences. In other words, logical inductors can be used to
reason about empirical uncertainty as well as logical uncertainty, by using P∞ as a
full-ﬂedged sequence predictor:
Theorem 4.6.5 (Domination of the Universal Semimeasure). Let (b1 , b2 , . . .) be a
sequence of zero-arity predicate symbols in L not mentioned in Γ, and let σ≤n =
(σ1 , . . . , σn ) be any finite bitstring. Define
P∞ (σ≤n ) := P∞ (“(b1 ↔ σ1 = 1) ∧ (b2 ↔ σ2 = 1) ∧ . . . ∧ (bn ↔ σn = 1)”),
such that, for example, P∞ (01101) = P∞ (“¬b1 ∧ b2 ∧ b3 ∧ ¬b4 ∧ b5 ”). Let M be
a universal continuous semimeasure. Then there is some positive constant C such
that for any finite bitstring σ≤n ,
P∞ (σ≤n ) ≥ C · M (σ≤n ).
(Proof in: G.5.)

In other words, logical inductors can be viewed as a computable approximation to
a normalized probability distribution that dominates the universal semimeasure. In
fact, this dominance is strict:
Theorem 4.6.6 (Strict Domination of the Universal Semimeasure). The universal
continuous semimeasure does not dominate P∞ ; that is, for any positive constant C
there is some finite bitstring σ≤n such that
P∞ (σ≤n ) > C · M (σ≤n ).
(Proof in: G.6.)

In particular, by Theorem 4.6.3 (Uniform Non-Dogmatism), logical inductors assign positive probability to the set of all completions of theories like PA and ZFC,
7. We use preﬁx complexity (the length of the shortest preﬁx that causes a UTM to
output φ) instead of Kolmogorov complexity (the length of the shortest complete program
that causes a UTM to output φ) because it makes the proof slightly easier. (And, in the
opinion of the authors, preﬁx complexity is the more natural concept.) Both types of
complexity are deﬁned relative to an arbitrary choice of universal Turing machine (UTM),
but our theorems hold for every logical inductor regardless of the choice of UTM, because
changing the UTM only amounts to changing the constant terms by some ﬁxed amount.
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whereas universal semimeasures do not. This is why we can’t construct approximately coherent beliefs about logic by ﬁxing an enumeration of logical sentences
and conditioning a universal semimeasure on more axioms of Peano arithmetic each
day: the probabilities that the semimeasure assigns to those conjunctions must go
to zero, so the conditional probabilities may misbehave. (If this were not the case,
it would be possible to sample a complete extension of Peano arithmetic with positive probability, because universal semimeasures are approximable from below; but
this is impossible. See the proof of Theorem 4.6.6 for details.) While P∞ is limitcomputable, it is not approximable from below, so it can and does outperform the
universal semimeasure when reasoning about arithmetical claims.

4.7

Conditionals

One way to interpret Theorem 4.6.5 (Domination of the Universal Semimeasure)
is that when we condition P∞ on independent sentences about which it knows
nothing, it performs empirical (scientiﬁc) induction. We will now show that when
we condition P, it also performs logical induction.
In probability theory, it is common to discuss conditional probabilities such as
Pr(A | B) := Pr(A ∧ B)/Pr(B) (for any B with Pr(B) > 0), where Pr(A | B)
is interpreted as the probability of A restricted to worlds where B is true. In
the domain of logical uncertainty, we can deﬁne conditional probabilities in the
analogous way:
Definition 4.7.1 (Conditional Probability). Let φ and ψ be sentences, and let V
be a valuation with V(ψ) > 0. Then we define

V(φ ∧ ψ)/V(ψ) if V(φ ∧ ψ) < V(ψ)
V(φ | ψ) :=
1
otherwise.
Given a valuation sequence V, we define
V(− | ψ) := (V1 (− | ψ), V2 (− | ψ), . . .).
Deﬁning V(φ | ψ) to be 1 if V(ψ) = 0 is nonstandard, but convenient for our theorem
statements and proofs. The reader is welcome to ignore the conditional probabilities
in cases where V(ψ) = 0, or to justify our deﬁnition from the principle of explosion
(which says that from a contradiction, anything follows). This deﬁnition also caps
V(φ | ψ) at 1, which is necessary because there’s no guarantee that V knows that
φ ∧ ψ should have a lower probability than ψ. For example, if it takes P more than
17 days to learn how “∧” interacts with φ and ψ, then it might be the case that
P17 (φ ∧ ψ) = 0.12 and P17 (ψ) = 0.01, in which case the uncapped “conditional
probability” of φ ∧ ψ given ψ according to P17 would be twelve hundred percent.
This fact doesn’t exactly induce conﬁdence in P(− | ψ). Nevertheless, we have
the following theorem:
Theorem 4.7.2 (Closure Under Conditioning). The sequence P(− | ψ) is a logical
inductor over Γ ∪ {ψ}. Furthermore, given any efficiently computable sequence ψ
of sentences, the sequence
(P1 (− | ψ1 ), P2 (− | ψ1 ∧ ψ2 ), P3 (− | ψ1 ∧ ψ2 ∧ ψ3 ), . . .) ,
where the nth pricing is conditioned on the first n sentences in ψ, is a logical inductor
over Γ ∪ {ψi | i ∈ N+ }.
(Proof in: G.8.)
In other words, if we condition logical inductors on logical sentences, the result
is still a logical inductor, and so the conditional probabilities of a logical inductor
continues to satisfy all the desirable properties satisﬁed by all logical inductors. This
also means that one can obtain a logical inductor for Peano arithmetic by starting
with a logical inductor over an empty theory, and conditioning it on PA.
With that idea in mind, we will now begin examining questions about logical
inductors that assume Γ can represent computable functions, such as questions
about P’s beliefs about Γ, computer programs, and itself.
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4.8

Expectations

In probability theory, it is common to ask the expected (average) value of a variable
that takes on diﬀerent values in diﬀerent possible worlds. Emboldened by our
success with conditional probabilities, we will now deﬁne a notion of the expected
values of logical variables, and show that these are also fairly well-behaved. This
machinery will be useful later when we ask logical inductors for their beliefs about
themselves.
We begin by deﬁning a notion of logically uncertain variables, which play a
role analogous to the role of random variables in probability theory. For the sake of
brevity, we will restrict our attention to logically uncertain variables with their value
in [0, 1]; it is easy enough to extend this notion to a notion of arbitrary bounded realvalued logically uncertain variables. (It does, however, require carrying a variable’s
bounds around everywhere, which makes the notation cumbersome.)
To deﬁne logically uncertain variables, we will need to assume that Γ is capable
of representing rational numbers and proving things about them. Later, we will
use expected values to construct sentences that talk about things like the expected
outputs of a computer program. Thus, in this section and in the remainder of
Section 4, we will assume that Γ can represent computable functions.
Definition 4.8.1 (Logically Uncertain Variable). A logically uncertain variable, abbreviated LUV, is any formula X free in one variable that defines a unique
value via Γ, in the sense that
Γ ⊢ ∃x : (X(x) ∧ ∀x′ : X(x′ ) → x′ = x).
We refer to that value as the value of X. If Γ proves that the value of X is in [0, 1],
we call X a [0, 1]-LUV.
Given a [0, 1]-LUV X and a consistent world W ∈ PC(Γ), the value of X in
W is defined to be
W(X) := sup {x ∈ [0, 1] | W(“X ≥ x”) = 1} .
In other words, W(X) is the supremum of values that do not exceed X according to
W. (This rather roundabout definition is necessary in cases where W assigns X a
non-standard value.)
We write U for the set of all [0, 1]-LUVs. When manipulating logically uncertain
variables, we use shorthand like “X < 0.5” for “∀x : X(x) → x < 0.5”. See Section 2
for details.
As an example, Half := “ν = 0.5” is a LUV, where the unique real number that
makes Half true is rather obvious. A more complicated LUV is
TwinPrime := “1 if the twin prime conjecture is true, 0 otherwise”;
this is a deterministic quantity (assuming Γ actually proves the twin prime conjecture one way or the other), but it’s reasonable for a limited reasoner to be uncertain
about the value of that quantity. In general, if f : N+ → [0, 1] is a computable function then “f (7)” is a LUV, because “f (7)” is shorthand for the formula “γf (7, ν)”,
where γf is the predicate of Γ representing f .
With LUVs in hand, we can deﬁne a notion of P’s expected value for a LUV X
on day n with precision k. The obvious idea is to take the sum
lim

k→∞

k−1
X
i=0

i
Pn (“i/k < X ≤ (i + 1)/k”).
k

However, if Pn hasn’t yet ﬁgured out that X pins down a unique value, then it
might put high probability on X being in multiple diﬀerent intervals, and the simple integral of a [0, 1]-valued LUV could fall outside the [0, 1] interval. This is a
nuisance when we want to treat the expectations of [0, 1]-LUVs as other [0, 1]-LUVs,
39
186

Communal Assembly Paper

www.daifture.org

so instead, we will deﬁne expectations using an analog of a cumulative distribution
function. In probability theory, the expectation of a [0, 1]-valued random variable
R1
V with density function ρV is given by E(V ) = 0 x · ρV (x)dx. We can rewrite this
using integration by parts as
Z 1
E(V ) =
Pr(V > x)dx.
0

This motivates the following deﬁnition of expectations for LUVs:
Definition 4.8.2 (Expectation). For a given valuation V, we define the approximate expectation operator EV
k for V with precision k by
EV
k (X) :=

k−1
X
i=0

1
V(“X > i/k”).
k

where X is a [0, 1]-LUV.
This has the desirable property that EV
k (X) ∈ [0, 1], because V(−) ∈ [0, 1].
We will often want to take a limit of EPkn (X) as both k and n approach ∞. We
hereby make the fairly arbitrary choice to focus on the case k = n for simplicity,
adopting the shorthand
En := EPnn .
In other words, when we examine how a logical inductor’s expectations change
on a sequence of sentences over time, we will (arbitrarily) consider approximate
expectations that gain in precision at a rate of one unit per day.
We will now show that the expectation operator En possesses properties that
make it worthy of that name.
Theorem 4.8.3 (Expectations Converge). The limit E∞ : S → [0, 1] defined by
E∞ (X) := lim En (X)
n→∞

exists for all X ∈ U.

(Proof in: E.4.)

Note that E∞ (X) might not be rational.
Because P∞ deﬁnes a probability measure over PC(Γ), E∞ (X) is the average
value of W(X) across all consistent worlds (weighted by P∞ ). In other words, every
LUV X can be seen as a random variable with respect to the measure P∞ , and E∞
acts as the standard expectation operator on P∞ . Furthermore,
Theorem 4.8.4 (Linearity of Expectation). Let a, b be bounded P-generable sequences of rational numbers, and let X, Y , and Z be e.c. sequences of [0, 1]-LUVs.
If we have Γ ⊢ Zn = an Xn + bn Yn for all n, then
an En (Xn ) + bn En (Yn ) hn En (Zn ).
(Proof in: E.9.)

For our next result, we want a LUV which can be proven to take value 1 if φ is
true and 0 otherwise.
Definition 4.8.5 (Indicator LUV). For any sentence φ, we define its indicator
LUV by the formula
1(φ) := “(φ ∧ (ν = 1)) ∨ (¬φ ∧ (ν = 0))”.
Observe that 1(φ)(1) is equivalent to φ, and 1(φ)(0) is equivalent to ¬φ.
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Theorem 4.8.6 (Expectations of Indicators). Let φ be an e.c. sequence of sentences.
Then
En (1(φn )) hn Pn (φn ).
(Proof in: E.10.)

In colloquial terms, Theorem 4.8.6 says that a logical inductor learns that asking
for the expected value of 1(φ) is the same as asking for the probability of φ.
To further demonstrate that expectations work as expected, we will show that
they satisfy generalized versions of all theorems proven in sections 4.2-4.5. (Readers
without interest in the versions of those theorems for expectations are invited to
skip to Section 4.9.)
Collected Theorems for Expectations
Definition 4.8.7 (LUV Valuation). A LUV valuation is any function U : U →
V
+
[0, 1]. Note that EV
n and E∞ are LUV valuations for any valuation V and n ∈ N ,
and that every world W ∈ PC(Γ) is a LUV valuation.
Definition 4.8.8 (LUV Combination). An F -LUV-combination B : U ∪ {1} →
Fn is an affine expression of the form
B := c + α1 X1 + · · · + αk Xk ,
where (X1 , . . . , Xk ) are [0, 1]-LUVs and (c, α1 , . . . , αk ) are in F . An EF -LUVcombination, an R-LUV-combination, and a Q-LUV-combination are defined similarly.
The following concepts are all defined analogously to how they are defined for
sentence combinations: B[1], B[X], rank(B), U(B) for any LUV valuation U, F LUV-combination progressions, EF -LUV-combination progressions, and
P-generable LUV-combination sequences. (See definitions 3.4.6 and 4.3.5 for details.)
Definition 4.8.9 (Bounded LUV-Combination Sequence). By BLCS(P)
(mnemonic: bounded LUV-combination sequences) we denote the set of
all P-generable R-LUV-combination sequences B that are bounded, in the sense
that there exists some bound b such that kBn k1 ≤ b for all n, where k−k1 includes
the trailing coefficient.
Theorem 4.8.10 (Expectation Provability Induction). Let B ∈ BLCS(P) and
b ∈ R. If, for all consistent worlds W ∈ PC(Γ) and all n ∈ N+ , it is the case that
W(Bn ) ≥ b, then
En (Bn ) &n b,
and similarly for = and hn , and for ≤ and .n .
(Proof in: E.8.)
Theorem 4.8.11 (Expectation Coherence). Let B ∈ BLCS(P). Then
lim inf

inf

n→∞ W∈PC(Γ)

W(Bn ) ≤ lim inf E∞ (Bn ) ≤ lim inf En (Bn ),
n→∞

n→∞

and
lim sup En (Bn ) ≤ lim sup E∞ (Bn ) ≤ lim sup
n→∞

n→∞

sup

W(Bn ).

n→∞ W∈PC(Γ)

(Proof in: E.7.)

Theorem 4.8.12 (Persistence of Expectation Knowledge). Let B ∈ BLCS(P).
Then
lim inf inf Em (Bn ) = lim inf E∞ (Bn )
n→∞ m≥n

n→∞

and
lim sup sup Em (Bn ) = lim sup E∞ (Bn ).
n→∞ m≥n

n→∞

(Proof in: E.6.)
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Theorem 4.8.13 (Expectation Preemptive Learning). Let B ∈ BLCS(P). Then
lim inf En (Bn ) = lim inf sup Em (Bn )
n→∞

n→∞ m≥n

and
lim sup En (Bn ) = lim sup inf Em (Bn ) .
n→∞ m≥n

n→∞

(Proof in: E.3.)

Definition 4.8.14 (Determined via Γ (for LUV-Combinations)). We say that a RLUV-combination B is determined via Γ if, in all worlds W ∈ PC(Γ), the value
W(B) is equal. Let ValΓ (B) denote this value.
Similarly, a sequence B of R-LUV-combinations is said to be determined via Γ
if Bn is determined via Γ for all n.
Theorem 4.8.15 (Expectation Recurring Unbiasedness). If B ∈ BLCS(P) is determined via Γ, and w is a P-generable divergent weighting weighting such that the
support of w is contained in the image of f ,
P
i≤n wi · (Ei (Bi ) − ValΓ (Bi ))
P
i≤n wi
has 0 as a limit point. In particular, if it converges, it converges to 0.

Theorem 4.8.16 (Expectation Unbiasedness From Feedback). Given B ∈
BLCS(P) that is determined via Γ, a strictly increasing deferral function f such
that ValΓ (An ) can be computed in time O(f (n + 1)), and a P-generable divergent
weighting w,
P
i≤n wi · (Ei (Bi ) − ValΓ (Bi ))
P
hn 0.
i≤n wi
In this case, we say “w allows good feedback on B”.

(Proof in: E.12.)

Theorem 4.8.17 (Learning Pseudorandom LUV Sequences). Given a B ∈
BLCS(P) which is determined via Γ, if there exists a deferral function f such that
for any P-generable f -patient divergent weighting w,
P
i≤n wi · ValΓ (Bi )
P
&n 0,
i≤n wi

then

En (Bn ) &n 0.
(Proof in: E.13.)

4.9

Trust in Consistency

The theorems above all support the hypothesis that logical inductors develop reasonable beliefs about logic. One might then wonder what a logical inductor has to
say about some of the classic questions in meta-mathematics. For example, what
does a logical inductor over PA say about the consistency of Peano arithmetic?
Definition 4.9.1 (Consistency Statement). Given a recursively axiomatizable theory Γ′ , define the n-consistency statement of Γ′ to be the formula with one free
variable ν such that
Con(Γ′ )(ν) := “There is no proof of ⊥ from Γ′ with ν or fewer symbols”,
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written in L using a Gödel encoding. For instance, Con(PA)(“ Ack(10, 10)”) says
that any proof of ⊥ from PA requires at least Ack(10, 10) symbols.
We further define “Γ′ is consistent” to be the universal generalization
“∀n : there is no proof of ⊥ from Γ′ in n or fewer symbols”,
and “Γ′ is inconsistent” for its negation.
Theorem 4.9.2 (Belief in Finitistic Consistency). Let f be any computable function. Then
Pn (Con(Γ)(“f (n)”)) hn 1.
(Proof in: C.4.)

In other words, if Γ is in fact consistent, then P learns to trust it for arbitrary ﬁnite
amounts of time. For any fast-growing function f you can name, P eventually learns
to believe Γ is consistent for proofs of length at most f (n), by day n at the latest.
In colloquial terms, if we take a logical inductor over PA and show it a computable
function f that, on each input n, tries a new method for ﬁnding an inconsistency
in PA, then the logical inductor will stare at the function for a while and eventually
conclude that it’s not going to succeed (by learning to assign low probability to f (n)
proving ⊥ from PA by day n at the latest, regardless of how long f runs). That is
to say, a logical inductor over PA learns to trust Peano arithmetic inductively.
By the same mechanism, a logical inductor over Γ can learn inductively to
trust the consistency of any consistent theory, including consistent theories that are
stronger than Γ (in the sense that they can prove Γ consistent):
Theorem 4.9.3 (Belief in the Consistency of a Stronger Theory). Let Γ′ be any
recursively axiomatizable consistent theory. Then
Pn (Con(Γ′ )(“f (n)”)) hn 1.
(Proof in: C.5.)

For instance, a logical inductor over PA can learn inductively to trust the consistency
of ZFC for ﬁnite proofs of arbitrary length (assuming ZFC is in fact consistent).
These two theorems alone are unimpressive. Any algorithm that assumes consistency until proven otherwise can satisfy these theorems, and because every inconsistent theory admits a ﬁnite proof of inconsistency, those naïve algorithms will
disbelieve any inconsistent theory eventually. But those algorithms will still believe
inconsistent theories for quite a long time, whereas logical inductors learn to distrust
inconsistent theories in a timely manner:
Theorem 4.9.4 (Disbelief in Inconsistent Theories). Let Γ′ be an e.c. sequence of
recursively axiomatizable inconsistent theories. Then
Pn (“Γ′n is inconsistent”) hn 1,
so

Pn (“Γ′n is consistent”) hn 0.
(Proof in: C.6.)

In other words, logical inductors learn in a timely manner to distrust inconsistent
theories that can be eﬃciently named, even if the shortest proofs of inconsistency
are very long.
Note that Theorem 4.9.2 (Belief in Finitistic Consistency) does not say
P∞ (“Γ is consistent”)
is equal to 1, nor even that it’s particularly high. On the contrary, by Theorem 4.6.2
(Non-Dogmatism), the limiting probability on that sentence is bounded away from
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0 and 1 (because both that sentence and its negation are consistent with Γ). Intuitively, D never reveals evidence against the existence of non-standard numbers,
so P remains open to the possibility. This is important for Theorem 4.7.2 (Closure
Under Conditioning), which say that logical inductors can safely be conditioned on
any sequence of statements that are consistent with Γ, but it also means that P will
not give an aﬃrmative answer to the question of whether PA is consistent in full
generality.
In colloquial terms, if you hand a logical inductor any particular computation, it
will tell you that that computation isn’t going to output a proof ⊥ from the axioms
of PA, but if you ask whether PA is consistent in general, it will start waxing
philosophical about non-standard numbers and independent sentences—not unlike
a human philosopher.
A reasonable objection here is that Theorem 4.9.2 (Belief in Finitistic Consistency) is not talking about the consistency of the Peano axioms, it’s talking about
computations that search for proofs of contradiction from PA. This is precisely
correct, and brings us to our next topic.

4.10

Reasoning about Halting

Consider the famous halting problem of Turing (1936). Turing proved that there
is no general algorithm for determining whether or not an arbitrary computation
halts. Let’s examine what happens when we confront logical inductors with the
halting problem.
Theorem 4.10.1 (Learning of Halting Patterns). Let m be an e.c. sequence of
Turing machines, and x be an e.c. sequence of bitstrings, such that mn halts on
input xn for all n. Then
Pn (“mn halts on input xn ”) hn 1.
(Proof in: C.7.)

Note that the individual Turing machines do not need to have fast runtime. All
that is required is that the sequence m be eﬃciently computable, i.e., it must be
possible to write out the source code specifying mn in time polynomial in n. The
runtime of an individual mn is immaterial for our purposes. So long as the mn all
halt on the corresponding xn , P recognizes the pattern and learns to assign high
probability to “mn halts on input xn ” no later than the nth day.
Of course, this is not so hard on its own—a function that assigns probability 1
to everything also satisﬁes this property. The real trick is separating the halting
machines from the non-halting ones. This is harder. It is easy enough to show that
P learns to recognize e.c. sequences of machines that provably fail to halt:
Theorem 4.10.2 (Learning of Provable Non-Halting Patterns). Let q be an e.c.
sequence of Turing machines, and y be an e.c. sequence of bitstrings, such that qn
provably fails to halt on input yn for all n. Then
Pn (“qn halts on input yn ”) hn 0.
(Proof in: C.8.)

Of course, it’s not too diﬃcult to disbelieve that the provably-halting machines
will halt; what makes the above theorem non-trivial is that P learns in a timely
manner to expect that those machines won’t halt. Together, the two theorems
above say that if there is any eﬃcient method for generating computer programs
that deﬁnitively either halt or don’t (according to Γ) then P will learn the pattern.
The above two theorems only apply to cases where Γ can prove that the machine
either halts or doesn’t. The more interesting case is the one where a Turing machine q fails to halt on input y, but Γ is not strong enough to prove this fact. In this
case, P∞ ’s probability of q halting on input y is positive, by Theorem 4.6.2 (Non–
Dogmatism). Nevertheless, P still learns to stop expecting that those machines will
halt after any reasonable amount of time:
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Theorem 4.10.3 (Learning not to Anticipate Halting). Let q be an e.c. sequence
of Turing machines, and let y be an e.c. sequence of bitstrings, such that qn does
not halt on input yn for any n. Let f be any computable function. Then
Pn (“qn halts on input yn within f (n) steps”) hn 0.
(Proof in: C.9.)

For example, let y be an enumeration of all bitstrings, and let q be the constant
sequence (q, q, . . .) where q is a Turing machine that does not halt on any input. If
Γ cannot prove this fact, then P will never be able to attain certainty about claims
that say q fails to halt, but by Theorem 4.10.3, it still learns to expect that q will
run longer than any computable function you can name. In colloquial terms, while
P won’t become certain that non-halting machines don’t halt (which is impossible),
it will put them in the “don’t hold your breath” category (along with some longrunning machines that do halt, of course).
These theorems can be interpreted as justifying the intuitions that many computer scientists have long held towards the halting problem: It is impossible to tell
whether or not a Turing machine halts in full generality, but for large classes of
well-behaved computer programs (such as e.c. sequences of halting programs and
provably non-halting programs) it’s quite possible to develop reasonable and accurate beliefs. The boundary between machines that compute fast-growing functions
and machines that never halt is diﬃcult to distinguish, but even in those cases,
it’s easy to learn to stop expecting those machines to halt within any reasonable
amount of time. (See also the work of Calude and Stay [2008] for other formal
results backing up this intuition.)
One possible objection here is that the crux of the halting problem (and of the
Γ-trust problem) are not about making good predictions, they are about handling
diagonalization and paradoxes of self-reference. Gödel’s incompleteness theorem
constructs a sentence that says “there is no proof of this sentence from the axioms
of PA”, and Turing’s proof of the undecidability of the halting problem constructs
a machine which halts iﬀ some other machine thinks it loops. P learning to trust Γ
is diﬀerent altogether from P learning to trust itself. So let us turn to the topic of
P’s beliefs about P.

4.11

Introspection

Because we’re assuming Γ can represent computable functions, we can write sentences describing the beliefs of P at diﬀerent times. What happens when we ask P
about sentences that refer to itself?
For instance, consider a sentence ψ := “Pn (φ) > 0.7” for some speciﬁc n and
φ, where P’s beliefs about ψ should depend on what its beliefs about φ are on the
nth day. Will P ﬁgure this out and get the probabilities right on day n? For any
particular φ and n it’s hard to say, because it depends on whether P has learned
how ψ relates to P and φ yet. If however we take an e.c. sequence of ψ which all
say “φ will have probability greater than 0.7 on day n” with n varying, then we can
guarantee that P will learn the pattern, and start having accurate beliefs about its
own beliefs:
Theorem 4.11.1 (Introspection). Let φ be an e.c. sequence of sentences, and a,
b be P-generable sequences of probabilities. Then, for any e.c. sequence of positive
rationals δ → 0, there exists a sequence of positive rationals ε → 0 such that for all
n:
1. if Pn (φn ) ∈ (an + δn , bn − δn ), then
Pn (“an < Pn (φn ) < bn ”) > 1 − εn ,
2. if Pn (φn ) ∈
/ (an − δn , bn + δn ), then
Pn (“an < Pn (φn ) < bn ”) < εn .
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(Proof in: F.1.)

In other words, for any pattern in P’s beliefs that can be eﬃciently written down
(such as “P’s probabilities on φ are between a and b on these days”), P learns to
believe the pattern if it’s true, and to disbelieve it if it’s false (with vanishing error).
At a ﬁrst glance, this sort of self-reﬂection may seem to make logical inductors
vulnerable to paradox. For example, consider the sequence of sentences
χ0.5 := (“Pn (χn0.5 ) < 0.5”)n∈N+
such that χ0.5
n is true iﬀ P assigns it a probability less than 50% on day n. Such
a sequence can be deﬁned by Gödel’s diagonal lemma. These sentences are probabilistic versions of the classic “liar sentence”, which has caused quite a ruckus in
the setting of formal logic (Grim 1991; McGee 1990; Glanzberg 2001; Gupta and
Belnap 1993; Eklund 2002). Because our setting is probabilistic, it’s perhaps most
closely related to the “unexpected hanging” paradox—χ0.5
n is true iﬀ P thinks it is
unlikely on day n. How do logical inductors handle this sort of paradox?
Theorem 4.11.2 (Paradox Resistance). Fix a rational p ∈ (0, 1), and define an
e.c. sequence of “paradoxical sentences” χp satisfying


Γ ⊢ χpn ↔ Pn (χpn ) < p
for all n. Then

lim Pn (χpn ) = p.

n→∞

(Proof in: F.2.)

A logical inductor responds to paradoxical sentences χp by assigning probabilities
that converge on p. For example, if the sentences say “P will assign me a probability
less than 80% on day n”, then Pn (once it has learned the pattern) starts assigning
probabilities extremely close to 80%—so close that traders can’t tell if it’s slightly
above or slightly below. By Theorem 4.3.6 (Recurring Unbiasedness), the frequency
of truth in χp≤n will have a limit point at 0.8 as n → ∞, and by the deﬁnition of
logical induction, there will be no eﬃciently expressible method for identifying a
bias in the price.
Let us spend a bit of time understanding this result. After day n, χ0.8
n is “easy”
to get right, at least for someone with enough computing power to compute Pn (χ0.8
n )
to the necessary precision (it will wind up very close to 0.8 for large n). Before day
n, we can interpret the probability of χ0.8
n as the price of a share that’s going to
pay out $1 if the price on day n is less than 80¢, and $0 otherwise. What’s the
value of this share? Insofar as the price on day n is going to be low, the value is
high; insofar as the price is going to be high, the value is low. So what actually
happens on the nth day? Smart traders buy χ0.8
n if its price is lower than 80¢, and
sell it if its price is higher than 80¢. By the continuity constraints on the traders,
each one has a price at which they stop buying χ0.8
n , and Theorem 4.11.2 (Paradox
Resistance) tells us that the stable price exists extremely close to 80¢. Intuitively,
it must be so close that traders can’t tell which way it’s going to go, biased on the
low side, so that it looks 80% likely to be below and 20% likely to be above to any
eﬃcient inspection. For if the probability seemed more than 80% likely to be below,
traders would buy; and if it seemed anymore than 20% likely to be above, traders
would sell.
To visualize this, imagine that your friend owns a high-precision brain-scanner
and can read oﬀ your beliefs. Imagine they ask you what probability you assign
to the claim “you will assign probability <80% to this claim at precisely 10am
tomorrow”. As 10am approaches, what happens to your belief in this claim? If you
become extremely conﬁdent that it’s going to be true, then your conﬁdence should
drop. But if you become fairly conﬁdent it’s going to be false, then your conﬁdence
should spike. Thus, your probabilities should oscillate, pushing your belief so close
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to 80% that you’re not quite sure which way the brain scanner will actually call it.
In response to a paradoxical claim, this is exactly how P behaves, once it’s learned
how the paradoxical sentences work.
Thus, logical inductors have reasonable beliefs about their own beliefs even in
the face of paradox. We can further show that logical inductors have “introspective
access” to their own beliefs and expectations, via the medium of logically uncertain
variables:
Theorem 4.11.3 (Expectations of Probabilities). Let φ be an efficiently computable
sequence of sentences. Then
Pn (φn ) hn En (“Pn (φn )”).
(Proof in: F.3.)

Theorem 4.11.4 (Iterated Expectations). Suppose X is an efficiently computable
sequence of LUVs. Then
En (Xn ) hn En (“En (Xn )”).
(Proof in: F.4.)

Next, we turn our attention to the question of what a logical inductor believes
about its future beliefs.

4.12

Self-Trust

The coherence conditions of classical probability theory guarantee that a probabilistic reasoner trusts their future beliefs, whenever their beliefs change in response to
new empirical observations. For example, if a reasoner Pr(−) knows that tomorrow they’ll see some evidence e that will convince them that Miss Scarlet was the
murderer, then they already believe that she was the murderer today:
Pr(Scarlet) = Pr(Scarlet | e)Pr(e) + Pr(Scarlet | ¬e)Pr(¬e).
In colloquial terms, this says “my current beliefs are already a mixture of my expected future beliefs, weighted by the probability of the evidence that I expect to
see.”
Logical inductors obey similar coherence conditions with respect to their future
beliefs, with the diﬀerence being that a logical inductor updates its belief by gaining
more knowledge about logical facts, both by observing an ongoing process of deduction and by thinking for longer periods of time. Thus, the self-trust properties of a
logical inductor follow a slightly diﬀerent pattern:
Theorem 4.12.1 (Expected Future Expectations). Let f be a deferral function (as
per Definition 4.3.7), and let X denote an e.c. sequence of [0, 1]-LUVs. Then
En (Xn ) hn En (“Ef (n) (Xn )”).
(Proof in: F.5.)

Roughly speaking, Theorem 4.12.1 says that a logical inductor’s current expectation
of X on day n is already equal to its expected value of X in f (n) days. In particular,
it learns in a timely manner to set its current expectations equal to its future
expectations on any LUV. In colloquial terms, once a logical inductor has ﬁgured
out how expectations work, it will never say “I currently believe that the X variables
have low values, but tomorrow I’m going to learn that they have high values”.
Logical inductors already expect today what they expect to expect tomorrow.
It follows immediately from theorems 4.12.1 (Expected Future Expectations)
and 4.8.6 (Expectations of Indicators) that the current beliefs of a logical inductor
are set, in a timely manner, to equal their future expected beliefs.
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Theorem 4.12.2 (No Expected Net Update). Let f be a deferral function, and let
φ be an e.c. sequence of sentences. Then
Pn (φn ) hn En (“Pf (n) (φn )”).
(Proof in: F.6.)

In particular, if P knows that its future self is going to assign some sequence p of
probabilities to φ, then it starts assigning p to φ in a timely manner.
Theorem 4.12.1 (Expected Future Expectations) can be generalized to cases
where the LUV on day n is multiplied by an expressible feature:
Theorem 4.12.3 (No Expected Net Update under Conditionals). Let f be a deferral function, and let X denote an e.c. sequence of [0, 1]-LUVs, and let w denote
a P-generable sequence of real numbers in [0, 1]. Then
En (“Xn · w f (n) ”) hn En (“Ef (n) (Xn ) · w f (n) ”).
(Proof in: F.7.)

To see why Theorem 4.12.3 is interesting, it helps to imagine the case where X is a
series of bundles of goods and services, and wn is Indδn (Ef (n) (Xn ) > 0.7) for some
sequence of rational numbers δ → 0, as per Deﬁnition 4.3.2. This value is 1 if P
will expect the nth bundle to be worth more than 70¢ on day f (n), and 0 otherwise,
and intermediate if the case isn’t quite clear. Then


 
En “X n · Indδn Ef (n) (X n ) > 0.7 ”
can be interpreted as P’s expected value of the bundle on day n, in cases where
P is going to think it’s worth at least 70¢ on day f (n). Now assume that
Indδn (Ef (n) (Xn )) > 0 and divide it out of both sides, in which case the theorem
roughly says
Enow (X | Elater (X) > 0.7) h Enow (Elater (X) | Elater (X) > 0.7),
which says that P’s expected value of the bundle now, given that it’s going to think
the bundle has a value of at least 70¢ later, is equal to whatever it expects to think
later, conditioned on thinking later that the bundle is worth at least 70¢.
Combining this idea with indicator functions, we get the following theorem:
Theorem 4.12.4 (Self-Trust). Let f be a deferral function, φ be an e.c. sequence of
sentences, δ be an e.c. sequence of positive rational numbers, and p be a P-generable
sequence of rational probabilities. Then


 


 
En “1(φn ) · Indδn Pf (n) (φn ) > pn ” &n pn · En “Indδn Pf (n) (φn ) > pn ” .

(Proof in: F.8.)

Very roughly speaking, if we squint at Theorem 4.12.4, it says something like
Enow (φ | Plater (φ) > p) & p,
i.e., if we ask P what it would believe about φ now if it learned that it was going
to believe φ with probability at least p in the future, then it will answer with a
probability that is at least p.
As a matter of fact, Theorem 4.12.4 actually says something slightly weaker,
which is also more desirable. Let each φn be the self-referential sentence
“Pf (n) (φn ) < 0.5” which says that the future Pf (n) will assign probability less than
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0.5 to φn . Then, conditional on Pf (n) (φn ) ≥ 0.5, Pn should believe that the probability of φn is 0. And indeed, this is what a logical inductor will do:


Pn “φn ∧ (Pf (n) (φn ) ≥ 0.5)” hn 0,

by Theorem 4.2.3 (Persistence of Knowledge), because each of those conjunctions is
disprovable. This is why Theorem 4.12.4 uses continuous indicator functions: With
discrete conjunctions, the result would be undesirable (not to mention false).
What Theorem 4.12.4 says is that P attains self-trust of the “if in the future
I will believe x is very likely, then it must be because x is very likely” variety,
while retaining the ability to think it can outperform its future self’s beliefs when
its future self confronts paradoxes. In colloquial terms, if we ask “what’s your
probability on the paradoxical sentence φn given that your future self believes it
with probability exactly 0.5?” then P will answer “very low”, but if we ask “what’s
your probability on the paradoxical sentence φn given that your future self believes
it with probability extremely close to 0.5?” then P will answer “roughly 0.5.”
Still speaking roughly, this means that logical inductors trust their future beliefs
to be accurate and only change for good reasons. Theorem 4.12.4 says that if you
ask “what’s the probability of φ, given that in the future you’re going to believe it’s
more than 95% likely?” then you’ll get an answer that’s no less than 0.95, even if
the logical inductor currently thinks that φ is unlikely.

5

Construction

In this section, we show how given any deductive process D, we can construct a
computable belief sequence, called LIA, that satisﬁes the logical induction criterion
relative to D. Roughly speaking, LIA works by simulating an economy of traders
and using Brouwer’s ﬁxed point theorem to set market prices such that no trader
can exploit the market relative to D.
We will build LIA from three subroutines called MarketMaker, Budgeter, and
TradingFirm. Intuitively, MarketMaker will be an algorithm that sets market prices
by anticipating what a single trader is about to do, Budgeter will be an algorithm
for altering a trader to stay within a certain budget, and TradingFirm will be an
algorithm that uses Budgeter to combine together an inﬁnite sequence of carefully
chosen e.c. traders (via a sum calculable in ﬁnite time) into a single trader that
exploits a given market if any e.c. trader exploits that market. Then, LIA will work
by using MarketMaker to make a market not exploitable by TradingFirm and hence
not exploitable by any e.c. trader, thereby satisfying the logical induction criterion.
To begin, we will need a few basic data types for our subroutines to pass around:
Definition 5.0.1 (Belief History). An n-belief history P≤n = (P1 , . . . , Pn ) is a
finite list of belief states of length n.
Definition 5.0.2 (Strategy History). An n-strategy history T≤n = (T1 , . . . , Tn )
is a finite list of trading strategies of length n, where Ti is an i-strategy.
Definition 5.0.3 (Support). For any valuation V we define
Support(V) := {φ ∈ S | V(φ) 6= 0},
and for any n-strategy Tn we define
Support(Tn ) := {φ ∈ S | Tn [φ] 6≡ 0}.
Observe that for any belief state P and any n-strategy Tn , Support(P) and
Support(Tn ) are computable from the finite lists representing P and Tn .
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5.1

Constructing MarketMaker

Here we deﬁne the MarketMaker subroutine and establish its key properties. Intuitively, given any trader T as input, on each day n, MarketMaker looks at the
trading strategy Tn and the valuations P≤n−1 output by MarketMaker on previous
days. It then uses an approximate ﬁxed point (guaranteed to exist by Brouwer’s
ﬁxed point theorem) that sets prices Pn for that day such that when the trader’s
strategy Tn reacts to the prices, the resulting trade Tn (P≤n ) earns at most a very
small positive amount of value in any world. Intuitively, the ﬁxed point ﬁnds the
trader’s “fair prices”, such that they abstain from betting, except possibly to buy
sentences at a price very close to $1 or sell them at a price very close to $0, thereby
guaranteeing that very little value can be gained from the trade.
Lemma 5.1.1 (Fixed Point Lemma). Let Tn be any n-strategy, and let P≤n−1 be
any (n−1)-belief history. There exists a valuation V with Support(V) ⊆ Support(Tn )
such that
for all worlds W ∈ W: W (Tn (P≤n−1 , V)) ≤ 0.
(5.1.1)
Proof. We will use Brouwer’s ﬁxed point theorem to ﬁnd “prices” V such that Tn
only ever buys shares for $1 or sells them for $0, so it cannot make a proﬁt in
any world. Intuitively, we do this by making a “price adjustment” mapping called
ﬁx that moves prices toward 1 or 0 (respectively) as long as Tn would buy or sell
(respectively) any shares at those prices, and ﬁnding a ﬁxed point of that mapping.
First, we let S ′ = Support(Tn ) and focus on the set
V ′ := {V | Support(V) ⊆ S ′ }.
Observe that V ′ is equal to the natural inclusion of the ﬁnite-dimensional cube
′
[0, 1]S in the space of all valuations V = [0, 1]S . We now deﬁne our “price adjustment” function ﬁx : V ′ → V ′ as follows:
ﬁx(V)(φ) := max(0, min(1, V(φ) + T (P≤n−1 , V)[φ])).
This map has the odd property that it adds prices and trade volumes, but it does the
trick. Notice that ﬁx is a function from the compact, convex space V ′ to itself, so if it
is continuous, it satisﬁes the antecedent of Brouwer’s ﬁxed point theorem. Observe
that ﬁx is in fact continuous, because trade strategies are continuous. Indeed, we
required that trade strategies be continuous for precisely this purpose. Thus, by
Brouwer’s ﬁxed point theorem, ﬁx has at least one ﬁxed point Vfix that satisﬁes, for
all sentences φ ∈ S ′ ,
Vfix (φ) = max(0, min(1, Vfix (φ) + Tn (P≤n−1 , Vfix )[φ])).
Fix a world W and observe from this equation that if Tn buys some shares of φ ∈ S ′
at these prices, i.e. if Tn (P≤n−1 , Vfix )[φ] > 0, then Vfix (φ) = 1, and in particular,
W(φ)−Vfix (φ) ≤ 0. Similarly, if Tn sells some shares of φ, i.e. if Tn (P≤n , Vfix )[φ] < 0,
then Vfix (φ) = 0, so W(φ) − Vfix (φ) ≥ 0. In either case, we have
0 ≥ (W(φ) − Vfix (φ)) · Tn (P≤n−1 , Vfix )[φ]
since the two factors always have opposite sign (or at least one factor is 0). Summing
over all φ, remembering that Tn (V≤n )[φ] = 0 for φ ∈
/ S ′ , gives
X
0≥
(W(φ) − Vfix (φ)) · Tn (P≤n−1 , Vfix )[φ]
φ∈S

= W(Tn (P≤n , Vfix )) − Vfix (Tn (P≤n−1 , Vfix ))

since the values of the “cash” terms W(Tn (P≤n , Vfix )[1]) and Vfix (Tn (P≤n , Vfix )[1])
are by deﬁnition both equal to Tn (P≤n , Vfix )[1] and therefore cancel. But
Vfix (Tn (P≤n−1 , Vfix )) = 0
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by deﬁnition of a trading strategy, so for any world W, we have
0 ≥ W(Tn (P≤n−1 , Vfix )).
Definition/Proposition 5.1.2 (MarketMaker). There exists a computable function, henceforth named MarketMaker, satisfying the following definition. Given
as input any n ∈ N+ , any n-strategy Tn , and any (n − 1)-belief history P≤n−1 ,
MarketMakern (Tn , P≤n−1 ) returns a belief state P with Support(P) ⊆ Support(Tn )
such that
for all worlds W ∈ W: W(Tn (P≤n−1 , P)) ≤ 2−n .
(5.1.2)
Proof. Essentially, we will ﬁnd a rational approximation P to the ﬁxed point Vfix
in the previous lemma, by brute force search. This requires some care, because the
set of all worlds is uncountably inﬁnite.
First, given Tn and P≤n−1 , let S ′ := Support(Tn ), V ′ = {V | Support(V) ⊆ S ′ },
and take Vfix ∈ V ′ satisfying (5.1.1). Let W ′ := {W′ | Support(W′ ) ∈ S ′ }, and for
any W, deﬁne W′ ∈ W ′ by

W(φ) if φ ∈ S ′ ,
′
W (φ) :=
0
otherwise.
Observe that for any W ∈ W, the function V ′ → R given by
V 7→ W(Tn (P≤n−1 , V)) = W′ (Tn (P≤n−1 , V))
is a continuous function of V that depends only on W′ . Since the set W ′ is ﬁnite,
the function
V 7→ sup W(Tn (P≤n−1 , V)) = max
W′ (Tn (P≤n−1 , V))
′
′
W ∈W

W∈W

is the maximum of a ﬁnite number of continuous functions, and is therefore continuous. Hence there is some neighborhood in V ′ around Vfix with image in
(−∞, 2−n ) ⊂ R. By the density of rational points in V ′ , there is therefore some
belief state P ∈ V ′ ∩ QS satisfying (5.1.2), as needed.
It remains to show that such a P can in fact be found by brute force search.
First, recall that a belief state P is a rational-valued ﬁnite-support map from S
to [0, 1], and so can be represented by a ﬁnite list of pairs (φ, q) with φ ∈ S and
q ∈ Q ∩ [0, 1]. Since S and [0, 1] ∩ Q are computably enumerable, so is the set of all
belief states.
Thus, we can computably “search” though all possible Ps, so we need only
establish that given n, Tn , and P≤n−1 we can computably decide whether each
P in our search satisﬁes (5.1.2) until we ﬁnd one. First note that the ﬁnite set
Support(Tn ) can be computed by searching the expression specifying Tn for all the
sentences φ that occur within it. Moreover, equation (5.1.2) need only be be checked
for worlds W′ ∈ W ′ , since any other W returns the same value as its corresponding
W′ . Now, for any ﬁxed world W′ ∈ W ′ and candidate P, we can compute each value
in the language of expressible features
X
W′ (Tn (P≤n−1 , P)) = Tn (P≤n−1 , P)[1] +
W′ (φ) · Tn (P≤n−1 , P)[φ]
φ∈S ′

directly by evaluating the expressible features Tn [φ] on the given belief history
(P≤n−1 , P), as φ ∈ S ′ varies. Since W ′ is a ﬁnite set, we can do this for all W′
with a ﬁnite computation. Thus, checking whether a belief state P satisﬁes condition (5.1.2) is computably decidable, and a solution to (5.1.2) can therefore be
found by enumerating all belief states P and searching through them for the ﬁrst
one that works.
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Lemma 5.1.3 (MarketMaker Inexploitability). Let T be any trader. The sequence
of belief states P defined recursively by
Pn := MarketMakern (Tn , P≤n−1 ),
with base case P1 = MarketMaker(T1 , ()), is not exploited by T relative to any
deductive process D.
Proof. By the deﬁnition of MarketMaker, we have that for every n, the belief state
P = Pn satisﬁes equation (5.1.2), i.e.,
for all worlds W ∈ W and all n ∈ N+ : W(Tn (P)) ≤ 2−n .
Hence by linearity of W, for all n ∈ N+ we have:
P
 X
X
W
T
(P)
=
W(Ti (P)) ≤
2−i < 1.
i
i≤n
i≤n

i≤n

Therefore, given any deductive process D,

o
n P
n ∈ N+ , W ∈ PC(Dn ) ≤ 1 < ∞,
sup W
i≤n Ti (P)
so T does not exploit P relative to D.

5.2

Constructing Budgeter

Here we introduce a subroutine for turning a trader with potentially inﬁnite losses
into a trader that will never have less than −$b in any world W ∈ PC(Dn ) on any
day n, for some bound b, in such a way that does not aﬀect the trader if it wouldn’t
have fallen below −$b to begin with.
Definition/Proposition 5.2.1 (Budgeter). Given any deductive process D, there
exists a computable function, henceforth called BudgeterD , satisfying the following
definition. Given inputs n and b ∈ N+ , an n-strategy history T≤n , and an (n − 1)belief history P≤n−1 , BudgeterD returns an n-strategy BudgeterD
n (b, T≤n , P≤n−1 ),
such that
P

if: W
T
(P
)
≤ −b for some m < n and W ∈ PC(Dm ),
i
≤i
i≤m
then:

BudgeterD
n (b, T≤n , P≤n−1 ) = 0,

else:

BudgeterD
n (b, T≤n , P≤n−1 ) =



Tn ·

Proof. Let S ′ =
world W, write

inf

W∈PC(Dn )

S

i≤n

max1,

(5.2.1)
−1

−W(Tn )
P
 
b+W
T
(P
)
i
≤i
i≤n−1

.

Support(Ti ), W ′ = {W | Support(W) ⊆ S ′ }, and for any
W′ (φ) :=



W(φ)
0

if φ ∈ S ′ ,
otherwise.

Now, observe that we can computably
check the “if” statement in the function
P
deﬁnition. This is because W( i≤m Ti (P≤i )) depends only on W′ ∈ W ′ , a ﬁnite
set. We can check whether W′ ∈ PC(Dm ) in ﬁnite time by checking whether
any assignment of truth values to the ﬁnite set of prime sentences occurring in
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sentences of Dn yields the assignment W′ on Support(W′ ). The set of sentences Dn
is computable given n, because D is computable by deﬁnition.
It remains to show that the “else” expression can be computed and returns an
n-trading strategy. First, the inﬁmum can be computed over W′ ∈ W ′ ∩ PC(Dn ),
a ﬁnite set, since the values in the inf depend only on W′ , and the inf operator
itself can be re-expressed in the language of expressible
P features using max and
multiplication by (−1). The values W′ (Tn ) and W′ ( i≤n−1 Ti (P≤i )) are ﬁnite
P
sums, and the denominator b + W( i≤n−1 Ti (P≤i )) is a ﬁxed positive rational (so
we can safely multiply by its reciprocal). The remaining operations are all singlestep evaluations in the language of expressible valuation features, completing the
proof.
P
Let us reﬂect on the meaning of these operations. The quantity b+W( i<n Ti (P≤i ))
is the amount of money the trader has available on day n according to W (assuming
they started with a budget of b), and −W(Tn ) is the amount they’re going to lose
on day n according to W as a function of the upcoming prices, and so the inﬁmum
above is the trader’s trade on day n scaled down such that they can’t overspend
their budget according to any world propositionally consistent with Dn .
Lemma 5.2.2 (Properties of Budgeter). Let T be any trader, and P be any sequence
of belief states. Given n and b, let Bnb denote BudgeterD
n (b, T≤n , P≤n−1 ). Then:
1. for all b, n ∈  N+ , if for all m ≤ n and W ∈ PC(Dm ) we have
P
W
i≤m Ti (P) > −b, then
Bnb (P) = Tn (P);

2. for all b, n ∈ N+ and all W ∈ PC(Dn ), we have
P

b
W
i≤n Bi (P) ≥ −b;
b

3. If T exploits P relative to D, then so does B for some b ∈ N+ .
Part 1.
Proof. Suppose that for some time step n, for all m ≤ n and all worlds W ∈ PC(Dm )
plausible at time m we have
P

W
i≤m Ti (P) > −b,
so by linearity of W(−), we have in particular that
P


b+W
i≤n−1 Ti (P) > −W Tn (P) .
Since n − 1 ≤ n, the LHS is positive, so we have

−W Tn (P)
P
.
1>
b+W
i≤n−1 Ti (P)

Therefore, by the deﬁnition of BudgeterD (and Ti (P) = Ti (P≤i
 )), since the “if”
P
clause doesn’t trigger by the assumption on the W
i≤m Ti (P) for m < n,


,
−W(T
(P))
P n

Bnb (P) ≡ Tn (P) ·
inf
1 max1,
W∈PC(Dn )
b+W
T
(P)
i
i≤n−1
= Tn (P≤n ) ·

inf

W∈PC(Dn )

1/1

= Tn (P)
as needed.
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Part 2.
Proof. Suppose for a contradiction that for some n and some W ∈ PC(Dn ),
P

b
< −b.
W
B
(P)
i≤n i

Assume that n is the least such day, and ﬁx some such W ∈ PC(Dn ). By
the minimality of n it must be that W(Bnb (P)) < 0, or else we would have
P
b
W
< −b. Since Bnb (P) is a non-negative multiple of Tn (P), we
i≤n−1 Bi (P)

6 0, from the deﬁnition of BudgeterD
also have W(Tn (P)) < 0. However, since Bnb ≡
we have
!!
,


−W′ (Tn (P))
b
W Bn = W Tn (P) ·
inf
1 max 1,
P
W′ ∈PC(Dn )
b + W′ ( i≤n−1 Ti (P))
,
!


−W(Tn (P))
≥ W Tn (P) · 1 max 1,
(since W Tn (P) < 0)
P
b + W( i≤n−1 Ti (P))
P
 b + W( i≤n−1 Ti (P))
≥ W Tn (P) ·
−W(Tn (P))

P
since −W Tn (P) > 0 and Bnb 6≡ 0 implies b + W( i≤n−1 Ti (P)) > 0. Hence, this
P

= −b − W
i≤n Ti (P) .
Further, since Bnb 6≡ 0, we have

P
for all j ≤ n − 1 : W
T
(P)
> −b, which by Part 1 implies that
i
i≤j
for all j ≤ n − 1 :

Part 3.

Bjb (P) = Tj (P), therefore

P
b
W(Bnb ) ≥ −b − W
i≤n−1 Bi (P) , hence
P

b
W
B
(P)
≥ −b.
i≤n i

Proof. By deﬁnition of exploitation, the set
o
n P

+
n
∈
N
,
W
∈
PC(D
)
W
T
(P)
n
i
i≤n

is unbounded above, and is strictly bounded below by some integer b. Then by Part
1, for all n we have Tn (P) = Bnb (P). Thus,
n P

o
b
W
n ∈ N+ , W ∈ PC(Dn )
i≤n Bi (P)
b

is unbounded above and bounded below, i.e., B exploits P relative to D.

5.3

Constructing TradingFirm

Next we deﬁne TradingFirm, which combines an (enumerable) inﬁnite sequence of
e.c. traders into a single “supertrader” that exploits a given belief sequence P relative
to D if any e.c. trader does. It does this by taking each e.c. trader, budgeting it,
and scaling its trades down so that traders later in the sequence carry less weight
to begin with.
To begin, we will need a computable sequence that includes every e.c. trader at
least once. The following trick is standard, but we include it here for completeness:
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Proposition 5.3.1k(Redundant Enumeration of e.c. Traders). There exists a computable sequence (T )k∈N+ of e.c. traders such that every e.c. trader occurs at least
once in the sequence.
Proof. Fix a computable enumeration of all ordered pairs (Mk , fk ) where Mk is a
Turing machine and fk is a polynomial with coeﬃcients in Z. We deﬁne a computable function
ECT : {Turing machines} × {Integer polynomials} × (n ∈ N+ ) → {n-strategies}
that runs as follows: ECT(M, f, n) ﬁrst runs M (n) for up to f (n) time steps, and if
in that time M (n) halts and returns a valid n-strategy Tn , then ECT(M, f, n)
returns that strategy, otherwise it returns 0 (as an n-strategy). Observe that
ECT(Mk , fk , −) is always an e.c. trader, and that every e.c. trader occurs as
ECT(Mk , fk , −) for some k.
Definition/Proposition 5.3.2 (TradingFirm). Given any deductive process D,
there exists a computable function, henceforth called TradingFirmD , satisfying the
k
following definition. By Proposition 5.3.1, we fix a computable enumeration T
including every e.c. trader at least once, and let
 k
Tn if n ≥ k
k
Sn =
0
otherwise.
Given input n ∈ N+ and an (n − 1)-belief history P≤n−1 , TradingFirmD returns an
n-strategy given by
X X
k
TradingFirmD
2−k−b · BudgeterD
(5.3.2)
n (P≤n−1 ) =
n (b, S≤n , P≤n−1 ).
k∈N+ b∈N+

Proof. We need only show that the inﬁnite sum in equation (5.3.2) is equivalent to
a computable ﬁnite sum. Writing
k
Bnb,k = BudgeterD
n (b, S≤n , P≤n−1 ),

(an n-strategy), the sum on the RHS of (5.3.2) is equivalent to
X X
2−k−b · Bnb,k .
k∈N+ b∈N+

Since Snk = 0 for k > n, we also have Bnb,k = 0 for k > n, so the sum is equivalent
to
X X
2−k−b · Bnb,k .
=
k≤n b∈N+

P
Now, assume Cn is a positive integer such that i≤n kSik (V)k1 < Cn for all k ≤
n and any valuation sequence V (we will show below that such a Cn can be computed
from P≤n−1 ). Since the valuations
W and P are always [0, 1]-valued, for any m ≤ n

P
P
k
k
the values W
i≤m Si (P≤m ) are bounded below by −
i≤m kSi (P≤m )k1 > −Cn .
By property 1 of BudgeterD (Lemma 5.2.2.1), Bnb,k = Snk when b > Cn , so the sum
is equivalent to

 

X X
X X
=
2−k−b · Bnb,k  + 
2−k−b · Snk 
k≤n b≤Cn



=

X X

k≤n b≤Cn

k≤n b>Cn





2−k−b · Bnb,k  + 

X

k≤n



2−k−Cn · Snk 
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which is a ﬁnite sum of trading strategies, and hence is itself a trading strategy. Since
the Bnb,k and the Snk are computable from P≤n−1 , this ﬁnite sum is computable.
It remains to justify
our assumption that integers Cn can be computed from
P
P≤n−1 with Cn > i≤n kSik (V)k1 for all k ≤ n and V. To see this, ﬁrst consider
how to bound a single expressible feature ξ. We can show by induction on the
structure of ξ (see A.2) that, given constant bounds on the absolute value |ζ(V)| of
each subexpression ζ of ξ, we can compute a constant bound on |ξ(V)|; for example,
the bound on ζ ·η is the product of the bound on ζ and the bound on η. Thus, given
a single trading strategy Sik and any φ, we can compute a constant upper bound on
P
|Sik [φ](V)| for all V. Since kSik (V)k1 ≤ φ∈Support(S k ) 2|Sik [φ](V)| and Support(Sik )
i
P
is computable, we can bound each kSik (V)k1 , and hence also i≤n kSik (V)k1 , as
needed.
Lemma 5.3.3 (Trading Firm Dominance). Let P be any sequence of belief states,
and D be a deductive process. If there exists any e.c. trader T that exploits P relative
to D, then the sequence


TradingFirmD
n (P≤n−1 )
n∈N+

also exploits P (relative to D).
k

Proof. Suppose that some e.c. trader exploits P. That trader occurs as T for some
k in the enumeration used by TradingFirmD . First, we show that S k (from the
deﬁnition of TradingFirmD ) also exploits P. It suﬃces to show that there exist
constants c1 ∈ R+ and c2 ∈ R such that for all n ∈ N+ and W ∈ PC(Dn ),
P

P

k
k
W
i≤n Sn (P) ≥ c1 · W
i≤n Tn (P) + c2 .

P
Taking c1 = 1 and c2 = − i<k kTik (P))k1 , where k · k1 denotes the ℓ1 norm on
R-combinations of sentences, we have
P

P


P
k
k
k
W
S
(P)
≥
1
·
W
T
(P)
−
i≤n n
i≤n n
i<k kTi (P)k1 ,

so S k exploits P. By Lemma 5.2.2.3, we thus have that for some b ∈ N+ , the trader
b,k
B given by
k
Bnb,k := BudgeterD
n (b, S≤n , P≤n−1 )

also exploits P.
Next, we show that the trader F given by
Fn := TradingFirmD
n (P≤n−1 )
exploits P. Again, it suﬃces to show that there exist constants c1 ∈ R+ and c2 ∈ R
such that for all n ∈ N+ and W ∈ PC(Dn ),




X
X b,k
W
Fi  ≥ c1 · W 
Bi  + c2 .
i≤n

i≤n
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It will suﬃce to take c1 = 2−k−b and c2 = −2, because we have




X
X b,k
W
Fi  − 2−k−b · W
Bi 
i≤n

=

X

i≤n

′

′

2−k −b

(k′ ,b′ )6=(k,b)

≥

X



X b′ ,k′
· W
Bi 
i≤n

2

−k′ −b′

(k′ ,b′ )6=(k,b)

′

· (−b ) ≥ −2

by Lemma 5.2.2.2, hence




X
X b,k
W
Fi  ≥ 2−k−b · W
Bi  − 2.
i≤n

i≤n

Thus, F exploits P.

5.4

Constructing LIA

We are ﬁnally ready to build LIA. With the subroutines above, the idea is now fairly
simple: we pit MarketMaker and TradingFirm against each other in a recursion, and
MarketMaker wins. Imagine that on each day, TradingFirm outputs an ever-larger
mixture of traders, then MarketMaker carefully examines that mixture and outputs
a belief state on which that mixture makes at most a tiny amount of money on net.
Definition/Algorithm 5.4.1 (A Logical Induction Algorithm). Given a deductive
process D, define the computable belief sequence LIA = (LIA1 , LIA2 , . . .) recursively
by
LIAn := MarketMakern (TradingFirmD
n (LIA≤n−1 ), LIA≤n−1 ),
beginning from the base case LIA≤0 := ().
Theorem 5.4.2 (LIA is a Logical Inductor). LIA satisfies the logical induction
criterion relative to D, i.e., LIA is not exploitable by any e.c. trader relative to the
deductive process D.
Proof. By Lemma 5.3.3, if any e.c. trader exploits LIA (relative to D), then so does
the trader F := (TradingFirmD
n (LIA≤n−1 ))n∈N+ . By Lemma 5.1.3, F does not
exploit LIA. Therefore no e.c. trader exploits LIA.

5.5

Questions of Runtime and Convergence Rates

In this paper, we have optimized our deﬁnitions for the theoretical clarity of results
rather than for the eﬃciency of our algorithms. This leaves open many interesting
questions about the relationship between runtime and convergence rates of logical
inductors that have not been addressed here. Indeed, the runtime of LIA is underspeciﬁed because it depends heavily on the particular enumerations of traders and
rational numbers used in the deﬁnitions of TradingFirm and MarketMaker.
For logical inductors in general, there will be some tradeoﬀ between the runtime
of Pn as a function of n and how quickly the values Pn (φ) converge to P∞ (φ) as
n grows. Quantifying this tradeoﬀ may be a fruitful source of interesting open
problems. Note, however, the following important constraint on the convergence
rate of any logical inductor, regardless of its implementation, which arises from the
halting problem:
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Proposition 5.5.1 (Uncomputable Convergence Rates). Let P be a logical inductor
over a theory Γ that can represent computable functions, and suppose f : S×Q+ → N
is a function such that for every sentence φ, if Γ ⊢ φ then Pn (φ) > 1 − ε for all
n > f (φ, ε). Then f must be uncomputable.
Proof. Suppose for contradiction that such a computable f were given. We will
show that f could be used to computably determine whether Γ ⊢ φ for an arbitrary
sentence φ, a task which is known to be impossible for a ﬁrst-order theory that can
represent computable functions. (If we assumed further that Γ were sound as a
theory of the natural numbers, this would allow us to solve the halting problem by
letting φ be a sentence of the form “M halts”.)
Given a sentence φ, we run two searches in parallel. If we ﬁnd that Γ ⊢ φ, then
we return True. If we ﬁnd that for some b, n ∈ N+ we have


1
1
n > f φ,
and Pn (φ) ≤ 1 − ,
(5.5.1)
b
b
then we return False. Both of these conditions are computably enumerable since f ,
Pn , and verifying witnesses to Γ ⊢ φ are computable functions.
Suppose ﬁrst that Γ ⊢ φ. Then by deﬁnition of f we have Pn (φ) > 1 − 1b for all
n > f φ, 1b , and hence we ﬁnd a witness for Γ ⊢ φ and return True. Now suppose
that Γ 0 φ. Then by Theorem 4.6.2 (Non-Dogmatism) we have that P∞ (φ) < 1 − ε
for some ε > 0, and hence for some b and all suﬃciently large n we have Pn (φ) <
1 − 1/b. Therefore 5.5.1 holds and we return False. Thus our search always halts
and returns a Boolean value that correctly indicates whether Γ ⊢ φ.

6

Selected Proofs

In this section, we exhibit a few selected stand-alone proofs of certain key theorems.
These theorems hold for any P satisfying the logical induction criterion, which we
recall here:
Definition 3.0.1 (The Logical Induction Criterion). A market P is said to satisfy
the logical induction criterion relative to a deductive process D if there is no
efficiently computable trader T that exploits P relative to D. A market P meeting
this criterion is called a logical inductor over D.
Only our notation (Section 2), framework (Section 3), and continuous threshold
indicator (Deﬁnition 4.3.2) are needed to understand the results and proofs in this
section. Shorter proofs of these theorems can be found in the appendix, but those
rely on signiﬁcantly more machinery.

6.1

Convergence

Recall Theorem 4.1.1 and the proof sketch given:
Theorem 4.1.1 (Convergence). The limit P∞ : S → [0, 1] defined by
P∞ (φ) := lim Pn (φ)
n→∞

exists for all φ.
Proof sketch.
Roughly speaking, if P never makes up its mind about φ, then it can be
exploited by a trader arbitraging shares of φ across diﬀerent days. More
precisely, suppose by way of contradiction that the limit P∞ (φ) does
not exist. Then for some p ∈ [0, 1] and ε > 0, we have Pn (φ) < p − ε
inﬁnitely often and also Pn (φ) > p + ε inﬁnitely often. A trader can wait
until Pn (φ) < p − ε and then buy a share in φ at the low market price of
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Pn (φ). Then the trader waits until some later m such that Pm (φ) > p+ε,
and sells back the share in φ at the higher price. This trader makes a
total proﬁt of 2ε every time Pn (φ) oscillates in this way, at no risk, and
therefore exploits P. Since P implements a logical inductor, this is not
possible; therefore the limit P∞ (φ) must in fact exist.
We will deﬁne a trader T that executes a strategy similar to this one, and hence exploits the market P if limn→∞ Pn (φ) diverges. To do this, there are two technicalities
we must deal with. First, the strategy outlined above uses a discontinuous function
of the market prices Pn (φ), and therefore is not permitted. This is relatively easy
to ﬁx using the continuous indicator functions of Deﬁnition 4.3.2.
The second technicality is more subtle. Suppose we deﬁne our trader to buy
φ-shares whenever their price Pn (φ) is low, and sell them back whenever their price
is high. Then it is possible that the trader makes the following trades in sequence
against the market P: buy 10 φ-shares on consecutive days, then sell 10 φ-shares;
then buy 100 φ-shares consecutively, and then sell them oﬀ; then buy 1000 φ-shares,
then sell them oﬀ; and so on. Although this trader makes proﬁt on each batch, it
always spends more on the next batch, taking larger and larger risks (relative to
the remaining plausible worlds). Then the plausible value of this trader’s holdings
will be unbounded below, and so it does not exploit P. In short, this trader is not
tracking its budget, and so may have unboundedly negative plausible net worth.
We will ﬁx this problem by having our trader T track how many net φ-shares it has
bought, and not buying too many, thereby maintaining bounded risk. This will be
suﬃcient to prove the theorem.
Proof of Theorem 4.1.1. Suppose by way of contradiction that the limit P∞ does
not exist. Then, for some sentence φ and some rational numbers p ∈ [0, 1] and
ε > 0, we have that Pn (φ) < p − ε inﬁnitely often and Pn (φ) > p + ε inﬁnitely often.
We will show that P can be exploited by a trader T who buys below and sells above
these prices inﬁnitely often, contrary to the logical induction criterion.
Definition of the trader T . We will deﬁne T recursively along with another
sequence of EF-combinations H (mnemonic: “holdings”) which tracks the sum of
the trader’s previous trades. Our base cases are
T1 := 0
H1 := 0.
For n > 1, we deﬁne a recurrence whereby T will buy some φ-shares whenever
φ∗n < p − ε/2, up to (1 − Hn−1 [φ]) shares when φ∗n < p − ε, and sells some φ-shares
whenever φ∗n > p + ε/2, up to Hn−1 shares when φ∗n > p + ε:
Tn [φ] := (1 − Hn−1 [φ]) · Indε/2 (φ∗n < p − ε/2)

− Hn−1 [φ] · Indε/2 (φ∗n > p + ε/2),

Tn := Tn [φ] · (φ − φ∗n )
Hn := Hn−1 + Tn .

(6.1.1)

The trade coeﬃcients T [φ] are chosen so that the number of φ-shares Hn [φ] that it
owns is always in [0, 1] (it never buys more than 1 − Hn−1 [φ] and never sells more
than Hn−1 [φ]). Observe that each Tn is a valid trading strategy for day n (see
Deﬁnition 3.4.4) because it is of the form ξ · (φ − φ∗n ).
To complete the deﬁnition, we must ague that T is eﬃciently computable. For
this, observe that the 3n + 2 deﬁnition (:=) equations deﬁning T1 , . . . , Tn above
can be written down in time polynomial in n. Thus, a combination of feature
expressions deﬁning Tn from scratch can be written down in poly(n) time (indeed,
the expression is just a concatenation of n copies of the three “:=” equations written
above, along with the base cases), so T is eﬃciently computable.
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Proof of exploitation. To show T exploits P over D, we must compute
P upper
and lower bounds on the set of plausible values W(Hn (P)) (since Hn = i≤n Tn )
for worlds W ∈ PC(Dn ).
While proving exploitation, we leave the constant argument P implicit to reduce
clutter, writing, e.g., φ∗i for φ∗i (P) = Pi (φ), Tn [φ] for Tn [φ](P), and so on.
First, since each Ti [1] = −T [φ] · φ∗i , the trader’s “cash” held on day n is
X
X
Hn [1] =
Ti [1] = −
Ti [φ] · φ∗i
i≤n

i≤n

which we can regroup, to compare the prices φ∗i to p, as
X
X

Hn [1] =
Ti [φ] · (p − φ∗i ) − p ·
Ti [φ]
i≤n

=

X
i≤n

i≤n

∗i


Ti [φ] · (p − φ ) − p · Hn [φ].

Now, if φ∗i < p − ε/2 then Ti [φ] ≥ 0, if φ∗i > p + ε/2 then Ti [φ] ≤ 0, and if
p − ε/2 ≤ φ∗i ≤ p + ε/2 then Ti [φ] = 0, so for all i the product Ti [φ] · (p − φ∗i ) is
equal to or greater than |Ti [φ]| · ε/2:
X
Hn [1] ≥ −p · Hn [φ] +
|Ti [φ]| · ε/2.
i≤n

Moreover, by design, Hn [φ] ∈ [0, 1] for all n, so
X
Hn [1] ≥ −p +
|Ti [φ]| · ε/2.
i≤n

Now, by assumption, φ∗i lies above and below (p − ε, p + ε) inﬁnitely often, so
from equation (6.1.1), Hi [φ] = 0 and Hi [φ] = 1 inﬁnitely often. Since the sum
P
i≤n |Ti [φ]| is the total variation in the sequence Hi [φ], it must diverge (by the
triangle inequality) as n → ∞, so
lim Hn [1] = ∞.

n→∞

Moreover, in any world W, the trader’s non-cash holdings Hn [φ] · φ have value
W(Hn [φ] · φ) = Hn [φ] · W(φ) ≥ 0 (since Hn [φ] > 0), so its combined holdings
Hn = Hn [1] + Hn [φ] · φ have value
W(Hn ) = W(Hn [1] + Hn [φ] · φ) = Hn [1] + Hn [φ] · W(φ) ≥ Hn [1]
so in every world W we have
lim W(Hn ) = ∞.

n→∞

This contradicts that P is a logical inductor; therefore, the limit P∞ (φ) must exist.

6.2

Limit Coherence

Recall Theorem 4.1.2:
Theorem 4.1.2 (Limit Coherence). P∞ is coherent, i.e., it gives rise to an internally consistent probability measure Pr on the set PC(Γ) of all worlds consistent
with Γ, defined by the formula
Pr(W(φ) = 1) := P∞ (φ).
In particular, if Γ contains the axioms of first-order logic, then P∞ defines a probability measure on the set of first-order completions of Γ.
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Proof of Theorem 4.1.2. By Theorem 4.1.1 (Convergence), the limit P∞ (φ) exists
for all sentences φ ∈ S. Therefore, Pr(W(φ) = 1) := P∞ (φ) is well-deﬁned as a
function of basic subsets of the set of all consistent worlds PC(D∞ ) = PC(Γ).
Gaifman (1964) shows that Pr extends to a probability measure over PC(Γ) so
long as the following three implications hold for all sentences φ and ψ:
• If Γ ⊢ φ, then P∞ (φ) = 1.
• If Γ ⊢ ¬φ, then P∞ (φ) = 0.
• If Γ ⊢ ¬(φ ∧ ψ), then P∞ (φ ∨ ψ) = P∞ (φ) + P∞ (ψ).
Since the three conditions are quite similar in form, we will prove them simultaneously using four exemplar traders and parallel arguments.
Definition of the traders. Suppose that one of the three conditions is violated
by a margin of ε, i.e., one of the following four cases holds:
(L1 ) Γ ⊢ φ, but

(I 1 ) P∞ (φ) < 1 − ε;

(L2 ) Γ ⊢ ¬φ, but

(I 2 ) P∞ (φ) > ε;

(L3 ) Γ ⊢ ¬(φ ∧ ψ), but

(L4 ) Γ ⊢ ¬(φ ∧ ψ), but

(I 3 ) P∞ (φ ∨ ψ) < P∞ (φ) + P∞ (ψ) − ε; or

(I 4 ) P∞ (φ ∨ ψ) > P∞ (φ) + P∞ (ψ) + ε.

Let i ∈ {1, 2, 3, 4} be the case that holds. Since the limit P∞ exists, there is some
suﬃciently large time sε such that for all n > sε , the inequality I i holds with n
in place of ∞. Furthermore, since D is a Γ-complete deductive process, for some
suﬃciently large sΓ and all n > sΓ , the logical condition Li holds with Dn in place
of Γ. Thus, letting s := max(sε , sΓ ), for n > s one of the following cases holds:
(L1n ) Dn ⊢ φ, but

(In1 ) Pn (φ) < 1 − ε;

(L2n ) Dn ⊢ ¬φ, but

(In2 ) Pn (φ) > ε;

(L3n ) Dn ⊢ ¬(φ ∧ ψ), but

(L4n ) Dn ⊢ ¬(φ ∧ ψ), but

(In3 ) Pn (φ ∨ ψ) < Pn (φ) + Pn (ψ) − ε; or
(In4 ) Pn (φ ∨ ψ) > Pn (φ) + Pn (ψ) + ε.

(When interpreting these, be sure to remember that each Dn is ﬁnite, and D ⊢
indicates using provability using only propositional calculus, i.e., modus ponens. In
particular, the axioms of ﬁrst order logic are not assumed to be in Dn .)
We now deﬁne, for each of the above four cases, a trader that will exploit the
market P. For n > s, let
Tn1 := φ − φ∗n

Tn2 := −(φ − φ∗n )

Tn3 := ((φ ∨ ψ) − (φ ∨ ψ)∗n ) − (φ − φ∗n ) − (ψ − ψ ∗n )

Tn4 := (φ − φ∗n ) + (ψ − ψ ∗n ) − ((φ ∨ ψ) − (φ ∨ ψ)∗n )

and for n ≤ s let Tni = 0. Each Tni can be written down in O(log(n)) time (the
i
constant s can be hard-coded at a ﬁxed cost), so these T are all e.c. traders.
Proof of exploitation. We leave the constant argument P implicit to reduce
clutter, writing, e.g., φ∗i for φ∗i (P) = Pi (φ), Tn [φ] for Tn [φ](P), and so on.
1
Consider case 1, where L1n and In1 hold for n > s, and look at the trader T . For
any n > s and any world W ∈ PC(Dn ), by linearity of W we have
P
 X

1
W
=
Ti1 [φ] · W(φ) − φ∗i
i≤n Ti
i≤n
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but Ti1 [φ] ≡ 1 iﬀ i > s, so this sum is
=

X

s<i≤n


1 · W(φ) − φ∗i .

Now, by our choice of s, W(φ) = 1, and i > s implies φ∗i < 1 − ε, so this is
X
≥
(1 − (1 − ε))
s<i≤n

= ε · (n − s)
→ ∞ as n → ∞.

1

In particular, T exploits P, i.e., the set of values
n P
o
 
+
W
P
n
∈
N
,
W
∈
PC(D
)
T
n
i
i≤n

is bounded below but not bounded above. The analysis for case 2 is identical: if
2
L2n and In2 hold for n > s, then T exploits P.
Now consider case 3, where L3n and In3 hold for n > s. Then for any time step
n > s and any world W ∈ PC(Dn ),
P
 X

3
W
T
=
(W(¬(φ ∧ ψ)) − (φ ∨ ψ)∗i ) − (W(φ) − φ∗i ) − (W(ψ) − ψ ∗i )
i≤n i
i≤n

=

X

s<i≤n

(W(φ ∨ ψ) − W(φ) − W(ψ)) − (φ ∨ ψ)∗i − φ∗i − ψ ∗i



but by our choice of s, W(φ∨ψ)−W(φ)−W(ψ) = 0, and i > s implies the inequality
(φ ∨ ψ)∗i − φ∗i − ψ ∗i < −ε, so the above sum is
X
≥
ε
s<i≤n

= ε · (n − s) → ∞ as n → ∞.

3

So T exploits P, contradicting the logical induction criterion. The analysis for case
4 is identical. Hence, all four implications must hold for P to satisfy the logical
induction criterion.

6.3

Non-dogmatism

Recall Theorem 4.6.2:
Theorem 4.6.2 (Non-Dogmatism). If Γ 0 φ then P∞ (φ) < 1, and if Γ 0 ¬φ then
P∞ (φ) > 0.
Proof of Theorem 4.6.2. We prove the second implication, since the ﬁrst implication
is similar, with selling in place of buying. Suppose for a contradiction that Γ 0 ¬φ
but that P∞ (φ) = 0.
Definition of the trader T . We deﬁne T recursively, along with helper functions
k
β that will ensure that for every k, our trader will by one share of φ for a price of
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at most 2−k :
for k = 1, . . . , n:
βkk := 0
for i = k + 1, . . . , n:


βik := Ind2−k−1 (φ∗i < 2−k ) · 1 −

Ti [φ] :=

X

βjk

i−1
X
j=k



βjk 

j≤i

Ti := Ti [φ] · (φ − φ∗i )
Note that all the equations deﬁning Tn can be written down (from scratch) in
O(n3 log(n)) time, so T is an e.c. trader.
Proof of exploitation. We leave the constant argument P implicit to reduce
clutter, writing, e.g., φ∗i for φ∗i (P) = Pi (φ), Tn [φ] for Tn [φ](P), and so on.
Observe from the recursion above for T that for all i > 0 and k > 0,
i
X

0≤
and for any i and any k ≤ i,

j=k

βjk ≤ 1

βik ≥ 0.

Next, observe that for any k > 0, for i ≥ some threshold f (k), we will have φ∗i <
2−k−1 , in which case the indicator in the deﬁnition of βik will equal 1, at which
Pi
point j=k βjk = 1. Thus, for all n ≥ f (k),
n
X

βik = 1.

i=k

P

Letting Hn = i≤n Ti , the following shows that our trader will eventually own an
arbitrarily large number of φ-shares:
XX
Hn [φ] =
βik
i≤n k≤i

=

X X

βik

k≤n k≤i≤n

≥
=

X

X

βik

k≤n k≤i≤n
f (k)≤n

X

k≤n
f (k)≤n

1

→ ∞ as n → ∞

(6.3.1)

Next we show that our trader never spends more than a total of $1.
XX
Hn [1] = −
βik · φ∗i ,
i≤n k≤i
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but the indicator function deﬁning βik ensures that φ∗i ≤ 2−k whenever βik is nonzero, so this is
XX
≥−
βik · 2−k
i≤n k≤i

=−
≥−

X

k≤n

X

2−k ·
2

k≤n

−k

X

βik

k≤i≤n

·1

Now, for any world W, since Hn [φ] ≥ 0 for all n and W(φ) ≥ 0, we have
W(Hn ) = Hn [1] + Hn [φ]W(φ)
≥ −1 + 0 · 0 ≥ −1
so the values W(Hn ) are bounded below as n varies. Moreover, since Γ 0 ¬φ, for
every n there is always some W ∈ PC(Dn ) where W(φ) = 1 (since any consistent
truth assignment can be extended to a truth assignment on all sentences), in which
case
W(Hn ) ≥ −1 + Hn [φ] · 1

But by equation 6.3.1, this limn→∞ Hn [φ] = ∞, so limn→∞ W(Hn ) = ∞ as well.
Hence, our e.c. trader exploits the market, contradicting the logical induction criterion. Therefore, if P∞ (φ) = 0, we must have Γ ⊢ ¬φ.

6.4

Learning Pseudorandom Frequencies

Recall Theorem 4.4.2:
Theorem 4.4.2 (Learning Pseudorandom Frequencies). Let φ be an e.c. sequence
of decidable sentences. If φ is pseudorandom with frequency p over the set of all
P-generable divergent weightings, then
Pn (φn ) hn p.
Before beginning the proof, the following intuition may be helpful. If the theorem
does not hold, assume without loss of generality that P repeatedly underprices the
φn . Then a trader can buy φn -shares whenever their price goes below p − ε. By the
assumption that the truth values of the φn are pseudorandom, roughly p proportion
of the shares will pay out. Since the trader only pays at most p − ε per share, on
average they make ε on each trade, so over time they exploit the market. All we
need to do is make the trades continuous, and ensure that the trader does not go
below a ﬁxed budget (as in the proof of Theorem 4.1.1).
Proof of Theorem 4.4.2. Suppose for a contradiction that φ is an e.c. sequence of
Γ-decidable sentences such that for every P-generable divergent weighting w,
P
i<n wi · ThmΓ φi
P
lim
= p,
n→∞
i<n wi

but nevertheless, for some ε > 0 and inﬁnitely many n, |Pn (φn ) − p| > ε. Without
loss of generality, assume that for inﬁnite many n,
Pn (φn ) < p − ε.

(The argument for the case where Pn (φn ) > p + ε inﬁnitely often will be the same,
and one of these two cases must obtain.)
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Definition of the trader T . We deﬁne Open : (S × N) → B to be the following
(potentially very slow) computable function:

0 if Dn ⊢ φ or Dn ⊢ ¬φ;
Open(φ, n) =
1 otherwise.
Open is computable because (remembering that ⊢ stands for propositional provability) we can just search through all truth assignments to the prime sentences of all
sentences in Dn that make the sentences in Dn true, and see if they all yield the
same truth value to φ. We now deﬁne a much faster function MO : (N × N) → B
(mnemonic: “maybe open”) by


0 if for some m ≤ n, Open(φ, m)
returns 0 in ≤ n steps
MO(φ, n) =


1 otherwise.
Observe that MO(φ, n) runs in O(n2 ) time, and that for any decidable φ,
• MO(φ, n) = 0 for some suﬃciently large n;
• if MO(φ, n) = 0 then Open(φ, n) = 0;
• if MO(φ, m) = 0 and n > m then MO(φ, n) = 0.

(Note that MO may assign a value of 1 when Open does not, hence the mnemonic
“maybe open”.)
We will now use MO to deﬁne a trader T recursively, along with a helper function
β to ensure that it never holds a total of more than 1 unit of open (fractional) shares.
We let β1 = 0 and for n ≥ 1,
X
βn := 1 −
MO(φi , n)Ti [φi ];
i<n

Tn [φn ] := βn · Indε/2 (φ∗n
n < p − ε/2);
Tn := Tn [φn ] · (φn − φ∗n
n ).

Observe that the expressible feature Tn can be computed (from scratch) in poly(n)
time using MO, so T is an e.c. trader. Notice also that βn and all the Tn (φ) are
always in [0, 1].
A divergent weighting. For the rest of the proof, we leave the constant argument
∗i
P implicit to reduce clutter, writing, e.g., φ∗i
i for φi (P) = Pi (φi ), Tn [φ] for Tn [φ](P),
and so on.
We will show that the sequence of trade coeﬃcients wn = Tn [φn ] made by T
against the market P form a P-generable divergent weighting. Our trader T is
eﬃciently computable and Tn [φn ] ∈ [0, 1] for all n, so it remains to show that, on
input P≤n ,
X
Tn [φn ] = ∞.
n∈N+

Suppose this were not the case, so that for some suﬃciently large m,
X
Tj [φj ] < 1/2.

(6.4.1)

m<j

By the deﬁnition of MO, there exists some large m′ such that for all i < m,
MO(φi , m′ ) = 0. At that point, for any n > m′ , we have
X
βn := 1 −
Ti [φi ] · MO(φi , n)
i<n

=1−

≥1−

X

m<i<n

X

Ti [φi ] · MO(φi , n)

Ti [φi ]

m<i
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which, by equation (6.4.1), means that
βn ≥ 1/2.
Then, by the earlier supposition on P, for some n > m′ we have Pn (φn ) < p − ε, at
which point
Tn [φn ] = βn · Indε/2 (φ∗n
n < p − ε/2) ≥ βn · 1 ≥ 1/2
P
which contradicts the 1/2 bound in equation (6.4.1). Hence, the sum i Ti [φn ] must
instead be bounded. This means (Tn [φn ])n∈N+ is a P-generable divergent weighting.
Proof of exploitation. Now, by deﬁnition of φ being pseudorandom with frequency p over the class of P-generable divergent weightings, we have that
P
i≤n Ti [φi ] · ThmΓ (φi )
P
lim
= p.
n→∞
i≤n Ti [φi ]

Thus, for all suﬃciently large n,
X
X
Ti [φi ] · ThmΓ (φi ) ≥ (p − ε/4) ·
Ti [φi ].
i≤n

i≤n

Now, since our construction makes βn ∈ [0, 1] for all n, we have
X
Ti [φi ] · MO(φi , n) ≤ 1.
i≤n

Also,
W(φi ) ≥ ThmΓ (φi ) − MO(φi , n).
Multiplying this by Ti [φi ] and summing over i gives

 

X
X
X
Ti [φi ] · W(φi ) ≥ 
Ti [φi ] · ThmΓ (φi ) − 
Ti [φi ] · MO(φi , n)
i≤n

i≤n



≥

X
i≤n

i≤n



Ti [φi ] · ThmΓ (φi ) − 1

≥ −1 + (p − ε/4)

X

Ti [φi ].

i≤n

By the deﬁnition of T , and since φ∗i
i ≤ (p − ε/2) whenever Ti [φi ] 6= 0,
X
X
−
Ti [φi ] · φ∗i
Ti [φi ].
i ≥ −(p − ε/2)
i≤n

i≤n

Adding the above two inequalities gives


X
X
W
Ti  ≥ −1 + (ε/4)
Ti [φi ]
i≤n

i≤n

→ ∞ as n → ∞

because Ti [φi ] is a divergent weighting (as shown above). Hence, T exploits the
market P, contradicting the logical induction criterion. Therefore, for P to satisfy
the logical induction criterion, we must have
lim Pn (φn ) = p.

n→∞
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6.5

Provability Induction

Recall Theorem 4.2.1:
Theorem 4.2.1 (Provability Induction). Let φ be an e.c. sequence of theorems.
Then
Pn (φn ) hn 1.
Furthermore, let ψ be an e.c. sequence of disprovable sentences. Then
Pn (ψn ) hn 0.
Proof of Theorem 4.2.1. Suppose φ is an e.c. sequence of sentences with Γ ⊢ φn for
all n. Notice that for every i, the indicator ThmΓ (φi ) evaluates to 1. Therefore we
immediately have that for any divergent weighting w at all,
P
i<n wi · ThmΓ φi
P
lim
= 1.
n→∞
i<n wi

That is, the sequence φ is pseudorandom (over any class of weightings) with frequency 1. Hence, by Learning Pseudorandom Frequencies (Theorem 4.4.2),
Pn (φn ) hn 1,
as desired. The proof that Pn (ψn ) hn 0 proceeds analogously.
Examining the proof of Theorem 4.4.2 (Learning Pseudorandom Frequencies) in the
special case of provability induction yields some intuition. In this case, the trader
deﬁned in that proof essentially buys φn -shares every round that Pn (φn ) < 1 − ε.
To avoid overspending, it tracks which φn have been proven so far, and never has
more than 1 total share outstanding. Since eventually each φn is guaranteed to be
valued at 1 in every plausible world, the value of the trader is increased by at least
ε (times the number of φn -shares it purchased) inﬁnitely often. In this way, the
trader makes proﬁts for so long as P fails to recognize the pattern φ of provable
sentences.

7

Discussion

We have proposed the logical induction criterion as a criterion on the beliefs of
deductively limited reasoners, and we have shown that reasoners who satisfy this
criterion (logical inductors) possess many desirable properties when it comes to developing beliefs about logical statements (including statements about mathematical
facts, long-running computations, and the reasoner themself). We have also given a
computable algorithm LIA for constructing a logical inductor. We will now discuss
applications of logical induction (Section 7.1) and speculate about how and why we
think this framework works (Section 7.2). We then discuss a few variations on our
framework (Section 7.3) before concluding with a discussion of a few open questions
(Section 7.4).

7.1

Applications

Logical inductors are not intended for practical use. The algorithm to compare with
logical induction is not Belief Propagation (an eﬃcient method for approximate inference in Bayesian networks [Pearl 1988]) but Solomonoﬀ’s theory of inductive
inference (an uncomputable method for making ideal predictions about empirical
facts [Solomonoﬀ 1964a]). Just as Solomnoﬀ’s sequence predictor assigns probabilities to all possible observations and learns to predict any computable environment,
logical inductors assign probabilities to all possible sentences of logic and learns to
recognize any eﬃciently computable pattern between logical claims.
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Solomonoﬀ’s theory involves a predictor that considers all computable hypotheses about their observations, weighted by simplicity, and uses Bayesian inference
to zero in on the best computable hypothesis. This (uncomputable) algorithm is
impractical, but has nevertheless been of theoretical use: its basic idiom—consult
a series of experts, reward accurate predictions, and penalize complexity—is commonplace in statistics, predictive analytics, and machine learning. These “ensemble
methods” often perform quite well in practice. Refer to Opitz and Maclin (1999)
and Dietterich (2000) for reviews of popular and successful ensemble methods.
One of the key applications of logical induction, we believe, is the development
of an analogous idiom for scenarios where reasoners are uncertain about logical
facts. Logical inductors use a framework similar to standard ensemble methods,
with a few crucial diﬀerences that help them manipulate logical uncertainty. The
experts consulted by logical inductors don’t make predictions about what is going
to happen next; instead, they observe the aggregated advice of all the experts
(including themselves) and attempt to exploit ineﬃciencies in that aggregate model.
A trader doesn’t need to have an opinion about whether or not φ is true; they can
exploit the fact that φ and ¬¬φ have diﬀerent probabilities without having any idea
what φ says or what that’s supposed to mean. This idea and others yield an idiom
for building models that integrate logical patterns and obey logical constraints.
In a diﬀerent vein, we expect that logical inductors can already serve as a drop-in
replacement for formal models of reasoners that assume logical omniscience and/or
perfect Bayesianism, such as in game theory, economics, or theoretical models of
artiﬁcial reasoners.
The authors are particularly interested in tools that help AI scientists attain
novel statistical guarantees in settings where robustness and reliability guarantees
are currently diﬃcult to come by. For example, consider the task of designing an
AI system that reasons about the behavior of computer programs, or that reasons
about its own beliefs and its own eﬀects on the world. While practical algorithms
for achieving these feats are sure to make use of heuristics and approximations, we
believe scientists will have an easier time designing robust and reliable systems if
they have some way to relate those approximations to theoretical algorithms that are
known to behave well in principle (in the same way that Auto-Encoding Variational
Bayes can be related to Bayesian inference [Kingma and Welling 2013]). Modern
models of rational behavior are not up to this task: formal logic is inadequate when
it comes to modeling self-reference, and probability theory is inadequate when it
comes to modeling logical uncertainty. We see logical induction as a ﬁrst step
towards models of rational behavior that work in settings where agents must reason
about themselves, while deductively limited.
When it comes to the ﬁeld of meta-mathematics, we expect logical inductors to
open new avenues of research on questions about what sorts of reasoning systems
can achieve which forms of self-trust. The speciﬁc type of self-trust that logical
inductors achieve (via, e.g., Theorem 4.12.4) is a subtle subject, and worthy of a
full paper in its own right. As such, we will not go into depth here.

7.2

Analysis

Mathematicians, scientists, and philosophers have taken many diﬀerent approaches
towards the problem of unifying logic with probability theory. (For a sample, refer
to Section 1.2.) In this subsection, we will speculate about what makes the logical
induction framework tick, and why it is that logical inductors achieve a variety of
desiderata. The authors currently believe that the following three points are some
of the interesting takeaways from the logical induction framework:
Following Solomonoff and Gaifman. One key idea behind our framework is our
paradigm of making predictions by combining advice from an ensemble of experts in
order to assign probabilities to all possible logical claims. This merges the framework
of Solomonoﬀ (1964a) with that of Gaifman (1964), and it is perhaps remarkable
that this can be made to work. Say we ﬁx an enumeration of all prime sentences of
ﬁrst-order logic, and then hook LIA (Algorithm 5.4.1) up to a theorem prover that
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enumerates theorems of PA (written using that enumeration). Then all LIA ever
“sees” (from the deductive process) is a sequence of sets like
{#92305 or #19666 is true; #50105 and #68386 are true; #8517 is false}.
From this and this alone, LIA develops accurate beliefs about all possible arithmetical claims. LIA does this in a manner that outpaces the underlying deductive
process and satisﬁes the desiderata listed above. If instead we hook LIA up to a
ZFC-prover, it develops accurate beliefs about all possible set-theoretic claims. This
is very reminiscent of Solomonoﬀ’s framework, where all the predictor sees is a sequence of 1s and 0s, and they start ﬁguring out precisely which environment they’re
interacting with.
This is only one of many possible approaches to the problem of logical uncertainty. For example, Adams’ probability logic (1996) works in the other direction,
using logical axioms to put constraints on an unknown probability distribution and
then using deduction to infer properties of that distribution. Markov logic networks (Richardson and Domingos 2006) construct a belief network that contains a
variable for every possible way of grounding out each logical formula, which makes
them quite ill-suited to the problem of reasoning about the behavior of complex
Turing machines.8 In fact, there is no consensus about what form an algorithm
for “good reasoning” under logical uncertainty should take. Empiricists such as
Hintikka (1962) and Fagin et al. (1995) speak of a set of modal operators that help
diﬀerentiate between diﬀerent types of knowledge; AI scientists such as Russell and
Wefald (1991b), Hay et al. (2012), and Lin et al. (2015) speak of algorithms that
are reasoning about complicated facts while also making decisions about what to
reason about next; mathematicians such as (Briol, Oates, Girolami, Osborne, and
Sejdinovic 2015; Briol, Oates, Girolami, and Osborne 2015; Hennig, Osborne, and
Girolami 2015) speak of numerical algorithms that give probabilistic answers to
particular questions where precise answers are diﬃcult to generate.
Our approach achieves some success by building an approximately-coherent distribution over all logical claims. Of course, logical induction does not solve all the
problems of reasoning under deductive limitation—far from it! They do not engage
in meta-cognition (in the sense of Russell and Wefald [1991b]) to decide which facts
to reason about next, and they do not give an immediate practical tool (as in the
case of probabilistic integration [Briol, Oates, Girolami, Osborne, and Sejdinovic
2015]), and they have abysmal runtime and uncomputable convergence bounds. It
is our hope that the methods logical inductors use to aggregate expert advice will
eventually yield algorithms that are useful for various applications, in the same way
that useful ensemble methods can be derived from Solomonoﬀ’s theory of inductive
inference.
Keep the experts small. One of the key diﬀerences between our framework and
Solomonoﬀ-inspired ensemble methods is that our “experts” are not themselves predicting the world. In standard ensemble methods, the prediction algorithm weighs
advice from a number of experts, where the experts themselves are also making
predictions. The “master algorithm” rewards the experts for accuracy and penalizes them for complexity, and uses a weighted mixture of the experts to make their
own prediction. In our framework, the master algorithm is still making predictions
(about logical facts), but the experts themselves are not necessarily predictors. Instead, the experts are “traders”, who get to see the current model (constructed by
aggregating information from a broad class of traders) and attempt to exploit inefﬁciencies in that aggregate model. This allows traders to identify (and eliminate)
inconsistencies in the model even if they don’t know what’s actually happening in
the world. For example, if a trader sees that P(φ) + P(¬φ) ≪ 1, they can buy shares
8. Reasoning about the behavior of a Turing machine using a Markov logic network
would require having one node in the graph for every intermediate state of the Turing
machine for every input, so doing inference using that graph is not much easier than simply
running the Turing machine. Thus, Markov logic networks are ill-suited for answering
questions about how a reasoner should predict the behavior of computations that they
cannot run.
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of both φ and ¬φ and make a proﬁt, even if they have no idea whether φ is true
or what φ is about. In other words, letting the experts buy and sell shares (instead
of just making predictions), and letting them see the aggregate model, allows them
to contribute knowledge to the model, even if they have no idea what’s going on in
the real world.
We can imagine each trader as contributing a small piece of logical knowledge
to a model—each trader gets to say “look, I don’t know what you’re trying to
predict over there, but I do know that this piece of your model is inconsistent”. By
aggregating all these pieces of knowledge, our algorithm builds a model that can
satisfy many diﬀerent complicated relationships, even if every individual expert is
only tracking a single simple pattern.
Make the trading functions continuous. As stated above, our framework gets
signiﬁcant mileage from showing each trader the aggregate model created by input
from all traders, and letting them proﬁt from identifying inconsistencies in that
model. Showing traders the current market prices is not trivial, because the market
prices on day n depend on which trades are made on day n, creating a circular
dependency. Our framework breaks this cycle by requiring that the traders use
continuous betting strategies, guaranteeing that stable beliefs can be found.
In fact, it’s fairly easy to show that something like continuity is strictly necessary,
if the market is to have accurate beliefs about itself. Consider again the paradoxical
sentence χ := “Pn (χ) < 0.5” which is true iﬀ its price in P is less than 50¢ on day
n. If, on day n, traders were allowed to buy when χ < 0.5 and sell otherwise, then
there is no equilibrium price. Continuity guarantees that the equilibrium price will
always exist.
This guarantee protects logical inductors from the classic paradoxes of selfreference—as we have seen, it allows P to develop accurate beliefs about its current
beliefs, and to trust its future beliefs in most cases. We attribute the success of
logical inductors in the face of paradox to the continuity conditions, and we suspect
that it is a general-purpose method that deductively limited reasoners can use to
avoid the classic paradoxes.

7.3

Variations

One notable feature of the logical induction framework is its generality. The framework is not tied to a polynomial-time notion of eﬃciency, nor to any speciﬁc model
of computation. All the framework requires is a method of enumerating possible
patterns of logic (the “traders”) on the one hand, and a method of enumerating
provable sentences of logic (the “deductive process”) on the other. Our algorithm
then gives a method for aggregating those patterns into a combined model that
respects the logical patterns that actually hold.
The framework would work just as well if we used the set of linear-time traders
in place of the set of poly-time traders. Of course, the market built out of lineartime traders would not satisfy all the same desirable properties—but the method of
induction, which consists of aggregating knowledge from a collection of traders and
letting them all see the combined model and attempt to exploit it, would remain
unchanged.
There is also quite a bit of ﬂexibility in the deﬁnition of a trader. Above, traders
are deﬁned to output continuous piecewise-rational functions of the market prices.
We could restrict this deﬁnition (e.g., by having traders output continuous piecewiselinear functions of the market prices), or broaden it (by replacing piecewise-rational
with a larger class), or change the encoding scheme entirely. For instance, we could
have the traders output not functions but upper-hemicontinuous relations specifying
which trades they are willing to purchase; or we could give them oracle access to the
market prices and have them output trades (instead of trading strategies). Alternatively, we could refrain from giving traders access to the market prices altogether,
and instead let them sample truth values for sentences according to that sentence’s
probability, and then consider markets that are almost surely not exploited by any
of these traders.
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In fact, our framework is not even speciﬁc to the domain of logic. Strictly
speaking, all that is necessary is a set of atomic events that can be “true” or “false”,
a language for talking about Boolean combinations of those atoms, and a deductive
process that asserts things about those atoms (such as “a ∧ ¬b”) over time. We
have mainly explored the case where the atoms are prime sentences of ﬁrst order
logic, but the atoms could just as easily be bits in a webcam image, in which case
the inductor would learn to predict patterns in the webcam feed. In fact, some
atoms could be reserved for the webcam and others for prime sentences, yielding
an inductor that does empirical and logical induction simultaneously.
For the sake of brevity, we leave the development of this idea to future works.

7.4

Open Questions

With Deﬁnition 3.0.1, we have presented a simple criterion on deductively limited
reasoners, such that any reasoner who meets the criterion satisﬁes a large number
of desiderata, and any reasoner that fails to meet the criterion can have their beliefs
exploited by an eﬃcient trader. With LIA we have shown that this criterion can be
met in practice by computable reasoners.
The logical induction criterion bears a strong resemblance to the “no Dutch
book” criteria used by Ramsey (1931), de Finetti (1937), Teller (1973), and Lewis
(1999) to support Bayesian probability theory. This fact, and the fact that a wide
variety of desirable properties follow directly from a single simple criterion, imply
that logical induction captures a portion of what it means to do good reasoning under deductive limitations. That said, logical induction leaves a number of problems
wide open. Here we discuss four, recalling desiderata from Section 1.1:
Desideratum 15 (Decision Rationality). The algorithm for assigning probabilities to logical claims should be able to target specific, decision-relevant claims, and
it should reason about those claims as efficiently as possible given the computing
resources available.
In the case of logical inductors, we can interpret this desideratum as saying that
it should be possible to tell a logical inductor to reason about one sentence in
particular, and have it eﬃciently allocate resources towards that task. For example,
we might be curious about Goldbach’s conjecture, and wish to tell a logical inductor
to develop its beliefs about that particular question, i.e. by devoting its computing
resources in particular to sentences that relate to Goldbach’s conjecture (such as
sentences that might imply or falsify it).
Our algorithm for logical induction does not do anything of this sort, and there
is no obvious mechanism for steering its deliberations. In the terminology of Hay
et al. (2012), LIA does not do metalevel reasoning, i.e., it does nothing akin to
“thinking about what to think about”. That said, it is plausible that logical induction could play a role in models of bounded decision-making agents. For example,
when designing an artiﬁcial intelligence (AI) algorithm that does try to reason about
Goldbach’s conjecture, it would be quite useful for that algorithm to have access
to a logical inductor that tells it which other mathematical facts are likely related
(and how). We can imagine a resource-constrained algorithm directing computing
resources while consulting a partially-trained logical inductor, occasionally deciding
that the best use of resources is to train the logical inductor further. At the moment,
these ideas are purely speculative; signiﬁcant work remains to be done to see how
logical induction bears on the problem of allocation of scarce computing resources
when reasoning about mathematical facts.
Desideratum 16 (Answers Counterpossible Questions). When asked questions
about contradictory states of affairs, a good reasoner should give reasonable answers.
In the year 1993, if you asked a mathematician about what we would know about
mathematics if Fermat’s last theorem was false, they would talk about how that
would imply the existence of non-modular elliptic curves. In the year 1994, Fermat’s
last theorem was proven true, so by the principle of explosion, we now know that
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√
if Fermat’s last theorem were false, then 1=2 and 2 is rational, because from a
contradiction, anything follows. The ﬁrst sort of answer seems more reasonable,
and indeed, reasoning about counterpossibilities (i.e., proving a conjecture false by
thinking about what would follow if it were true) is a practice that mathematicians
engage in regularly. A satisfactory treatment of counterpossibilities has proven elusive; see (Cohen 1990; Vander Laan 2004; Brogaard and Salerno 2007; Krakauer
2012; Bjerring 2014) for some discussion and ideas. One might hope that a good
treatment of logical uncertainty would naturally result in a good treatment of counterpossibilities.
There are intuitive reasons to expect that a logical inductor has reasonable
beliefs about counterpossibilities. In the days before D has (propositionally) ruled
out worlds inconsistent with Fermat’s last theorem, P has to have beliefs that allow
for Fermat’s last theorem to be false, and if the proof is a long time in coming, those
beliefs are likely reasonable. However, we do not currently have any guarantees of
this form—P∞ still assigns probability 0 to Fermat’s last theorem being false, and
so the conditional probabilities are not guaranteed to be reasonable, so we haven’t
yet found anything satisfactory to say with conﬁdence about P’s counterpossible
beliefs.
While the discussion of counterpossibilities may seem mainly academic, Soares
and Fallenstein (2015) have argued that counterpossibilities are central to the problem of designing robust decision-making algorithms. Imagine a deterministic agent
agent evaluating three diﬀerent “possible scenarios” corresponding to three diﬀerent
actions the agent could take. Intuitively, we want the nth scenario (modeled inside
the agent) to represent what would happen if the agent took the nth action, and
this requires reasoning about what would happen if agent(observation) had the
output a vs b vs c. Thus, a better understanding of counterpossible reasoning could
yield better decision algorithms. Signiﬁcant work remains to be done to understand
and improve the way that logical inductors answer counterpossible questions.
Desideratum 17 (Use of Old Evidence). When a bounded reasoner comes up with
a new theory that neatly describes anomalies in the old theory, that old evidence
should count as evidence in favor of the new theory.
The canonical example of the problem of old evidence is Einstein’s development of
the theory of general relativity and its retrodiction of the precession in Mercury’s
orbit. For hundreds of years before Einstein, astronomers knew that Newton’s
equations failed to model this precession, and Einstein’s retrodiction counted as
a large boost for his theory. This runs contrary to Bayes’ theorem, which says
that a reasoner should wring every drip of information out of every observation the
moment that the evidence appears. A Bayesian reasoner keeps tabs on all possible
hypotheses at all times, and so they never ﬁnd a new hypothesis in a burst of insight,
and reward it for retrodictions. Humans work diﬀerently—scientists spent centuries
without having even one good theory for the precession of Mercury, and the diﬃcult
scientiﬁc labor of Einstein went into inventing the theory.
There is a weak sense in which logical inductors solve the problem of old
evidence—as time goes on, they get better and better at recognizing patterns in the
data that they have already seen, and integrating those old patterns into their new
models. That said, a strong solution to the problem of old evidence isn’t just about
ﬁnding new ways to use old data every so often; it’s about giving a satisfactory
account of how to algorithmically generate new scientific theories. In that domain,
logical induction has much less to say: they “invent” their “theories” by sheer brute
force, iterating over all possible polynomial-time methods for detecting patterns in
data.
There is some hope that logical inductors will shed light on the question of how
to build accurate models of the world in practice, just as ensemble methods yield
models that are better than any individual expert in practice. However, the task
of using logical inductors to build practical models in some limited domain is wide
open.
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Desideratum 14 (Eﬃciency). The algorithm for assigning probabilities to logical
claims should run efficiently, and be usable in practice.
Logical inductors are far from eﬃcient, but they do raise an interesting empirical
question. While the theoretically ideal ensemble method (the universal semimeasure [Li and Vitányi 1993]) is uncomputable, practical ensemble methods often make
very good predictions about their environments. It is therefore plausible that practical logical induction-inspired approaches could manage logical uncertainty well
in practice. Imagine we pick some limited domain of reasoning, and a collection of
constant- and linear-time traders. Imagine we use standard approximation methods
(such as gradient descent) to ﬁnd approximately-stable market prices that aggregate
knowledge from those traders. Given suﬃcient insight and tweaking, would the resulting algorithm be good at learning to respect logical patterns in practice? This
is an empirical question, and it remains to be tested.
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A
A.1

Preliminaries
Organization of the Appendix

The appendix is organized diﬀerently from the paper. Here we describe the broad
dependency structure of the proofs and mention the theorems that are proven by
constructing explicit traders (rather than as corollaries). Note that theorems that
were proven in Section 6 are also proven here, but diﬀerently (generally much more
concisely, as a corollary of some other theorem).
A. Preliminaries. Appendix A.2 describes expressible features in full detail.
Appendix A.3 deﬁnes some notions for combinations, and deﬁnes when a sequence
of traders can be “eﬃciently emulated”, which will be useful in B, D.1, and G.
B. Convergence. Appendix B.1 introduces a tool for constructing traders
(Lemma B.1.3, Return on Investment) that is used in B and D.1. Appendices
B.2 (Aﬃne Preemptive Learning) and B.5 (Persistence of Aﬃne Knowledge) prove
those theorems using Lemma B.1.3, and the remainder of B derives some corollaries
(convergence and non-aﬃne special cases).
C. Coherence. Appendix C.1 proves Aﬃne Coherence, giving (Aﬃne) Provability Induction as corollaries. The remainder of C derives corollaries of Provability
Induction (consistency and halting) and of Aﬃne Provability Induction (coherence
and exclusive-exhaustive relationships).
D. Statistics. Appendix D.1 proves Aﬃne Recurring Unbiasedness using
Lemma B.1.3, giving Simple Calibration (D.3) as a corollary. Appendices D.4
(Aﬃne Unbiasedness From Feedback) and D.6 (Learning Pseudorandom Aﬃne Sequences) prove those theorems by constructing traders, and the remainder of Appendix D derives corollaries (varied and non-aﬃne cases).
E. Expectations. Appendix E.2 proves the Mesh Independence Lemma by
constructing a trader, and E.1 and E.5 prove two other lemmas on expectations;
basic properties of expectations such as convergence and linearity are also proved.
These proofs rely on theorems proven in B and C. The remainder of E proves analogs
for expectations of the convergence, coherence, and statistical theorems by applying
their aﬃne versions to F -combinations expressing expectations.
F. Introspection and Self-Trust. The ﬁrst part of Appendix F proves introspection properties using Aﬃne Provability Induction and Expectation Provability
Induction. The remainder derives the self-trust properties as applications of theorems proven in Appendix E.
G. Non-Dogmatism and Closure. Appendix G is mostly self-contained.
Appendix G.1 proves a simple analog of the return on investment lemma with
stronger hypotheses; this is applied to constructing traders in G.2 (Uniform NonDogmatism), G.3 (Occam Bounds), and G.5 (Domination of the Universal Semimeasure), with non-dogmatism and strict domination as corollaries. Appendix G.8
(Conditionals on Theories) uses uniform non-dogmatism, preemptive learning, and
G.7 (Closure under Finite Perturbations).

A.2

Expressible Features

This section can be safely skipped and referred back to as desired.
Recall that a trading strategy for day n is given by an aﬃne combination of
sentences with expressible feature coeﬃcients. As such, a machine that implements
a trader must use some notation for writing down those features. Here, to be fully
rigorous, we will make an explicit choice of notation for expressible features. Recall
their deﬁnition:
Definition 3.4.3 (Expressible Feature). An expressible feature ξ ∈ F is a valuation feature expressible by an algebraic expression built from price features φ∗n
for each n ∈ N+ and φ ∈ S, rational numbers, addition, multiplication, max(−, −),
and a “safe reciprocation” function max(1, −)−1 .
We write EF for the set of all expressible features, EF n for the set of expressible
features of rank ≤ n, and define an EF -progression to be a sequence ξ such that
ξn ∈ EF n .
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A (multi-line) string representing an expressible feature will be called a wellformed feature expression, and will be built from smaller expressions involving variables (mainly to save space when a particular expression would otherwise need to
be repeated many times).
We deﬁne the set of variable feature expressions Ξ inductively to include:
• Past and present market prices: for all i ≤ n and for all ψ ∈ S, there is a
symbol ψ ∗i ∈ Ξ.
• Rationals: Q ⊂ Ξ.
• Variables: V ⊂ Ξ.
Further, if ξ ∈ Ξ and ζ ∈ Ξ, then the following operations on them are as well:
• Addition: ξ + ζ ∈ Ξ.
• Multiplication: ξ · ζ ∈ Ξ.
• Maximum: max(ξ, ζ) ∈ Ξ.
• Safe reciprocation: 1/ max(1, ξ) ∈ Ξ.
These operations are suﬃcient to generate all the expressible features we will need.
For example,
−ξ := (−1) · ξ;
min(ξ, ζ) := − max(−ξ, −ζ);
|ξ| := max(ξ, −ξ);
and when ζ ≥ ε for some constant ε > 0, we can deﬁne
ξ/ζ := (1/ε) · ξ/ max(1, (1/ε) · ζ).
We now deﬁne a well-formed feature expression to be a (multi-line) string of the
following form:
v1 := (feature expression with no variables);
v2 := (feature expression involving v1 );
···
vk := (feature expression involving v1 , . . . , vk−1 );
return (feature expression involving v1 , . . . , vk ),
where the ﬁnal expression after “return ” is the expression evaluated to actually
compute the expressible feature deﬁned by this code block.
Examples
The following well-formed feature expression deﬁnes a rank 7 expressible feature:
∗4
v1 := φ∗7
1 + φ2
v2 := v1 − 1
return 3 · max(v1 , v2 ).

If the market at time 7 has P7 (φ1 ) = 0.8 and the market at time 4 had P4 (φ2 ) = 0,
then this expressible feature evaluates to
3 · max(v1 , v2 ) = 3 · max(0.8, −0.2) = 2.4.
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An n-strategy can now be written down in a very similar format, sharing variable
deﬁnitions used in the various coeﬃcients to save space. For example, the following
code deﬁnes a 7-strategy:
∗4
v1 := φ∗7
1 + φ2
v2 := v1 · v1
T [φ1 ] := 3 · max(v1 , v2 )
T [φ2 ] := 6 · max(v1 , v2 ).

T :=

2
X
i=1

T [φi ] · (φi − φ∗n
i )

return T

Notice that the function φ∗7
1 returning the current market price of φ1 aﬀects
(via v1 ) how many shares of φ1 this trader buys. This is permitted, and indeed is
crucial for allowing traders to base their trades on the current market prices.
Dynamic programming for traders
We will often deﬁne traders that make use of indexed variables that are deﬁned
recursively in terms of previous indices, as in e.g. the proof of Theorem 4.1.1 (Convergence) in Section 6.1. In particular, we often have traders refer to their own
past trades, e.g. using expressible features of the form Ti [φ] for i < n to deﬁne their
trade at time n. This can be written down in polynomial time using the expression
language for features, via dynamic programming. For example, to use previous
trades, a trader can recapitulate all the variables used in all its previous trading
strategies. As long as the trading strategies are eﬃciently computable given previous trades as variables, they are still eﬃciently computable without them (possibly
with a higher-degree polynomial).

A.3

Definitions

Price of a Combination
Definition A.3.1 (Price of a Combination). Given any affine combination
A = c + ξ1 φ1 + · · · + ξk φk
of rank ≤ n, observe that the map V 7→ Vn (A) is an expressible feature, called the
price of A on day n, and is given by the expression
A∗n := c + ξ1 φ1 ∗n + · · · + ξk φk ∗n .
For any valuation sequence U, observe by linearity and associativity that
X
(V(A))(U) = V(A(U)) = c(U) +
ξφ (U)V(φ).
φ

Buying a Combination
Definition A.3.2 (Buying a Combination). Given any EF-combination A† of
rank ≤ n, we define a corresponding n-strategy called buying A† on day n to
equal
A† − A†∗n .
Observe that buying A on day n is indeed an n-strategy.
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F -Combinations Corresponding to F -LUV Combinations
Definition A.3.3 (Ex). Let B := c + ξ1 X1 + · · · + ξk Xk be an F -LUV combination.
Define
Exm (A) = c + ξ1

m−1
X
i=0

m−1
X 1
1
(“X1 > i/m”) + · · · + ξk
(“Xk > i/m”)
m
m
i=0

to be a F -affine combination corresponding to B. Note that V(Exm (B)) = EV
m (B).
Also note that if (Bn )n is bounded, then (Exn (Bn ))n is bounded; we will use this
fact freely in what follows.
Efficiently Emulatable Sequence of Traders
In Appendices B, D.1, and G, we will construct traders that allocate their money
across multiple strategies for exploiting the market. In order to speak unambiguously about multiple overlapping long-term strategies for making trades, we deﬁne
the notion of a sequence of traders that can be eﬃciently emulated by one trader.
Definition A.3.4 (Eﬃciently Emulatable Sequence of Traders). We say that a
k
sequence of traders (T )k is eﬃciently emulatable if
k

• the sequence of programs that compute the T can be efficiently generated;
k

• those programs for T have uniformly bounded runtime, i.e., there exists a
k
constant c such that for all k and all times n, the program that computes T
runs in time O(nc ); and
k

• for all k and all n < k, we have that T n is the zero trade.
Eﬃciently emulatable sequences are so named because a single trader T can emulate
k
the entire sequence of traders (T )k . That is, on time n, T can directly compute
all the trading strategies Tnk for k ≤ n by listing the appropriate programs and
running them on input n. This can be done in polynomial time by deﬁnition of an
k
eﬃciently emulatable sequence. We require that T does not make non-zero trades
k
before time k so that the emulator T need not truncate any trades made by the T .

B
B.1

Convergence Proofs
Return on Investment

This section provides a useful tool for constructing traders, which will be applied
in Appendix B and Appendix D.1. The reader may wish to ﬁrst begin with the
proof in Appendix B.2 of Theorem 4.5.7 as motivation of the return on investment
lemma.
Statement of the ε-ROI lemma. If we have a logical inductor P, we know
that P cannot be exploited by any trader. It will often be easy to show that if
P fails to satisfy some property, then there is a trader T that takes advantage
of a speciﬁc, one-shot opportunity to trade against the market in a way that is
guaranteed to eventually be signiﬁcantly higher value than the size of the original
investment; and that such opportunities arise inﬁnitely often. In order to use such
a situation to ensure that the market P satisﬁes the property, we will now show that
logical inductors are not susceptible to repeatable methods for making a guaranteed,
substantial proﬁt.
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To deﬁne a notion of return on investment, we ﬁrst deﬁne the “magnitude” of
a trade made by a trader, so that we can talk about traders that are proﬁtable in
proportion to the size of their trades:
X
kT (P)kmg :=
|T [φ](P)|.
φ∈S

This number will be called the magnitude of the trade. It is just the total number
of shares traded by T against the market P, whether the shares are bought or sold.
Note that the magnitude is not the same as the k − k1 -norm of T (P); the magnitude
omits the constant term T [1](P).
The magnitude is a simple bound on the value of the holdings Tn (P): for any
world W (plausible or not),
X

φ∈S

Tn [φ](P) · (W(φ) − Pn (φ)) ≤

X

φ∈S

Tn [φ](P) · 1 = kTn (P)kmg ,

since W(φ) ∈ {0, 1} and Pn (φ) ∈ [0, 1]. Now we deﬁne the total magnitude of a
trader over time.
Definition B.1.1 (Magnitude of a Trader). The magnitude kT (P)kmg of a trader
T against the market P is
X
X X
kT (P)kmg :=
kTn (P)kmg ≡
|Tn [φ](P)|.
n∈N+

n∈N+ φ∈S

The magnitude of T is the total number of shares it trades (buys or sells) over
all time.
Now we deﬁne what it means for a trader to increase its net value by a substantial
fraction of its investment, i.e., its magnitude.
Definition B.1.2 (ε Return on Investment). For ε > 0, we say that a trader T
trading against P has ε return on investment or ε-ROI if, for all W ∈ PC(Γ),


X
lim W 
Ti (P) ≥ εkT (P)kmg .
n→∞

i≤n

In words, a trader T has ε-ROI if, in the limit of time and deduction, the value of
its holdings is, in every world, at least ε times its total investment kT (P)kmg . Note
that this does not merely say that T recoups at least an ε fraction of its original
cost; rather, the net value is guaranteed in all worlds consistent with Γ to have
increased by an ε fraction of the magnitude kT (P)kmg of T ’s trades.
Recall from Deﬁnition 4.3.5 that a sequence α of rationals is P-generable if there
is some e.c. EF-progression α† such that α†n (P) = αn for all n.

Lemma B.1.3 (No Repeatable ε-ROI ). Let P be a logical inductor with respect to
k
some deductive process D, and let (T )k∈N+ be an efficiently emulatable sequence of
k
traders (Definition A.3.4). Suppose that for some fixed ε > 0, each trader T has
ε-ROI. Suppose further that there is some P-generable sequence α such that for all
k,
k
kT (P)kmg = αk .
Then
lim αk = 0.
k→∞

In words, this says roughly that there is no eﬃcient, repeatable method for
producing a substantial guaranteed return on an investment. The condition that α
is P-generable will help with the budgeting done by the trader that emulates the
k
sequence (T )k .
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k

Proof strategy. We will construct a trader T that emulates the sequence (T ) in
k
a manner such that if the traders T did not make trades of vanishing limiting value,
then our trader T would accrue unbounded proﬁt by repeatedly making investments
that are guaranteed to pay out by a substantial amount. Very roughly, on time n,
k
T will sum together the trades Tnk made by all the T with k ≤ n. In this way, T
k
will accrue all the proﬁts made by each of the T .
The main problem we have to deal with is that T risks going deeper and deeper
into debt to ﬁnance its investments, as discussed before the proof of Theorem 4.1.1
k
(Convergence) in Section 6.1. That is, it may be that each T makes an investment
that takes a very long time for all the worlds W ∈ PC(Dn ) plausible at time n to
value highly. In the meanwhile, T continues to spend money buying shares and
taking on risk from selling shares that might plausibly demand a payout. In this
way, despite the fact that each of its investments will eventually become proﬁtable,
T may have holdings with unboundedly negative plausible value.
To remedy this, we will have our trader T keep track of its “debt” and of which
k
investments have already paid oﬀ, and then scale down new traders T so that T
maintains a lower bound on the plausible value of its holdings. Roughly speaking,
k
T at time n checks whether the current holdings of T are guaranteed to have a
positive value in all plausible worlds, for each k ≤ n. Then T sums up the total
k
magnitudes αk of all the trades ever made by those T whose trades are not yet
n
guaranteed to be proﬁtable. This sum is used to scale down all trades made by T ,
so that the total magnitude of the unsettled investments made by T will remain
bounded.
Proof of Lemma B.1.3.
Proof. We now prove Lemma B.1.3.
k
We can assume without loss of generality that each αn ≤ 1 by dividing T ’s
trades by max(1, αk ).
Checking profitability of investments. At time n, our trader T runs a (posk
k
sibly very slow) search process to enumerate traders T from the sequence (T )k
that have made trades that are already guaranteed to be proﬁtable, as judged by
what is plausible according to the deductive process D with respect to which P is
a logical inductor. That is, T runs a search for pairs of numbers k, m ∈ N+ such
that:
X
kTik (P)kmg ≥ (1 − ε/3)αk
(few future trades), and
i≤m

inf

W∈PC(Dm )

W
k

P


k
T
(P)
≥ (2ε/3)αk
i≤m i

(guaranteed proﬁt).

If the trader T has few future trades and guaranteed proﬁt at time m then we say
that the trader’s holdings have matured. We denote the least such m by m(k).
k
The ﬁrst condition (few future trades) says that T has made trades of total
magnitude at least (1 − ε/3)αk after time k up until time m. By the assumption
k
that kT (P)kmg = αk , for each k there is some time step m such that this condition
k

holds. By that same assumption, T will make trades of total magnitude at most
(ε/3)αk in all time steps after m.
The second condition (guaranteed proﬁt) says that the minimum value plausible
k
at time m of all trades made by T up until time m is at least (2ε/3)αk . By the
k
k
assumption that T has ε-ROI, i.e., that the minimum value of T is eventually at
k
least εkTk kmg , the condition of guaranteed proﬁt will hold at some m.
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k

The idea is that, since T will trade at most (ε/3)αk shares after m and the
k
holdings of T from trades up until the current time have minimum plausible value
k
at least (2ε/3)αk , it is guaranteed that the holdings of T at any time after m will
have minimum plausible value at least (ε/3)αk . This will allow our trader T to
k
“free up” funds allocated to emulating T , in the sense that there is no longer ever
k
any plausible net downside to the holdings from trades made by T .
Definition of the trader T . For ﬁxed k and m, these two conditions refer to
speciﬁc individual computations (namely Dm , the Tik (P) for i ≤ m, and αk ). On
time step n, for all k, j ≤ n, our trader T sets Boolean variables open(k, j) := 0
k
if it is veriﬁed in j steps of computation that the holdings of T have matured;
k
k
and open(k, j) := 1 if T has open investments. Since the holdings of each T will
eventually mature, for all k there is some n such that open(k, n) = 0.
Let α† be an e.c. EF progression such that for each n we have α†n (P) = αn . Then
T outputs the trading strategy
X †
Tn :=
βk · Tnk ,
k≤n

where the

βk†

are deﬁned recursively by
X
βk† := 1 −
open(i, k)βi† α†i .
i<k

That is, the machine computing T outputs the deﬁnitions of the budget variables
βk† for each k ≤ n, and then lists the trades
X †
return φ :=
βk Tnk [φ]
k≤n

for each φ listed by any of the trades Tnk for k ≤ n. As shorthand, we write
k
βk := βk† (P). Notice that since (T )k is eﬃciently emulatable, we have ∀k : ∀i < k :
Tik ≡ 0, and therefore
X
∀n : Tn (P) =
βk Tnk (P).
k∈N+

Note that each open(i, k) is pre-computed by the machine that outputs our trader
T and then is encoded as a constant in the expressible feature βk† . The trade
coordinate Tn [φ] is an expressible feature because the βk† and Tnk [φ] are expressible
features.
k

Budgeting the traders T . Since we assumed each αk ≤ 1, it follows from the
deﬁnition of the budget variable βk† that
X
βk αk ≤ 1 −
open(i, k)βi αi ,
i<k

k

and then βk is used as the constant scaling factor for T in the sum deﬁning T ’s
trades. In this way, we maintain the invariant that for any n,
X
open(k, n)βk αk ≤ 1.
k≤n

Indeed, by induction on k, using the fact that open(i, n) implies open(i, m) for
m ≥ n, we have βk ≥ 0 and the above invariant holds.
k
In words, this says that out of all the traders T with investments still open at
time n, the sum of the magnitudes βk αk of their total investments (as budgeted by
the βk ) is bounded by 1.
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Analyzing the value of T ’s holdings. Now we lower bound the value of the
holdings of T from trades against the market P. Fix any time step n and world
W ∈ PC(Dn ) plausible at time n. Then we have that the value of T ’s holdings at
time n is
X
P
P
W( i≤n Ti (P)) =
W( i≤n βk Tik (P))
k≤n

by linearity and by deﬁnition of our trader T ;
X
P
=
W( i≤n βk Tik (P)) +
k≤n
open(k,n)

X

k≤n
¬open(k,n)

P
W( i≤n βk Tik (P))

again by linearity. We analyze the ﬁrst term, the value of the holdings that have
not yet matured, as follows:
X
X
X
P
W( i≤n βk Tik (P)) ≥ −
βk
kTik (P)kmg
k≤n
open(k,n)

i≤n

k≤n
open(k,n)

≥−
=−

X

βk

k≤n
open(k,n)

X

X

i∈N+

kTik (P)kmg

open(k, n)βk αk

k≤n

≥ −1,

by the previous discussion of the βk . In short, the βk were chosen so that the
k
total magnitude of all of T ’s holdings from trades made by any T that haven’t yet
matured stays at most 1, so that its plausible value stays at least −1.
Now we analyze the second term in the value of T ’s holdings, representing the
value of the holdings that have already matured, as follows:
X
P
W( i≤n βk Tik (P))
k≤n
¬open(k,n)

X

=

k≤n
¬open(k,n)




P
P
W( i≤m(k) βk Tik (P)) + W( m(k)<i≤n βk Tik (P))
k

where m(k) is minimal such that T has guaranteed proﬁt and makes few future
trades at time m(k), as deﬁned above;


X
X
βk (2ε/3)αk −
≥
βk kTik (P)kmg 
k≤n
¬open(k,n)

i>m(k)

since by deﬁnition of m(k) and the guaranteed proﬁt condition, the value of the
k
holdings of T from its trades up until time m(k) is at least (2ε/3)αk in any world
in Dn ;
X
≥
(βk (2ε/3)αk − βk (ε/3)αk )
k≤n
¬open(k,n)

since T
m(k);

k

is guaranteed to make trades of magnitude at most (ε/3)αk after time
=

X

βk (ε/3)αk .

k≤n
¬open(k,n)
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Completing our analysis, we have a lower bound on the value in W of the holdings
of T at time n:
X
P
W( i≤n Ti (P)) ≥ −1 +
βk (ε/3)αk .
k≤n
¬open(k,n)

T exploits P unless α vanishes. Since T is an eﬃcient trader and P is a logical
inductor, T does not exploit P. That is, the set
n P

o
+
W
n
∈
N
,
W
∈
PC(D
)
T
(P)
n
i
i≤n

is bounded above, since it is bounded below by −1 by the above analysis. In words,
the plausible value of T ’s holdings is always at least −1, so by the logical induction
criterion it cannot go to inﬁnity. Therefore, again by the above analysis, we must
have
X
lim
βk (ε/3)αk < ∞.
n→∞

k≤n
¬open(k,n)

As shown above, for any k the conditions for ¬open(k, n) will eventually be met by
all suﬃciently large n. Thus
X
X
lim
βk (ε/3)αk =
(ε/3)βk αk < ∞.
n→∞

k≤n
¬open(k,n)

k

Now we show that limk→∞ αk = 0. Suppose by way of contradiction that for some
δ ∈ (0, 1), αk > δ for inﬁnitely many k, but nevertheless for some suﬃciently large
time step n, we have
X
βi αi < 1/2.
i>n

Recall that for each i ≤ n, at some time n(i), open(i, n(i)) = 0 veriﬁes that the
i
holdings of T have matured. Let N be any number greater than n(i) for all i ≤ n.
Then
X
X
X
open(i, N )βi αi =
0 · βi αi +
open(i, N )βi αi
i<N

n<i<N

i≤n

≤0+

X

βi αi

n<i<N

≤ 1/2.

So for inﬁnitely many suﬃciently large k we have
αk βk = αk

1−

X

open(i, k)βi αi

i<k

!

≥ αk (1 − 1/2)
≥ δ/2.
Thus

X
k

(ε/3)βk αk = ∞,

contradicting that this sum is bounded. Therefore in fact αk hk 0, as desired.
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B.2

Affine Preemptive Learning

Theorem 4.5.7 (Aﬃne Preemptive Learning). Let A ∈ BCS(P). Then
lim inf Pn (An ) = lim inf sup Pm (An )
n→∞

n→∞ m≥n

and
lim sup Pn (An ) = lim sup inf Pm (An ) .
n→∞

n→∞ m≥n

Proof strategy: buying combinations that will appreciate, and ROI. The
inequality
lim inf Pn (An ) ≥ lim inf sup Pm (An )
n→∞

n→∞ m≥n

states roughly that Pn cannot inﬁnitely often underprice the R-combination An by
a substantial amount in comparison to any price Pm (An ) assigned to An by Pm at
any future time m ≥ n.
Intuitively, if the market P did not satisfy this inequality, then P would be
exploitable by a trader that buys the R-combination An when its price is low, and
then sells it back when, inevitably, the price is substantially higher. If we have sold
back all our shares in some sentence φ, then there is no contribution, positive or
negative, to our net value from our φ-shares (as opposed to their prices); for every
share we owe, there is a matching share that we hold. So if we buy low and sell
high, we have made a proﬁt oﬀ of the price diﬀerential, and once the inter-temporal
arbitrage is complete we have not taken on any net risk from our stock holdings.
The fact that we can accrue stock holdings that we are guaranteed to eventually
sell back for more than their purchase price is not suﬃcient to exploit the market.
It may be the case that at every time n we spend $1 on some R-combination that
we eventually sell back at $2, but not until time 4n. (That is, until time 4n, the
price remains low.) Then at every time n we owe −$n in cash, but only have around
$2(n/4) worth of cash from shares we have sold oﬀ, for a net value of around −n/2.
Thus we have net value unbounded below and hence do not exploit the market,
despite the fact that each individual investment we make is eventually guaranteed
to be proﬁtable.
To avoid this obstacle, we will apply the ε-return on investment lemma
k
(Lemma B.1.3) to the sequence of traders (T )k that enforce the inequality at time
k
k as described above. That is, T myopically “keeps P sensible about A” at time
k by buying the R-combination Ak described above if that R-combination is underk
priced at time k, and otherwise T does nothing. The ROI Lemma guarantees that
the inequality cannot inﬁnitely often fail substantially, or else this sequence would
have δ-ROI for some δ.
The main technical diﬃculty is that we have to buy the R-combination An
at time n (if it is underpriced), wait for the price of the combination to increase
k
substantially, and then sell it oﬀ, possibly over multiple time steps. The traders T
will therefore have to track what fraction of their initial investment they have sold
oﬀ at any given time.
Proof.
Proof. We show the ﬁrst equality; the second equality follows from the ﬁrst by
considering the negated sequence (−An )n .
Since for all n we have supm≥n Pm (An ) ≥ Pn (An ), the corresponding inequality
in the limit inﬁmum is immediate.
Suppose for contradiction that the other inequality doesn’t hold, so that
lim inf Pn (An ) < lim inf sup Pm (An ) .
n→∞

n→∞ m≥n
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Then there are rational numbers ε > 0 and b such that we have
lim inf Pn (An ) < b − ε < b + ε < lim inf sup Pm (An ) .
n→∞

n→∞ m≥n

Therefore we can ﬁx some suﬃciently large sε such that:
• for all n > sε , we have supm≥n Pm (An ) > b + ε, and
• for inﬁnitely many n > sε , we have Pn (An ) < b − ε.
We will assume without loss of generality that each kAn kmg ≤ 1; they are
assumed to be bounded, so they can be scaled down appropriately.
An efficiently emulatable sequence of traders. Let A† be an EF-combination
progression such that A†n (P) = An for all n. We now deﬁne our sequence of traders
k
k
(T )k . For k ≤ sε , deﬁne T to be the zero trading strategy at all times n.
k
For k > sε , deﬁne Tn to be the zero trading strategy for n < k, and deﬁne Tkk
to be the trading strategy


Tkk := Underk · A†k − A†∗k
,
k
where



<
b
−
ε/2
.
Underk := Indε/2 A†∗k
k

This is a buy order for the R-combination Ak , scaled down by the continuous indicator function Underk for the event that Pk has underpriced that R-combination at
k
time k. Then, for times n > k, we deﬁne T to submit the trading strategy



Tnk := −Fn · Underk · A†k − A†∗k
,
k

where we deﬁne Fn ≥ 0 recursively in the previous fractions Fi :
!
X
k
Fn := Overn · 1 −
Fi ,
k<i<n



using the continuous indicator Overkn := Indε/2 A†∗n
>
b
+
ε/2
of the Rk
combination being overpriced at time n.
In words, Tnk is a sell order for the R-combination Ak , scaled down by the fraction
k
Underk of this R-combination that T purchased at time k, and also scaled down
by the fraction
Fn of the original purchase Tkk that will be sold on this time step.
P
That is, k<i<n Fi the total fraction of the original purchase Underk · Ak that has
k
already been sold oﬀ on
Pall previous rounds since time k. Then Tn sells oﬀ the
remaining fraction 1 − k<i<n Fi of the R-combination Underk · Ak , scaled down
by the extent Overkn to which Ak is overpriced at time n.
k
P Notice that since Overi ∈ [0, 1] for all i, by induction on n we have that
k<i≤n Fi ≤ 1 and Fn ≥ 0. This justiﬁes thinking of the Fi as portions of the
original purchase being sold oﬀ.
k
By assumption, the EF-combination progression A† is e.c. Also, each trader T
k
does not trade before time k. Therefore the sequence of traders (T )k is eﬃciently
emulatable (see A.2 on dynamic programming). (The constant sε before which the
k≤sε
T
make no trades can be hard-coded in the eﬃcient enumeration.)
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k

k

(ε/2) return on investment for T . Now we show that each T has (ε/2)-ROI;
i.e., for all W ∈ PC(Γ),
P

k
k
lim W
i≤n Ti (P) ≥ (ε/2)kT (P)kmg .
n→∞

k

In words, this says that the trades made by T across all time are valued positively
k
in any W ∈ PC(Γ), by a ﬁxed fraction (ε/2) of the magnitude of T . For k ≤ sε ,
k
this is immediate since kT (P)kmg = 0 by deﬁnition.
k

k

For each k > sε , by deﬁnition T makes a trade of magnitude kT k (P)kmg =
Underk (P) · kAk kmg , followed by trades of magnitude
X

n>k

k

k

Fn kT k (P)kmg ≤ kT k (P)kmg ,

by the earlier comment that the Fn are non-negative and sum to at most 1. Furthermore, by assumption, there is some m > k such that Pm (Ak ) > b + ε. At that point,
P
Overkm (P) = 1, so that Fm (P) = 1 − k<i<m Fi (P) ; intuitively this implies that
k

at time m, T will sell oﬀ the last of its stock holdings from trades in Ak . Formally
we have
!
X
X
k
kT i (P)kmg = Fm (P) +
Fi (P) · Underk (P) · kAk kmg
k<i≤m

k<i<m

=

k
kT k (P)kmg

.

k
(P) ≡ 0. ThereFurthermore, for all times M > m we have FM (P) = 0, so that TM
P
k
k
k
fore kT (P)kmg = k≤i≤n kT i (P)kmg = 2kT k (P)kmg .
k

Now ﬁx any world W ∈ PC(Γ). Then the limiting value of T in W is:

P

P
k
k
=
W
T
(P)
lim W
T
(P)
k≤i≤m i
i≤n i

n→∞

since by the above analysis, Tik is the zero trade for i < k and for i > m;


P
= W Tkk (P) + k<i≤m Tik (P)

= Underk (P) · W ( Ak − Pk (Ak ) )
P

(−F
(P))
·
(
A
−
P
(A
)
)
+ Underk (P) · W
i
k
i
k
k<i≤m
k

by linearity, by the deﬁnition of the trader T , and since by deﬁnition A†∗k
k (P) =
Pk (A†k (P)) = Pk (Ak ). Note that the prices Pi (Ak ) of Ak in the summation change
with the time step i. Then
= Underk (P) · W ( Ak − Ak )


P
+ Underk (P) · W −Pk (Ak ) + k<i≤m Fi · Pi (Ak )
P



P
k
lim W
,
i≤n Ti (P) = Underk (P) · −Pk (Ak ) +
k<i≤m Fi · Pi (Ak )
n→∞

using linearity to rearrange the terms in the ﬁrst and second lines, and using that
P
k<i≤m Fi = 1 as shown above. Note that this last quantity does not contain any
k

stock holdings whose value depends on the world; intuitively this is because T
sold oﬀ exactly all of its initial purchase. The remaining quantity is the diﬀerence
between the price at which the R-combination Ak was bought and the prices at
k
which it was sold over time, scaled down by the fraction Underk (P) of Ak that T
purchased at time k.
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If at time step k the R-combination Ak was not underpriced, i.e., Underk (P) = 0,
then
P

k
k
lim W
i≤n Ti (P) = 0 = (ε/2)kT (P)kmg ,
n→∞

as desired. On the other hand, suppose that Underk (P) > 0. That is,
Indε/2 (Pk (Ak ) < b − ε/2) > 0 ,

i.e., Ak was actually underpriced at time k. Therefore



P
P
k
≥
Under
(P)
·
−(b
−
ε/2)
+
·
(b
+
ε/2)
lim W
T
(P)
F
(P)
k
i≤n i
k<i≤m i
n→∞

since when Fi (P) > 0 we have Overkn (P) > 0 and hence Pi (Ak ) ≥ b + ε/2, and using
the fact that Underk (P) is nonnegative;
= Underk (P) · ε
k

≥ (ε/2)kT (P)kmg ,
since
k

k

kT (P)kmg = 2kT k (P)kmg = 2 · Underk (P) · kAk kmg ≤ 2 · Underk (P)
k

Thus T has (ε/2)-ROI.
k

Deriving a contradiction. We have shown that the sequence of traders (T )k is
bounded, eﬃciently emulatable, and has (ε/2)-return on investment. The remaining
k
condition to Lemma B.1.3 states that for all k, the magnitude kT (P)kmg of all
k

trades made by T must equal αk for some P-generable αk . This condition is
k
k
k
satisﬁed for αk := 2kT k (P)kmg , since as shown above, kT (P)kmg = 2kT k (P)kmg .
Therefore we can apply Lemma B.1.3 (the ROI lemma) to the sequence of traders
k
(T )k . We conclude that αk hk 0. Recall that we supposed by way of contradiction
that the R-combinations in Ak are underpriced inﬁnitely often. That is, for inﬁnitely
k
many days k, Pk (Ak ) < b − ε. But for any such k > sε , T k purchases a full Rcombination Ak , and then sells oﬀ the resulting stock holdings for at least b + ε/2,
k
at which point T has proﬁted by at least ε. More precisely, for these k we have
Underk (P) = Indε/2 (Pk (Ak ) < b − ε/2) = 1.
Since

k

αk = 2kT k (P)kmg = 2 · Underk (P) · kAk kmg = 2kAk kmg

and kAk kmg ≥ ε/2 (since Pm (Ak ) − Pk (Ak ) ≥ ε for some m), we have αk ≥ ε for
inﬁnitely many k, which contradicts αk hk 0.

B.3

Preemptive Learning

Theorem 4.2.4 (Preemptive Learning). Let φ be an e.c. sequence of sentences.
Then
lim inf Pn (φn ) = lim inf sup Pm (φn ).
n→∞

n→∞ m≥n

Furthermore,
lim sup Pn (φn ) = lim sup inf Pm (φn ).
n→∞

n→∞ m≥n

Proof. This is a special case of Theorem 4.5.7 (Aﬃne Preemptive Learning), using
the combination An := φn .
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B.4

Convergence

Theorem 4.1.1 (Convergence). The limit P∞ : S → [0, 1] defined by
P∞ (φ) := lim Pn (φ)
n→∞

exists for all φ.
Proof. By Theorem 4.2.4 (Preemptive Learning),
lim inf Pn (φ) = lim inf sup Pm (φ)
n→∞

n→∞ m≥n

= lim inf sup Pm (φ)
k→∞ n≥k m≥n

= lim sup Pn (φ).
n→∞

Since the lim inf and lim sup of Pn (φ) are equal, the limit exists.

B.5

Persistence of Affine Knowledge

Let A ∈ BCS(P). Then
lim inf inf Pm (An ) = lim inf P∞ (An )
n→∞ m≥n

n→∞

and
lim sup sup Pm (An ) = lim sup P∞ (An ).
n→∞ m≥n

n→∞

Proof strategy: keeping Pm reasonable on all AF n≤m .
as the proof in Appendix B.2 of Theorem 4.5.7, the inequality

In the same vein

lim inf inf Pm (An ) ≥ lim inf P∞ (An )
n→∞ m≥n

n→∞

says roughly that Pm cannot underprice the R-combination An by a substantial
amount inﬁnitely often, where the R-combination is “underpriced” in comparison
to the value of the R-combination as judged by the limiting belief state P∞ .
As the proof of the present theorem is quite similar to the proof of Theorem 4.5.7,
we will highlight the diﬀerences in this proof, and otherwise give a relatively terse
proof.
Intuitively, if the market P did not satisfy the present inequality then P would
be exploitable by a trader that buys An at any time m such that its price Pm (An )
is lower than its eventual price, and then sells back the R-combination when the
price rises.
We would like to apply the return on investment lemma (Lemma B.1.3) as in
Theorem 4.5.7. One natural attempt is to have, for each n, a trader for that watches
the price of An at all times m ≥ n, buying low and selling high. This proof strategy
may be feasible, but does not follow straightforwardly from the ROI lemma: those
traders may be required to make multiple purchases of An in order to guard against
their prices ever dipping too low. This pattern of trading may violate the condition
for applying the ROI lemma that requires traders to have a total trading volume
that is predictable by a P-generable EF-progression (in order to enable veriﬁable
budgeting).
Thus we ﬁnd it easier to index our traders by the time rather than by An . That
k
k
is, we will deﬁne a sequence of traders (T )k , where the trader T ensures that Pk
k
does not assign too low a price to any An for n ≤ k. Speciﬁcally, T at time k buys
any R-combination An for n ≤ k with Pk (An ) suﬃciently low, and then sells back
each such purchase as the price Pm (An ) rises. In this way, if R-combinations are
ever underpriced at any time above the main diagonal, there is a trader ready to
buy that R-combination in full.
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Proof.
Proof. We show the ﬁrst equality; the second equality follows from the ﬁrst by
considering the negated progression (−An )n .
For every n, since P∞ is the limit of the Pm and since V(An ) is continuous as
a function of the valuation V, we have that inf m≥n Pm (An ) ≤ P∞ (An ). Therefore
the corresponding inequality in the limit inﬁmum is immediate.
Suppose for contradiction that the other inequality doesn’t hold, so that
lim inf inf Pm (An ) < lim inf P∞ (An ).
n→∞ m≥n

n→∞

Then there are rational numbers ε > 0 and b such that we have
lim inf inf Pm (An ) < b − ε < b + ε < lim inf P∞ (An ) ,
n→∞ m≥n

n→∞

and therefore we can ﬁx some suﬃciently large sε such that
• for all n > sε , we have P∞ (An ) > b + ε, and
• for inﬁnitely many n > sε , we have inf m≥n Pm (An ) < b − ε.
We will assume without loss of generality that each kAn kmg ≤ 1; they are
assumed to be bounded, so they can be scaled down appropriately.
An efficiently emulatable sequence of traders. Now we deﬁne our sequence
k
of traders (T )k . Let A† be an EF-combination progression such that A† n (P) = An
for all n. For n < k, deﬁne Tnk to be the zero trading strategy. Deﬁne Tkk to be the
trading strategy
X

Tkk :=
Undernk · A†n − A†∗k
,
n
sε <n≤k

where


Undernk := Indε/2 A†∗k
< b − ε/2 .
n

This is a buy order for each R-combination An for sε < n ≤ k, scaled down by the
continuous indicator function Undernk for the event that An is underpriced at time
k
k by P. Then, for time steps m > k, we deﬁne Tm
to be the trading strategy
X

k
Tm
:= Fm ·
−Undernk · A†n − A†∗m
,
n
sε <n≤k

where
Fm :=
and

1−

X

Fi

k<i<m

!

·

Y

Overnm

sε <n≤k


Overnm := Indε/2 A†∗m
> b + ε/2 .
n

This trade is a sell order for the entire R-combination comprising the sum of the
scaled R-combinations Undernk (P) · An for sε < n ≤ k purchased at time k by Tkk ,
scaled down by the fraction Fm (P). We deﬁne Fm so that it represents the fraction
k
of the original purchase made by the trader T Q
that has not yet been sold oﬀ by
time m, scaled down by the continuous indicator sε <n≤k Overnm for the event that
all of those R-combinations An for sε < n ≤ k are overpriced at time m.
k
By assumption, the EF-combination progression A† is e.c., and each trader T
k
does not trade before time k. Therefore the sequence of traders (T )k is eﬃciently
emulatable (see A.2 on dynamic programming).
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k

k

(ε/2) return on investment for T . Now we show that each T has (ε/2)-ROI,
i.e., for all W ∈ PC(Γ):
P

k
k
lim W
T
(P)
≥ (ε/2)kT (P)kmg .
i
i≤n
n→∞

k

Roughly speaking, T gets (ε/2)-ROI for the same reason as the traders in the
k
proof of Theorem 4.5.7: the stock holdings from each An that T purchased will
be sold oﬀ for at least (ε/2)-ROI, so the sum of the R-combinations is sold oﬀ for
(ε/2)-ROI.
Since Overni (P) ∈ [0, 1] for all n and i, by induction on m we have that
P
k
k<i≤m Fi (P) ≤ 1 and Fm (P) ≥ 0. Therefore for each k > sε , by deﬁnition T
P
k
makes a trade of magnitude kT k (P)kmg = sε <n≤k Undernk (P) · kAn kmg , followed
by trades of magnitude
X
k
k
Fn (P)kT k (P)kmg ≤ kT k (P)kmg .
n>k

By assumption, there is some time m such that Pm (An ) > b + ε/2 forP
all sε < n ≤ k.

At that point, Overnm (P) = 1 for each such n, so that Fn (P) = 1 − k<i<n Fi (P) .
k

Then at time m, T will sell of the last of its stock holdings from trades in An , so
P
k
that k<i≤m kT i (P)kmg is equal to
!
X
X
k
Fm (P) +
Fi (P) ·
Undernk (P) · kAn kmg = kT k (P)kmg .
k<i<m

sε <n≤k

k
(P) ≡ 0. ThereFurthermore, for all times M > m we have FM (P) = 0, so that TM
P
k
k
k
fore kT (P)kmg = k≤i≤n kT i (P)kmg = 2kT k (P)kmg .
From this point, the proof of return on investment is essentially identical to the
k
analogous proof of Theorem 4.5.7. The only diﬀerence is that here the trader T
holds a combination of P
R-combinations. Therefore we will not belabor the details;
inserting a summation sε <n≤k in front of the trades made by the traders in the
proof of Theorem 4.5.7 will produce the precise derivation.
k
In short, since T will eventually hold no net shares, the value of its holdings is
determined by the prices of the shares it trades, regardless of plausible worlds. By
k
deﬁnition, T purchases a mixture of R-combinations
X

Undernk (P) · An ,
sε <n≤k

where each An with Undernk (P) > 0 has price Pk (An ) at most b − ε/2 at time k.
k
Then T sells oﬀ that mixture, at times for which each R-combination has price at
k
least b + ε/2. Thus T eventually has holdings with value at least
X

Undernk (P) · (b + ε/2 − (b − ε/2))
sε <n≤k

=

X

Undernk (P) · ε

sε <n≤k

≥ε

X

sε <n≤k




Undernk (P) · |An |

≥ εkTkk (P)kmg
k

= (ε/2)kT (P)kmg .
k

Thus, T has (ε/2)-ROI.
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k

Deriving a contradiction. We have shown that the sequence of traders (T )k is
bounded, eﬃciently emulatable, and has (ε/2)-return on investment. The remaining
k
condition to Lemma B.1.3 states that for all k, the magnitude kT (P)kmg of all
k

trades made by T must equal αk for some P-generable αk . This condition is
k
k
k
satisﬁed for αk := 2kT k (P)kmg , since as shown above, kT (P)kmg = 2kT k (P)kmg .
Therefore we can apply Lemma B.1.3 (the ROI lemma) to the sequence of traders
k
(T )k . We conclude that αk hk 0. Recall that we supposed by way of contradiction
that inﬁnitely often, some An is underpriced. That is, for inﬁnitely many times k
and indices sε < n ≤ k, Pk (An ) < b − ε.
But for any such k and n, Tkk will purchase the full R-combination An , as
Undernk (P) = Indε/2 (Pk (An ) < b − ε/2) = 1 .
k

Now αk = 2kT k kmg ≥ 2 · Undernk kAn kmg = 2kAn kmg , and kAn kmg ≥ ε/2 (since
Pm (An ) − Pk (An ) ≥ ε for some m). So αk ≥ ε inﬁnitely often, contradicting
αk hk 0.

B.6

Persistence of Knowledge

Theorem 4.2.3 (Persistence of Knowledge). Let φ be an e.c. sequence of sentences,
and p be an e.c. sequence of rational-number probabilities. If P∞ (φn ) hn pn , then
sup |Pm (φn ) − pn | hn 0.

m≥n

Furthermore, if P∞ (φn ) .n pn , then
sup Pm (φn ) .n pn ,
m≥n

and if P∞ (φn ) &n pn , then
inf Pm (φn ) &n pn .

m≥n

Proof. The second and third statements are a special case of Theorem 4.5.6 (Persistence of Aﬃne Knowledge), using the combination An := φn ; the ﬁrst statement
follows from the second and third.

C
C.1

Coherence Proofs
Affine Coherence

Theorem 4.5.5 (Aﬃne Coherence). Let A ∈ BCS(P). Then
lim inf

inf

n→∞ W∈PC(Γ)

W(An ) ≤ lim inf P∞ (An ) ≤ lim inf Pn (An ),
n→∞

n→∞

and
lim sup Pn (An ) ≤ lim sup P∞ (An ) ≤ lim sup
n→∞

n→∞

sup

W(An ).

n→∞ W∈PC(Γ)

Proof. We show the ﬁrst series of inequalities; the second series follows from the
ﬁrst by considering the negated progression (−An )n . Let A† be an EF-combination
progression such that A† n (P) = An for all n.
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Connecting PC(Γ) to P∞ . First we show that
lim inf

inf

n→∞ W∈PC(Γ)

W(An ) ≤ lim inf P∞ (An ).
n→∞

It suﬃces to show the stronger statement that for any n ∈ N+ ,
inf

W∈PC(Γ)

W(An ) ≤ P∞ (An ).

This is a generalization of coherence in the limit to aﬃne relationships; its proof will
follow a strategy essentially identical to the one used in the proof of Theorem 4.1
(coherence) to show the particular coherence relationships that are suﬃcient to
imply ordinary probabilistic coherence. That is, we will construct a trader that
waits for the coherence relationship to approximately hold (so to speak) and for
the price of the corresponding R-combination to approximately converge, and then
buys the combination repeatedly if it is underpriced.
Suppose by way of contradiction that the inequality does not hold, so for some
ﬁxed n there are rational numbers ε > 0 and b and a time step sε such that for all
m > sε we have
Pm (An ) < b − ε < b + ε <

inf

W∈PC(Dm )

W(An ) .

Therefore we can deﬁne a trader T that waits until time sε , and thereafter buys
a full R-combination An on every time step. That is, we take Tm to be the zero
trading strategy for m ≤ sε , and we deﬁne Tm for m > sε to be
Tm := A†n − A†∗m
n .
Intuitively, since the inﬁmum over plausible worlds of the value of the stocks in this
R-combination is already substantially higher than its price, the value of the total
holdings of our trader T immediately increases by at least 2ε. More formally, we
have that for any time m and any W ∈ PC(Dm ),




X
X
W
Ti (P) = W 
Ti (P)
i≤m

sε <i≤m

since Tm ≡ 0 for m ≤ sε ;

=

X

sε <i≤m

W(An ) − Pi (An )

by linearity, by deﬁnition of Ti , and since A†n (P) ≡ An and A†∗m
n (P) ≡ Pm (An );
X
≥
b + ε − (b − ε)
sε <i≤m

= 2ε(m − sε ).

This is bounded below by 0 and unbounded above as m goes to ∞. Thus T exploits
the market P, contradicting that P is a logical inductor. Therefore in fact we must
have
lim inf inf W(An (P)) ≤ lim inf P∞ (An (P)),
n→∞ W∈PC(Γ)

n→∞

as desired.
Connecting Pn to P∞ and to fast diagonals. Now we show that
lim inf P∞ (An ) ≤ lim inf Pn (An ).
n→∞

n→∞
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This says, roughly speaking, that aﬃne relationships that hold in the limiting belief
state P∞ also hold along the main diagonal. We show this inequality in two steps.
First, by Theorem 4.5.6 (Persistence of aﬃne knowledege), we have
lim inf P∞ (An ) ≤ lim inf inf Pm (An ).
n→∞

n→∞ m≥n

This says roughly that if the limiting beliefs end up satisfying some sequence of
aﬃne relationships, then eventually all belief states above the main diagonal satisfy
that relationship to at least the same extent. Second, it is immediate that
lim inf inf Pm (An ) ≤ lim inf Pn (An ),
n→∞ m≥n

n→∞

since for all n, inf m≥n Pm (Am ) ≤ Pn (An ). Thus we have the desired inequality.

C.2

Affine Provability Induction

Theorem 4.5.4 (Aﬃne Provability Induction). Let A ∈ BCS(P) and b ∈ R. If, for
all consistent worlds W ∈ PC(Γ) and all n ∈ N+ , it is the case that W(An ) ≥ b,
then
Pn (An ) &n b,
and similarly for = and hn , and for ≤ and .n .
Proof. We prove the statement in the case of ≥; the case of ≤ is analogous, and the
case of = follows from the conjunction of the other two cases. By Theorem 4.5.5
(Aﬃne Coherence),
lim inf Pn (An ) ≥ lim inf
n→∞

inf

n→∞ W∈PC(Γ)

W(An ) ≥ b.

We will usually apply this theorem using the = case.

C.3

Provability Induction

Theorem 4.2.1 (Provability Induction). Let φ be an e.c. sequence of theorems.
Then
Pn (φn ) hn 1.
Furthermore, let ψ be an e.c. sequence of disprovable sentences. Then
Pn (ψn ) hn 0.
Proof. Since φ is a sequence of theorems, for all n and W ∈ PC(Γ), W(φn ) = 1. So
by Theorem 4.5.4 (Aﬃne Provability Induction),
Pn (φn ) hn 1.
Similarly, since ψ is a sequence of disprovable sentences, for all n and W ∈ PC(Γ),
W(ψn ) = 0. So by Theorem 4.5.4 (Aﬃne Provability Induction),
Pn (ψn ) hn 0.

C.4

Belief in Finitistic Consistency

Theorem 4.9.2 (Belief in Finitistic Consistency). Let f be any computable function. Then
Pn (Con(Γ)(“f (n)”)) hn 1.
Proof. Since each statement Con(Γ)(“f (n)”) is computable and true, and Γ can
represent computable functions, each of these statements is provable in Γ. Now
apply Theorem 4.2.1 (Provability Induction) to get the desired property.
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C.5

Belief in the Consistency of a Stronger Theory

Theorem 4.9.3 (Belief in the Consistency of a Stronger Theory). Let Γ′ be any
recursively axiomatizable consistent theory. Then
Pn (Con(Γ′ )(“f (n)”)) hn 1.
Proof. Since each statement Con(Γ′ )(“f (n)”) is computable and true, and Γ can
represent computable functions, each of these statements is provable in Γ. Now
apply Theorem 4.2.1 (Provability Induction) to get the desired property.

C.6

Disbelief in Inconsistent Theories

Theorem 4.9.4 (Disbelief in Inconsistent Theories). Let Γ′ be an e.c. sequence of
recursively axiomatizable inconsistent theories. Then
Pn (“Γ′n is inconsistent”) hn 1,
so

Pn (“Γ′n is consistent”) hn 0.

Proof. Since each statement “Γ′n is inconsistent” is provable in PA, and Γ can represent computable functions, each of these statements is provable in Γ. Now apply
Theorem 4.2.1 (Provability Induction) to get the ﬁrst desired property.
Similarly, since each statement “Γ′n is consistent” is disprovable in PA, and Γ can
represent computable functions, each of these statements is disprovable in Γ. Now
apply Theorem 4.2.1 (Provability Induction) to get the second desired property.

C.7

Learning of Halting Patterns

Theorem 4.10.1 (Learning of Halting Patterns). Let m be an e.c. sequence of
Turing machines, and x be an e.c. sequence of bitstrings, such that mn halts on
input xn for all n. Then
Pn (“mn halts on input xn ”) hn 1.
Proof. Since each statement “mn halts on input xn ” is computable and true, and Γ
can represent computable functions, each of these statements is provable in Γ. Now
apply Theorem 4.2.1 (Provability Induction) to get the desired property.

C.8

Learning of Provable Non-Halting Patterns

Theorem 4.10.2 (Learning of Provable Non-Halting Patterns). Let q be an e.c.
sequence of Turing machines, and y be an e.c. sequence of bitstrings, such that qn
provably fails to halt on input yn for all n. Then
Pn (“qn halts on input yn ”) hn 0.
Proof. Each statement “qn halts on input yn ” is disprovable in Γ. Now apply Theorem 4.2.1 (Provability Induction) to get the desired property.

C.9

Learning not to Anticipate Halting

Theorem 4.10.3 (Learning not to Anticipate Halting). Let q be an e.c. sequence
of Turing machines, and let y be an e.c. sequence of bitstrings, such that qn does
not halt on input yn for any n. Let f be any computable function. Then
Pn (“qn halts on input yn within f (n) steps”) hn 0.
Proof. Since each statement “qn halts on input yn within f (n) steps” is computable and false, and Γ can represent computable functions, each of these statements is disprovable in Γ. Now apply Theorem 4.2.1 (Provability Induction) to get
the desired property.
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C.10

Limit Coherence

Theorem 4.1.2 (Limit Coherence). P∞ is coherent, i.e., it gives rise to an internally consistent probability measure Pr on the set PC(Γ) of all worlds consistent
with Γ, defined by the formula
Pr(W(φ) = 1) := P∞ (φ).
In particular, if Γ contains the axioms of first-order logic, then P∞ defines a probability measure on the set of first-order completions of Γ.
Proof. The limit P∞ (φ) exists by Theorem 4.1.1 (Convergence), so P∞ is welldeﬁned. Gaifman (1964) shows that P∞ deﬁnes a probability measure over PC(Γ)
so long as the following three implications hold for all sentences φ an ψ:
• If Γ ⊢ φ, then P∞ (φ) = 1,
• If Γ ⊢ ¬φ, then P∞ (φ) = 0,
• If Γ ⊢ ¬(φ ∧ ψ), then P∞ (φ ∨ ψ) = P∞ (φ) + P∞ (ψ).
Let us demonstrate each of these three properties.
• Assume that Γ ⊢ φ. By Theorem 4.2.1 (Provability Induction), P∞ (φ) = 1.
• Assume that Γ ⊢ ¬φ. By Theorem 4.2.1 (Provability Induction), P∞ (φ) = 0.
• Assume that Γ ⊢ ¬(φ ∧ ψ). For all W ∈ PC(Γ), W(φ ∨ ψ) = W(φ) + W(ψ). So
by Theorem 4.5.4 (Aﬃne Provability Induction), P∞ (φ∨ψ) = P∞ (φ)+P∞ (ψ).

C.11

Learning Exclusive-Exhaustive Relationships

Theorem 4.5.1 (Learning Exclusive-Exhaustive Relationships). Let φ1 , . . . , φk be
k e.c. sequences of sentences, such that for all n, Γ proves that φ1n , . . . , φkn are
exclusive and exhaustive (i.e. exactly one of them is true). Then
Pn (φ1n ) + · · · + Pn (φkn ) hn 1.
Proof. Deﬁne An := φ1n + · · · + φkn . Note that for all W ∈ PC(Γ), W(An ) = 1.
So by Theorem 4.5.4 (Aﬃne Provability Induction) and linearity,
Pn (φ1n ) + · · · + Pn (φkn ) = Pn (φ1n + · · · + φkn ) = Pn (An ) hn 1.

D

Statistical Proofs

D.1

Affine Recurring Unbiasedness

Theorem 4.5.9 (Aﬃne Recurring Unbiasedness). If A ∈ BCS(P) is determined
via Γ, and w is a P-generable divergent weighting,
P
i≤n wi · (Pi (Ai ) − ValΓ (Ai ))
P
i≤n wi
has 0 as a limit point. In particular, if it converges, it converges to 0.
Proof. Deﬁne
Biasn :=

P

i≤n

Our proof consists of three steps:

wi · (Pi (Ai ) − ValΓ (Ai ))
P
.
i≤n wi
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1. Proving lim supn→∞ Biasn ≥ 0.
2. Noting that the ﬁrst argument can be applied to the sequence (−An )n to
prove lim inf n→∞ Biasn ≤ 0.
3. Proving that, given these facts, (Biasn )n has 0 as a limit point.
The ﬁrst step will be deferred. The second step is trivial. We will now show that
the third step works given that the previous two do:
Let a := lim inf n→∞ Biasn ≤ 0 and b := lim supn Biasn ≥ 0. If a = 0 or
b = 0 then of course 0 is a limit point. Otherwise, let a < 0 < b. If 0 is not
a limit point of (Biasn )n , then there are ε > 0 and N ∈ N such that ∀n > N :
Biasn ∈
/ (−ε, ε) ⊆ (a, b). Choose M > N such that BiasM ∈ (ε, b] and for all
n > M , Biasn − Biasn+1 < ε; suﬃciently late adjacent terms are close because
P
i≤n wi goes to ∞ and the absolute diﬀerence between successive numerators is at
most 1. Then (Biasn )n>M must remain positive (it cannot cross the 2ε-wide gap),
contradicting that a is also a limit point and a < 0.
At this point we have shown that the second and third steps follow from the
ﬁrst step, so we need only show the ﬁrst step: lim supn→∞ Biasn ≥ 0. Suppose this
is not the case. Then there is some natural N and rational ε ∈ (0, 1) such that for
all n ≥ N ,
P
i≤n wi · (Pi (Ai ) − ValΓ (Ai ))
P
< −2ε
i≤n wi
or equivalently,

X
i≤n

wi · (ValΓ (Ai ) − Pi (Ai )) > 2ε

X

wi .

i≤n

An efficiently emulatable sequence of traders. We will consider an inﬁnite
sequence of traders, each of which will buy a “run” of R-combinations, and which
will have ε-ROI. Then we will apply Lemma B.1.3 to derive a contradiction.
Without loss of generality, assume each kAn kmg ≤ 1; they are uniformly bounded
and can be scaled down without changing the theorem statement. Let w† be an
e.c. EF progression such that wn† (P) = wn . Let A† be an e.c. EF-combination
progression such that A†n (P) = An . Let A† be equal to
A†n = c + ξ1 φ1 + · · · + ξl(n) φl(n) ,
and deﬁne the expressible feature kA†n kmg :=
k

Pl(n)
i=1

|ξi |.

For k < N , trader T will be identically zero. For k ≥ N , trader T
some number of copies of A†n on day n; formally,

k

will buy

†
Tnk := γk,n
· (A†n − A†∗n
n ),
†
†
with γk,n
to be deﬁned later. To deﬁne γk,n
, we will ﬁrst deﬁne a scaling factor on
the trader’s purchases:
ε
δk :=
.
1+k
Now we recursively deﬁne


X
†
†
γk,n
:= [n ≥ k] min δk · wn† , 1 −
γk,i
kA†n kmg  ,
i≤n−1

where [n ≥ k] is Iverson bracket applied to n ≥ k, i.e. the 0-1 indicator of that
condition. This sequence of traders is eﬃciently emulatable, because A† and w† are
k
e.c., and T makes no trades before day k.
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k

Analyzing the trader. On day n, trader T attempts to buy δk wn copies of An ,
†
but caps its total budget at 1 dollar; the min in the deﬁnition of γk,n
ensures that
k

kT (P)kmg ≤ 1.

Observe that
k

P

k

i≤n

kT i (P)kmg = max{1,

Pn

i=k δk wn kAn kmg }.

We can use this

to show that kT (P)kmg = 1. For all n ≥ N ,
X
X
X
2ε
wi <
wi · (ValΓ (Ai ) − Pi (Ai )) ≤ 2
wi kAi kmg .
i≤n

i≤n

i≤n

Since the left hand side goes to ∞ as n → ∞, so does the right hand side. So indeed,
P∞
k
n=k δk wn kAn kmg = ∞, and kT (P)kmg = 1.
k

k

T has ε return on investment. We will now show that each trader T has ε
k
return on investment. Trivially, for k < N , T has ε return on investment, because
k
kT (P)kmg = 0. So consider k ≥ N .
†
As shorthand, let γk,n := γk,n
(P). Let mk be the ﬁrst m ≥ k for which γk,m <
δk wm . We have γk,n = δk wn for k ≤ n < mk , and γk,n = 0 for n > mk . So for all
W ∈ PC(Γ),
W

∞
X

!

Tnk (P)

n=1

=

∞
X

W(Tnk (P))

n=1

=

X

W(Tnk (P))

k≤n≤mk

=

X

k≤n≤mk

≥
=

X

k≤n≤mk

X

n≤mk

≥
=

X

n≤mk

X

n≤mk

δk wn (W(An ) − Pn (An )) − (δk wmk − γk,mk )(W(Amk ) − Pn (Amk ))
δk wn (W(An ) − Pn (An )) − δk

δk wn (W(An ) − Pn (An )) −

X

n<k

δk wn (W(An ) − Pn (An )) − δk

δk wn (W(An ) − Pn (An )) − (kδk + δk )
δk wn (ValΓ An − Pn (An )) − ε

≥ 2ε − ε
= ε.
k

So each trader T with k ≥ N makes at least ε proﬁt with trades of total magnitude
1, ensuring that it has ε return on investment.
Deriving a contradiction. Note that the magnitudes of the traders are
P-generable (the ﬁrst N − 1 have magnitude 0 and the rest have magnitude 1).
k
k
By Lemma B.1.3, kT kmg hk 0. kT kmg = 1 for all k ≥ N (by the above analysis),
so this is a contradiction.
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D.2

Recurring Unbiasedness

Theorem 4.3.6 (Recurring Unbiasedness). Given an e.c. sequence of decidable
sentences φ and a P-generable divergent weighting w, the sequence
P
i≤n wi · (Pi (φi ) − ThmΓ (φi ))
P
i≤n wi

has 0 as a limit point. In particular, if it converges, it converges to 0.

Proof. This is a special case of Theorem 4.5.9 (Aﬃne Recurring Unbiasedness).

D.3

Simple Calibration

Theorem 4.3.3 (Recurring Calibration). Let φ be an e.c. sequence of decidable
sentences, a and b be rational
P numbers, δ be an e.c. sequence of positive rational
numbers, and suppose that n Indδi (a < Pi (φi ) < b) i∈N+ = ∞. Then, if the sequence
!
P
i≤n Indδi (a < Pi (φi ) < b) · ThmΓ (φi )
P
i≤n Indδi (a < Pi (φi ) < b)
+
n∈N

converges, it converges to a point in [a, b]. Furthermore, if it diverges, it has a limit
point in [a, b].

Proof. Deﬁne wi := Indδi (a < φi ∗i < b). By Theorem 4.3.6 (Recurring Unbiasedness), the sequence
!
P
i≤n wi · (Pi (φi ) − ThmΓ (φi ))
P
i≤n wi
+
n∈N

has 0 as a limit point. Let n1 , n2 , . . . be a the indices of a subsequence of this
sequence that converges to zero. We also know that for all n high enough,
P
i≤n wi Pi (φi )
P
a≤
≤b
i≤n wi

because wi = 0 whenever Pi (φi ) 6∈ [a, b]. Now consider the sequence
!
P
i≤nk wi · ThmΓ (φi )
P
i≤nk wi
k∈N+
!
P
P
i≤nk wi Pi (φi )
i≤nk wi · (Pi (φi ) − ThmΓ (φi ))
P
P
=
−
i≤n wi
i≤nk wi

k∈N+

The ﬁrst term is bounded between a and b, and the second term goes to zero, so
the sequence has a lim inf at least a and a lim sup no more than b. By the BolzanoWeierstrass theorem, this sequence has a convergent subsequence, whose limit must
be between a and b. This subsequence is also a subsequence of
!
P
i≤n wi · ThmΓ (φi )
P
i≤n wi
+
n∈N

which proves that this sequence has a limit point in [a, b], as desired.
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D.4

Affine Unbiasedness From Feedback

Theorem 4.5.10 (Aﬃne Unbiasedness from Feedback). Given A ∈ BCS(P) that is
determined via Γ, a strictly increasing deferral function f such that ValΓ (An ) can
be computed in time O(f (n + 1)), and a P-generable divergent weighting w such that
the support of w is contained in the image of f ,
P
i≤n wi · (Pi (Ai ) − ValΓ (Ai ))
P
hn 0.
i≤n wi
In this case, we say “w allows good feedback on A”.

Proof. Without loss of generality, assume that each kAn k1 ≤ 1. Deﬁne
P
i≤k wf (i) · (Pf (i) (Af (i) ) − ThmΓ (Af (i) ))
P
Biask :=
i≤k wf (i)

and observe that Biask hk 0 implies the theorem statement, since we need only
consider the sum over n in the support of f . We wish to show that Biask hk 0. We
will show a trader that exploits P under the assumption that lim inf k→∞ Biask < 0,
proving Biask &k 0. We can apply the same argument to the sequence (−An )n to
get Biask .k 0.
Suppose lim inf k→∞ Biask < 0. Under this supposition, inﬁnitely often, Biask <
−3ε for some rational 0 < ε < 1/6.
Defining the trader. Let w† be an e.c. EF progression such that wn† (P) = wn .
Let A† be an e.c. EF-combination progression such that A†n (P) = An . Recursively
deﬁne
βi† := ε · Wealth†i · wi†

X †  †∗f (j+1)
†∗f (j)
Wealth†i := 1 +
βj · Af (j)
− Af (j)
j≤i−1

in order to deﬁne the trader




(
†
†
†∗n
βi† · A†f (i) − A†∗n
−
[i
>
1]
·
β
·
A
−
A
if ∃i : n = f (i)
i−1
f (i)
f (i−1)
f (i−1)
Tn :=
0
otherwise.
Note that βi† and Wealth†i have rank at most f (i), and so Tn has rank at most n.
Analyzing the trader. As shorthand, let βi := βi† (P), and Wealthi :=
Wealth†i (P).
Intuitively, on day f (i), T buys Af (i) according to a fraction of its “wealth”
Wealthi (how much money T would have if it started with one dollar), and then
sells Af (i) at a later time f (i + 1). Thus, T makes money if the price of Af (i) is
greater at time f (i + 1) than at time f (i).
Betting according to a fraction of wealth resembles the Kelley betting strategy
and ensures that the trader never loses more than $1. Wealthi − 1 is a lower
bound on T ’s worth in any world W ∈ PC(Df (i) ), based on trades T makes on Rcombinations Af (1) through Af (i−1) . Thus, since the number of copies of An that
T buys is no more than ε times its current wealth, and kAn k ≤ 1, T ’s minimum
worth is bounded below by −1.
Now it will be useful to write Wealthi in log space. Intuitively, this should
be enlightening because T always bets a fraction of its wealth (similar to a Kelley
bettor), so its winnings multiply over time rather than adding. By induction,
X

log Wealthi =
log 1 + εwj (Pf (j+1) (Af (j) ) − Pf (j) (Af (j) ))
j≤i−1
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This statement is trivial when i = 1. For the inductive step, we have

log Wealthi+1 = log Wealthi + βi (Pf (i+1) (Af (i) ) − Pf (i) (Af (i) ))


= log Wealthi + ε · Wealthi · wi (Pf (i+1) (Af (i) ) − Pf (i) (Af (i) ))

= log Wealthi + log 1 + εwj (Pf (j+1) (Af (j) ) − Pf (j) (Af (j) ))
X

=
log 1 + εwj (Pf (j+1) (Af (j) ) − Pf (j) (Af (j) ))
j≤i

For |x| ≤ 1/2, we have log(1 + x) ≥ x − x2 . Therefore, since ε < 1/4, wj ≤ 1,
and |Pf (j+1) (Af (j) ) − Pf (i) (Af (j) )| ≤ 1,
log Wealthi ≥
≥
=

X 

j≤i−1

X

j≤i−1

X

j≤i−1

εwj (Pf (j+1) (Af (j) ) − Pf (j) (Af (j) ))
− ε2 wj2 (Pf (j+1) (Af (j) ) − Pf (j) (Af (j) ))2



εwj (Pf (j+1) (Af (j) ) − Pf (j) (Af (j) )) − ε2 wj
εwj (Pf (j+1) (Af (j) ) − Pf (j) (Af (j) )) − ε





At this point, it will be useful to show a relation between Pf (j+1) (Af (j) ) and
ValΓ (Af (j) ). Consider the sequence

Af (i) − ValΓ (Af (i) ) if ∃i : f (i + 1) = n
′
An :=
0
otherwise
which is in BCS(P) because ValΓ (Af (j) ) is computable in time polynomial in f (j+1).
Of course, each A′n has value 0 in any world W ∈ PC(Γ). So by Theorem 4.5.4
(Aﬃne Provability Induction),
Pn (A′n ) hn 0
so for all suﬃciently high j, Pf (j+1) (Af (j) ) ≥ ValΓ (Af (j) ) − ε. Thus, for some
constant C,
X

log Wealthi ≥
εwj (ValΓ (Af (j) ) − Pf (j) (Af (j) )) − 2ε − C
j≤i−1



= ε

X

j≤i−1



wj  (−Biasi−1 − 2ε) − C

Now, for inﬁnitely many i it is the P
case that Biasi−1 < −3ε. So it is inﬁnitely
often the case that log Wealthi ≥ ε2 j≤i−1 wi − C. Since w is divergent, T ’s
eventual wealth (and therefore max proﬁt) can be arbitrarily high. Thus, T exploits
P.

D.5

Unbiasedness From Feedback

Theorem 4.3.8 (Unbiasedness From Feedback). Let φ be any e.c. sequence of
decidable sentences, and w be any P-generable divergent weighting. If there exists a
strictly increasing deferral function f such that the support of w is contained in the
image of f and ThmΓ (φf (n) ) is computable in O(f (n + 1)) time, then
P
i≤n wi · (Pi (φi ) − ThmΓ (φi ))
P
hn 0.
i≤n wi
In this case, we say “w allows good feedback on φ”.

Proof. This is a special case of Theorem 4.5.10 (Aﬃne Unbiasedness from Feedback).
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D.6

Learning Pseudorandom Affine Sequences

Theorem 4.5.11 (Learning Pseudorandom Aﬃne Sequences). Given a A ∈ BCS(P)
which is determined via Γ, if there exists deferral function f such that for any
P-generable f -patient divergent weighting w,
P
i≤n wi · ValΓ (Ai )
P
&n 0,
i≤n wi

then

Pn (An ) &n 0,
and similarly for hn , and .n .
Proof. We will prove the statement in the case of &n ; the case of .n follows by
negating the R-combination sequence A, and the case of hn follows from the conjunction of the other two cases. Suppose it is not the case that Pn (An ) &n 0. Then
there is a rational ε > 0 such that Pn (An ) < −2ε inﬁnitely often.
Defining the trader. Let A† be an e.c. EF-combination progression such that
A†n (P) = An . Let an aﬃne combination A be considered settled by day m if W(A) =
ValΓ (A) for each W ∈ PC(Dm ). We may write Settled(n, m) to be the proposition
that An is settled by day m. Settled(n, m) is decidable; let settled be a Turing
machine deciding Settled(n, m) given (n, m). Now we deﬁne a lower-approximation
to Settled:
DeﬁnitelySettled(n, m) :↔ ∃i ≤ m : settled(n, i) returns true within m steps.
Note that
• DeﬁnitelySettled(n, m) can be decided in time polynomial in m when n ≤ m,
• DeﬁnitelySettled(n, m) → Settled(n, m), and
• If Settled(n, m), then DeﬁnitelySettled(n, M ) for some M ≥ m.
To deﬁne the trader, ﬁrst we will deﬁne α† recursively by
α†n := (1 − Cn† ) Indε (A†∗n
< −ε)
n
X
[¬DeﬁnitelySettled(i, n) ∨ f (i) > n] · α†i .
Cn† :=
i<n

The trader itself buys α†n (P) copies of the combination A† n (P) on day n:
Tn := α†n · (A†n − A†∗n
n ).

Intuitively, Cn† is the total number of copies of R-combinations that the trader
has bought that are either possibly-unsettled (according to DeﬁnitelySettled), or
whose deferral time f (i) is past the current time n.
Analyzing the trader. As shorthand, deﬁne αn := α†n (P) and Cn := Cn† (P).
Some important properties of T are:
• Each Cn ≤ 1.
• αn = 1 − Cn when Pn (An ) < −2ε.
• Whenever αn > 0, Pn (An ) < −ε.
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•

P

= ∞. Suppose this sum were ﬁnite. Then there is some time N
n∈N+ αnP
for which n≥N αn < 1/2. For some future time N ′ , and each n < N , we
have DeﬁnitelySettled(n, N ′ ) ∧ f (n) ≤ N ′ . This implies that Cn < 1/2 for
′
each n ≥ N ′ . However, consider the ﬁrst n ≥ N
P for which Pn (An ) < −2ε.
Since Cn < 1/2, αn ≥ 1/2. But this contradicts n≥N αn < 1/2.

Let b ∈ Q be such that each kAn kmg < b. Consider this trader’s proﬁt at time
m in world W ∈ PC(Dm ):
X

αn (W(An ) − Pn (An ))

n≤m

≥
≥

X

αn (W(An ) + ε)

n≤m

X

αn (ValΓ (An ) + ε) − 2b

n≤m

P
where the last inequality follows because n≤m [¬Settled(n, m)]αn ≤ 1, and an
unsettled copy of An can only diﬀer by 2b between worlds, while settled copies of
An must have the same value in all worlds in PC(Dm ).
T holds no more than 1 copy of R-combinations unsettled by day M , and an
unsettled combination’s value can only diﬀer by 2b between diﬀerent worlds while
settled aﬃne combinations must have the same value in diﬀerent worlds in PC(Dm ).
We now show that this quantity goes to ∞, using the fact that A is pseudorandomly
positive.
P
Observe that α is a divergent weighting. It is also f -patient, since n≤m [f (n) ≥
m]αn ≤ 1. So by assumption,
P
n≤m αn · ValΓ (An )
P
lim inf
≥ 0.
m→∞
n≤m αn
At this point, note that

X

n≤m



αn (ValΓ (An ) + ε) = 
P

X

n≤m



αn 

P

αn ·Val (An )

n≤m αn

P

· ValΓ (An )

n≤m

αn

Γ
P
≥ −ε/2, and
αn
X n≤m
lim inf
αn (ValΓ (An ) + ε) = ∞.

For all suﬃciently high m,

m→∞

n≤m

P

!

+ε .

n∈N+

αn = ∞, so

n≤m

If we deﬁne g(m) to be the minimum plausible worth at time m over plausible
worlds W ∈ PC(Dm ), we see that g(m) limits to inﬁnity, implying that the trader’s
maximum worth goes to inﬁnity. The fact that g(m) limits to inﬁnity also implies
that g(m) is bounded from below, so the trader’s minimum worth is bounded from
below. Thus, this trader exploits the market P.

D.7

Learning Varied Pseudorandom Frequencies

Definition 4.4.4 (Varied Pseudorandom Sequence). Given a deferral function f ,
a set S of f -patient divergent weightings, an e.c. sequence φ of Γ-decidable sentences, and a P-generable sequence p of rational probabilities, φ is called a p-varied
pseudorandom sequence (relative to S) if, for all w ∈ S,
P
i≤n wi · (pi − ThmΓ (φi ))
P
hn 0.
i≤n wi
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Furthermore, we can replace hn with &n or .n , in which case we say φ is varied
pseudorandom above p or varied pseudorandom below p, respectively.
Theorem 4.4.5 (Learning Varied Pseudorandom Frequencies). Given an e.c. sequence φ of Γ-decidable sentences and a P-generable sequence p of rational probabilities, if there exists some f such that φ is p-varied pseudorandom (relative to all
f -patient P-generable divergent weightings), then
Pn (φn ) hn pn .
Furthermore, if φ is varied pseudorandom above or below p, then the hn may be
replaced with &n or .n (respectively).
Proof. We will prove the statement in the case of pseudorandom above; the case of
pseudorandom below is analogous, and the case of pseudorandom follows from the
other cases.
Deﬁne An := φn − pn and note that A ∈ BCS(P). Observe that, because A is
varied pseudorandomness above p, for any f -patient divergent weighting w,
P
i≤n wi ValΓ An
P
&n 0.
i≤n wi
Now apply Theorem 4.5.11 (Learning Pseudorandom Aﬃne Sequences) to get
Pn (An ) = Pn (φn ) − pn &n 0.

D.8

Learning Pseudorandom Frequencies

Definition 4.4.1 (Pseudorandom Sequence). Given a set S of divergent weightings
(Definition 4.3.4), a sequence φ of decidable sentences is called pseudorandom
with frequency p over S if, for all weightings w ∈ S,
P
i≤n wi · ThmΓ (φi )
P
lim
n→∞
i≤n wi
exists and is equal to p.

Theorem 4.4.2 (Learning Pseudorandom Frequencies). Let φ be an e.c. sequence
of decidable sentences. If φ is pseudorandom with frequency p over the set of all
P-generable divergent weightings, then
Pn (φn ) hn p.
Proof. Let q be any rational number less than p. Note that φ is varied pseudorandom
above q, so by Theorem 4.4.5 (Learning Varied Pseudorandom Frequencies),
Pn (φn ) &n q.
But we could have chosen any rational q < p, so Pn (φn ) &n p. An analogous
argument shows Pn (φn ) .n p.

E
E.1

Expectations Proofs
Consistent World LUV Approximation Lemma

Lemma E.1.1. Let B ∈ BLCS(P) be a R-LUV combination bounded by some
rational number b. For all natural numbers n and all W ∈ PC(Γ), we have
|EW
n (B) − W(B)| ≤ b/n.
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Proof. Let W ∈ PC(Γ). For any [0, 1]-LUV X, by Deﬁnition 4.8.2,
|EW
n (X) − W(X)| =

n−1
X
i=0

1
W(“X > i/n”) − W(X)
n

Since Γ can represent computable functions, the number of i values in {0, . . . , n − 1}
for which W(“X > i/n”) = 1 is at least ⌊nW(X)⌋ ≥ nW(X) − 1, so
n−1
X
i=0

1
W(“X > i/n”) ≥ W(X) − 1/n.
n

Similarly, the number of i values in {0, . . . , n − 1} for which W(“X > i/n”) is no
more than ⌈nW(X)⌉ ≤ nW(X) + 1, so
n−1
X
i=0

1
W(“X > i/n”) ≤ W(X) + 1/n.
n

We now have
W
W
|EW
n (B) − W(B)| = |c1 (En (X1 ) − W(X1 )) + · · · + ck (En (Xk ) − W(Xk ))|
W
≤ c1 |EW
n (X1 ) − W(X1 )| + · · · + ck |En (Xk ) − W(Xk )|
≤ c1 /n + · · · + ck /n
≤ b/n.

E.2

Mesh Independence Lemma

Lemma E.2.1. Let B ∈ BLCS(P). Then
lim sup |EPnm (Bn ) − Em (Bn )| = 0.

n→∞ m≥n

Proof. We will prove the claim that

lim sup max |EPnm (Bn ) − Em (Bn )| − (2/n) ≤ 0.
m→∞ n≤m

This claim implies that, for any ε > 0, there are only ﬁnitely many (n, m) with
n ≤ m such that |EPnm (Bn ) − Em (Bn )| > 2/n + ε, which in turn implies that, for
any ε′ > 0, there are only ﬁnitely many (n, m) with n ≤ m such that |EPnm (Bn ) −
Em (Bn )| > ε′ . This is suﬃcient to show the statement of the theorem.
We will now prove

lim sup max EPnm (Bn ) − Em (Bn ) − (2/n) ≤ 0.
m→∞ n≤m

The proof with Em (Bn )− EPnm (Bn ) instead is analogous, and together these inequalities prove the claim.
Suppose this inequality does not hold. Then there is some rational ε > 0 such
that for inﬁnitely many m,
max(EPnm (Bn ) − Em (Bn ) − (2/n)) > ε.
n≤m

Let B † be an e.c. EF-combination progression such that Bn† (P) = Bn . Assume
without loss of generality that each kBn k1 ≤ 1 (they are assumed to be bounded
and can be scaled down appropriately). Deﬁne EF-combinations
A†n,m := Exn (Bn† ) − Exm (Bn† ) − 2/n,
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using the F -combinations Ex deﬁned in A.3. As shorthand, we write An,m :=
A†n,m (P). By Lemma E.1.1, for all W ∈ PC(Γ), W(An,m ) ≤ 0. We aim to show
Pm (An,m ) < ε for all suﬃciently high m and n ≤ m, but we cannot immediately
derive this using Theorem 4.5.4 (Aﬃne Provability Induction), since A has two
indices. We get around this diﬃculty by taking a “softmax” over possible values of
n given a ﬁxed value of m. Speciﬁcally, for n ≤ m, deﬁne expressible features (of
rank m)
!
X †

†
†∗m
αn,m := Indε/2 An,m > ε/2 · 1 −
αi,m .
i<n

α†n,m (P).

As shorthand, we write αn,m :=
Intuitively, αn,m will distribute weight
among n values for which Am,n is overpriced at time m. Now we deﬁne the EFcombination progression
X
G†m :=
αn,m · A†n,m .
n≤m

†
As shorthand, we write
P Gm := Gm (P). Fix m and
some n ≤ m. Then n≤m αn,m = 1. Therefore,

Pm (Gm ) =

X

n≤m

αn,m Pm (An,m ) ≥

suppose that Pm (An,m ) ≥ ε for

X

n≤m

αn,m · ε/2 = ε/2.

So if we can show Pm (Gm ) .m 0, that will be suﬃcient to show that
maxn≤m Pm (An,m ) < ε for all suﬃciently high m. We now show this. Let
W ∈ PC(Γ). Since each αn,m ≥ 0, and W(An,m ) ≤ 0, we have W(Gm ) ≤ 0.
So by Theorem 4.5.4 (Aﬃne Provability Induction), Pm (Gm ) .m 0; here we
use that (Gm )m is bounded, since the An,m are bounded and since for each m,
P
n≤m αn,m ≤ 1 by construction.
So for all suﬃciently high m we have maxn≤m Pm (An,m ) < ε (or equivalently,
maxn≤m (EPnm (Bn ) − Em (Bn )) < 2/n + ε). But this contradicts our assumption that
for inﬁnitely many m,
max(EPnm (Bn ) − Em (Bn ) − (2/n)) > ε.
n≤m

E.3

Expectation Preemptive Learning

Theorem 4.8.13 (Expectation Preemptive Learning). Let B ∈ BLCS(P). Then
lim inf En (Bn ) = lim inf sup Em (Bn )
n→∞

n→∞ m≥n

and
lim sup En (Bn ) = lim sup inf Em (Bn ) .
n→∞ m≥n

n→∞

Proof. We prove only the ﬁrst statement; the proof of the second statement is
analogous. Apply Theorem 4.5.7 (Aﬃne Preemptive Learning) to the bounded
sequence (Exn (Bn ))n to get
lim inf EPnn (Bn ) = lim inf sup EPnm (Bn ),
n→∞

n→∞ m≥n

using that by deﬁnition Pm (Exn (Bn )) = EPnm (Bn ). By Lemma E.2.1,
lim sup |EPnm (Bn ) − Em (Bn )| = 0

n→∞ m≥n

so

lim inf sup EPnm (Bn ) = lim inf sup Em (Bn ).
n→∞ m≥n

n→∞ m≥n
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E.4

Expectations Converge

Theorem 4.8.3 (Expectations Converge). The limit E∞ : S → [0, 1] defined by
E∞ (X) := lim En (X)
n→∞

exists for all X ∈ U.
Proof. By applying Theorem 4.8.13 (Expectation Preemptive Learning) to the constant sequence X, X, . . ., we have
lim inf En (X) = lim inf sup Em (X) = lim sup En (X).
n→∞

E.5

n→∞ m≥n

n→∞

Limiting Expectation Approximation Lemma

Lemma E.5.1. For any B ∈ BLCS(P),
|EPn∞ (Bn ) − E∞ (Bn )| hn 0.
Proof. By Lemma E.2.1 and by continuity of V 7→ EV
n (Bn ),
lim |EPn∞ (Bn ) − E∞ (Bn )| = lim lim |EPnm (Bn ) − Em (Bn )|

n→∞

n→∞ m→∞

≤ lim sup |EPnm (Bn ) − Em (Bn )|
n→∞ m≥n

= 0.

E.6

Persistence of Expectation Knowledge

Theorem 4.8.12 (Persistence of Expectation Knowledge). Let B ∈ BLCS(P).
Then
lim inf inf Em (Bn ) = lim inf E∞ (Bn )
n→∞

n→∞ m≥n

and
lim sup sup Em (Bn ) = lim sup E∞ (Bn ).
n→∞ m≥n

n→∞

Proof. We prove only the ﬁrst statement; the proof of the second statement is
analogous. Apply Theorem 4.5.6 (Persistence of Aﬃne Knowledge) to (Exn (Bn ))n
to get
lim inf inf EPnm (Bn ) = lim inf EPn∞ (Bn ).
n→∞ m≥n

n→∞

We now show equalities on these two terms:
1. By Lemma E.2.1,
lim sup |EPnm (Bn ) − Em (Bn )| = 0

n→∞ m≥n

so

lim inf inf Em (Bn ) = lim inf inf EPnm (Bn ).
n→∞ m≥n

n→∞ m≥n

2. By Lemma E.5.1,
lim inf EPn∞ (Bn ) = lim inf E∞ (Bn ).
n→∞

n→∞

Together, these three equalities prove the theorem statement.
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E.7

Expectation Coherence

Theorem 4.8.11 (Expectation Coherence). Let B ∈ BLCS(P). Then
lim inf

inf

n→∞ W∈PC(Γ)

W(Bn ) ≤ lim inf E∞ (Bn ) ≤ lim inf En (Bn ),
n→∞

n→∞

and
lim sup En (Bn ) ≤ lim sup E∞ (Bn ) ≤ lim sup
n→∞

n→∞

sup

W(Bn ).

n→∞ W∈PC(Γ)

Proof. We prove only the ﬁrst statement; the proof of the second statement is
analogous. Apply Theorem 4.5.5 (Aﬃne Coherence) to (Exn (Bn ))n to get
lim inf

inf

n→∞ W∈PC(Γ)

P∞
EW
n (Bn ) ≤ lim inf En (Bn ) ≤ lim inf En (Bn ),
n→∞

n→∞

We now show equalities on the ﬁrst two terms:
1. Let b be the bound on B. By Lemma E.1.1,
lim inf

inf

n→∞ W∈PC(Γ)

|EW
n (Bn ) − W(Bn )| ≤ lim inf

so
lim inf

inf

n→∞ W∈PC(Γ)

2. By Lemma E.5.1,

inf

n→∞ W∈PC(Γ)

EW
n (Bn ) = lim inf

inf

n→∞ W∈PC(Γ)

b/n = 0

W(Bn ).

lim inf |EPn∞ (Bn ) − E∞ (Bn )| = 0
n→∞

so

lim inf EPn∞ (Bn ) = lim inf E∞ (Bn ).
n→∞

n→∞

Together, these three equalities prove the theorem statement.

E.8

Expectation Provability Induction

Theorem 4.8.10 (Expectation Provability Induction). Let B ∈ BLCS(P) and
b ∈ R. If, for all consistent worlds W ∈ PC(Γ) and all n ∈ N+ , it is the case that
W(Bn ) ≥ b, then
En (Bn ) &n b,
and similarly for = and hn , and for ≤ and .n .

Proof. We prove the statement in the case of ≥; the case of ≤ is analogous, and the
case of = follows from the conjunction of the other two cases. By Theorem 4.8.11
(Expectation Coherence),
lim inf En (Bn ) ≥ lim inf
n→∞

inf

n→∞ W∈PC(Γ)

W(Bn ) ≥ b.

We will usually apply this theorem using the = case.

E.9

Linearity of Expectation

Theorem 4.8.4 (Linearity of Expectation). Let a, b be bounded P-generable sequences of rational numbers, and let X, Y , and Z be e.c. sequences of [0, 1]-LUVs.
If we have Γ ⊢ Zn = an Xn + bn Yn for all n, then
an En (Xn ) + bn En (Yn ) hn En (Zn ).
Proof. Observe that W(an Xn + bn Yn − Zn ) = 0 for all n and W ∈ PC(Γ). So by
Theorem 4.8.10 (Expectation Provability Induction), En (an Xn + bn Yn − Zn ) hn 0;
the theorem statement immediately follows from the deﬁnition of En applied to a
LUV-combination (where an Xn + bn Yn − Zn is interpreted as a LUV-combination,
not another LUV).
111
258

Communal Assembly Paper

www.daifture.org

E.10

Expectations of Indicators

Theorem 4.8.6 (Expectations of Indicators). Let φ be an e.c. sequence of sentences.
Then
En (1(φn )) hn Pn (φn ).
Proof. Observe that W(Exn (1(φn ))) = W(φn ) for all W ∈ PC(Γ); either
Pn−1
Pn−1
• W(φ) = 0 and W(Exn (1(φn ))) = i=0 n1 W(“1(φn ) > i/n”) = i=0 0 = 0,
or
Pn−1
Pn−1
• W(φ) = 1 and W(Exn (1(φn ))) = i=0 n1 W(“1(φn ) > i/n”) = i=0 n1 = 1.
So by Theorem 4.5.4 (Aﬃne Provability Induction),

En (1(φn )) hn Pn (φn ).

E.11

Expectation Recurring Unbiasedness

Theorem 4.8.15 (Expectation Recurring Unbiasedness). If B ∈ BLCS(P) is determined via Γ, and w is a P-generable divergent weighting weighting such that the
support of w is contained in the image of f ,
P
i≤n wi · (Ei (Bi ) − ValΓ (Bi ))
P
i≤n wi
has 0 as a limit point. In particular, if it converges, it converges to 0.

Proof. Let W ∈ PC(Γ). Apply Theorem 4.5.9 (Aﬃne Recurring Unbiasedness) to
(Exn (Bn ))n and w to get that
!
P
W
i≤n wi (Ei (Bi ) − Ei (Bi ))
P
i≤n wi
+
n∈N

has 0 as a limit point. Furthermore, by Lemma E.1.1, |EW
i (Bi )− ValΓ (Bi )| ≤ b/i
where b is a bound on B. As a result, for any subsequence of
!
P
W
i≤n wi (Ei (Bi ) − Ei (Bi ))
P
i≤n wi
+
n∈N

that limits to zero, the corresponding subsequence of
!
P
i≤n wi (Ei (Bi ) − ValΓ (Bi ))
P
i≤n wi

n∈N+

also limits to zero, as desired.

E.12

Expectation Unbiasedness From Feedback

Theorem 4.8.16 (Expectation Unbiasedness From Feedback). Given B ∈
BLCS(P) that is determined via Γ, a strictly increasing deferral function f such
that ValΓ (An ) can be computed in time O(f (n + 1)), and a P-generable divergent
weighting w,
P
i≤n wi · (Ei (Bi ) − ValΓ (Bi ))
P
hn 0.
i≤n wi
In this case, we say “w allows good feedback on B”.
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Proof. Let W ∈ PC(Γ). Note that if ValΓ Bn can be computed in time polynomial
in g(n + 1), then so can ValΓ Exk (Bn ). Apply Theorem 4.5.10 (Aﬃne Unbiasedness
from Feedback) to (Exn (Bn ))n to get
P
W
i≤n wi · (Ei (Bi ) − Ei (Bi ))
P
hn 0.
i≤n wi
Furthermore, by Lemma E.1.1, |EW
i (Bn ) − ValΓ (Bn )| ≤ b/n where b is a bound on
B. As a result,
P
i≤n wi · (Ei (Bi ) − ValΓ (Bi ))
P
hn 0.
i≤n wi
as desired.

E.13

Learning Pseudorandom LUV Sequences

Theorem 4.8.17 (Learning Pseudorandom LUV Sequences). Given a B ∈
BLCS(P) which is determined via Γ, if there exists a deferral function f such that
for any P-generable f -patient divergent weighting w,
P
i≤n wi · ValΓ (Bi )
P
&n 0,
i≤n wi

then

En (Bn ) &n 0.
Proof. We will prove the statement in the case of &; the case of . is analogous, and
the case of h follows from the other cases.
Let b be the bound of B. Let W ∈ PC(Γ). First, note that by Lemma E.1.1,
|EW
i (Bi ) − ValΓ (Bi )| ≤ b/i. Therefore,
P
P
W
i≤n wi · Ei (Bi )
i≤n wi · ValΓ (Bi )
P
P
hn
&n 0.
i≤n wi
i≤n wi

So we may apply Theorem 4.5.11 (Learning Pseudorandom Aﬃne Sequences) to
(Exn (Bn ))n to get
En (Bn ) &n 0.

F

Introspection and Self-Trust Proofs

F.1

Introspection

Theorem 4.11.1 (Introspection). Let φ be an e.c. sequence of sentences, and a,
b be P-generable sequences of probabilities. Then, for any e.c. sequence of positive
rationals δ → 0, there exists a sequence of positive rationals ε → 0 such that for all
n:
1. if Pn (φn ) ∈ (an + δn , bn − δn ), then
Pn (“an < Pn (φn ) < bn ”) > 1 − εn ,
2. if Pn (φn ) ∈
/ (an − δn , bn + δn ), then
Pn (“an < Pn (φn ) < bn ”) < εn .
Proof. Deﬁne ψn := “an < Pn (φn ) < bn ”.
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Proof of the first statement.

Observe that for all n, and all W ∈ PC(Γ),

Indδn (an < Pn (φn ) < bn ) · (1 − W(ψn )) = 0,
since regardless of Pn (φn ), one of the two factors is 0. Thus, applying Theorem 4.5.4
(Aﬃne Provability Induction) gives
Indδn (an < Pn (φn ) < bn ) · (1 − Pn (ψn )) hn 0.
Deﬁne
εn := Indδn (an < Pn (φn ) < bn ) · (1 − Pn (ψn )) + 1/n
and note that εn > 0 and εn hn 0. For any n for which Pn (φn ) ∈ (an + δn , bn − δn ),
the ﬁrst factor is 1, so Pn (ψn ) = 1 − εn + 1/n > 1 − εn .
Proof of the second statement. Observe that for all n, and all W ∈ PC(Γ),

Indδn (Pn (φn ) < an ) + Indδn (Pn (φn ) > bn ) · W(ψn ) = 0,

since regardless of Pn (φn ), one of the factors is 0. Thus, applying Theorem 4.5.4
(Aﬃne Provability Induction) gives

Indδn (Pn (φn ) < an ) + Indδn (Pn (φn ) > bn ) · Pn (ψn ) hn 0.
Deﬁne


εn := Indδn (Pn (φn ) < an ) + Indδn (Pn (φn ) > bn ) · Pn (ψn ) + 1/n

and note that εn > 0 and εn hn 0. For any n for which Pn (φn ) ∈
/ (an − δn , bn + δn ),
the ﬁrst factor is 1, so Pn (ψn ) < εn .

F.2

Paradox Resistance

Theorem 4.11.2 (Paradox Resistance). Fix a rational p ∈ (0, 1), and define an
e.c. sequence of “paradoxical sentences” χp satisfying


Γ ⊢ χpn ↔ Pn (χpn ) < p
for all n. Then

lim Pn (χpn ) = p.

n→∞

Proof. We prove Pn (φn ) &n p and Pn (φn ) .n p individually.
1. Suppose it is not the case that Pn (φn ) &n p, so Pn (φn ) < p − ε inﬁnitely often
for some ε > 0. Observe that for all n, and all W ∈ PC(Γ),
Ind1/n (Pn (φn ) < p) · (1 − W(φn )) = 0,
since regardless of Pn (φn ), one of the factors is 0. Thus, applying Theorem 4.5.4 (Aﬃne Provability Induction) yields
Ind1/n (Pn (φn ) < p) · (1 − Pn (φn )) hn 0.

(F.2.1)

But inﬁnitely often,
Ind1/n (Pn (φn ) < p) · (1 − Pn (φn )) ≥ 1 · (1 − (p − ε)) ≥ ε
which contradicts equation (F.2.1).
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2. Suppose it is not the case that Pn (φn ) .n p, so Pn (φn ) > p + ε inﬁnitely often
for some ε > 0. Observe that for all n, and all W ∈ PC(Γ),
Ind1/n (Pn (φn ) > p) · W(φn ) = 0,
since regardless of Pn (φn ), one of the factors is 0. Thus, applying Theorem 4.5.4 (Aﬃne Provability Induction) yields
Ind1/n (Pn (φn ) > p) · Pn (φn ) hn 0.

(F.2.2)

But inﬁnitely often,
Ind1/n (Pn (φn ) > p) · Pn (φn ) ≥ 1 · (p + ε) ≥ ε
which contradicts equation (F.2.2).

F.3

Expectations of Probabilities

Theorem 4.11.3 (Expectations of Probabilities). Let φ be an efficiently computable
sequence of sentences. Then
Pn (φn ) hn En (“Pn (φn )”).
Proof. Observe that for all n, and for all W ∈ PC(Γ), W(Pn (φn ) − “Pn (φn )”) = 0
(where Pn (φn ) is a number and “Pn (φn )”) is a LUV). Thus, by Theorem 4.8.10
(Expectation Provability Induction),
Pn (φn ) − En (“Pn (φn )”) hn 0.

F.4

Iterated Expectations

Theorem 4.11.4 (Iterated Expectations). Suppose X is an efficiently computable
sequence of LUVs. Then
En (Xn ) hn En (“En (Xn )”).
Proof. Observe that for all n, and for all W ∈ PC(Γ), W(En (Xn ) − “En (Xn )”) = 0
(where En (Xn ) is a number and “En (Xn )”) is a LUV). Thus, by Theorem 4.8.10
(Expectation Provability Induction),
En (Xn ) − En (“En (Xn )”) hn 0.

F.5

Expected Future Expectations

Theorem 4.12.1 (Expected Future Expectations). Let f be a deferral function (as
per Definition 4.3.7), and let X denote an e.c. sequence of [0, 1]-LUVs. Then
En (Xn ) hn En (“Ef (n) (Xn )”).
Proof. Let Ym := Xn if m = f (n) for some n, and Ym := “0” otherwise. Observe
that (Ym )m is e.c.. By Theorem 4.11.4 (Iterated Expectations),
Ef (n) (Xn ) hn Ef (n) (“Ef (n) (Xn )”).
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We now manipulate the encodings f (n) (for the number f (n)) and f (n) (for the
program computing f and its input n). Observe than for all W ∈ PC(Γ),
W(“Ef (n) (Xn )”) = W(“Ef (n) (Xn )”).
So by Theorem 4.8.10 (Expectation Provability Induction),
Ef (n) (Xn ) hn Ef (n) (“Ef (n) (Xn )”).
By Theorem 4.8.13 (Expectation Preemptive Learning),
En (Xn ) hn En (“Ef (n) (Xn )”).

F.6

No Expected Net Update

Theorem 4.12.2 (No Expected Net Update). Let f be a deferral function, and let
φ be an e.c. sequence of sentences. Then
Pn (φn ) hn En (“Pf (n) (φn )”).
Proof. Let ψm := φn if m = f (n) for some n, and ψm := ⊥ otherwise. Observe
that (ψm )m is e.c.. By Theorem 4.11.3 (Expectations of Probabilities),
Pf (n) (φn ) hn Ef (n) (“Pf (n) (φn )”).
We now manipulate the encodings f (n) and f (n). Observe that for all W ∈
PC(Γ),
W(“Pf (n) (φn )”) = W(“Pf (n) (φn )”).
So by Theorem 4.8.10 (Expectation Provability Induction),
Pf (n) (φn ) hn Ef (n) (“Pf (n) (φn )”).
By Theorem 4.8.6 (Expectations of Indicators),
Ef (n) (1(φn )) hn Ef (n) (“Pf (n) (φn )”).
By Theorem 4.8.13 (Expectation Preemptive Learning),
En (1(φn )) hn En (“Pf (n) (φn )”).
By Theorem 4.8.6 (Expectations of Indicators),
Pn (φn ) hn En (“Pf (n) (φn )”).

F.7

No Expected Net Update under Conditionals

Theorem 4.12.3 (No Expected Net Update under Conditionals). Let f be a deferral function, and let X denote an e.c. sequence of [0, 1]-LUVs, and let w denote
a P-generable sequence of real numbers in [0, 1]. Then
En (“Xn · w f (n) ”) hn En (“Ef (n) (Xn ) · w f (n) ”).
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Proof. By Theorem 4.11.4 (Iterated Expectations) and Theorem 4.8.10 (Expectation Provability Induction),
Ef (n) (Xn ) hn Ef (n) (“Ef (n) (Xn )”) hn Ef (n) (“Ef (n) (Xn )”)
and thus
Ef (n) (Xn ) · wf (n) hn Ef (n) (“Ef (n) (Xn )”) · wf (n) .
Observe that for all n, and for all W ∈ PC(Γ),
W(Xn ) · wf (n) = W(“Xn · w f (n) ”).
So by Theorem 4.8.10 (Expectation Provability Induction),
Ef (n) (Xn ) · wf (n) hn Ef (n) (“Xn · w f(n) ”).
Similarly, for all n and all W ∈ PC(Γ),
W(“Ef (n) (Xn )”) · wf (n) hn W(“Ef (n) (Xn ) · wf (n) ”).
So by Theorem 4.8.10 (Expectation Provability Induction),
Ef (n) (“Ef (n) (Xn )”) · wf (n) hn Ef (n) (“Ef (n) (Xn ) · w f(n) ”).
Combining these,
Ef (n) (“Ef (n) (Xn ) · w f (n) ”) hn Ef (n) (“Xn · w f (n) ”).
So by Theorem 4.8.13 (Expectation Preemptive Learning),
En (“Ef (n) (Xn ) · w f (n) ”) hn En (“Xn · w f (n) ”).

F.8

Self-Trust

Theorem 4.12.4 (Self-Trust). Let f be a deferral function, φ be an e.c. sequence of
sentences, δ be an e.c. sequence of positive rational numbers, and p be a P-generable
sequence of rational probabilities. Then


 


 
En “1(φn ) · Indδn Pf (n) (φn ) > pn ” &n pn · En “Indδn Pf (n) (φn ) > pn ” .

Proof. Deﬁne αn := Indδn (Pf (n) (φn ) > pn ). By Theorem 4.11.3 (Expectations of
Probabilities),
Pf (n) (φn ) hn Ef (n) (“Pf (n) (φn )”)

and so
Pf (n) (φn ) · αn hn Ef (n) (“Pf (n) (φn )”) · αn .
Observe that for all W ∈ PC(Γ),
W(1(φn )) · αn = W(“1(φn ) · αn ”).
So by Theorem 4.8.6 (Expectations of Indicators) and Theorem 4.8.10 (Expectation
Provability Induction),
Pf (n) (φn ) · αn hn Ef (n) (1(φn )) · αn hn Ef (n) (“1(φn ) · αn ”).
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By two more similar applications of Theorem 4.8.10 (Expectation Provability Induction),
Ef (n) (“Pf(n) (φn )”) · αn hn Ef (n) (“Pf (n) (φn ) · αn ”) &n pn · Ef (n) (“αn ”).
Combining these,
Ef (n) (“1(φn ) · αn ”) &n pn · Ef (n) (“αn ”).
By Theorem 4.8.13 (Expectation Preemptive Learning),
En (“1(φn ) · αn ”) &n pn · En (“αn ”).

G
G.1

Non-Dogmatism and Closure Proofs
Parametric Traders

Now we show that there is no uniform strategy (i.e., eﬃciently emulatable sequence
of traders) for taking on increasing ﬁnite amounts of possible reward with uniformly
bounded possible losses.
Lemma G.1.1 (Parametric Traders). Let P be a logical inductor over D. Then
k
there does not exist an efficiently emulatable sequence of traders (T )k such that for
all k, the set
o
n P

k
n ∈ N+ , W ∈ PC(Dn )
W
i≤n Ti P
k

of plausible values of T ’s holdings is bounded below by −1 and has supremum at
least k.
In words, this lemma states that if P is a logical inductor then there is no
k
k
eﬃciently emulatable sequence of traders (T )k such that each T never risks more
than $1, and exposes P to at least $k of plausible risk. To show this lemma, roughly
k
speaking we sum together scaled versions of some of the T so that the sum of their
risks converges but the set of their plausible proﬁts diverges. In this proof only we
will use the abbreviation h(j) := j2j for j ∈ N+ .
k

Proof. Suppose for contradiction that such a sequence (T )k exists. Deﬁne a trader
T by the formula
X Tnh(j)
Tn :=
.
2j
j:h(j)≤n

This is well-deﬁned as it is a ﬁnite sum of trading strategies, and it is eﬃciently
k
computable in n because (T )k is eﬃciently emulatable. Then for any time n and
any world W ∈ PC(Dn ),


P

X X T h(j) (P)
i


W
i≤n Ti (P) = W
2j
i≤n j:h(j)≤n

h(j)

by deﬁnition of T and since Tn

≡ 0 if h(j) > n;

X 1 P
h(j)
=
W
T
(P)
i
i≤n
2j
j:h(j)≤n
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by linearity;
≥

X 1
· (−1)
2j
+

j∈N

≥ −1,

by the assumption that the plausible values W

P

h(j)

i≤n Ti


(P) are bounded below

by −1. Furthermore, for any k ∈ N+ , consider the trader T
for some time n and some world W ∈ PC(Dn ), we have
P

h(k)
W
T
(P)
≥ h(k) ≡ k2k .
i≤n i

h(k)

. By assumption,

Then, by the above analysis, we have
P

P
 X 1
1
h(k)
W
· (−1)
(P) +
i≤n Ti (P) ≥ k · W
i≤n Ti
2
2j
+
j∈N

k2k
≥ k −1
2
= k − 1.

Thus we have shown that the plausible values W

P


T
(P)
of our trader T are
i
i≤n

bounded below by −1 but unbounded above, i.e. T exploits the market P. This
k
contradicts that P is a logical inductor, showing that this sequence (T )k cannot
exist.

G.2

Uniform Non-Dogmatism

Recall Theorem 4.6.3:
Theorem 4.6.3 (Uniform Non-Dogmatism). For any computably enumerable sequence of sentences φ such that Γ ∪ φ is consistent, there is a constant ε > 0 such
that for all n,
P∞ (φn ) ≥ ε.
Roughly speaking, to show this, we will construct a parametric trader using
k
Lemma G.1.1 by deﬁning an eﬃciently emulatable sequence (T )k of traders. Each
k
trader T will attempt to “defend” the probabilities of the φi from dropping too far
by buying no more than k + 1 total shares in various φi when they are priced below
k
1/(k + 1). If the property doesn’t hold of P, then each T will buy a full (k + 1)many shares, at a total price of at most −1. But since the φi are all collectively
k
consistent, there is always a plausible world that values the holdings of T at no
k
less than k + 1 − 1 = k. Then the parametric trader that emulates (T )k will exploit
P, contradicting that P is a logical inductor.
Proof. We can assume without loss of generality that for each φi that appears in
the sequence of sentences φ, that same sentence φi appears in φ inﬁnitely often,
by transforming the machine that enumerates φ into a machine that enumerates
(φ1 , φ1 , φ2 , φ1 , φ2 , φ3 , φ1 , · · · ). Futhermore, we can assume that φ is eﬃciently computable by, if necessary, padding φ with copies of ⊤ while waiting for the enumeration to list the next φi .
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k

Constructing the traders. We now deﬁne our sequence (T )k of traders. For
n < k, let Tnk be the zero trading strategy. For n ≥ k, deﬁne Tnk to be the trading
strategy
Tnk := (k + 1 − Boughtkn ) · Lowkn · (φn − φ∗n
n ),

where


Lowkn := Ind1/(2k + 2) φ∗n
n <

and

Boughtkn :=

X

i≤n−1

1
k+1



kTik kmg .

We will make use of the convention for writing the coeﬃcients of a trade:
Tnk [φn ] ≡ (k + 1 − Boughtkn ) · Lowkn .
In words, Tnk is a buy order for (k + 1 − Boughtkn )-many shares of φn , scaled down
by the extent Lowkn to which φn is priced below 1/(k + 1) at time n. The quantity
k
Boughtkn measures the total number of shares that T has purchased before the
current time step n.
k
For some ﬁxed polynomial independent of k, the T are uniformly computable
with runtime bounded by that polynomial as a function of n, using the discussion
in A.2 on dynamic programming. Furthermore, Tnk ≡ 0 for n < k by deﬁnition.
k
Hence (T )k is an eﬃciently emulatable sequence of traders as deﬁned in A.3.4.
Note that by the deﬁnition of Tnk , the magnitude kTnk (P)kmg of the trade is
bounded by k + 1 − Boughtkn (P). By deﬁnition of Boughtkn and by induction on n,
we have that
Boughtk1 (P) = 0 ≤ k + 1

as Boughtk1 is an empty sum, and
X
kTik (P)kmg
Boughtkn+1 (P) =
i≤n

= Boughtkn (P) + kTnk (P)kmg

≤ Boughtkn (P) + k + 1 − Boughtkn (P)
= k + 1.
k

In words, T never trades more than k + 1 shares in total. Furthermore, since by
deﬁnition Low is always non-negative, we have that
kTnk (P)kmg = |Tnk [φn ](P)| = |(k + 1 − Boughtkn (P)) · Lowkn (P)| ≥ 0.
k

k

Analyzing the value of T . Fix T and a time step n. For any plausible world
k
W ∈ PC(Dn ), the value in W of holdings from trades made by T up to time n is
P

P

k
k
∗i
W
T
(P)
=
W
T
[φ
](P)
·
(φ
−
φ
(P))
i
i
i
i≤n i
i≤n i
X
k
=
Ti [φi ](P) · W(φi )
i≤n

+

X
i≤n

Tik [φi ](P) · (−Pi (φi )),

by linearity and by the deﬁnition φ∗i
i (P) ≡ Pi (φi ). We analyze the second term ﬁrst,
k
which represents the contribution to the value of T from the prices of the φi -shares
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that it has purchased up to time n. We have that
X
Tik [φi ](P) · (−Pi (φi ))
i≤n

≥
kTik (P)kmg

since
is non-zero;

=

Tik [φi ](P)

X
i≤n


kTik kmg · −

1
k+1



≥ 0 and since Pi (φi ) ≤ 1/(k + 1) whenever Lowki (P)

k+1
k+1
= −1,
≥−

k

since T never purchases more than k + 1 shares. Now consider the value
X
Tik [φi ](P) · W(φi )
i≤n

k

in W of the stock holdings from trades made by T up to time n. Since both W(φi )
and Tik [φi ](P) are non-negative, this value is non-negative. Hence we have shown
that
P

k
W
i≤n Ti (P) ≥ −1 + 0 = −1,
k

i.e. the total value of T is bounded below by −1.
Furthermore, since Γ ∪ φ is consistent, there is always a plausible world W ∈
PC(Dn ) such that ∀i ≤ n : W(φi ) = 1, and therefore
P

X
k
W
T
(P)
≥ −1 +
Tnk [φ](P).
i≤n i
i≤n

Exploitation by the parametric trader. Now suppose by way of contradiction
that the market P does not satisfy the uniform non-dogmatism property. Then for
every k, in particular the property does not hold for ε = 1/(2k + 2), so there is
some φi in the sequence φ such that P∞ (φi ) < 1/(2k + 2). Since by assumption
φi appears inﬁnitely often in φ, for some suﬃciently large n we have Pn (φn ) ≡
Pn (φi ) < 1/(2k + 2), at which point


1
Lowkn (P) = Ind1/(2k + 2) Pn (φn ) <
= 1.
k+1
Therefore

Tnk [φn ] = (k + 1 − Boughtkn ),

so that
X
i≤n

kTik (P)kmg = Boughtkn (P) + k + 1 − Boughtkn (P) = k + 1.

Thus
W

P


k
T
(P)
≥ −1 + k + 1 = k.
i
i≤n

k

In words, once the price of some φi dips below 1/(2k+2), the trader T will purchase
the remaining k + 1 − Boughtkn (P) shares it will ever buy. Then in a world W that
k
witnenesses that φ is consistent with Γ, all the shares held by T are valued at $1
k
each, so T has stock holdings valued at k + 1, and cash holdings valued at no less
than −1.
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k

Therefore each T has plausible value bounded below by −1 and at least k
in some plausible world at some time step, and therefore Lemma G.1.1 applies,
contradicting that P is a logical inductor. Therefore in fact P does satisfy the
uniform non-dogmatism property.

G.3

Occam Bounds

Recall Theorem 4.6.4:
Theorem 4.6.4 (Occam Bounds). There exists a fixed positive constant C such
that for any sentence φ with prefix complexity κ(φ), if Γ 0 ¬φ, then
P∞ (φ) ≥ C2−κ(φ) ,
and if Γ 0 φ, then
P∞ (φ) ≤ 1 − C2−κ(φ) .
We show the result for φ such that Γ 6⊢ ¬φ; the result for Γ 6⊢ φ follows by
considering ¬¬φ and using the coherence of P∞ .
Roughly speaking, we will construct an eﬃciently emulatable sequence of traders
k
k
(T )k where T attempts to ensure that Pn (φ) does not drop below 2−κ(φ) /(k + 1)
k
for any φ. We do this by having T purchase shares in any φ that are underpriced
in this way, as judged by a computable approximation from below of 2−κ(φ) . The
k
trader T will purchase at most k + 1 shares in each φ, and hence spend at most
$2−κ(φ) for each φ and at most $1 in total. On the other hand, if the market P
does not satisfy the Occam property with constant C = 1/(k + 1), then for some φ
k
with Γ 6⊢ ¬φ, we will have that T purchases a full k + 1 shares in φ. Since there
k
is always a plausible world that values φ at $1, T will have a plausible value of at
least $k, taking into account the $1 maximum total prices paid. This contradicts
Lemma G.1.1, so in fact P satisﬁes the Occam property.
To implement this strategy, we will use tools similar to those used in the proof
of Theorem 4.6.3, and the proof is similar in spirit, so we will elide some details.
Proof. Observe that 2−κ(φ) is approximable from below uniformly in φ, since we
can (slowly) enumerate all preﬁxes on which our ﬁxed UTM halts and outputs φ.
Let φ be an eﬃciently computable enumeration of all sentences. Let M be a Turing
machine that takes an index i into our enumeration and takes a time n, and outputs
a non-negative rational number. We further specify that M runs in time polynomial
in i + n, satisﬁes ∀n, i : M (n, i) ≤ 2−κ(φi ) , and satisﬁes P
limn→∞ M (n, i) = 2−κ(φi ) .
Note that since we are using preﬁx complexity, we have φ∈S 2−κ(φ) ≤ 1. (We can
assume without loss of generality that M (n, i) > 0 for all i ≤ n, by padding the
sequence φ with φ1 while waiting until M (n, i) > 0 to enumerate φi , using the fact
that our UTM outputs each φ for some preﬁx.)
k
We deﬁne a sequence of traders (T )k . For n < k, deﬁne Tnk to be the zero
trading strategy. For n ≥ k, deﬁne Tnk to be the trading strategy given by
X
Tnk :=
(k + 1 − Boughtkn (i)) · Lowkn (i) · (φi − φ∗n
i ),
i≤n

where
Lowkn (i)
and



M (n, i)
∗n
:= IndM (n, i)/(2k + 2) φ <
k+1
Boughtkn (i) :=

X

Tjk [φi ].

j≤n−1
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This is similar to the parametric trader used in the proof of Theorem 4.6.3, except
k
that here on time n, T buys any φi when Pn (φi ) is too low, and Boughtkn (i) tracks
k
the number of shares bought by T in each φi individually up to time n. By
k
the discussion of dynamic programming in A.2, (T )k is an eﬃciently emulatable
sequence of traders. (We use that M (n, i) is pre-computed by the machine that
k
computes T , and hence appears in the feature expression for Tnk as a constant
which is strictly positive by assumption.)
Observe that for each i, by induction on n we have Boughtkn (i) ≤ k + 1, so
k
k
that T only buys positive shares in the various φi , and T only buys up to k + 1
k
shares of φi . Further, T only buys φi -shares at time n if the price Pn (φi ) is below
1/(k + 1)-th of the approximation M (n, i) to 2−κ(φ) , i.e.
Pn (φi ) <

M (n, i)
2−κ(φi )
≤
.
k+1
k+1

k

Therefore T spends at most $2−κ(φi ) on φi -shares, and hence spends at most $1 in
total.
Suppose for contradiction that P does not satisfy the Occam property. Then for
every k there exists some φi such that the limiting price of φi is
P∞ (φi ) <

2−κ(φi )
,
(2k + 2)

but nevertheless Γ 0 ¬φi . Then for some time step n we will have that Pn (φi ) <
k
M (n, i)/(2k + 2), and hence Lowkn (i) = 1. At that point T will purchase k +
k
1 − Boughtkn (i) shares in φi , bringing Boughtkn+1 (i) to k + 1; that is, T will have
bought k + 1 shares of φi . Since φ is consistent with Γ, there is some plausible world
W ∈ PC(Dn ) that values those shares at $1 each, so that the total value of all of the
k
holdings from trades made by T is at least k. By Lemma G.1.1 this contradicts
that P is a logical inductor, so in fact P must satisfy the Occam property.

G.4

Non-Dogmatism

Theorem 4.6.2 (Non-Dogmatism). If Γ 0 φ then P∞ (φ) < 1, and if Γ 0 ¬φ then
P∞ (φ) > 0.
Proof. This is a special case of 4.6.4, since κ(φ) > 0 for any φ.

G.5

Domination of the Universal Semimeasure

Theorem 4.6.5 (Domination of the Universal Semimeasure). Let (b1 , b2 , . . .) be a
sequence of zero-arity predicate symbols in L not mentioned in Γ, and let σ≤n =
(σ1 , . . . , σn ) be any finite bitstring. Define
P∞ (σ≤n ) := P∞ (“(b1 ↔ σ1 = 1) ∧ (b2 ↔ σ2 = 1) ∧ . . . ∧ (bn ↔ σn = 1)”),

such that, for example, P∞ (01101) = P∞ (“¬b1 ∧ b2 ∧ b3 ∧ ¬b4 ∧ b5 ”). Let M be
a universal continuous semimeasure. Then there is some positive constant C such
that for any finite bitstring σ≤n ,
i

P∞ (σ≤n ) ≥ C · M (σ≤n ).

Proof. Let (σ )i be an e.c. enumeration of all ﬁnite strings. Let l(σ) be the length
of σ. Deﬁne
i
φi := “(b1 ↔ σ1i = 1) ∧ (b2 ↔ σ2i = 1) ∧ . . . ∧ (bl(σ i ) ↔ σl(σ
i = 1)”
)

to be the sentence saying that the string (b1 , b2 , . . .) starts with σ i . Suppose the
theorem is not true; we will construct a sequence of parametric traders to derive a
contradiction through Lemma G.1.1.
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Defining a sequence of parametric traders. To begin, let A(σ, n) be a lowerapproximation of M (σ) that can be computed in time polynomial in n and the
length of σ. Speciﬁcally, A must satisfy
• A(σ, n) ≤ M (σ), and
• limn→∞ A(σ, n) = M (σ).
Now, recursively deﬁne

 ∗n
φi
Ind 1
<
†
A(σ i ,n)
4(k+1)
αk,n,i :=
0

1
2(k+1)



if A(σ i , n) > 0 ∧ n ≥ k ∧ i ≤ n
otherwise

†
†
βk,n,i
:= min(α†k,n,i , 1 − γk,n,i
)
X
X †
†
†
∗m
γk,n,i :=
βk,m,j φj +
βk,n,j φ∗n
j
m<n,j≤m

j<i

in order to deﬁne a parametric trader
X
Tnk :=
βk,n,i · (φi − φ∗n
i )
i≤n

†
†
As shorthand, we write αk,n,i := α†k,n,i (P), βk,n,i := βk,n,i
(P), γk,n,i := γk,n,i
(P).
Intuitively,
k

• αk,n,i is the number of copies φi that T would buy on day n if it were not
for budgetary constraints. It is high if Pn obviously underprices φi relative to
M (which can be checked by using the lower-approximation A).
k

• βk,n,i is the actual number of copies of φi that T buys, which is capped by
budgetary constraints.
• γk,n,i is the amount of money T k has spent on propositions φ1 , . . . , φn−1 “before considering” buying φi on day n. We imagine that, on each day n, the
trader goes through propositions in the order φ1 , . . . , φn .
Analyzing the sequence of parametric traders. Observe that T k spends at
most $1 in total, since βk,n,i ≤ 1−γk,n,i . Now we will analyze the trader’s maximum
payout. Assume by contradiction that P∞ does not dominate M . Deﬁne
X
Purchasedk,n,i :=
βk,m,i
m≤n

to be the number of shares of σ i that T has bought by time n, and
X
MeanPayoutk,n :=
M (σ i )Purchasedk,n,i .
i∈N+

to be the “mean” value of stocks purchased by time n according to the semimeasure
M . Both of these quantities are nondecreasing in n. Now we show that there is
some N such that MeanPayoutk,n ≥ k + 1 for all n ≥ N :
• Every purchase costing c corresponds to MeanPayoutk,n increasing by at least
Pn (φi )
1
c · 2(k + 1). This is because the trader only buys φi when A(σ
< 2(k+1)
,
i ,n)
and A(σ i , n) ≤ M (σ i ).
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• For some N , MeanPayoutk,N ≥ k + 1. Suppose this is not the case. Since we
are supposing that P∞ does not dominate the universal semimeasure, there
M(σ i )
M(σ i )
. So we will have Pn (φi ) < 8(k+1)
for
is some i such that P∞ (φi ) < 8(k+1)
inﬁnitely many n; let N be the set of such n.
For all suﬃciently high n we have A(σ i , n) ≥ M (σ i )/2, so for all suﬃciently
high n ∈ N ,
Pn (φi )
Pn (φi )
1
≤
≤
i
i
4(k + 1)
A(σ , n)
M (σ )/2
and so there is some inﬁnite subset N ′ ⊆ N for which αk,n,i = 1. By
assumption, ∀n : MeanPayoutk,n < k + 1, so the trader never has spent
more than $1/2 (using the previous step), so γk,n,i ≤ 1/2. This means
βk,n,i ≥ 1/2, which implies an increase in mean payout MeanPayoutk,n −
MeanPayoutk,n−1 ≥ M (σ i ) > 0. But this increase happens for inﬁnitely
many n, so limn→∞ MeanPayoutk,n = ∞. This contradicts the assumption
that MeanPayoutk,N < k + 1 for all N .
• MeanPayoutk,N is nondecreasing in N , so MeanPayoutk,n ≥ k + 1 for all
n ≥ N.
Using this lower bound on MeanPayoutk,n , we would now like to show that T k ’s
purchases pay out at least k + 1 in some W ∈ PC(D∞ ). To do this, deﬁne
X
MaxPayoutk,n := sup
Purchased(σ i , n)
σ∈B≤N+

i

σ′ prefix of σ

to be the maximum amount that T k ’s purchases pay out over all possible strings
(ﬁnite and inﬁnite). Since M is a semimeasure over ﬁnite and inﬁnite bitstrings,
k
we have MeanPayout(n) ≤ MaxPayout(n). Since each φi is independent of Γ, T ’s
maximum worth is at least
lim sup MaxPayout(ε, n) − 1 ≥ lim sup MeanPayout(ε, n) − 1 ≥ k + 1 − 1 = k.
n→∞

n→∞

This is suﬃcient to show a contradiction using Lemma G.1.1.

G.6

Strict Domination of the Universal Semimeasure

Recall Theorem 4.6.6 (Strict Domination of the Universal Semimeasure):
Theorem 4.6.6 (Strict Domination of the Universal Semimeasure). The universal
continuous semimeasure does not dominate P∞ ; that is, for any positive constant C
there is some finite bitstring σ≤n such that
P∞ (σ≤n ) > C · M (σ≤n ).
Proof. Consider the sets of codes for Turing machines
and

A0 := {M | M halts on input 0 and outputs 0}
A1 := {M | M halts on input 0 and outputs 1}.

Both of these sets are computably enumerable and disjoint, so by Theorem 4.6.3
(Uniform Non-Dogmatism), P∞ assigns positive measure to the set [A] of inﬁnite
bitstrings that encode a separating set for A0 and A1 , i.e., a set A such that A∩A0 =
∅ and A ⊇ A1 .
Thus it suﬃces to show that the universal semimeasure assigns 0 measure to [A].
This is a known result from computability theory, using the fact that A0 and A1
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are recursively inseparable; see for example Kucera and Nies 2011. Here we give an
elementary proof sketch.
Suppose for contradiction that m computes a universal semimeasure and
m([A]) = r > 0; we argue that we can compute some separating set A. Let
q ∈ [4r/5, r] ∩ Q. There is some ﬁxed k such that the ﬁnite binary subtree Ak
consisting of ﬁnite preﬁxes of length k of strings in [A] is assigned m(Ak ) ∈ [r, 6r/5].
On input n, we can run m on the set of strings of length up to n until the
set of extensions of strings in Ak has measure at least q; this will happen because
m([A]) > q. Then we output 0 if the majority of the measure is on strings with nth
bit equal to 0, and we output 1 otherwise. If we output 0 but in fact n ∈ A1 , then
there is measure at most 6r/5 − 2r/5 = 4r/5 on extensions of strings in Ak that are
consistent with separating A0 and A1 ; but this is impossible, as [A] has measure
r. Likewise if we output 1 then it can’t be that n ∈ A0 . Thus we have recursively
separated A0 and A1 , contradicting that A0 and A1 are recursively inseparable.

G.7

Closure under Finite Perturbations

Recall Theorem 4.6.1 (Closure under Finite Perturbations):
Theorem 4.6.1 (Closure under Finite Perturbations). Let P and P′ be markets
with Pn = P′n for all but finitely many n. Then P is a logical inductor if and only
if P′ is a logical inductor.
In short, a trader that exploits P also exploits P′ since all but ﬁnitely many of
its trades are identically valued. The proof mainly concerns a minor technical issue;
we have to make a small adjustment to the trader to ensure that it makes exactly
the same trades against P′ as it does against P.
Proof. Assume there is a trader T which exploits P. We will construct a new trader
′
T that exploits P′ . Fix N large enough that Pn = P′n for all n ≥ N .
′
We will deﬁne T so that it makes the same trades against the market P′ as the
trader T makes against P. That is, we want that for all n,
Tn′ (P′ ) = Tn (P).
It is insuﬃcient to set the trading strategy Tn′ equal to Tn for all n. This is because
Tn may inﬁnitely often make diﬀerent trades given the history P′≤n instead of the
history P≤n . For example, it may be that every day T buys V1 (φ)-many shares
in φ against V; in this case if P′1 (φ) 6= P1 (φ), then at each time n, Tn (P′ ) will
buy a diﬀerent number of shares from Tn (P). Roughly speaking, we will patch this
problem by copying T , but feeding it “false reports” about the market prices so that
it appears to the Tn that they are reacting to P rather than P′ .
More precisely, let F be a computable function from feature expressions to
feature expressions, in the expression language discussed in A.2. For a feature
expression α, we deﬁne F (α) to be identical to α but with all occurrences of an
expression φ∗i for i < N replaced by a constant Pi (φ).
Note that F is eﬃciently computable: by the assumption that Pn = P′n for all
n ≥ N , only ﬁnitely many constants Pi (φ) are needed, and can be hard-coded into
F . Furthermore, F behaves as intended: for any α, we have F (α)(P′ ) = α(P) (using
a slight abuse of notation, treating α as both an expression and as the feature thus
expressed). This follows by structural induction the expression α, where every step
is trivial except the base cases for symbols φ∗i with i < N , which follow from the
deﬁnition of F . Now we deﬁne
X
Tn′ :=
F (Tn [φ])(φ − φ∗n )
φ∈S
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for any n. This is eﬃciently computable because Tn and F are both e.c. Furthermore,
for all n ≥ N , we have that Tn′ (P′ ) = Tn (P). Therefore for any n we have that
P
P


′
′
W
−W
i≤n Ti P
i≤n Ti P


P
P
′
′
≤ W
−W
,
i<N Ti P
i<N Ti P

which is a ﬁxed constant, where we use that all terms for i ≥ N cancel with each
other. This says that at all times and all plausible worlds, there is a ﬁxed upper
′
bound on the diﬀerence between the values of T against P and of T against P′ .
Thus if
n P
o

+
W
T
P
n
∈
N
,
W
∈
PC(D
)
i
n
i≤n
is bounded below but unbounded above, then so is
n P
o

+
′
′
W
T
P
n
∈
N
,
W
∈
PC(D
)
.
n
i≤n i

Therefore, if some trader exploits P, so that P is not a logical inductor, then some
trader exploits P′ , so P′ also fails to be a logical inductor. Symmetrically, if P′ is
not a logical inductor, then neither is P.

G.8

Conditionals on Theories

Theorem 4.7.2 (Closure Under Conditioning). The sequence P(− | ψ) is a logical
inductor over Γ ∪ {ψ}. Furthermore, given any efficiently computable sequence ψ
of sentences, the sequence
(P1 (− | ψ1 ), P2 (− | ψ1 ∧ ψ2 ), P3 (− | ψ1 ∧ ψ2 ∧ ψ3 ), . . .) ,
where the nth pricing is conditioned on the first n sentences in ψ, is a logical inductor
over Γ ∪ {ψi | i ∈ N+ }.
Since P is a logical inductor over Γ, we can ﬁx some particular Γ-complete
deductive process D over which P is a logical inductor, which exists by deﬁnition of
′
“logical inductor over Γ”. Let D be any other e.c. deductive process. Write
^
ψn◦ :=
ψ
′
ψ∈Dn

′

for the conjunction of all sentences ψ that have appeared in D up until time n. (We
◦
take the empty conjunction to be the sentence ⊤.) Write P to mean the market
◦
(Pn (− | ψn ))n∈N+ .
′
We will show the slightly more general fact that for any e.c. D , if the theory
Γ ∪ {ψ ′ | ∃n : ψ ′ ∈ Dn′ }
◦

◦

is consistent, then P is a logical inductor over the deductive process D deﬁned
for any n by D◦ n := Dn ∪ Dn′ , which is complete for that theory. This implies the
theorem by specializing to the {ψ}-complete deductive process ({ψ}, {ψ}, {ψ}, . . .),
and to the Ψ-complete deductive process ({ψ1 }, {ψ1 , ψ2 }, {ψ1 , ψ2 , ψ3 }, . . .) (where
we pad with ⊤ to ensure this sequence is eﬃciently computable).
◦
◦
Roughly speaking, we’ll take a supposed trader T that exploits P and construct
◦
a trader T that exploits P. We’d like our trader T to mimic T “in the worlds where
ψn◦ is true”, and otherwise remain neutral. A ﬁrst attempt would be to have our
trader buy the combination
φ ∧ ψn◦ −

Pn (φ ∧ ψn◦ )
· ψn◦
Pn (ψn◦ )
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◦

whenever T buys a share in φ. The idea is to make a purchase that behaves like a
conditional contract that pays out if φ is true but only has any eﬀect in worlds where
ψn◦ is true. That is, the hope is that the price of this combination is 0; in worlds
where ψn◦ is false, the stock holdings from this trade are valued at 0; and in worlds
where ψn◦ is true, the stock holdings have the same value as that of purchasing a
◦
φ-share against P .
There are some technical problems with the above sketch. First, the ratio of
probabilities in front of ψn◦ in the above trade is not well-deﬁned if Pn (ψn◦ ) =
0. We will ﬁx this using a safe reciprocation for the ratio. To avoid having this
◦
aﬀect the performance of T in comparison to T , we will ﬁrst correct the market
using Lemma G.7 (closure under ﬁnite perturbations) so that, essentially, the safe
reciprocation never makes a diﬀerence.
P (φ∧ψ ◦ )
Second, if Pn (φ ∧ ψn◦ ) is greater than Pn (ψn◦ ), then their ratio nPn (ψ◦ )n is greater
n
than the conditional probability Pn (φ | ψn◦ ) = 1 as deﬁned in 4.7.1 (which is capped
at 1). In this case, our trader T has stock holdings with a diﬀerent (and possibly
◦
◦
lower) value from those of the original trader T exploiting P , and therefore T pos◦
sibly has less value overall across time than T , which breaks the desired implication
◦
(that is, maybe the original trader exploits P , but our new, less successful trader
does not exploit P). If we simply replace the ratio with the conditional probability
Pn (φ | ψn◦ ), then when Pn (φ ∧ ψn◦ ) > Pn (ψn◦ ), the value of the cash holdings for T
may be non-zero (in particular, may be negative). Instead we will have T cut oﬀ
◦
its trades when both Pn (φ ∧ ψn◦ ) > Pn (ψn◦ ) and also T is buying φ; this is no loss
◦
◦
for T relative to T , since in this case T is buying φ at the price of 1, and so is not
making any proﬁt anyway.
We now implement this construction strategy.
◦

◦

Proof. Let D, D , and P be deﬁned as above.
◦
We may assume that the collection of sentences that appear in D is consistent.
◦
If not, then no trader exploits P : for all suﬃciently large n the set of plausible
worlds PC(D◦ n ) is empty, so the set of plausible values of any trader’s holdings is
a ﬁnite set, and hence bounded above.
We may further assume without loss of generality that there exists a rational
ε > 0 such that Pn (ψn◦ ) > ε for all n. Indeed, by Theorem 4.6.3 (uniform non◦
dogmatism), since D is consistent, there is some ε > 0 such that P∞ (ψn◦ ) > ε
for all suﬃciently large n. Hence by Theorem 4.2.4 (preemptive learning), we have
lim inf n→∞ Pn (ψn◦ ) > ε. This implies that there are only ﬁnitely many time steps n
such that Pn (ψn◦ ) ≤ ε. Therefore by Lemma G.7 (closure under ﬁnite perturbations),
′
the market P deﬁned to be identical to P except with P′n (ψn◦ ) with 1 for all such
◦′
n is still a logical inductor, and has the desired property. If we show that P is a
◦
logical inductor, then again by Lemma G.7, P is also a logical inductor.
◦
◦
Now suppose some trader T exploits P . We will construct a trader T that
exploits P.
Consider the EF-combination
Buyn (φ) := φ ∧ ψn◦ −

(φ ∧ ψn◦ )∗n
· ψ◦
max(ε, ψn◦ ∗n ) n

parametrized by a sentence φ. We write (Buyn (φ))∗n for the expressible feature
that computes the price of the EF-combination Buyn (φ) at time n, deﬁned in the
natural way by replacing sentences with their ∗n duals. Intuitively, this combination
is a “conditional contract” which is roughly free to buy (and valueless) in worlds
where ψn◦ is false, but behaves like a φ-share in worlds where ψn◦ is true.

128
275

Communal Assembly Paper

www.daifture.org

Now deﬁne the trader T by setting
X
Tn :=
αn · (Buyn (φ) − (Buyn (φ))∗n )
φ




(φ ∧ ψn◦ )∗n
<
1
+
ε
αn := min Tn◦ [φ]◦ , Tn◦ [φ]◦ · Indεn
n
max(ε, ψn◦ ∗n )
2−n
εn :=
max(1, kTn◦ kmg )

where Tn◦ [φ]◦ is deﬁned to be the market feature Tn◦ [φ] with every occurrence of a
sub-expression χ∗i for some sentence χ replaced with


(χ ∧ ψi◦ )∗i
.
max 1,
max(ε, ψi◦ ∗i )
◦

That is, Tn◦ [φ]◦ is deﬁned so that Tn◦ [φ]◦ (P) = Tn◦ [φ](P ), i.e., this market feature Tn◦ [φ]◦ behaves against the market P just as Tn◦ [φ] behaves against the condi◦
tional market P . Note that Indεn is a valid expressible feature: Indεn (x < y) :=
n
max(0, min(1, 2 max(1, kTn◦kmg )(y − x))).
The idea is that T will roughly implement the conditional contracts as described
◦
◦
above, and will thus perform just as well against P as T performs against P . The
◦
◦
catch is that it may be that Pn (φ ∧ ψn ) > Pn (ψn ), in which case Buyn (φ) will no
longer quite function as a conditional contract, since P◦ n (φ) is capped at 1. To
◦
prevent T from losing relative to T , we use αn to quickly stop T from buying once
◦
◦
◦
Pn (φ ∧ ψn ) > Pn (ψn ); no proﬁt is lost, as the price of φ for T is in that case just 1.
We now formalize this analysis of the value of the trades made by T against P
according to each term in the above summation and by cases on the traded sentences
φ.
Case 1. First suppose that Tn◦ [φ]◦ (P) ≤ 0 and/or Pn (φ ∧ ψn◦ )/Pn (ψn◦ ) = Pn (φ |
◦
ψn ). Then αn = Tn◦ [φ]◦ (P). Let W be any world; using linearity throughout, we
have
W( αn · (Buyn (φ) − (Buyn (φ))∗n ) )(P)

= Tn◦ [φ]◦ (P) · W(Buyn (φ)(P) − (Buyn (φ))∗n (P))


Pn (φ ∧ ψn◦ )
◦
◦
◦
= Tn [φ]◦ (P) · W φ ∧ ψn −
· ψn
Pn (ψn◦ )


Pn (φ ∧ ψn◦ )
◦
◦
◦
− Tn [φ]◦ (P) · Pn (φ ∧ ψn ) −
· Pn (ψn )
Pn (ψn◦ )
by the deﬁnition of Buy;
=



Pn (φ ∧ ψn◦ )
◦
Tn◦ [φ]◦ (P) · W(φ ∧ ψn◦ ) −
·
W(ψ
)
n
Pn (ψn◦ )

by distribution, and where the cash term simply cancels;
≥

Tn◦ [φ]◦ (P) · (W (φ ∧ ψn◦ ) − Pn (φ | ψn◦ ) · W (ψn◦ )) ,

by deﬁnition of Pn (φ | ψn◦ ), and by the assumptions on Pn (φ ∧ ψn◦ ), Pn (ψn◦ ), and
Tn◦ [φ]◦ (P). Note that if W (ψn◦ ) = 0 then this quantity is 0, and if W (ψn◦ ) = 1 then
this quantity is
◦
Tn◦ [φ](P ) · (W (ψn◦ ) − Pn (φ | ψn◦ )) ,
◦

which is just the value of Tn◦ ’s holdings in φ from trading against P .
To lower-bound the value of the −ψn◦ term by −Pn (φ | ψn◦ ) · W (ψn◦ ), we use
the fact that Tn◦ [φ]◦ (P) ≤ 0, the fact that W (ψn◦ ) ≥ 0, and the fact that Pn (φ ∧
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ψn◦ )/Pn (ψn◦ ) ≥ Pn (φ | ψn◦ ); or just the fact that Pn (φ ∧ ψn◦ )/Pn (ψn◦ ) = Pn (φ | ψn◦ ).
◦
P (φ∧ψ ◦ )
(Intuitively: T sells (the equivalent of) φ at the price of nPn (ψ◦ )n , while T sells φ
n

at the no greater price of Pn (φ | ψn◦ ); or else T buys (the equivalent of) φ at the
◦
◦
same price as T ; and so T does at least as well as T .)
◦
Case 2. Now suppose that Tn
[φ]◦ (P) ≥ 0, and alsoPn (φ ∧ ψn◦ )/Pn (ψn◦ ) > Pn (φ |
◦ ∗n
(φ∧ψn
)
ψn◦ ). Then αn = Tn◦ [φ]◦ · Indεn max(ε,ψ
◦ ∗n ) < 1 + εn . Let W be any world. We
n
have:
W( αn · (Buyn (φ) − (Buyn (φ))∗n ) )(P)




Pn (φ ∧ ψn◦ )
Pn (φ ∧ ψn◦ )
◦
◦
◦
◦
< 1 + εn · W φ ∧ ψn −
· ψn .
= Tn [φ](P ) · Indεn
Pn (ψn◦ )
Pn (ψn◦ )
If W(ψn◦ ) = 0 then this quantity is 0. If W(ψn◦ ) = 1, then if we subtract oﬀ the
◦
value of Tn◦ ’s holdings in φ from trading against P , we have:




Pn (φ ∧ ψn◦ )
Pn (φ ∧ ψn◦ )
◦
◦
◦
◦
Tn [φ](P ) · Indεn
< 1 + εn · W φ ∧ ψn −
· ψn
Pn (ψn◦ )
Pn (ψn◦ )
◦

− Tn◦ [φ](P ) · (W (φ) − Pn (φ | ψn◦ ))

 

Pn (φ ∧ ψn◦ )
Pn (φ ∧ ψn◦ )
◦
◦
= Tn [φ](P ) · Indεn
< 1 + εn · W(φ) −
Pn (ψn◦ )
Pn (ψn◦ )
◦

− Tn◦ [φ](P ) · (W (φ) − 1)

by the assumption that W(ψn◦ ) = 1, and since Pn (φ | ψn◦ ) = 1 by the assumption
that Pn (φ ∧ ψn◦ )/Pn (ψn◦ ) > Pn (φ | ψn◦ );




Pn (φ ∧ ψn◦ )
◦
Indεn
= Tn◦ [φ](P ) ·
<
1
+
ε
−
1
· W(φ)
n
Pn (ψn◦ )



Pn (φ ∧ ψn◦ )
Pn (φ ∧ ψn◦ )
+ 1 − Indεn
<
1
+
ε
·
n
Pn (ψn◦ )
Pn (ψn◦ )
by rearranging;
≥

◦
Tn◦ [φ](P )





Pn (φ ∧ ψn◦ )
Pn (φ ∧ ψn◦ )
· Indεn
< 1 + εn
1−
Pn (ψn◦ )
Pn (ψn◦ )

since Indεn ≤ 1, so in the worst case W(φ) = 1;
◦

≥ Tn◦ [φ](P ) · (−εn ) ,
by deﬁnition of Indεn .
Combining the cases. Now summing over all φ, for any world W such that
W(ψn◦ ) = 1, we have:




◦
◦
W Tn (P ) − W Tn◦ (P )



X
◦
◦
◦
◦
◦
=
αn (P ) · (Buyn (φ)(P ) − (Buyn (φ))∗n (P )) − Tn◦ [φ](P ) φ − P (φ)
φ

≥

X
φ

◦

Tn◦ [φ](P ) · (−εn )

since for each φ the corresponding inequality holds by the above analyses;
≥ −kTn◦kmg ·

2−n
max(1, kTn◦kmg )
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by deﬁnition of kTn◦ kmg and of εn ;
≥ −2−n .
◦

In particular, for any world W ∈ PC(D◦ n ) plausible at time n according to D ,

P

P
◦ ◦
≥
W
)
− 1.
W
T
(P
T
(P)
i≤n i
i≤n i
◦

◦

◦

Since T exploits P over D , by deﬁnition the set
o
n P

+
◦
◦ ◦
)
W
)
|
n
∈
N
,
W
∈
PC(D
T
(P
n
i≤n i
is bounded below and unbounded above. Therefore the set
n P

o
+
W
T
(P)
|
n
∈
N
,
W
∈
PC(D
)
i
n
i≤n

is unbounded above, since for all n we have D◦ n ⊇ Dn and hence PC(D◦ n ) ⊆
PC(Dn ).
It remains to show that this set is unbounded below. Suppose for contradiction
that it is not, so there
sequence {(Wi , ni )} with Wi ∈ PC(Dni ) on

Pis some inﬁnite
which the value Wi
j≤ni Tj (P) of T is unbounded below.
We may assume without loss of generality that each Wi is inconsistent with
◦
D . Indeed, if there is no subsequence with this property and with the values of T
◦
unbounded
below, then the
with D have the corresponding values
P
PWi consistent

◦ ◦
Wi
j≤ni Tj (P) ≥ Wi
j≤ni Tj (P ) − 1 unbounded below, contradicting that
◦

◦

◦

◦

◦

◦

T exploits P over D . Having made this assumption, there is an inﬁnite sequence
◦
◦
) = 0 for all i.
mi with Wi (ψm
) = 1 ∧ Wi (ψm
i −1
i
We may further assume without loss of generality that for each i, we haveni ≤
mi − 1. Indeed, for any n ≥ mi , we have by the above analysis that Wi Tn (P) ≥ 0;
P
in this case replacing ni with mi −1 would only decrease the values Wi ( j≤ni Tj (P)),
and hence would preserve that this sequence is unbounded below.
◦
In particular, it is the case that ψm
propositionally implies ψn◦ i . Because
i −1
◦
Wi (ψmi −1 ) = 1 and Wi ∈ PC(Dni ), this implies Wi ∈ PC(D◦ ni ), i.e., Wi was plau◦
sible at time step ni according to D . But then we have that the sequence of values
P
P
◦
Wi ( j≤ni Tj (P)) ≥ Wi ( j≤ni Tj◦ (P )) − 1 is unbounded below, contradicting that
T exploits P over D .
◦
◦
◦
Thus we have shown that, assuming that T exploits P over D , also T exploits
P over D. This contradicts that P is a logical inductor, so in fact it cannot be that
◦
◦
◦
◦
T exploits P ; thus P is a logical inductor over D , as desired.
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Abstract
The Journal of Artificial Intelligence Research (JAIR) was one of the
first scientific journals distributed over the Web. It has now completed over
five years of successful publication. Electronic publishing is reshaping the
way academic work is disseminated, and JAIR is leading the way towards
a future where scientific articles are freely and easily accessible to all. This
report describes how journal has evolved, its “grassroots” philosophy, and
prospects for the future.

In May, 1993, the first manuscripts were submitted to the Journal of Artificial
Intelligence Research (JAIR), a fledgling experiment in electronic publishing for
the AI community. By August, JAIR had reviewed, accepted, and published
two articles, and rejected 18 others. During its first five years, JAIR has evaluated
nearly 600 submissions, publishing the 114 that were recommended by its rigorous,
rapid-turnaround reviewing process. Completed papers have been immediately
distributed over the Internet, and remain freely available in the JAIR archives
(http://www.jair.org/).
Although the true worth of an academic journal is most appropriately evaluated
over decades, we believe that JAIR’s first half decade of existence has yielded
some valuable lessons about what it takes to create a successful new journal. This
five-year report describes the origins of JAIR, reviews its standards and processes,
assesses the journal’s status, and speculates about the future of academic electronic
publishing.
1
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1 The Early Years
The summer of 1993 represented a fortunate choice of timing, as the World-Wide
Web was just beginning to attract mainstream attention. Not surprisingly, the
development and increasing popularity of the Internet was a causal factor in the
establishment of JAIR. In particular, the practice of some AI researchers of putting
their papers on FTP sites helped spawn the idea of using Internet distribution on
a more widespread and systematic basis, with editing: an electronic AI journal.
Initially, the journal was accessible by FTP and gopher, but not long after the
introduction of Mosaic (the NCSA browser that popularized the web), a JAIR web
site was created at the University of Washington, and soon became the primary
access channel.
Initial work on the journal began in 1992, after Steven Minton informally
contacted a small group of researchers to discuss the viability of this idea. The
establishment of the journal itself was preceded by a long e-mail discussion about
what its mission should be.1 Not surprisingly, a variety of opinions and issues
surfaced. What would a new journal offer to the AI community? Should it be
organized like a traditional journal, or something more radical? How would people
subscribe? Below we describe the main issues.
Some members of JAIR’s initial advisory group felt that an electronic journal offered a terrific opportunity to experiment with new forms of peer review [3], for example, along the lines of the open reviewing process introduced by Sandewall [8] for the Electronic Transactions on Artificial Intelligence
(http://www.ida.liu.se/ext/etai/). Others felt that a radical departure from current
reviewing practices would kill the journal from the start because it would be
viewed as less serious, or even “flakey”. Moreover, such models are inherently
risky to a startup journal simply because authors may prefer to avoid subjecting
themselves to open reviewing when anonymous reviewing is available. Eventually a clear strategy emerged from these discussions. The advisory group decided
that JAIR would begin with a relatively traditional reviewing process, and would
experiment with new ideas, such as online comments, in a way that that would
augment the more traditional reviewing process. Thus, our first goal would be
to create a first-class journal. Once we established JAIR as a premier academic
1

Participants in this discussion group included Matthew Ginsberg, Daniel Weld, Oren Etzioni,
Richard Korf, Bart Selman, Paul Rosenbloom, Jaime Carbonell, and Kenneth Forbus. Eventually,
this group, together with Peter Friedland and Thomas Dietterich, became JAIR’s original advisory
board.
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journal, then the door would be open to bolder experiments.
Thus, early on, discussion focused on how to best capitalize on the electronic
medium, without straying too far from the traditional journal format. We wanted
to create a journal that would be clearly superior to existing journals. Possibilities
included quick publication, online search facilities, and links to code and data
accompanying articles. All of these became important, successful features of
JAIR from the outset.
Another related debate was whether to distribute exclusively over the network,
or whether a print version was required. Authors of scholarly articles are naturally
quite concerned that their works remain available for the indefinite future. But any
document formatting language (e.g., PostScript) will eventually become outdated,
presenting a serious challenge for long-term archiving [7]. Although we were
confident that research on automatic format refreshing and other techniques would
eventually solve the archiving problem for JAIR, we recognized that the perception
of a potential archiving problem might hurt the journal.
Fortunately, we were able to work out an arrangement with Morgan Kaufmann
Publishers, where they would publish a hardcopy version of each volume, on a trial
basis. Since Morgan Kaufmann primarily publishes books rather than journals,
JAIR’s free electronic version did not represent a threat to their primary business.
Nevertheless, Morgan Kaufmann participated largely out of goodwill, and in fact,
the hardcopy version has turned out to be only a minor component of the journal.
Nevertheless, we believe that Morgan Kaufmann’s willingness to experiment was
of great assistance to JAIR’s successful launch, since authors felt reassured that
their articles would not simple vanish into thin air.
Selecting PostScript as the definitive format rather than HTML enabled us
to make the hardcopy version of the article identical to the electronic version.2
This decision had the desirable effect that printed JAIR articles have a standard
appearance, and look just like reprints from traditional paper journals. It also
allows papers to be cited using standard style, without requiring that the reference
point to a network address for the paper.
Throughout the discussion period, the question of how to pay for the journal
loomed as a constant issue. However, once it became clear that Morgan Kaufmann
would handle the hardcopy version, one of the original goals of the founders
2

Following the philosphy that new technology would be used to augment traditional articles,
authors are encouraged to create HTML versions of their papers as an optional additional resource
for readers.
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became a real possibility: offering JAIR for free over the internet. The main
issue, of course, was how to pay for the journal’s operating costs, which could
be divided roughly into three categories: editorial staff, administrative staff, and
computing resources. Interestingly, the most significant cost is the first, that
is, the cost of reviewing and editing articles. This cost has been traditionally
been absorbed by the universities and research labs that employ the scientists
who perform reviewing and editorial services on a voluntary basis. Relatively
speaking, the cost of the computing resources required to produce the journal,
including web servers and document preparation software, is miniscule, and in
fact, we were able to obtain permission from several universities and labs to freely
use their facilities (e.g., their web sites) for JAIR. As for administrative help,
we initially received administrative support from NASA, in the form of two parttime assistants. Eventually, by developing workflow and distribution software to
assist with the journal’s adminstration, we were able to reduce our reliance on
administrative help substantially (as explained in the section on the Electronic
Medium, below).
Since JAIR’s operating costs could be entirely covered by non-monetary donations of facilities and services, this greatly simplified the process of setting up
the journal. AAAI provided a small grant of funds to pay for one-time startup
costs, such as legal advice. AI Access Foundation was then established as a nonprofit, charitable corporation to create a legal entity responsible for JAIR, and the
advisory board then began selecting the Editorial Board.
One of the keys to establishing a top-notch journal is creating an Editorial
Board that potential authors will respect. JAIR had no trouble attracting a Board
composed of highly respected, well-known AI researchers; almost everyone who
was asked agreed to serve. Apparently, the idea of a free, quick-turnaround
journal that would push the boundaries of scientific publishing methodology was
an attractive idea. (Other aspects attractive to potential board members included
a fixed, limited time period that members would serve and a limit on the number
of articles that they would be asked to review.)
The ease with which JAIR was able to attract a first-class Editorial Board
gave us an early indication of JAIR’s success. Indeed, within the first six months
there were 31 submissions to JAIR, many from well-known AI researchers. The
submission rate continued to climb as it became clear to the AI community that
the journal could indeed reliably review articles rapidly. In fact, we believe that
this particular factor—JAIR’s relatively speedy reviewing process—was perhaps
the single most important factor in attracting potential authors. For example,
4
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one worry had been that young faculty members might be wary of JAIR, instead
submitting only to well-established journals that their tenure committees could
evaluate. Anecdotal evidence from authors suggests that the opposite was true; a
faculty member coming up for tenure in a year could be sure that a manuscript could
be published in JAIR (if accepted) by the time the committee began deliberations,
whereas for another journal it would likely still be under review.
The growth of the journal quickly led to the appointment of several Associate
Editors to assist the Executive Editor.3 Moreover, a variety of new electronic
services were added to the journal, as described below.

2 How JAIR Works
2.1 Editorial Process
Except that it is conducted electronically, the JAIR editorial process is virtually
identical to that of traditional journals. Prospective JAIR authors submit their
papers by filling out a web form. After verifying that the manuscript meets the
basic submission requirements:
1. it is a valid PostScript or PDF file, and
2. it appears to present results that could satisfy the publication standards, as
outlined in the JAIR Editorial Charter, (http://www.jair.org/charter.html),
the Executive Editor dispatches the paper to an Associate Editor, who recruits
reviewers (typically three) and sends out the paper. Reviewers evaluate the work,
and report to the Associate Editor, who decides whether to accept the paper, and
notifies the author of the result.
Several particulars of the JAIR process contribute to rapid and rigorous evaluation. First, we always ask prospective referees whether they are willing to provide
a review by a relatively near deadline, before sending them the paper. Second, our
editors draw on our Editorial Board for a large fraction of reviews. The Editorial
Board consists of 64 well-respected AI researchers, who commit to review three
JAIR papers per year for a term of three years. By frequently turning over the
3

The initial Associate Editors were Jon Doyle, Fausto Giunchiglia, Henry Kautz, Richard Korf,
Wendy Lehnert, Richard Sutton and Daniel Weld and the first Executive Editor was Steven Minton.
Michael Wellman became JAIR’s second Executive Editor in 1997.
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Board (as well as the slate of Editors), JAIR ensures wide, fresh participation and
can adapt to trends in the field.
Third, by eschewing all paper mailings and forms, we substantially decrease
latency and expense. Over the past couple of years, the median time between
receipt of a paper and acknowledgment has been two days.4 An Associate Editor
has agreed to handle the paper within two more days, and all reviews are in just
over eight weeks after that. In three more days, the Associate Editor has made a
decision and notified the author. Overall, the median time from acknowledgment
to a decision (including summary rejections) has been 68 days.
Fourth, JAIR does not, even conditionally, accept papers requiring major
revisions. Manuscripts showing promise but not currently acceptable are rejected
with encouragement to resubmit. Resubmitted papers are reviewed by the normal
process, usually (but not necessarily) by some or all of the same referees that
evaluated the first submission. However, papers may not be submitted more than
twice. This policy prevents a potentially endless process of negotiation between
authors and editors, which can often take great amounts of time and energy without
necessarily leading to improvements in the work. Moreover, investing in a drawnout process often leads to undesirable consequences, from the perspective of both
authors and the journal. Authors may be driven to make modifications they deem
of questionable benefit to satisfy the concerns of editors, and editors may develop
a sense of obligation from having called for extensive modifications. Neither
tendency serves the goal of rapid communication of quality work. Although the
limit of two rounds sometimes means that ultimately acceptable papers may be
lost to JAIR, there are usually other available forums, and authors have typically
not lost a great deal of time in even an unsuccessful JAIR submission.
Once a paper is accepted, authors make any required final revisions, and format
the paper according to JAIR style. Once this process is complete, we publish
the paper immediately on the Internet. Potential readers learn of new papers
through various means, including notices of titles and abstracts on newsgroups
(comp.ai.jair.announce exists expressly for this purpose), and mailing lists.
With no predefined target of pages published per unit time, JAIR can maintain
a complete separation of acceptance decisions from any concern for capacity or
quota, without introducing the buffering queue delays common in paper journals.
Similarly, by eschewing prearranged special topic issues, we avoid the inherent
4

All figures presented here, unless noted otherwise, represent medians since December 1996,
as of January 1999.
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synchronization delays and pressures to fill the issue that such efforts often entail.
Instead, JAIR intends to identify and collect (post-publication) papers on topical
themes that emerge from the normal editorial process.
Every step of this process (except checking that the manuscript prints) occurs
entirely in the electronic realm. Although nowadays most researchers in most
fields are comfortable with (and perhaps tend to prefer) e-mail communication,
five years ago the gap between computer science and other disciplines was far
greater. This perhaps explains why JAIR, a computer science publication, was
one of the first electronic journals to establish itself as a major organ of its field,
and why it was able to converge on a reliable electronic editorial process so early
in its development.

2.2 Scope of Content
JAIR’s scope encompasses all areas of artificial intelligence. Given this broad
coverage, we seek papers that will be appreciated by a wide technical audience.
Of course, it is the nature of AI research that most progress occurs at the fringes,
extending concepts developed in deep lines of focused investigation. Nevertheless,
as JAIR authors have shown, it is generally possible to report such results so
that researchers in allied areas can understand the nature and significance of the
contribution. Thus, JAIR aims to serve a unifying role for AI—countering the
natural tendency toward fragmentation that follows from the success of specialized
subdisciplines, without compromising on technical depth of research reported.
In addition to standard articles, JAIR publishes shorter research notes as well
as survey articles. Timely survey articles, especially those that provide a new
perspective unifying a body of work, often represent the texts most useful for the
research community. Indeed, two surveys—of learning with graphical models [1]
and reinforcement learning [5]—have been the most cited JAIR articles to date.

3 The JAIR Record
Measuring the success of a journal–electronic or traditional–is a difficult and
subjective exercise. By the broadest criteria, however, JAIR has clearly enjoyed
an excellent start. As mentioned above, the journal has published 114 papers, and
has a healthy rate of submissions. We have received well over 100 submissions
per year for each of the past several years.
7
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We have also met our goal of maintaining a rapid turnaround time for reviewing:
under ten weeks in the majority of instances. As noted above, this is primarily
because our referees provide timely reviews. During the past two years, in fact,
approximately 80% of reviewers returned their evaluations within two weeks of
the agreed deadline. The overall response rate has been over 97%. We attribute
this success in part to a self-supporting fulfillment of expectations. When prompt
and thorough reviews are the understood norm, individual reviewers try harder
to meet these standards. The technology we use to run the journal electronically
definitely accelerates the process, but it is the dedication of JAIR’s staff, boards,
and reviewers, that really maintains the momentum.
The JAIR web page refers to the publication as an “International Electronic
and Print Journal”. The global scope of JAIR is borne out in its submission and
publication statistics. Table 1 illustrates this geographic diversity through counts
of published and submitted papers, among those countries for which JAIR has
published authors. In addition, we have received submissions from many other
countries, including Argentina, Bulgaria, Croatia, Egypt, India, Korea, Malaysia,
Norway, Oman, Portugal, Romania, Russia, Singapore, Switzerland, and Trinidad
and Tobago.
Gauging the JAIR readership is particularly difficult because the journal is
freely distributed over the Internet. Readers and downloaders of JAIR articles
need not register or identify themselves in any way. Hit counts are notoriously
unreliable measures of activity, particularly given our multiple mirror sites.
Citations provide one possible measure related to a journal’s influence. JAIR
was one of the first few electronic journals included in the Science Citation Index.
Although it is probably too early to regard citation numbers for the journal to
be meaningful, preliminary tabulations support some mixed conclusions. Journal
Citation Reports recently released their 1997 “impact factor” rankings, including
JAIR for the first time. JAIR scored a 0.34, as compared with 1.9 and 1.7 for Neural
Computation and Artificial Intelligence, respectively, the top-ranked AI-related
journals (and 1.0 for AI Magazine, incidentally). We believe that unfortunately,
the way the impact factor is calculated inherently discriminates against a rapidpublication journal. The reason is that the impact factor counts only citations
during a given year to articles from that year and one previous. By the time an
article appears in a slow-publication journal, many researchers already know about
it, and are following up on it and citing it. Work reported in a rapid-publication
journal is still new, so cites to it are more likely to come a few years later. Indeed,
we performed a direct comparison of cumulative citations to articles in JAIR and
8
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Country
Australia
Austria
Belgium
Canada
France
Germany
Hong Kong
Israel
Italy
Japan
Lebanon
Netherlands
New Zealand
Poland
Spain
Sweden
United Kingdom
United States

Published to date Submitted
4
19
2
11
2
7
6
31
2
34
4
22
2
6
8
30
8
29
1
18
2
2
3
14
1
7
1
4
2
10
4
9
4
36
58
251

Table 1: JAIR submissions and publications, by country. Note that submissions
that are initially rejected and later revised and resubmitted are counted as separate
submissions. Country is that of first or contact author at time of publication or
submission, as applicable.
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Artificial Intelligence for a period in 1993-94, and found the citation rates similar.
In mid-1997 we conducted a survey of JAIR authors, to assess their experience
in publishing with the journal. 84% of those surveyed responded. Not surprisingly,
this biased sample (accepted authors) had a very favorable view of JAIR. When
asked why they chose to submit to the journal, 98% cited JAIR’s quick turnaround
time as a major factor; quality of Editorial Board was the second most frequent
reason (71%), with overall reputation, desire to publish online, and to promote the
JAIR enterprise also named by significant fractions of the respondents. Most were
also satisfied by the reviewing process, and with the aftermath of their publication
decisions.

4 JAIR and the Electronic Medium
The key to designing an interesting electronic publication is to take advantage
of the medium. Taking a textbook, magazine, or journal and putting it online
is rather pointless, unless it somehow improves the accessibility or value of the
material. One of the goals in establishing JAIR was to explore what was possible
with electronic journals. Yet, to attract high quality submissions, we could not
stray too far from current practices. Thus, as explained above, JAIR’s founders
decided to create a journal whose basic format was traditional, taking advantage
of the electronic medium to augment rather than supplant the basic journal format.
In the end, the electronic medium has allowed JAIR to offer several improvements over competing hardcopy journals. Electronically-enabled features that
JAIR has adopted (permanently or experimentally) include:

 free distribution,
 expanded scientific content, including the publication of source code, data,
and demonstrations,
 search tools,
 avenues for reader feedback and discussion, and
 fast publication of results and multiple distribution channels.
In the remainder of this section we consider each of these in turn, and outline the
technology that made these improvements possible.
10

288

Communal Assembly Paper

www.daifture.org

4.1 Free Distribution
JAIR exemplifies the community-run, or “grass roots” journal. It is organized and
operated by the very people who are its intended audience—AI researchers [9].
As AI researchers, we have every reason to want the journal to be distributed as
widely as possible, and making it free removes significant barriers to our readers—
both administrative and economic. There are three main costs of producing the
(electronic) journal: (1) publication/distribution, (2) administrative help, and (3)
the editorial process.
For the electronic version of the journal, there is no real publisher. The Internet
has made JAIR’s distribution costs negligible. Adminstrative costs are another
matter, however. When JAIR was first established, NASA agreed to donate the
time of administrative personnel to help manage the journal; intially, this involved
about two person-days of administrative help each week. Because we were worried
about incurring this ongoing expense indefinitely, Minton developed a web-based
automated workflow system for managing the journal’s review and publication
processes. The system tracks papers through the system, semi-automatically
reminds reviewers and editors of due dates, and assists in the online publication
process. Eventually, this system cut down the required administrative help to
around an hour per day, so that administrative staff at the Executive Editor’s
institution can acomplish the task without considering it an extraordinary drain on
resources.
As a result, the only signficant cost involved in producing the journal is the
cost of the review and editing process. Thus, the universities and research labs
that employ JAIR’s editors effectively subsidize the journal by supporting this
work. This is not new; reviewers and editors of academic journals are rarely
paid for their duties as such. Commercial publishers have often profited by this
arrangement, and in our view, have not always added proportionate value [2]. The
economic equation of academic publishing is undoubtedly partially responsible
for the proliferation of (often marginal) journals.5
To be sure, JAIR’s lack of revenues has caused us to sacrifice some ancillary
services. For instance, JAIR cannot afford a copy editor, and instead relies on
authors to polish and format their own articles. (Many authors prefer to do this
themselves anyway. In fact, relatively few commercial journals provide significant
5

Journal publishing can be a very profitable business. For instance, Forbes reported that in
1994 Reed Elsevier’s academic publishing operations had revenues of $600 million, with probably
$225 million in profit before taxes, a pretax profit margin of almost 40 percent [4].
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copyediting services any more. 6 ) On the other hand, having exactly zero income
greatly simplifies our accounting, and eliminates expenses that go along with
financial transactions. JAIR also does not pay for advertising, which means that
we have to rely entirely on free channels (e.g., word-of-mouth, web and newsgroup
presence, and articles such as this) to spread the journal’s reputation.

4.2 Expanded Content
The electronic medium offers the opportunity to rethink how scientific contributions are reported and described. Digital publication can readily support data
formats other than text, and volumes of data far greater than what could be economically be printed can be stored at negligible cost. Though JAIR publishes
articles in the traditional format, it encourages authors to accompany their articles
with online appendices supporting the results reported. The author can then refer
to these appendices in the body of the paper. JAIR has published online appendices
consisting of source code, experimental data, running demonstrations, and digital
video clips. In fact, the journal has no predefined restriction on what constitutes
an online appendix. This is left up to the creativity of authors.
These online appendices constitute a valuable addition to the traditional journal
format. When describing an algorithm or system, an appendix with a demo or video
adds a new dimension to the presentation. For experimental works, appendices
with source code and/or data provide the important scientific benefit of facilitating
replication and extension.
Another way JAIR extends the traditional journal format is to encourage authors to publish HTML versions (in addition to PostScript and PDF). When doing
so, some authors have put in the extra work of creating hypertext links within
the article to other related articles and Internet resources. Though we believe this
is very valuable, unfortunately it does require extra work on the author’s part.
Current translation tools, such as latex2html, are still rather primitive. Moreover,
hypertext links tend to become outdated rather rapidly. It seems that this will
remain a problem in the near term, at least.
6

We encourage JAIR authors to avail themselves of professional copyediting help—widely
offered online—when it would signficantly improve the presentation of the work.
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Figure 1: A JAVA interface enables readers to find articles via machine-generated
keywords
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Figure 2: JAIR “Information Space” application
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4.3 Search Tools
As the Web has grown up, information retrieval tools have come into their own.
JAIR, like many web organizations, has capitalized on this technology to enable readers to find the content they are interested in. However, JAIR has done
something a little bit different here. We invited JAIR’s readership to contribute
experimental AI technology that we could add to the JAIR site. In particular,
Peter Turney of NRC responded by creating several sophisticated search tools that
JAIR’s readers can use. Most notably, he applied a research prototype that extracts
keywords from the JAIR collection of articles, and then classifies articles using
these keywords. Figure 1 shows a JAVA interface that enables readers to search
JAIR’s articles by keyword. The system can also find related articles at other sites,
such as the New Zealand Digital Library. Peter also created a facility that searches
articles for phrases (and prints the surrounding context for users to peruse) and
Mark Foltz at the MIT AI Laboratory contributed a java applet that shows clusters
of articles by category (pictured in Figure 2).
JAIR continues to invite our readership to use JAIR as a means for demonstrating AI technology, and we expect the future to bring additional innovative
facilities.

4.4 Reader Feedback
Experiments do not always work. JAIR has tried several mechanisms for readers
to post comments and questions about articles, without much success. When the
journal was first established, we asked readers to post questions and comments to
the USENET newsgroup comp.ai, and to preface the subject line of these posts
with “JAIR:”. In fact, a few interesting discussions appeared there, such as a
debate about bias in machine learning triggered by a JAIR article by Murphy and
Pazzani [6]. Thus, it seeemed like a JAIR comment facility would be a useful
contribution. Peter Turney took this on, and he created a way for readers to
post comments. Unfortunately, almost no comments were posted. The staff tried
seeding a few comments of our own, with little result.
It seemed that our readership was reluctant to post comments in a formal,
scientific venue. So Peter tried again. He revised the format, modeling it after
a facility called “NetQ”, used by another online publication. The idea was that
readers could send in questions, which would (optionally) be answered by authors.
Then the question and answer would be posted. This Q/A format proved unpopular
15
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as well.
It is hard to be sure why this never worked. One possibility is that people are
uncomfortable sending inquiries that might be considered naive to an academic
journal. Another possibility is that there are few burning issues that provoke
discussion. Yet another is that readers prefer to take their comments and questions
directly to the authors, in private correspondence.

5 The Future of JAIR
Based on the record so far, we are optimistic about JAIR’s next five years, and
beyond. Despite considerable uncertainty about the technological and economic
environment in which electronic journals will operate, the journal’s core values—
accessibility and scientific quality—are likely to be persistently prized by the AI
research community. We expect that focusing on these values while remaining
adaptive to change (e.g., continually experimenting with features and reviewing
editorial policies) will elicit the support from the AI community necessary to realize
them. It is our intention that JAIR become the premier avenue for disseminating
scientific results in AI. JAIR offers a vision for the future for scientific publishing
which we believe is worth supporting.
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ABSTRACt"
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extended examples illustrate the utility of the theory, including figuring out that a boiler can blow up, that an
oscillator with friction will eventually stop, and how to say that you can pull with a string, but not push with it.
lllis report also describes GIZMO, an implemented computer program which uses Qual ative Process theory
to make predictions and interpret simple measurements. The representations and algorithms used in GIZMO
are described in detail, and illustrated using several examples.

i
..

*

Thesis Supervisor: Gerald Jay Sussman
Title: Professor of Electrical Engineering

Sw
i0.

0,
0"

-

303

Communal Assembly Paper

www.daifture.org

6J

Forbus

.4-

QP theory

Acknoifledgments
I would like to thank:
*Gerry

Sussman. my thesis supervisor, for prodding me a the right times.
Patrick Winston and Mike Brad). the other members of my diesis committee, for insightful comments,
encouragement, and suffering through innumerable drafts.
Johan de Kleer. Pat Hayes. and John Seely Brown, for getting me started in this line of work and for countless
fruitful, inspiring discussions.
Rcid Simmons, Dan Weld,and Brian Williams, the other members of the lab's "qualitative mafia", for many
stimUlating discussions and for pointing out so many errors.
Al Stevens, Bruce Roberts, Albert Boulanger, and Glen Abrctt, the S'TEAMER crew, for intellectual
stimulation and for helping make ends meet.

•

l)rcw McDermott, whom I learn alot from by disagreeing with.
Allan Collins, for pointing out what wasn't obvious.
Dave McAllcster, for insight into how to build inference engines and keeping me on my toes.
)Blythe
Heepe, who drew the figures which came out well.
Moon and Jimi Hendrix, the 3600's near my office, which labored so long and mightily.

*,.Keith

Dedre Gentner (last but in no way least), for inspiration, stimulating discussions, and for agreeing to marry
me.

F.
0

[K

.

..

304

*

..

Communal Assembly Paper

-.

**=

www.daifture.org

QP theory

-5-

Forbus

CONTENTS

10
Introduction .......................................................................

S.

10
1.1 M otivation ........................................................................

15
1.2 Perspective .................................................................
1.3 O verview ..................................................................
17

19
2. O bjects and quantities ........................................................................

19
Time .....................................................................
Quantities
...................................................
19
20
Parts of quantities .............................................................
21
Q uantity spaces ...............................................................
Individual views ..............................................................
24
25
Functional relationships .........................................................
28
H istories ...................................................................

2.1
2.2
2.3
2.4
2.5
2.6
2.7

31
3.Processes .........................................................................
3.1
3.2
3.3
3.4
3.5
3.6
3.7
3.8
3.9

_

31
D efining processes .............................................................
33
Influences and integration ........................................................
Limit points ...................................................................... 35
35
The sole mechanism assumption and process vocabularies ....................................
36
....................................................................
Reprise
36
Basic deductions ..............................................................
40
Processes and histories ...........................................................
43
A language for behavior .........................................................
44
Classification and abstraction .......................................................

46
4.Exam ples .................................................................................

4.1
4.2
4.3
4.4
4.5

46
Modeling fluids and liquid flow .....................................................
51
M odeling a boiler ..............................................................
M odeling m otion ..............................................................
56
64
Modeling m aterials .............................................................
69
An oscillator .................................................................

I

305

Communal Assembly Paper
"

..

.

.

.

o

.

www.daifture.org
f

-6-

Forbus

1

QP theory

76
5.Further conseque7ces .................................................................

5.1 I)iStinguishing OSCillation from stutter ................................................
76

5.2 Causal Reasoning .............................................................
79

5.3 Q uAlitative proportionalitics revisited .....................................................
82

5.4 I)iffcre ntial qualitatic analysis ....................................................
84
5.5 M easurem ent interprctation ......................................................
87

92
6.Practice .........................................................................

7. Representing objects, quantities, and processes .................................................
94

7.1 O bjects ...................................................................
94
7.2 Q uantities ..................................................................
95
7.3 Individual views and processes .....................................................
100

101
8.Domain models .....................................................................

101
8.1 Specifying the m odels ..........................................................
107
8.2 Fluids ....................................................................
8.3 M otion ....................................................................
116

9.Basic deductions ....................................................................
119

9.1 Finding view and process instances
..................................
119
9.2 Finding view and process structures ..................................................
120
9.3 Resolving influences ...........................................................
121
9.4 Lim it analysis..

.....
..................
..........
................................................

123

10. M easurement interpretation .............................................................
129

10.1 The algorithm ...............................................................
129
131
10.2 M.king diagnoses ............................................................
10.3 Three containers .............................................................
131

136
11. Enivisioning .......................................................................

11.1 Thealgorithm ...............................................................
136
11.2 Sum m arizing behavior .........................................................
139
11.3 Examples .................................................................
141

12. Discussion .......................................................................
154
12.1
12.2
12.3
12.4

Sum m ary ..................................................................
154
...................................... 155
Has the thesis been proven? ......................................................
156
Future work ................................................................
164
Prcvious W ork ..............................................................

*1
306

Communal Assembly Paper

www.daifture.org

Forbus

-7-

QI' theory

12.5 Current W ork .............................................................................
166

169
1
13. Bibliography ..............................................................................

14. Appendix I - I FBA( I. ......................................................................
173

....................................................
14.1 W hy not RU P? .................................................................
173
14.2 I)FIBAC I t: o g ni/ation ..............................................................
175
14.3 Closed- korld issum ptions .............................................................
176

14.4 Irem ise control ............................................................................
177

14.5 1) pendencN-directed search ............................................................
178
14.6 Q uantit. reprc-sentation ...............................................................
178

4

It

I

I

I

307

Communal Assembly Paper

www.daifture.org

Forhus

8-QPtheory
FIGURFS

Fig.
Fig.
Fig.
Jjg.
Fig.
I-i~
Fiv.
Fig.

1. Examples ofQ13 theory conclusions ..................................................................
2. Quantities ..................................................................................................
3. mdescribes %-alliesat different timnes.....................................................................
4. Graphical notation for aquantity space................................................................
5. Combining sign values ...................................................................................
6. Indi idUal views describe objects and states of objects ...............................................
7. '1ranslation of individual Nview notation into logic ....................................................
8. Correspondences link quanltity' spaces across....................27
9. Parameter hiistories describe whien values change.....................................................
Fig. 10. Examples of physical proccss definitions .............................................................
Fig. 11. Boiling expressed as an axiom..........................................................................

4Fig.

20
21
22
23
24
25
29
32
33

........................... 39I
Fig. 12. Linking derivatives with inequalities ......................................
Fig. 13.
Fig. 14.
Fig. 15.
Fig. 16.
Fig. 17 .
Fig. 18.
Fig. 19.
Fig. 20.
Fig. 21.
Fig. 22.
Fig. 23.
Fig. 24.

25. Quantity space for water temperature ......................................................
amount-of quantity spaces..............................................................................

54

Fig. 38. A simple energy theory ~-energy & systems..........................................................

72]

*Fig.
Fig.
Fig.
Fig.
Fig.
Fig.
*Fig.
Fig.
Fig.
*Fig.
*Fig.
Fig.
Fig.

4

308

Illtory for a ball dropping through a flame.......................................................... 42
43
D~etermining interactions ...............................................................................
45
Some specialiited descriptions of motion .............................................................
Two partially filled containers.......................................................................... 47
47
Pieces of stuff ..........................................................................................
48
Contained stuff .........................................................................................
49
States of matter .........................................................................................
50
Fffects of ste on containment ........................................................................
50
A process description of fluid flow ....................................................................
Resolved inlfluences and limit analysis................................................................ 51
52
A simple boiler .........................................................................................
53
A simple container model...............................................................................

26.
27.
28.
29.
30.
31.
32.
33.
34.
35.
36.
37.

54
Alternatives for sealed container....................................................................... 56
Process descriptions of Newtonian motion and acceleration....................................... 58
59
Aristotelian motion ......................................................................................
60
Ani impetus dynamics for motion ......................................................................
61
Mioving friction in newtoniani sliding .................................................................
61
Colliding modeled as an encapsulated history .......................................................
63
Qualitative state description of motion ...............................................................
D~escriptions of elastic objects.......................................................................... 65
Stretching. compressing, and relaxing................................................................. 66
Materials classified by quantity spaces................................................................ 67
69
A sliding block .........................................................................................

Communal Assembly Paper

www.daifture.org

%

.9-

Forbus

Q1)

sinks, and conservation..........................................
Fij~g. 39. A simple encrg theor)
lVjg. 40. Three container example ...............................................................................
Fig. 41. Stutter in fluid flow ......................................................................................
Fig. 42. Stutter in dhe boiler example ...........................................................................
He-ii. 43. Constraint representation of relationships............................................................
Fig. 44. Model traigments \kith possible proescs..............................................................
I-ie. 45. A tree of functional dependencies.....................................................................
Hig. 46. Di fferential qualitative analysis ........................................................................
Fig. 47. A measurement interpretation problem...............................................................
Fig. 48. Situation elaboration...................................................................................
F-ig. 49. Resolving influences...................................................................................
F1-ig. 50. D~etermining the order of resolution .................................................................
Fi g.51. limit analysis .........................................................................................
Fig. 52. Finding quantity hypotheses..........................................................................
Fig. 53. One-look measurement interpretation algorithm ..................................................
Fig. 54. Diagnosis algorithm....................................................................................
Fig. 55. Three Containers Scenario............................................................................
Fig. 56. View and process instances for three containers scenario .........................................
-Sources,

*Fig.

57. Consistent interpretations for D.[level(G)] -- I1.......................................................

j:ig. 58.
lFig. 59.
Fig. 00.
Fig. 61.
Fig. 62.
Fig. 63.
Fig. 64.
Fig. 65.
Fig. 66.
Fig. 67.
Fie. 68.
Fig. 69.
!Vig. 70.
Fig. 71.
Fig. 72.
Fig. 73.

Em isioning algorithm .................................................................................
'1emiporal inheritance ..................................................................................
Sumrmarization algorithm .............................................................................
Two container scenario ................................................................................
Two containers plot ....................................................................................
Boiling scenario.......................................................................................
Boiling Plot...........................................................................................
Three containers plot ..................................................................................
Three containers summary plot .......................................................................
Four blobs scenario ....................................................................................
Plot of four blob summary ............................................................................
Sliding block scenario .................................................................................
Sliding block plot.......................................................................................
A Boiler Problem.......................................................................................
Scenario for Kuiper's double heat flow example...................................................
lDouble heat flow enivisionment ......................................................................

Fig. 74. D~ouble heat flow synopsis.............................................................................

thecory

73
76
77
78
80
82
84
86
87
120
122
123
123
125
130
132
133
134
135
137
139
140
141
142
143
144
146
146
148
149
151
152
158
167
167
168

I
309

Communal Assembly Paper

www.daifture.org

0

.orbus

rI.

N

-10-

QV theory

Introduction
Many kinds of changes occur in physical situations. Objects move, collide, flow, bend, heat lip, cool
down, stretch, and boil. These and other things that cause changes in objects over time are intuitively
characterized as proccsscs. Much of formal physics consists of characteri/ations of processes by differential
notion of process is richer
equations that describe hoA tile parameters of objects change over time. But tile
and more structured than this. We often reach conclusions about physical processes based on %cry little
information. [or example, xNe know that if "e beat water in a sealed container the %%atercan exentually boil,
and if we COntille to do so the container can explode. lo understand common sense ph~sical reasoning we
Lmust
understand hox to reason qualitdiely about processes. We must be /ble to determine 'Alhen processes
%killstart and stop and what their effects %ill be. This thesis describes Quallitative Process theory (abreviated
QP). a theory I have been developing for this purpose.
I hope that Qualtitative Process theory will provide an important part of the representational
frnmexok for common sense physical reasoning. In addition. QP theory should be useful in reaisoning about
complex physical systems. Programs that explain, repair and operate complex engineered systems such as
*nuclear pow er plants and steam machinery will need to draw the kinds of conclusions discussed here. Figure
1 illustrates some of the common sense conclusions about physical situations that are discussed in this report.
I lo" to reason qualiuttix ely about quantities is a problem that has plagued Al. Many schemes have
been tried, including simple smnbolic vocabularies (TAL.L, VERY TAI., etc.). real numbers, intervals, and
tu/zy logic. None are very satisfying. The reason is that none of the above schemes makes distinctions that
are relevant to physical reasoning. Reasoning about processes provides a strong constraint on the choice of
representation for quantities. Processes usually start and stop when orderings bet'xeen quantities change
(such as unequal temperatures causing a heat flow), In Qualitative Process theory the %alue of a number is
represented by a quantity space. a partial ordering of it with quantities determined by the domain physics and
the analysis being performed. The quantity space representation appears both useful and natural in modeling
a wide range of physical phenomena.
1.1 Motivation
The goal of naive phits [f-layes 1979a] is to represent the common sense knowledge people have
about the physical world. This section examines why a theory of processes is needed, what representational
burden it will carry in naive pliysics, and the properties such a theory must have.
1.1.1 Change. histories, and processes
Reasoning about the physical world requires reasoning about the kinds of changes that occur and
their effects. The classic problem which arises is the frame problem fMcCarthy & I laycs, 19691. namely when
something happens, how do we tell which fitcts renain true and which facts don't? Using the situational
calctlus to represent the changing states of the world requires writing explicit frame axioms that state what
of the
risesadding
as the itproduct
axioms
needed
remain of
tile
sme.and
iesoninber
and
at things
-things
numbe~rchange
of predicaites
and
tile number
actions,
adding of
a lie\%
action
requires
Iarge number

0

0

of new,axioms. 'Ihere hake beCen seeral atmts to fixthis problem [Fjkcs & Nilsson, 1971 JjMinsky, 19741.
argues that die situational calculus isFnidamentally
thei are adequate. Hiayes [tlaycs, 1979af
but none o~f
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Fig. I. Examples of QP theory conclusions

Here arc some conclusions QP theory can be used to draw.

*

Q: What might happen when the heat source is turned on?
A: The water inside might boil, and if the container is sealed it might
blow up.

aA
]

Q: Can we push the block with A if it is a string?
A: No. but you can pull the block if it is taut.
Q: Assuming A is an elastic band and the block is fixed in position,
what might happen if we pull on it?
A: It would stretch and if pulled hard enough would break.

"

*

Q: What happens ifwe release the block?
A: Assuming the spring doesn't collapse, the block will oscillate back
and forth. If there is friction it will eventually stop.
Q: What if it gets pumped?
A: If there is no friction the spring will eventually break. If there
is friction and the pumping energy is constant then there will be
a stable oscillation.

0l
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inlpo\ erished. ind has deN ehped the notion of histories as an alternative.
In situational cAlculus. siluations are used to model the world at different times. Situations are
connected hb.actions. and actions aire specified in terms of the facts can be deduced about the situation which
rC,,llts frol performing the action. A situation lasts as long as no action occurs, and is spatially iUnhounded.
It\ cotrasE. histories are descriptions of objects that are extended through time but are al%%ays bounded
,ptil..
Ilitories ire divided into pieces called episodes, corresponding to what is happening to the object
(epi',n , alre defined more precisely in section 2.7).
I Ilistri. help sol e the frame problem because objects can interact only when their histories
interet. 1-or e\.mple. suppose %keare building a clock in our basement. In testing parts of this gadget we
hok teo eAh pa its touch each otner. %Ahatparts will touch each other if they move in certain ways, and so
n. BI,,
i
o %%c huild descriptions of what can happen to the pieces of the clock. We do not usually
&,m'ld iitc!,,i:ttns %ith the furnace sitting in the corner of the basement, because whatcer is happening in
thcl& Is Np0,1t1 . ltolated from u,, (i fit is summer it can also be "temporally isolated").
ipton that things interact only when they' touch in some way also permeates "non-naive"
11ha',2
ph.,,scs - a:tion at a distance is bani,,hed, with fields and particle exchanges postulated to prevent its return. It
ilamcns that ,patial and temporal representations bear most of the burden for detecting inMtcractions. While
not es\. dc eloping such representaitions seems far more productive than trying to develop more clever frame
axlorn. 1 In IMarticllarl, the qualitative representations of space and time developed in Artificial Intelligence
h,,e prccisely the desired properties for reasoning with histories -- they often allow ruling out interactions,
e c:l %&ithvery little in formation.
Histories are to quAi'ative physical reasoning what descriptions of state parameters over time are to
classical iumerical simulations. Processes are the analog of the differential equations used to describe the
d nimics of the system.
While the classical frame problem is solved, two new problems arise to take its place.
I The local evolution problem: How are histories generated? Under what
circumstances can they be generated for pieces of a situation independently, and then
pieced together to describe the whole situation?
In the basement example above, for instance, we could safely ignore the furnace in the corner and concentrate
on figuring out how pieces of the clock we are building will move. The divisions are only semi-independent,
because certain kinds of changescan violate the conditions for isolation. For example, if the internal

S

U

1. For an example of histories in use. see [Forbus. 1981a] which describes a piogram called FROB that
rcisons about motion through space. i.'IOI used a diagram to compte qualitative spatial representadons
) hi-h ,erc used to rule out potential collisions between objects. as well as describing possible motions.

0
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2
thermostat of the furnace gets stuck and it explodes. we can no longer safely ignore it.
I The intersectaiVinteraclion problem: Which intersections of histories actually
correspond to interactions between the objects?
)ropping a large steel hall through a flame, for example, won't affect its motion even if the flame is hot

enough to melt it unless the gases are moving fast enough to impart significant momentum. A general
solution to these problems requires knowing what kinds of things can happen and how they can affect each
other -- in other words, a theory of processes.

In classical mechanics a dynamics describes how forces bring about changes in physical systems. For
any particular domain, such as particles or fluids, a dynamics consists of identifying the kinds of forces that act
between the classes of objects in the domain and the events that result from these forces. In general, we can
view a qualitative dynamics as a qualitative theory about the kinds of things that "can happen" in a physical
situation. Qualitative Process theory claims that such theories have a common character in that they are
organized around the notion of physical processes.
1.1.2 Reasoning tasks involving qualitative dynamics
Dynamics is central in many reasoning tasks involving naive physics. Each task is a different "style"
of reasoning, appropriate for solving different classes of problems. 'Ilic catalog below covers a large
proportion of the cases. Examples of inferences from several of these categories will be presented later.
Detennining activity: Deducing what is happening in a situation at a particular time. Besides
providing direct answers to a class of questions ("what ishappening here?"), it is also a basic operation in the
other reasoning tasks.
Prediction: Deducing what will happen in the future of some situation. We often must work with
incomplete information, so usually we can only generate descriptions of possible futures. de Kleer's notion of
envisioning is a powerful theory about this type of deduction.
l'osidiclion: )educing how a patticular state of affairs might have come about. ([Hayes, 1979b]
contains a good example of this kind of deduction.) Postdiction is harder than prediction because of the
potential necessity of postulating objects. If we have complete knowledge of a situation and have a complete
dynamics, we know what objects will vanish and appear. But usually there are many ways for any particular
situation to have come about. Consider walking back to our basement and finding a small pile of broken glass

2. Unless the physical situation is simulated by some incremental time scheme, the reasoning involved in
extending histories will be inhercntly "non-monotonic" (in the sense of [McDermott & l)oyle. 19801). The
reason is that conclusions reached by considering one part ;of a system may have to he reconsidered in the
light of unexpected interactions. In incremental time simulations the changes in the entire system are
computed over a very short timespan. and then the system is tested to see if any new interactions occur (such
as objects colliding). '1he timespan is usualY chosen to be small enough that interactions during a step can be
ignored. The cost is that the work required to simulate a system isa function of the time scale rather than the
actual complexity of the system's behavior.
3. Useful as it is. envisioning has certain limitations, especially as a sufficient model of human behavior on
this task. See IForbus, 1983a] Iir details.
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on the floor. Looking at it we may deduce that a coke bottle was dropped, but we do not know much about
its history before that, or about anything else that might have been in the room before we looked. lhere
could have been a troupe of jugglcrs filling the basement, each manipulating six bottles, and a minor mishap
occurred. The simplest explanation is that a single bottle was dropped, but our criteria for simplicity is not
1
due solely to our theories of physics. Postdiction will not be considered firther hcre.
Skeptical analysis: Determing if the description of a physical situation is consistent. An example of
this task is evaluating a proposed perpetual motion machine. This kind of reasoning is essential if a reasoner
is to recover from inconsistent data and discover inadequacies in its theories about the world.
Measurement interpretation: Given a partial description of the individuals in the situation and some
observations of their behavior, inferring what other individuals exist and what else is happening. 'The first
part of a QP-based theory of measurement interpretation is described in [Forbus, 1983b] (see also section 5.5).
LExperimentt planning: Given knowledge of what can be observed and what can be manipulated,
planning actions that will yield more information about the situation.
Causal reasoning: Computing a description of behavior that attributes changes to particular parts of
the situation and particular other changes. Not all physical reasoning is causal, especially as more cxpert
kinds of deductions are considered. Causality seems mainly a tool for assigning credit to hypotheses for
observed or postulated behavior. Thus it is quite useful for generating explanations, measurement
interpretation, planning experiments, and learning (see (Forbus & Gentner, 1983]).

0

1.1.3 Desiderata for qualitative dynamics theories
There are three properties a theory of dynamics must have if it is to be useful for common sense
physical reasoning. First, a dynamics theory must explicitly specify- direct effects and specifj the means by
which effects are propagated. Without specifying what can happen and how the things that happen can

O

*

interact, there is no hope of solving either the local evolution or intersection/interaction problems. Second,
the descriptions the theory provides must be composable. It should be possible to describe a very complicated
situation by describing its parts and how they relateA This property is especially important as we move
towards a complete naive physics that encompasses many domains. In dealing with a single style of reasoning
in a particular class of situations an ad hoc domain representation may suffice, but sadly the world does not
consist of completely separate domains. Transferring results between several ad hoc representations may be
far more complex than developing a useful common form for dynamics theories.4 Finally, the theory should

1. But see [Simmons, 1983], which explores the problem of reconstructing a sequence of events from a static
final state in geologic map interpretation, an interesting combination of postdiction and measurement
interpretation.
2. Constraint argument often seem magical to the uninitiated, which makes it unlikely that they are central in
naive physics. In teaching, usually some kind of animistic explanation is proposed to justify constraint
arguments to non-experts ("the particle senses which path has the least action").
3. Producing models with this property is a motivation for the "no-function-in-structure" principle [de Kleer

& Brown, 1983].
*

4. An initial exploration of linking results from reasoning within multiple domains is described in [Stanfill,

19831.
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allow gracijud exIension. First, it should be possible to draw at least the same conclusions with more precise
data as can be drawn with weak data. Second. it should he po:,-.;ic to resolve the amtoiguities that arise from
weak data with more precise information.
These properties are not independent -- for example, specifying direct and indirect effects cleanly is
necessary to ensure cornposability. Nevertheless. they are not easy to achieve. Graceful extension is bound
up with the notion of good qualitative representations. Qualitative representations allow the construction of
descriptions that include the possibilities inherent in incomplete information. If designed properly, more
precise information can be used to decide between these alternatives as well as perform more sophisticated
analyses. Representing quantities by symbols like TALL. and VI'RY-TALI. or free space by a uniform grid,
for instance, does not allow more precise informiation to be easily integrated.
although all qualitative descriptions are approximations, not all approximations are
good qualitative descriptions. Changing a value in a qualitative representation should lead to qualitatively
distinct behavior or change of state. Consider, for example, heating a pan of water on a stove. Suppose we
represent the value of the temperature of the water at any time by an interval, and the initial temperature is
represented by the interval [70.0 80.01, indicating that its actual temperature is somewhere between 70 and 80
degrees farenheit. Changing the "value" of its temperature to [70.0 85.01 doesn't change our description of
what's happening to it (namely, a heat flow), whereas changing it to [70.0 220.01 changes what we think can be
happening to it -- it could be boiling as well. While an interval representation always makes certain
distinctions, they usually are not distinctions relevant to physical reasoning.
A purely qualitative theory cannot hope to capture the full scope of human reasoning about physical
domains. I-lowAever, by defining a basic theory using qualitative representations, we can later add theories
involving more precise information -- perhaps such as intervals -- to draw more precise conclusions. In other
words. we would like extensions to our basic theory to have the logical character of extension theories - more
in formation should result in a wider class of deductions, not changing details of conclusions previously drawn.
In this way we can add theories that capture more sophisticated reasoning (such as an engineer would do
when estimating circuit parameters or stresses on a bridge) onto a common base.

U

CImportantly,

*
.-

C
-

*
-.

1.2 Perspective

*

*

*

The present theory has evolved from several strands of work in Artificial Intelligence. The first
strand is the work on envisioning, started by de Klcer [de Kleer. 19751(sec also Ide Klecr, 1979][Forbus,
1981a]). Envisioning is a particular style of qualitative reasoning. Situations are modeled by collections of
objects with quialative slates, and what happens in a situation is determined by ninning simulation rules on
the initial qualitative states and analyzing the rcsults. The weak nature of the information means the result is
a directed graph of qualitau'e states that corresponds to the set of all possible sequences of events that can
(occur from the initial qualitative state. This description itself is enough to answer certain simple questions,
and more precise information can he used to determine what %ill actually happen ifso desired.
Two distinct ontologies ha'c been used in envisioning systems. In the first ontology, used for
reasoning about motion, a collection of simulation laws associated with an object completely defined its
beha~ior. While this ontology works for objects in isolation, there is no way to create simulation laws for a
cOmpound object from simulation laws for its components. This makes reasoning about several such objects
connected together impossible. The second ontology is esscntially a qualitative version of s),slcm dy'tnamics
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[Shearer, Murphy & Richardson. 1967], representing a system as devices connected together in a fixed
manner. But even this representation is impoverished: the processes implicitly represented in the device laws
often in'ohe sccral objects at once in an interdependent Kishion. Consider a liquid flow occuring between
two tanks that are partially filled with water and connected by a pipe. In the device-centered ontology, this
Situation would be represented by the level in one tank rising, the level in the other tank falling, and motion
of the liquid in the pipe from the source of the flow to the destination. But the cause of these changes -- tile
liquid flow -- is not explicilty represented. In addition, no means is pro%ided to model changes in how deices
affect each other (i.e., unamticipated changes in the connectivity of the s)stem). nor for objects vanishing and
appearing. [his means lan1y situations that we easily reason about can be represented at best unnaturally -such as boiling water on a stove, in which steam appears and (eventually) the water vanishes. QP theory
explicitl. represents the existence of objects and provides ways to describe the conditions under which they
can be created and destroyed, and thus should provide the basis f)r building more flexible and natural
descriptions.
The second strand of work concerns the representation ofquantity. Most Al schemes for qualitative
reasoning about quantities violate what I call the relevance principle of qualitative reasoning -- qualitative
reasoning about something continuous requires some kind of quanti/ation to forin a discrete set of symbols,
the distinctions made by the quanti/ation must be relevant to the kind of reasoning being performed. Almost
all pre \ious qualitative rcpresentations for quantity violate this principle. One exception is the notion of
quantity introduced by dc Klecr as part of Incremental Qualitati\e (IQ) analysis [de Klcer, 19791, which
represented quantities according to how they changed when a system input was perturbed - increasing,
decreasing, constant, or indeterminate. For more general physical reasoning a richer theory of quantity is
necessar). IQ anal'sis alone does not allow the limits of processes to be deduced. For instance, IQ analysis
can deduce that the ,kater in a kettle on a lit stove would heat up, but not that it would boil. IQ analysis does
not represent rates. so wC could not deduce that if the fire on the sto\e were turned down the water would
take longer to boil (Section 5.4 describes how this conclusion can be drawn). The notion of quantity provided
by QP theory is useful for a wider range of inferences about physical situations than the IQ notion.
The final strand rclcvant to the theory is the naive physics enterprise initiated by Pat I layes [1layes,
1979a]. The goal of naive physics is to dc%clop a formali/ation of our common sense physical knowledge.
From the perspective of naive physics. Qualitative Process theory is a cluster- a collection of knowledge and
inference procedures that is sensible to consider as a module. The introduction ofexplicit processes into the
ontology of nai\c physics should prove quite useful. For instance, in I layes' axioms for liquids ([Hayes,
1979b]) information about processes is encoded in a form \'ery much like the qualitative state idea.1 'his
makes it difficult to reason about what happens in situations where more than one process is occurring at once
S-laycs' example is pouing water into a leaky tin can. In fact, difficulties encountered in trying to implement
a program based on his axioms for liquids were a prime motivation for de\cloping Qualitative Process theory.

1. See for example axioms 52 through 62.
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1.3 Overview
This report describes the fundamentals of Qualitative Process theory, and describes an implemcnted
computer program, called G IZMO. which uses Qualitative Process theor) to drai conclusions about the
ph)sical world. The report is divided into two major sections, "theory" (chapers 2 - 5) and "practice"
(chapters 6 - 10). t'erN thing in the "practice" chapters is fully implemented and runs as stated. Anything in
the "theory" chapters which is not mentioned in the practice chapters should not be assumed to be part of a
currently running program. While perhaps unusual. I hope this organization will dispell the usual hazy
boundaries in Al papers drawn between what has been demonstrated to run and what hasn't.
Iicre are the contents of the "theory" section:
Chapter 2 provides the basic framework for representing objects, states, histories,
quantities, and relationships between quantities. The quanily space is introduced
to provide a qualitative description of numerical values, and the idea of a
qualiiative proportionality is introduced to describe functional dependencies.
Individual views are introduced to describe both the contingent existence of objects
and states of objects.

*

Chapter 3 introduces processes, describes how to define them, and explores
associated concepts such as influences and vocabularies of processes. It also
describes the basic deductions sanctioned by the theory, including analyzing the
net effects of several processes and predicting state changes.
Chapter 4 illustrates these deductions by several extended examples, including
modeling a boiler, motion, materials, and an oscillator.
Chapter 5 explores additional consequences of QP theory, including detecting
changing equilibriums, causal reasoning, a language for expressing causal
connections, a notion of differential analysis, and a theory of interpreting
measurements taken at a single instant.

*

The "practice" section includes:
Chapter 6 provides an overview of GIZMO.
Chapter 7 describes how the various constructs of QP theory are embodied in

GIZMO.
*

Chapter 8 describes GIZMO's language for representing domain models, and
simple models of fluids and motion that are used as a source of examples for the
next chapters.

S.?
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Chapter 9 describes the algorithms used in GIZMO to implement the basic
deductions of QP theory. The algorithms are written in "structured english" for
readability.
Chapter 10 describes the algorithms which implement the measurement
interpretation theory presented in chapter 5.
Chapter II describes the envisioning algorithm. describes how the frame problem
is solved for simulation within the QP ontology, and discusscs the problem of
summarizing descriptions of behavior.

IFinally,

chapter 12 provides a summary, discusses extensions and potential applications, and places
the theory into the perspective of other recent work in Artificial Intelligence. An appendix describes the
particulars of the )EBACLIE inference engine which underlies GIZMO.
The casual reader should read chapters 2 and 3 to get the basic ideas of the theory, and skim the
examples in chapters 4. 10, and 11 to get an idea of how these ideas can be used to solve problems. 'Ilie reader
interested in a deep understanding of the theory should of course just read straight through.
A word on notation. Axioms are used only when they will help the reader interested in the fine
details. Althoungh a full axiomatic description might be desirable, there are a host of complex technical details
involved. tew of which essentially contribute to understanding the ideas. When used, axioms are written in a
more or less standard sorted predicate calculus notation. The following notational conventions are used in
axioms: Predicates and relations are capitalized (e.g., Fluid-Connection), and ftnctions are in lower case (e.g.,
amount-of, made-of). Sorts are underlined (e.g., time). Individuals (often physical objects) are written in
upper case (e.g., WA) and variables are written in lower case (e.g., p). Small finite sets are enclosed by braces
("{ ....
}"). Meta-linguistic entities are italicized and surrounded by angle brackets, i.e.,

*

<a number) + (a number) - (a number)
4

When non-standard notation is introduced an effort will be made to show an interpretation of it in terms of
logic. This should not necessarily be taken as an endorsement of logic as "the meaning of' the statements.

-0

0

...

0
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2.Objects and quantities
To talk about change wC first establish some conventions for dcscribing objects and their properties
at \arious times. This section describes the temporal notation used and de\elops thC representation of
iws are introduced to deseribe both the
quamtit, and the quttrityv Space representation for \alLes. (ndivid,l %i
contingent existence of objects and object properties that change drastically with time. The idea of a
t/liiti1i;' proportionlalit (cQ) is introduced to describe functional dependencies between quantities. Finally
hislurics are introduced to represent "what happens" to objects over time.

i

2.1 Time

Sthe

We will use the representation of time introduced by Allen ([Allen, 1981]). To summarize, time is
composed of intervals that may be related in several ways, such as one interval being before, after, or equal
to another. A no\el feature of this representation is that two intervals can iuiccl: that is, the start of one
inter\al can be directly after the end of another interval such that no interval lies between them (i.e., in this
representation, time is not dense). Instants are represented as "very short" intervals which have zero duration
but still have distinct beginnings and ends.
Some additional notation is required. The functions start and end map an interval to instants that
serve as its start or end points. '[he function during maps from an interval to the set of intervals and instants
contained within it. We will assume a function time which maps from instants to some (implicit) global
ordering, and a function duration which maps from an interval to a number equal to the difference between
times for the start and the end of the interval. We further assume that the time of the end of a piece of
time is never less than the time of its start, so that the duration of an instant will be zero while the duration of
an interval will be greater than zero. Finally, we will use the modal operator T to say that a particular
statement istrue at some time, such as
(T Aligned(PIPE3) 11)
to say that PIPE3 isaligned at (or during) it. Often the temporal scope of a statement will be clear in context,
in which case we will not bother to use T.

2.2 Quantities

-

Processes affect objects in various ways. Many of these effects can be modeled by changing
par fmlcrs of the object, properties AhOse values are drawn from a continuous range. "he representation of a
parameter for an object is called a quawity. Fxamplcs of parameters that can be represented by quantities
includ the pressure of a gas inside a container, one dimensional position, the temperature of some fluid, and
the niagnitude of the net force on an object.
The predicate Quantity-Type wll be used to indicate that a symbol isused as a function that maps
objects to quantities. Io say that am object has a quimtit of a particular type we will use the relationship
Has-Quantity. Figure 2 illustrates some quintities that pertain to the liquid in a cup.

I'
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Fig. 2. Quantities
Quantities represent continuous parameters of objects. Here are some quantities that are used in representing
the liquid in the cup below.
Quantity-Type(amount-of)
Quantity-Type(level)
Quantity-Type(pressuro)
Quanti ty-Type(volume)

WC

Has-Quantity(WC. amount-of)
Has-Quantity(WC. level)
Has-Quantity(WC. pressure)
Has-Quantity(WC. volume)

2.3 Parts of quantities
A quantity consists of two parts, an amount and a derivative. The derivative of a quantity can in turn
be the amount of another quantity (for example. the derivative of (one dimensional) position is the amount of
(one dimensional) velocity). Amounts and derivatives are numbers. and the functions A and o map from
quantiues to amounts and derivatives respectively. Every number has distinguished parts sign and magnitude.
The functions s and m, map from numbers to signs and magnitudes respectively. For conciseness, the
combinations of these functions that select parts of quantities will be noted as:
A - magnitude of the amount
A - sign of the amount
O- magnitude of the derivative, or rate
- s - sign of the derivative
Numbers. magnitudes, and signs take on values at particular times. When we wish to refer to the
value efa number or part of a number, we will write
(MQ t)
This statement is read as "the value of Qmeasured at t". (Notice that Mis not the same as m.) Often we will
find it convenient to speak of the value of aquantity, meaning the value of its amount. Figure 3 illustrates the
use of M.
Signs can take on the values -1, 0, and 1. We will take elements of m as the model for the values of
numbers and elements of the non-negative reals as our model for the values of magnitudes so that operations
of comparison and combination arc well defined.' Importantly, in basic Qualitative Process theory we will
never Anow actual numerical values. What we do know about values isdescribed next.

*Q

1. In this model. m,becomes absolute value and s becomes signur, hence the choice of values for signs.

I- .,
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Fig. 3. mdescribes values at different tirnes
Here arc some facts about thc liquids in the two containers below expressed as relationships between their
quantities:

WC

WD

WC

WD

C

D

C

D

start(l)

end(l)

0

(M A[amount-of(WC) start(I)) > (M A[amouot-of(WO) start(I))
(M A~amount-of (WC) end(I)) < (M A/amount-of(WV) end(I))
(M Dsamount-of(WC)] I) a -1

(N DScamount-of(Wo)] I) a I

*

2.4 Quantity spaces
The value of a number is described in terms of its quanlily space. A quantity space is a collection of
numbers which form a partial order. Figure 4 illustratecs a quantity space for the levels of fluid in two tanks c

*

0

*

and D connected by a pipe. Note that the orderings and even the elements of a quantity space will not be
fixed over time. The elements in a particular quantity space are determined by the comparisons needed to
establish certain kinds of facts. such as whether or not processes are acting (we will soon see another kind of
description that contributes elements to quantity spaces). There will only be a finite number of elements in
any reasonable quantity space, hence there are only a finite number of distinguishable values. Thus the
quantity space isa good symbolic description.
Two clements that are ordered and with no elements in the ordering known to be between them will
be called neighbors. For te quantity space infigure 4.level (wo) has height(bottom(O)) , height(top(D)),
and level(wc) as neighbors. but not height(top(c)). Determining neighbors will be important in
determining when processes start and stop acting.
We shall now be a bit more formal about defining quantity spaces and the relationships between
parts of quantities. Readers who are uninterested in the details may wish to skip to the next section.

.0
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Fig. 4. Graphical notation for a quantity space

wc and wo are the pieces of liquid in containers Cand Drespectively. The arrow indicates that the quantity at
the head is greater than the quantity at ie tail. As drawn, level (wc) and height(top(D)) are unordcred.
For simplicity, we ignore temporal references here.
Container C
Container D

Fluid path P1

t

height (bottom (D))

level (WD %

-

height (top (D))
level (WC)--

height (top (C))

a

9.

The quantity space of a number consists of a set of elements (numbers or magnitudes, often the
amounts of quantidcs) B and aset of orderings. In basic QP theory the value of a number nwill be described
by the ordering relations between n and the other elements in the quantity space. The value is completely
spcci fed if the ordeiings between every element of B is known (i.e.. the orderings form a total order), and is

,

incomplete otherwise.

Every quantity space can in pnnciple be completely specified.

A collection of

inequality statements whose union with the ordcrings of an incompletely specified quantity space results in
the quantity space being completely specified will be called a completton of that quantity space.
All quantity spaces have the distinguished element ZERO. ZERO serves to connect the sign of a
number with inequality statements, as follows:

0

V n E number V t E time
(M n t) > ZERO - (M s[n] t) - 1
A (M n t) • ZERO - (M sen] t) - 0
A (M n t)

< ZERO

-

(M srn) t)

a -1

Note also that the values of magnitudes are related to the values of signs and the number, in that:
V n E number V t E time
Taxonomy((M m[n ] t) > ZERO. (M mEn ] t) - ZERO)
A ((M mEn ] t) - ZERO - (M sEn] t) * 0)

is drawn from [Hayes. 1979h] and means that exactly one of its arguments is true.) Thus if the
value of D for some quantity is o. then the derivative itself is zero and the quantity is unchanging. We will

(Taxonomy

.
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sometimes need to combine sign values across addition. Figure 5 illustrates thc algebra used.

e

S

Fig. 5. Combining sign values
This table specifies how sign values combine across addition. The cases marked by notes require additional

information to determinc the result.

S

For s[A + 8]

-1

01
4

N*

s[A]

0

I

-1

I

0

I

1

I

I

I

NI

I

1

I

1

I

NI: if m[A] > r[B] then sEA)
if m[A] < m[B] then s[B]
*

Sl

if m(A]
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2.5 Individual views

r

Objects can be created and destroyed, and their properties can change dramatically. Water can be
poured into a cup and then drunk, for example, and a spring can be stretched sO far that it breaks. Some of
these changes depend on values of quantities - when de amount of a piece of fluid becomes zero we can
consider it gone. and when a spring breaks, it does so at a particular length (which may depend on other
continuous parameters such as temperature). Individual views are used to model these states of affairs.
An individual view consists of four parts. It must contain a list of individuals, the objects that must
exist before it is applicable. It has quantiOt conditions,statements about inequalities between quantities of the
individuals and statements about whether or not certain other individual views (or processes) hold, and
that are still further conditions that must be true for the view to hold. Finally, it must have a
collection of rehtions, statements that are true whenever the view is true. Figure 6 illustrates a simple
description of the fluid in a container.
For every collection of objects that satisfies the description of the individuals for a particular type of
indiN idual view. there is a view insiance, or VI, that relates them. Whenever de preconditions and quantity
conditions for a VI hold we say that its status is ACTIVE, and INACTIVE otherwise. Whenever a VI is active the

4preconditions

specified relations hold between its individuals. An individual view can be thought of as defining a predicate
on (or relation between) die individual(s) in the individuals field, and we will often write them that way. The
contained liquid description of de previous figure istranslated into logical notation in figure 7 to ilii"' :' .
The distinction between preconditions and quantity conditions is important. The intu,,i,2i is to
separate changes that can be predicted solely within dynamics (quantity conditions) from those 'Ahich cannot
(preconditions). If we know how a quantity is changing (its Ds value) and its value (specified as a quantity

space), then we can predict how that value will change (as we will see in section 3.6). We cannot predict
within a purely physical theory that someone will walk by a collection of pipes through which fluid is flowing
and turn offa valve. )espite their unpredictability, we still want to be able to reason about the effects of such

Fig. 6. Individual views describe objects and states of objects
Here is a simple description of the fluid in a container. This description says that whenever there is a
container that has some liquid substance then there isa piece of that kind of stuff in that container. We will
take "amount-of-in" to map from substances and containers to quantities. More elaborate models are
presented later. later on.
Individual View Contained-Liquid(p)
Individuals:
con a container
sub a liquid
Preconditions:
Can-Contain-Substance(con, sub)
QuantityConditions:
A[amount-of-in(sub, con)] > ZERO
Relations:
There is p E piece-of-stuff
amount-of(p) - amount-of-in(sub, con)
made-of(p) - sub
container(p) - con
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Fig. 7. Translat ion of individual vicis notation into logic
IHere isthe contained liquid description of the Previous figure translated into logical notation.
V c E container V s E linuid
Container(c) A Liquid(s)
(3 IV E view-instance
:names of individuals are used as selector functions
con(IV) - c A sub(IV) - s
logical existence of individual is timeless
A (3 p E piece-of-stuff
container(p) - c A made-of(p) - s)
A (V t E time
;it is active whenever Preconditions and Quantity Conditions hold
(T Status(IV, Active) t)
-[(T Can-Contain-Substance(con(IV). sub(IV)) t)
A (T A[amount-of-in(sub(IV), con(IV))] > ZERO t)]
;when active. p exists physically and its amount is the
;amount of that kind of substance in the container
A(T Status(IV, Active) t) *
((T Contained-Liquid(p) t)
A Exists-In(p, t)
A (M amount-of(p) t) - (M amount-of-in(s. c) t))))
;Inigeneral.
V IV E view-instance V t E time
(T Taxonomy(Status(IV, Active), Status(IV, Inactive)) t)

changes when they do occur, hence any dependence on these facts must be explicitly represented. T1his isthe
role of preconditions.
2.6 Functional relationships

0
*

Akey notion Of Qualitative Process theory is that the physical processes and individual views in a
Situatin induce functional dependencies between the parameters of a situation. In other words, by knowing
the physics you can tell what, if anything, will happen to one parameter when you vary another. In keeping
with the exploration of weak information, wc define

*

Q1 oQ+ 02

(read "Ql is qualitatively proportional to Q,", or "Ql q-prop Q,") to mean "there exists a function that
determines Q,, and is increasing mfonlotonic (i.e., strictly increasing) in its dependence on Q,". In algebraic
notation, we wouild write

*

*

Q1

-

f(-.., Q 2 ....

If the function is decreasing mlonotonic (i.e., strictly decreasing) in its dependence oilQ,, we say
01 -Q- 0 2

and if we don't know whether it is increasing or decreasing.

0
01c,0
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example, we would express the fact that the level of water in a cup increases as the amount of water in the
cup increases by adding into the relations of the contained liquid description:

-26-

level(p) ocQ

QP theory

amount-of(p)

It is important to notice how little information - carries. Consider the relationship between level
and amount-of stated above. Effectively. all we know is that, barring other changes, when amount-of riscs or
falls level will also. From this statement alone we do not know what other parameters might affect level,
nor do we know the exact way level varies with amount-of. That o0* statement is satisfied by all of the
following equations (assuming appropriate range restrictions):
level(p) - amount-of(p)
level(p) w [amount-of(p)] 2
level(p) - sin(amount-of(p))
level(p) - amount-of(p) * temperature(p)

*

and many more.
Often we will leave the function implied by oQ unnamed. When it is necessary to name the
function, we will say
Function-Spec(<id>, <specs>)

where <id> is the name of the function being defined and <spec> is a set of statements that further specify the
function. Suppose for example that level is expressed in a global coordinate system, so that whenever two
open containers whose bottoms are at de same height have fluid at the same level, the pressure each fluid
exerts on the bottom of its container is the same, We might introduce a function p-l-fun that relates
pressures to levels:
71 !P

Function-Spac(p-l-fun, {pressure(p) OcQ+ level(p)))

Then ifcl and c2 are containers such that
(M level(cl) tO) - (M level(c2) tO)

then since
.pressure(el)

*

- p-l-fun(level(el))
pressure(c2) - p-l-fun(level(cO)),

by the equalities above we have

*

(M4pressure(cl) tO) - (N pressure(c2) tO)

Notice that we could not draw this conclusion without knowing that the function which relates pressures to
levels is the same for both containers.
Sometimes we want to express the fact that a function depends on something that is not a quantity.
In that case we will say

*"

F-dependsncy(<d>. <thing>)

S'
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In the containcd liquid description. for instance. the level depends on the size and shape of the container as
well as the amount of water. Assuming shape and size arc functions whose range is somcthing other than
quantities. we would write
Function-Spec(level-function. (level(p) MO. amount-of(p)))
F-dependency(level-function. shape(container(p)))
F-dependency(level-function. size(container(p)))

to express this fact. Thus if two containcrs have the same size and shape. a particular amount of water will
result in the same level, but if the size or shape is different we cannot deduce anything about the relative
levels of water.
The definition of zQ is motivated in part by issues involved in learning and causal reasoning, and we
postpone further discussion of its variants until Section 5.2. There is one other kind of information that can
be specified about the function implied by c=0s, and that is a finite set of correspondences it induces between
elements of the quantity spaces it connects. An example of a correspondence is that the force exerted by an
elastic band is zero when it isat rest. This would be written:
*

Correspondence((A[internal-force(band)]. ZERO).
(A(length(band)]. A[rest-length(band)]))

Correspondences are the means of mapping value information (inequalities) between quantity spaces via cc,
For example, if the length of the band described above is greater than its rest length the internal force is
greater than zero (figure 8).

I

Fig. 8. Correspondences link quantity spaces across
A correspondence statement allows information about inequalities to be transferred across qualitative
proportionalitics (-Q's). The rough shape of the graph below is determined by the ccQ the equality between
the two points is determined by the correspondence.
internal-force(band)
Exact shape unknown,
ZERO

*

but this point
is on it

rest-length

*

length(band)
internal-frorce(tand) azo. lengJth(band)

i

Corresponcence ((A[internal-force(band)]. ZERO).
(A[length(band)J. A[rest-length(band)]))

*

0
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To represent how things change through time we use Hayes' notion of a history. We assume the
concepts introduced in [I la.cs, 1979b1] as our starting point. To summarize, the history of an object is made
up of episodcs and evenis. Fpisodes and events differ in their temporal aspects. l:,vents always last for an
instant. %hile episodes usually occur over an inter\al oftime. Each episode has a start and an end which are
cents that serve as its boundaries. Foliow ing [Allen, 19811. we assumc that episodes and ccnts meet, that is,
the start o tsome piece (ofhistory is directi) after the end of the previous piece with no time in between. This
allows us to say. for example, that the episode of heating water on a stove is ended by ent of the water
reaching its boiling tcmperature. yet during the episode the temperature was below the boiling point.
The particular class of histories Ilayes introduced will be called paraneter histories, since they are
mainly concerned with how a particular parameter of a specific indi idual changes.' Objects can have more
than one parameter, and these parameters often can change independently. For example, if we drop a steel
ball past a flame, the ball will heat up a bit but the motion won't be affected (unless the combustion gases
impart significant momentum to it). Thus the history of an object includes the union of its parameter
histories. Figure 9 illustrates the parameter histories for the situation just described. The criteria for
indikiduation, for breaking up time into episodes and events are changes in the values of quantities and their
parts. The spatial component of parameter histories is inherited from the object they are a parameter of. In
figure 9. for example, the events consist of the ball's position reaching h2 and ni, because different values
occurred before and after that time. The final component of an object's history are the histories for the
processes it participates in, but this will be elaborated later in section 3.7.
Again following Hayes, a slice of a history denotes a piece of an object's history at a particular time.
We denote the slice of an individual i at time t by
at( i, t)

*If

we let all functions, predicates, and relations that apply to objects apply to slices as well, with functions that
map from objects to quantities map from slices to values, then we could be rid of T and Mand just talk in terms
of slices. For instance, instead of writing
(T Aligned(PI) tO)
(M A~amount-of(WC)] tO) > (M A[amount-of(WB)] tO)

4

we would write
Aligned(at(Pl. tO))
A[amount-of(at(WC, to))] > A(amount-of(at(WB, tO))]

I

As we will see in the "practice" chapters, this in fact is the convention used in the implementation because it
simplifies indexing. However, for clarity of exposition we will continue to use T and M in presenting the
theory.
The notion of history so far is "object centered". Since processes will often act between several

4

1. In fact. Hayes' examples arc parameter histories for "amount of stuff", representing an object solely as a
piece of space-time.

4
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Fig. 9. Parameter histories describe %ihenvalues change
Part of the paramctcr histories for a ball being dropped through a flame arc depicted below. Time runs from
top to bottom. and thc portion of the history that depicts what is happening (motion and heat flow) is not
shown.

History(B)

ITemperature(B)

Position(B)

-h2

EP3: ~
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h ,h

h
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____start
start*-
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objects, w&e
need a way of talking about several objects at a particular tirne. We will reccle the term .iiuIpol
to mean a collection of slices for a set of objects under consideration at soIC particular time. Unlike
situational calculus, tie temporal aspect of t situation can be either alninstant or inintcr\ al. ANlo, Isituation
is nok spatially bounded - its spatial extent is that of the slices that comprise it. IIfoinullc "here times are
required. %kewill assume atcoercion from a situation or Ceent to its time so) thOt we can feel-,
SCthe names of
situations in expressions inol ing r and M.
The question of wAhat constitutes a useful situation brings uis back to the local e~ olution problem
described in the introduction. We may now state it more precisely: Given some collection of objects that we
know about at a particular time, can we figure out some way to divide them up into :'uations that can be
considered semi-independently?' For the moment we will leave the criteria of what constitutes useful
situations unspecified, we will return to this problem in Section 3.7 after have discussed processes.

1. In current Al systems this problem usually does not arise beaisC the situations under consideration are
composed solely of relevant objects. However, as we attempt to make programs that can deal with more
realistic problems this issue will become very important.
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3. Processes
A phVsical situation is described in terms of a collection of objects, their properties, and the
reLitionships hetween them. So far our description of the world has been static -- we can describe that things
ac di t'erent from one time to another, but have not provided the means by which changes actually occur.
rhC avs in %%hich things change are intuiti%cly characterized as processes. A phy.sicI proce.ss is something
tht acts through time to change the paramcters of objects in a situation. Examples of processes include fluid
and heat flox, boiling, motion, stretching and compressing.
This section describes what processes are, including how to specify them, and elaborates the notion
of influences. A catalog of basic deductions involving processes illustrates the kinds of conclusions that can be
dra% n Nithin QP theory. Histories are extended to include occurrences of processes, and thc role of processes
in specifying a language of behavior is discussed.

3.1 l)cfining processes
A process is defined by five parts:
i The individuals it applies to,
I A set of preconditions,statements about the individuals and their relationships
other than quantity conditions.
I A set of quantiq' conditions, that are either statements of inequalities between
quantities belonging to the individuals (including domain-dependent constants
and functions of them) or statements about the status of processes and individual
views.
1 A set of relations the process imposes between the individuals, along with new
entities that might be created.
I A set of influences imposed by the process on the parameters of the individuals.
Figure 10 illustrates process specifications for heat flow and boiling. (For fans of logic, figure 11 illustrates
how the boiling process would look translated into predicate calculus).
As you can see, a process is just like an individual view -- it is a timc-dependent thing -- except it has
something called influences. To recapitulate, for every collection of objects that satisfy the individuals
specification for a particular type of process, there will be a process instance, or PI, that relates them. The
process instance will bc active, representing the process acting between these individuals, exactly whenever
both the preconditions and the quantity conditions are truc. Preconditions are those factors that are outside
Qualitative Process theory, such as someone opening or closing a %alvc to establish a fluid path, but still
relevant to whether or no: a process occurs. [he quantity conditions arc those statements that can be
expressed solely within QP theory, such as requiring the temperature of two bodies to he different for heat

flow to occur, or a heat flow to occur as i prerequisite to boiling. The set of relations associated with a process
are the relationships it imposes between the objects it is acting on1. The relations component usually describes,
-

331

Communal Assembly Paper

www.daifture.org

Forbus

-32-

Ql~ theory

Fig. 10. Examnples of physical process definitions
I leat flow happens between two objects that have heats and are connected via somei path through which heaL
can flow. The predicate Heat-Al igned is trite exactly when heat can flow through the path. Boiling happens
to a contained liquid being heated, and creates a gas made of the same stuff as die liquid. t-boi I represents
the boiling point for the picce of stuff involved.

u

process heat-flow
Individuals:
src an object, Has-Quantity(src, heat)
dst an object, Has-Quantity(dst, heat)
path a Heat-Path. Heat-Connection(path. src. dst)
Preconditions:
Heat-Al lgned(path)
QuantityCondltions:
Atteinperature(src)] >A~temperature(dst)J

Relations:j

L~et flow-rate be a quantity
A~flow-rate) > ZERO
flow-rate ctQ (temperature( src)

-

temperature (dst))

Influences:

1-(heat(src), A[flow-rate)
1+(heat~dst), A(flow-rateJ)
process boiling
Individualsw a contained-liquid
hf a process-instance. process(hf)
dst(hf) - w

*heat-flow

QuantityConditions:
Status(hf, Active)
A~tenlperature(w)] - Aft-boil(w)]
Relations:
There is g E niece-of-stuff
gas(g)
substance(g) - substanee(w)
temperature(w) - temperature(g)
Let generation-rate be a quantity
A~generation-rate) > ZERO
generation-rate O:Q+ flow-rate(ht)

*

Influences:
I-(heat(w). A~flow-rate(hf))
;The above counteracts the heat flow's influence
I-(amount-of(w), A[generation-rate])
1+(ariount-of(g), A~generation-r'ate)
I-(heat(w). A~generation-rate)
I'(heat(g), A[generation-rate])

*

0
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Fig. II. Iloiling expressed as an axiom
Ilere is hm% the boiling description could he written as an axiom. For clarity, temporal references have been
omitted. Influence adders arc explained insection 7.2.
V w C contained-liquid V hf C process-instance
(process(hf)
heat-flow A dst(hf) - w =
[3 pi ( process-instance
process(pi) = boiling A

w(pi)

*

w A hf(pi) - hf

[(Status(hf, Active) A A[temperature(w)] - A[t-boil(w)])
Status(pi, Active)]
A [Status(pi. Active) =,
[3 g C piece-of-stuff 3 generation-rate E Quantity
Boiling(w, hf)
A gas(g)
A substance(g) - substance(w)
A temperature(w) - temperature(g)
A A[generation-rate] > ZERO
A generation-rate a + flow-rate(hf)
A A[flow-rate(hf)] E MinusInputs(InfluenceAdder(heat(w)))
A A[generation-rate]
E Minuslnputs(InfluenceAdder(amount-o(w)))
A A[generation-rate]
E PlusInputs(InfluenceAdder(amount-of(g)))
A A[generation-rate]
E Minuslnputs(InfluenceAdder(heat(w)))
A A[generation-rate]
E Pluslnputs(InfluenceAdder(heat(g)))]]]
A

but is not limited to, indirect effects via functional relationships between quantities, such as the flow rate in
fluid flow being qualitatively proportional to the difference in the pressures of the contained fluids involved.
The relations also include descriptions of any new individuals created by the process, as for example the steam
generated by boiling, and facts needed by external representations, such as describing appearances.
Influences are discussed next.

3.2 Influences and intcgration
inLre .Influences specify what can cause a quantity to change. There are two kinds of influences, direci and
indirect. The influences component of a process specifies the direct influences imposed by that process. For
example, in a flow process the low rate will typically correspond to the increase in the amount of "stufr' at
the destination and to the decrease in the amount of "stuff' at the source. To indicate that the number n is a
direct influence on the quantity Q,we write
SI+(Q, n)
I-(Q, n)
I±(Q, ni)

according to whether itsinfluence ispositive, negative, or unspecified. Importantly, processes are the only
source of dircct influences. If at least one process isdirectly influencing a quantity Q at some particular time,
then we say thdat Q is directly influenced. Ifa quantity isdirectly influenced, then its derivative equals the sun
of all of the direct influences on it.
An indirect influence occurs when a quantity is a function of some other quantity that is changing.
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Qualitative proportionalities (xQ's), introduccd earlier, arc the means of specifying these effects. Sometimes
\e will refer to a process or quantity indirect/y i./hic'cing some quantity. One quantity indirectly influences
another if the second quantity is qualitatiely proportional to LhC first. A process indirectly influences a
quantity Q1 if it directly influences some quantt Q2 which in turn indirectly influences Q1 .
Notice that direct influences tell us much Imore about the relationship between quantities than
indirect influences. Multiple direct influences on a quantit arc combined by addition, but since oC0 provides
so little infornation about the cxact form of the underlying function, the result of multiple indirect influences
camnot always be calculated. Section 3.6.3 discusses tlis issue in detail.
At any particular time a quantity must be either directly influenced, indirectly influenced, or not
influenced at all. lmportantd, we assume that no quantity is both directly and indirectl influenced at once.
A domain physics that allows a quantity to be both directly and indirectly influenced at the same time is
considered to be inconsistent. This may seem odd, given that relationships between quantities in "real"
physics are often specified as constraint equations. For example, we could express the equation

F-ma
three different ways using qualitative proportionalities, each corresponding to one parameter being described

gwe

as a function of the other two. How, and why, do we select a particular function to represent the constraint
relationship?
The choice is made to reflect the way causality works in the domain. In thinking about motion, for
instance, we cannot directly apply an acceleration - we must apply a force to cause an acceleration. Similarly,
cannot by accelerating something or pushing onl it cause its mass to change, yet its mass will affect how
much acceleration we get for a given push. Hence the proper rendering of F-moa is
a
a

_*

Q4. F
1X..

M

' hlere is a subtle issue lurking here. In a sense, directly influenced parameters are "independent", in that we
can cause changes in them directly via active processes. All other changes in quantities are an indirect result
of what the processcs do to the directly influenced parameters. The choice of directionality for a constraint
equation must respect this fact. The full importance of this distinction will be discussed later on when
examining causal reasoning (section 5.2).
The influences on a quantity arc combined to determine its derivative (we describe just how later).
A notion of integrability - the relationship between the derivative of a quantity and its amount - isneeded.
lF>sentially, if the derivative is negative then the amount will decrease over an interval, if positive then the
amount will increase, and if zero then the amount will be the same:
V q E quantity V I E interval
(constant-sign(D[q], I) =>
(M Ds[q] during(I)) - -1 - (M A[q] end(I)) < (M A[q] start(Z))
A (M D[q] during(1)) - I *-, (M A[q] end(1)) > (M A[q] start(I))
A (M OsCq] during(I)) - 0 - (M A[q] end(1)) * (M A[q] start(I))

where

I
334

Communal Assembly Paper

www.daifture.org

I

,

QIP theory

35-

Iorbus
V n E numbers,

V I E time,

constant-sign(n I)

(V i1,'2 E during(1) (M s[n] ii)

*

(M s[n] 12))

This statement is very

Aeak compared to our usual notion of integrability.' In particular, it does not rest on
kno" ing an explicit function describing the derivatike and thus does not require an explicit notion of integral.

g

3.3 Limit points
Recall that a quantity space consists of a collection of elements and ordering relations between them.
'Ihe major source of elements for the quantity space of some number n are the numbers and constants that are
compared to n via quantity conditions. Because they correspond to discontinuous changes in the processes
that are occurring (or Individual Views that hold), they are called limit points. I.imit points serve as boundary
conditions. For example, the temperature quantity space for an object wmight include the limit points:
t-melt(w)

I

t-bol1(w)

where the object undergoes phase changes that result in qualitatively distinct behavior. As we have seen,
these different modes of behavior are modeled by individual views.
3.4 'llie sole inechanisn assumption and process vocabularies

A central assumption of Qualitative Process theory is the sole mechanism assumption, namely:
All changes in physical s),stems are caused directly or indirectly by processes.
Asa consequence, the physics for a domain must include a vocabulary of processes that occur in that domain.
This process vocabulary can be viewed as specifying the dynamics theory for the domain. A physical situation,
then, is described by a collection of objects, their properties, the relations between them (including individual
%iews). and the processes that are occurring.
The sole mechanism assumption allows us to reason by exclusion. If we make the additional
6assumption that our process vocabulary for a domain is complete, then we know what types of quantities can
be directly intluenced (since pr~cesses are the only sources of direct influences). If we understand the objects
and relationships between them well enough, we know all the ways quantities can be indirectly influenced.
Thu, we knoA all the potential ways in which any physical situation will change. Without these closed world
asumptions 2 aout the form and contents of dnamical theories, it is hard to see how a reasoning entity could
4
use, much less debug or extend, its physical knowledge.

]

I If the tLne iniolcd is an instant, then we assume that the quantity "doesn't change very much" during
(hs timc. lhb more cxact. "e assum e in that cae the q uantity is only different by an inintesimnal anmount,
(,if
lenil,. tht inlfluenccs are finite. lb is assumption underlies case 2 of the cqualit) change law, which
v.iI hc dlsetissCd shortly.
2 Sec [Collhmv ct il.. 1975],[Mooic, 19751, [Reiter, 19801 for discussions of the general importance of closed
\&tirld assuni7ptions.

I,
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3.5 Ilcprise
Processes should be first class entities in the ontology of naivc physics. It may he tempting to think
that processes are mere abbre iations for "deeper" representations, such as constraint laws. I loweer, they
are not. [he temptation arises both because constraint laws are often judged to be the most elegant physical
descriptions in "non-naive" physics, and because constraint-based computer models have been fairly
succCss6ul for alnalv/ing engineered sysens ((Stallman & Sussman. 19771, [de Kicer & Sussman, 1978)).
Htowever, the aims of naiN e physics are not the same as the aims of physics or engineering analysis. In physics
wc are trying to construct the simplest models that can make deuiled predictions about physical phenomena.
When performing an engineering analysis, even a qualitative one. we have chosen a particular point of view
on the s.\stem and abstracted awsay certain objects. Unlike either of these enterprises. naive physics attempts
to uncoxer the ideas of physical reality that people actually use in daily life. Thus the notions that physics
throws away (objects, processes. causality) for conciseness in its formal theory -- the equations -- are precisely
what we must keep.
QP theory concerns the form of dynamics theories, not their specific content. For example, the heat
flow process illustrated previously adheres to energy conservation, and does not specify that "stuff" is
transferred between the source and destination. The language provided by the theory also allows one to write
a heat flow process that violates energy conservation and transfers "caloric fluid" between the source and
destination. The assumptions made about the content of dynamics theories are quite weak. Aside from the
ability to write a wide variety of physical models, the weakness of its assumptions allow other theories to be
written that impose further constraints on the legal vocabularies of processes. For example, conservation of
energy can be expressed as a theory about certain types of quantities and the allowable patterns of influences
in processes that affect those types of quantities (see section 4.5). We do not, however, wish to saddle QP
theory with these assumptions.

S1

*

3.6 Basic deductions
To be useful, a representation must support deductions. Several basic deductions involving the
constructs of QP theory are catalogued below. It may be helpful to skip momentarily to the example in section
4.1, which illustrates these deductions step by step.
3.6.1 Finding possible processes
A process vocabulary determines the types of processes that can occur. Given a collection of
individuals and a process Nocabulary, the individual specifications from the elements in the process
vocabulary must be used to find collections of individuals that can participate in each kind of process. These
process instaiwces (PI's) represent the potential processes that can occur between a set of individuals. A similar
deduction is used for finding view instances.

S• ,
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3.6.2 )eternining activity
A process instance has a status of Active or Inactive according to whether or not the particular

process it represents is acting between its individuals. fly determing whethcr or not tie preconditions and
qutntity conditions are true, a status can be assigned to each process instance for a situation.' The collection
of acti\e PI's is called the process structure of the situation. ihc process structure represents what is
happening to the indiiduals in a particular situation, Similarly. the view structure is the collection of active
VI's in tie situation. Whenever we discuss the process structure, we will usually include tie view structure as
well.
3.6.3 Determining changes

Most of the changes in an individual are represented by tie Ds values for its quantities. A D value
indicates the quantity is decreasing, a value of 1 indicates that it is increasing, and a value of o indicates

.

of that it remains constant. As stated previously, there are two ways for a quantity to change. A quantity can be
directly influenced by a process, or it can be indirectly influenced via cc T (By the sole mechanism
assumption, if a quantity is uninfluenced its DS value is 0.) )etermining the oS value for a quantity is called
resolving its influences, by analogy to resolving forces in classical mechanics.
Resol\ ing a quantity which is directly influenced requires adding up the influences. If all the signs
of the influences are the same then the os value is simply the sign value of the influences. Since we do not
have numerical information, ambiguities can arise. Sometimes an anwer can be found by sorting the
influences on thie quantity into positive and negative sets and using inequality information to prove that one
set of influences must, taken together, be larger than the other set. Of course, we will not always have even
that much information.
Resolving an indirectly influenced quantity involves gathering the cc statements that specify it as a
function of other quantities. Because we lack detailed information about the form of the function, in many
cases indirect influcnccs cannot be resolved within basic QP theory. An example will make this point clearer.
Suppose we have a quantity Q0 such that in a particular process structure:
Q0 -Q, Q, A Q0 "O- Q2
If we also know that
Ds [QI] - 1 A Ds[Q2] - I

then we cannot determine Ds[Qo], because we do not have enough information to determine which indirect
influence "dominates". However, if we had
Ds[Q]-

1 A Os[O2] - 0

then we can conclude that

1. This can require scarching the completions of the relevant quantity spaces if the required orderings cannot
hc deduced from wlhat is already known about the values.
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because Q, is now t" only active indirect influence.
Importantly, we assume the collection of qualitative proportionalitics which hold at any particular
if'A - Q B,then it cannot be the case that B ccQ A. At first glance it might seem that
is
loop-fie,
that is,
time
this assumption makes it impossible to model systems where two parameters are interdependent, such as
feedback systems. This is not the case: the key observation is that, in physical systems, such loops always
contain a derivative -- Mhich is modeled by a direct influence, not a qualitative proportionality. In thinking
about fluid flow, for example, we might observe that a change in amount of liquid causes a change in flow
rate. which in turn acts to change the amount of liquid. But while flow rate is qualitatively proportional to the
amount of liquid (via its dependence on pressure, which depends on the level, which in turn depends on the
amount of liquid), the flow rate is a direct influence on the amount of liquid. The integral connection
between them serves to "break" the loop, thus ensuring the system of qualitative propotionalitics is loop-free.
)omain specific and problem specific knowledge often plays a role in resolving influences. We may
know that a certain influence can be ignored, such as when we ignore heat loss from a kettle on a stove to die
air surrounding it. Our knowledge about particular functions may tell us which way things combine. Suppose
for instance that our model of fluid flow included influences to model the changes in heat and temperature
that result from mass transfer. In the source and destination temperature would be indirectly influenced (via
Amount-of and heat), and if we knew nothing but the os values we could say nothing about how they will
change. From Black's law, however, we know that the temperature of the source is unchanged and the
temperature of the destination will rise or fall according to whether the temperature of the source is greater or
less than the temperature of the destination.
3.6.4 Limit analysis
The changes in a situation can result in the process and view structures themselves changing.
Determining these changes and changes in Ds values is called limit analysis. Limit analysis is carried out by
using the current D values and quantity spaces to determine which quantity conditions can change.
The first step is to find the neighboring points within the quantity spaces of each changing quantity.
If there is no neighbor in some direction, then a change in that direction cannot affect anything. The ordering
between each neighbor and the current amount of the quantity can be combined with the DS values of each to
determine if the relationship will change (see figure 12). If the neighbor is a limit point, some processes may
end there and others begin. Thus the set of possible changes in orderings involving limit points determines
the ways the current set of active processes might change. 1 The set of single changes plus consistent
conjunctions of changes (corresponding to simultaneous changes) forms the set of quantit' hypotheses for the
current situation. A quantity hypothesis which imposes a change in either the view or process structure (as
opposed to mcrely indicating a change in a Ds value) will be called a limit iypothesis.

1. This assumes that rates are not infinitesimals. so that if a quantity is "moving" towards some point in its
some finite time, 'T'his assumption rules out a simple form of
quantity space it will actually reaclh that valuC ill
Zeno's paradox. Note. howev'r, that relaxing this assumption would result in only one additional state in the
possibilities returned by the liml it analysis -- that the current tate never changes.
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I,1ig. 12. Linking derhaitives iith inequalities
This table sumnarizes how tie ordering relationship between two quantities may change according to the
sign of thcir derivatives over some interval.
For A > B:
Ds[B]

I

a-il

Ni

I

I

"

I

>

I

1
*

.................................................

OsEA]

fNI:
N2:

0 1

>

I

1 I

>

I

If Dm[A]

>

If D,[A

< Dm[B ] then

]

I

Dm[B ] then

I
Z

>
>
otherwise

otherwise

;

For A - B;

-1I

*

Ds[A]

;.

•

*

I

Os[BJ
0

I

N3

I

<

I

0 I
I

*

I-1

>

I

I

I

I

N3:

If Dm[A ] > Dm[B ] then <;
If DmJA ] < Dm[B] then >;
If Dm[A] - Ome ] then -;

N4:

If Dm[A] > Dm[B ] then >;
If Dm[A ] < Dm[B ] then <;
If Om[A ] - DmiB ] then -;

I

I
N4

Determining which changes and conjunctions of changes are consistent involves several types of
knowledge. First, one quantity hypothesis might render another moot. For example, if a particular quantity
hypothesis causes an individual to vanish, then any other quantity hypotheses involving that individual which
are to occur at the same time are irrelevant. Secondly, we assume that changes implied by a quantity
hypothesis must be continuous both in quantity spaces and in DS values. Continuous in quantity spaces
means that all relationships between quantities must go through equality, i.e., that tie relationship between N1
and N2 cannot change directly from > to < or from < to >. Continuous in D values means a o value cannot
jump directly from i to -i or from -I to i. Finally, domain dependent information can be used to determine
that the situation resulting from the quantity hypothesis is inconsistent. For example, if the bottoms of two
open containers are at the same height and the only thing happening is a fluid flow firom one to the other,
then it is impossible for the source of the flow to run out of liquid.
More than one change is typically possible, as the examples in the next section illustrate. Th1ere are
three reasons for this. First, if the ordering within a quantity space is not a total order more than one
neighbor can exist. Second. a process can influence more than one quantity. Finally more than one process
can be occurring simultaneously. 'Ilhe basic theory does not in general allow determining which alternative
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actualI occurs. [he hypothesis which occurs represents a quantity (or collection of quantities) that reachs its

"

limit point betire any others do. Using Caculus as the model for quantitics. this Aould require solving an
integral equation. Since the basic theory does not include explicit integrals, this question t) picall) Cannot be
decided.

There are some special situations, due to the nature of tquantities, where son etimes %%e can do better.
Consider two quanitits A and B that are equal, and c and D that are unequal. If all of the quantities are
changing (Ds value of -1 or i) in ways that insure the relationships between them will change. then the finite
difference between c and D implies that the change in the equlitv between Aand B occurs first. In fact, we
assume that the change fron equality occurs in an instant, while the chnge to equality usually will takes some
interval of time. We further assume that a change lo equality will take an instant only Ahen the change in
value was due to a process that acted only for an instant. These
facts are summarized as the equality change law:
lVith two exceptions a state lasts fi)r an intenal of time. It lasts for an instant only
when either
(I) A change frwm equality occurs or
(2) A change to equality occurs between quantities that were influenced away
.rtm equality for onl!y an instant.
The first case assumes that the values of numbers aren't "fuzzy". and the second case assumes that the
changes wrought by processes are finite (i.e., no impulses).
Remember that the set of quantity hypotheses consists of single changes and conjunctions of single
changes. Consider the set of conjunctive hypotheses which contain only changes that occur in an instant, and
in particular, the maximal element (in terms of inclusion) of the set. The quantity hypotheses that contain this
maximal element are the ones which can occur next, because the duration of an instant is shorter than the
duration of an interval. By using the equality change law to identify those quantity hypotheses that represent
changes that occur in an instant, we can sometimes get a unique result from limit analysis within the basic
theory.
For some kinds of tasks just knowing the possible changes is enough (e.g., envisioning). Ifrequired,
knowledge outside the scope of QP theory can be used to disambiguate tie possibilities. )epending on the
domain and the style of reasoning to be performed there are several choices: simulation [Forbus, 1981a],
algebraic manipulation [de Kleer, 19751, teleology [de Kleer, 19791, or defatult assumptions or observations
[Forbus, 1983a].

.

*

0
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3.7 Processes and histories
Adding processes to the ontology of naive physics requires extending the history representation of
change. In addition to parameter histories, we will also use process histories to describe what processes are
occLrring when. I he temporal extent of a process episode is the maximal time during which the status of the
instance is constaint. and the spatial extent is the spatial extent of the individuals involved in it. "l[he events
that bound episodes in the process history occur at the instants at which quantity conditions, preconditions, or
the existence of objects inmolvcd in the instance change. View histories, describing the status of view
instances, are defined similarly. Process and view episodes are included in the histories of the objects that
participate in the process, and the union of the object's parameter histories and the history of the processes
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and vicw s it participites in comprise its Iotal history. Figure 13 illustrates the full history over a small interval
for the ball being dropped through a flame discussed previously.
As mentioned prcviouslx, the two key problems in reasoning %kithhistories athe dic local evolution
problem (extending the knowni portion of an object's history, prcfcrabl) b. car'ing up the situation into
piece, that can be reasoned about seni-independently) and the iterswcion/inrawtiun problcm. The key to
.iol%ing them lies in haN ing explicit descriptions of the ways changes are caused.
Recall that the processes acti~e in a situation form its process structure (as usual, we also implicitly
include the %iew stnicture to simplify discussion). Processes interact by shared influences: two processes
which affcct the sarne parameter or a process that affects a parameter mentioned in the quantity conditions of
another must be considered together when figuring out if, and how, they will change. If there is no way for
two processes to "commUnicate" by common effects, then they can be considered independently. This
suggests carving tip what is happening at a particular time into "non-overlapping" pieces, subsets of the
process structure that do not interact.
We define p-comploJcflis as equivalence classes on the process structure as follows. A process
instance Pi (or view instance) is in the same p-component as another process instance P2 (or view instance) if
either: (a) PI influences a quantity mentioned in P2's quantity conditions, (b) Pi influences a quantity
influenced by P2, (c) Pi's quantity conditions mention a quantity mentioned in the quantity conditions of P2,
or (d) P2 contains a - Qthat propagatesan influence of Pi.
As long as a particular process structure lasts, the p-components can be reasoned about
independently. For example, we usually don't worry about getting our feet wet in a basement despite the
of flowing water and steam in our plumbing. Changes in the process structure can bring about
changes in p-components, so the conclusions made in each p-component may have to be modified depending
on how the process structure changes. If our plumbing leaks, for instance, there are now ways for our feet to
get wet.
The individuals affected by the processes in each p-component define a collection of things that can
be reasoned about in isolation, barring certain changes in process stiructure. Thus we can generate object
histories by evolving situations that correspond to p-components, combining the results when the process
structure changes to get new p-components, and so forth. The interaction problem becomes trivial - two
episodes interact if and only if the processes that give rise to them are part of the same p-component of a
process structure on a situation made tip of slices from those particular episodes. Figure 14 provides a
graphical illustration.
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Fig. 13. 1listory for aball dropping through a flamne

Here is a piece of die history for die ball again, but with process episodes addcd. As before. EP~n> arc
episodcs, and time runs from top to bottom.

I

History(B)

Temperature(B)

Process episodes

Position(B)

eend

hi
EP3 Ds 1
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Fig. 14. lktcrinining interactions
SUppose WA and wB are liquids, with WB being tie fluid flowing through the channel below WA'S container.
Below are the process structures that result from different assumptions about the situation, with potential
interactions indicated.

--

WB

.

4.
If the shared wall is not a heat path.
PS: Fluid-Flow(WB, channel), no interaction
Otherwise, if Aftemperature(WA)] - A[temperature(WB)]
PS: Fluia-Flow(WB, channel), no interaction
Otherwise. PS: Fluid-Flow(WO. channel) and a heat flow, hence they interact.

3.8 A language for behavior
QP theory concerns the structure of qualitative dynamics. It specifies a language in which certain
common sense physical models can be written. Can this language be extended to form a full language of
behavior for physical systems? Although I have not yet done so, I will argue that the answer is yes, and that
several advantages would result from the extension.
A language should have primitives, some means of combining these primitives, and means of
abstraction to allow new entities to be defined. Processes and individual views are the primitives in this
language.1 -here arc two sensible kinds of compound processes. The first kind consists of processes that
form a p-component. a shared parameter combination. An example of a shared parameter combination is the
intake stroke of a four cycle engine, which consists of a flow of air and gas into a cylinder and motion of the
piston. The second kind consists of sequences of processes occurring over the same individuals. An example
of a sequential combination is the sequence of intake, compression, combustion and exhaust strokes of a
four-cycle engine. Treating these combinations as new "things" then allows properties of the system they
describe to be reasoned about.

41

1. The choice of what is primitive in any particular domain's vocabulary will of course vary - for example, the
description of a gas we use insection 4.1 is macroscopic. Presumably a richer process vocabulary would
contin the "mechanisms" that induce these relations (i.e.. the kinetic theory of gases), but there is no reason
to always include such detail. Consider for example a resistor in a circuit that never exceeds its electrical
capacity. [he detailed mechanics of conducuon hinder rather than help when calculating the current that will
result from a voltage across it.
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It Should bc clear that the shared parameter combination can be treated exactly as atsimplc process.
specified by the union of the properties of the component processes. In other words, atshared parameter
comhination kill hiaxe icliduals, prcconditions, quantity Conditions, relations, and influences that work just
like an1y other process. I Io\xexer, tile sequential combination is niot atprocess. because die same influences
and relations do not hold over cx cry distinct tinme within thle Occurrences Of the Sequential combination. A
sequential combination is really atpiece of athistory ! In particular, it is dhe history of the individuals affected
by thle processes. jiewed as a systemn. In honor of this mixed ontological status such descriptions will be called
~clicap.sudlted hiv~orit's. Enicapsulated histories (abreviated FH) are important for two reasons. First, some
phenomena which can be described by them seem irreducible in terms of processes -- collisions, for cxamnple.
Second, they serve IIas abstract descriptions for more complex behavior, e.g. in describing the pattern of
actix ty in an oscillator.
When writing encapsulated histories, we will use most of thle syntactic structure of processes and
indix idual view's, in that the combination will have individuals, preconditions, and quantity conditions.
However, the relations component is restricted to holding a description of a piece of the history for the
individuals, and the preconditions and quantity conditions are written relative to episodes in that piece of
history. If the preconditions and quantity conditions are ever true for a partial history of a collection of
objects matching the individual specifications, then the schematic history described in its relations is
instantiated ats part of the history of those objects.' We will see collisions described as an encapsulated history
in section 4.3.
For those phenomena which are irreducible, the encapsulated history may be the only way to evolve
the history of the object past that point. For systems %-herethe encapsulated history serves as a summary, an
in teresting kind of perturbation analysis becomes possible. In performing an energy analysis. for example, the
quantity conditions are re-written in terms of energy. Changes to the system, such as adding friction, are
modeled by processes that influence energy, and the effects of these changes are determined by examining the
episodes that comprise the encapsulated history (see section 4.5.1).
3.9 Classification and abstraction

*
*
*
*

A classification hierarchy is needed to account for the various kinds of conditions undcr which
processes occur. [or example. Hayes [1979b] identifies several distinct conditions under which fluid flow
occurs. Another example is the process of motion - flying, sliding, swinging, and rolling are distinct types of
motion, despite sharing certain common features. Sliding and rolling are examples of motion along a surface,
and along with swinging comprise the motionis involving constant contact with another object. Each of these
Conditions has slightly diffkrent properties, but they are sufficiently similar in the indi\ iduals they involve and
the pattern of influences they engender to be considered the same kind of process. Ha]ving explicit abstract
descripiions of pr~cesses should lso) be useful because they are often easier to rule out than more detailed
descriptions. If. for instance, there is no path between two places through which an object can be moved, it

1. Many of diSessa's "phlenom cnological primitives" IdiSessa, 19831 appear to be representable as
encapsulated histories. Enca0psulated histories are also good candidates for the first models people make of a
-[orbs
tier,
new donmain
&
19831.
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cannot get there by sliding, flying, rolling, or an-, other kind of motion that might exist.
Theoretically. disjunctions could be used within a i;ingle process description to cover the various
.inso would lead ito complicaited descriptions that could not easily bc reasoned about. Instead,
case.I
e'cry case %%
ill fie represented by atdifcerent process. We will say that PI is acasc of P2, such as:

*

case-of(swinging. Motion)
I lihe t~loN&ing. restrictions hold

on cases:

-awi~iy:
There is a subset of the individuals specified for PI such that they or
indi%iduals whose existence is implied by them match the individual specifications
of P2. T[he preconditions and quantity conditions for P1 imply thle preconditions
and quantity conditions for P2 respectively.

Itiheriiance: All statements in the relations and influences fields of P2 hold for PI
unless explicitly excluded.
F:igure 15 illustrates some specializations of the abstract motion process that will be discussed in section 5.3.

Fig. 15. Some specialized descriptions of motion
Cases of motion are organized around constraints onl kinematics. The abstract motion process already
includes the individuals 13,
atmovable object, and dir, a direction. '[his process will be explained in section
4.3. Insliding and rolling there is contact with a surface, but diff'erent constraints on the kind of contact.
Otherwise dhe same facts pertain to them as to the abstract version of motion.

6

Process Motion(B,dir)
individuals:
8 an object. Mobile(S)
dir a direction
Preconditions:
Free-direction(B. dir)
Direction-Of(dir, velocity(B))
QuantityCondltions:
Am~velocity(B)] > ZERO

*

Influences:
I+(position(B), A[velocity(B)))

*

345

Process Slide

Process Roll

Case-of: Motion

Case-of: Motion7

Individuals:
S a surface

Individuals:
S a surface

Preconditions:
Sliding-Contact(B, S)
Along-Surface(dir, B, S)

Preconditions:
Contact(B, S)
Round(B)
Along-Surface(dlr. B, S)
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4. Examples
At this point a gre,|t deal of representational machinery has been introduced. It is time to illustrate
how QV theory can be used in physical reasoning. The examples are fairlh informal for two rcasons. First, the
finnali/,ation of the domains is still underway.3 Second, while Qualitatie Process thcory provides an
address sc eral considerations besides
import,tnt part of any dormain's theor\ ,a complete Model usually has it)
dnfnlics. such as spatial reasoning (qualitative kinematics, as it were). Still. these examples are complex
enough to pro%ide an indication of the theory's utility. The assumptions about other kinds of knowledge
required are noted as they occur.
4.1 Modeling fluids and liquid flow

*

*Suppose

*

This example illustrates some of the basic deductions sanctioned by Qualitative Process theory and
introduces the representations of fluids used in other examples. (These representations are slightly more
complex than the contained liquid description we have been using.) Consider the two containers illustrated in
figure 16. What will happen here?
We first introduce descriptions of the fluids. Following liaycs[1979b], we individuate liquids
according to what contains them. Figure 17 describes "pieces of stuff", and Figure 18 describes a particular
class of pieces of stuff that are indiN iduatCd by being inside a container. Any piece of stuff must be in some
state, either solid, liquid, or gas. Figure 19 describes the states of substances. The interaction of state and
containent is described in figure 20. Since initially there is some water in the containers, we will create
individuals corresponding to the water in each container. Call the pieces of stuff in containers c and o wC and
WDrespectively. We will assume their temperatures are such that they arc both liquids. -or simplicity we will
ignore the liquid in the pipe P1. We w.ill also ignore the precise definition of fluid paths, except to note that
Pt is one, connecting the two contained fluids.
our process vocabulary consists of liquid flow, whose description is illustrated in figure 21.
This model is very simple, because it ignores the possibility of different kinds of fluids and the details of how
fluids Move through the fluid paths (1I layes, 1979b] illustrates some of the distinctions that should be drawn
in a more detailed model).
With the situation we have so far. there are two process instances, one corresponding to flow from wc
to WD and the other corresponding to flow from wD to wc. To determine if either is active (thus determining the
process structure) we ha~e to know the relative pressures of wc and WD. Assume we deduce from the relative
levels that the pressure of wc is greater than the pressure of WD. lien the process instance representing fluid
flow from wc to wo will be active and the process instance representing fluid flow from wo to wc will be
inactive. Ihus the process structure is the set consisting of

4

1. At present work is focus;ng on two domains: the ncchanism world, and the fluids world. The mechanism
world includes the blocks world but also more complex shapes and some non-rigid materials. The aim of
work in the mechanism world is to understand devices such as mechanical watches and automobile
transmissions. [he fluids world is an attempt to extend I [ayes' theory of liquids to include gases and more
complex fluid systems such as found in steam plants.
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Fig. 16. rivo partially filled containers
Containers C and D arc connected by a pipe. C contains more water than D. In general an "-in" suffix
indicates a function that maps froni a container and a substance to a quantity.

U
Container C
Container D

Fluid path P1

;structural description
Open-Container(C)

Open-Container(D)
Fluid-Path(P1)
Fluid-Connected(C. 0. PI)
:the containers can hold water
Can-Contain-Substance(C, water)
Can-Contain-Substance(D. water)
;the levels are related
(M A~level-in(C, water)] Initial) > (M A[level-in(O, water)] Initial)

Fig. 17. Pieces of stuff
A piece of stuff has several quantities, a substance, and a location.
(V p E piece-of-stuff
Has-Quantity(p, amount-of)
A Has-Quantity(p. volume) A Has-Quantity(p, pressure)
A Has-Quantity(p. temperature) A Has-Quantity(p. heat)
A Substance(maae-of(p)) A Place(location(p))
A temperature(p) ocO+ heat(p)

U

Liquid-Flow(WC, WD. PI).

To find out what changes are occurring we must resolhe the influences. In this situation resolving
influences is simple. The fluid flow from c to o is the only cause of direct influences, changing amount-of for
wc and wo. Each of them has only one influence, hence
Ds[amount-of(WC)] - -1

and
D5jamount-of(WD)] - I

*llcse in turn influcnce volume, level and pressure, each of which has only one cc applicable(sce figure 20).

6
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Fig. 18. ('ontained stuff
Contained-Stuff

describes the conditions under which piece': '

'

.affexist inside a container.

Individual-View Contained-Stuff

Individuals:
c a container
s a substance
Preconditions:

Can-Contain-Substance(c. s)
QuantityConditions:
A[amount-of-in(c, s)] > ZERO
Relations:
There is p E piece-of-stuff

amount-of-in(c. s) - amount-of(p)
s = made-of(p)
inside(c) - location(p)

*'

C

*single

Thus we can deduce that the volume, level and pressure of wc are all decreasing, and the volume, level and
pressure of WDare all increasing. All other quantities are uninfluenced, hence unchanging. limit analysis is
similarly simple. The pressures will eventually be equal, which means the fluid flow will stop. It is also
possible that the container c will run out of water, thus ending wc's existence (although it is not possible in the
particula1r drawing shown). These results are summarized in figure 22. This graph of process structures can
be used to generate a history by first creating the appropriate episodes for objec , and processes from their
initial slices, and then selecting one or the other limit hypothesis as the end event for that episode. Usually we
will just represent the interconnections between possible process structures as we have done here. With only a
process and simple relationships between quantities, resolving influences and perfonning limit analysis
is simple. In more complex situations resolving influences and disambiguating the possibilities raised by limit
analysis will require more information, as we will see below.
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Fig. 19. States of matter
Ihe ten1peratures *it
MAhich State changes occur are modeled by two functions

t-nel

t and

t-boi 1. t-rel

t and

t-oil map pieces ofstuffont{o qualtities, and we asSUmTIe A[t-boil] is nexer less than A[t-melt]. Ille
qu,mtt conditions express the fact that a stbStnCC Call be in either state at a phase bouidary, but that a

particular piece cannot be in both states at once. To determine the state of a piece of stuff at the phase
bonndatr' requires either knowing its history or making an assumption.

Individual-View Solid(p)

Individual-View Liquid(p)

Individuals:
p a piece-of-stuff

Individuals:
p a piece-of-stuff

QuantityConditions:
Artemperature(p)] > A[t-melt(p)]
Liquid(p)

QuantityConditions:
AFtemperature(p)] < A[t-melt(p)]
A[temperature(p)] > A[t-boil(p)]
Solid(p)
Gas(p)
Relations:
volume(p) aQ+ amount-of(p)

t-boil(p)

Q+ pressure(p)

Individual-View Gas(p)
Individuals:
a piece-of-stuff

Sp

QuantityConditions:
- A[temperature(p)] < A[t-boil(p)]
- Liquid(p)
Relations:
temperature(p)

aQ+ pressure(p)

pressure(p)
Q+ amount-of(p)
pressure(p) OCQ volume(p)
pressure(p)
OQ+ heat(p)
;Instead of writing a constraint law, we use qualitative proportionalities
;to preserve the direction of physical effect.
The section on Causal
;reasoning explains why.

*
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F'ig. 20. Effects of state on cointainmeit
;Contained stuff has states as well(V p E Piece-of-stuff
(Contained-Gas(p) .- (Contained-Stuff(p)
A (Contained-Liquid(p) i.(Contained-Stuff(p)
A (Contained-Solid(p) *-(Contained-Stuff(p)

A Gas(p)))
A Liquid(p)))
A Solid(p))))

:Contained liquids have levels, which are tied to amounts
;and in turn (assurling an open container) determines pressure
(V c C contained-liquid
Has-Quantity(c, level)
A level(c) ccQ+ amount-of(c)
A Function-Spec(p-l -fun,

(pressur'e(c)

XQ+

level(c))))

Fig. 21. A process description of fluid flow
This simple model docs not describe the existence and behavior of the liquid within the fluid path.
process liquid-flow
Individuals:
src a contained-liquid

g

dst a contained-liquid
path a fluid path, Fluid-Connected(src, dst, path)
Preconditions:
Al igned(path)
Qu an titycond itions:
A[pressure(src)]

>

A[pressure(dst))

Rel ations:
Let flow-rate be a quantity
flow-rate aQ (A[pressure(src))

-

A[pressure(dstf)

Influences:
I+(amount-of(dst), A[flow-rate])
I-(amount-of(src), A~flow-rate])
;A fluid path is aligned if only if either it has no valves or every valve is open
(V p E fluid-path
((number-of-valves(p) -0) -Aligned(p))
A ((numner-of-valves(p) > 0) =* (V v E valves(p) Open(v)) -~Aligned(p))
A -,(number-of-valves(p)
<0))

4

4
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Fig. 22. Resolicd itifluences anrd limit analysis
lhe results of resolking influences and limit analysis for the situation invoking two containers are
summaried belor. The indisiduals in the Situation arc labeled is, the Process Structure by Ps, and limit
hpotheses by LN.

Changing D

values:

Ds[amount-of(WC)] - -1
Ds[volume(WC)U - -1
Dslevel(WC)] - -1
DsOpressure(WC)] - -1
Ds~heat(WC) ] - 0
Dsrtemperature(WC)J - 0

Ds[anount-of(WD)J - 1
Ds[volume(WD)] - I
Ds~level(WD)] * 1
Ds[pressure(WO)] - 1
Os[heat(WO)] - 0
Ds[temperature(WO)] - 0

limit analysis:
IS: {WC. WO)
PS: {Liquid-Flow(WC. WD, P1))

LH: A[pressure(WC)] • A[pressure(WD)]

LH: A[amount-of(WC)] - ZERO

IS: (WC, WD)
PS: ()

IS: (WD)
PS: (1

4
4.2 Modeling a boiler
Let us consider the possible consequences of the situation shown in figure 23. The situation consists
of a container partially filled with water. Initially the lid of the container is open: we stipulate that if boiling
ecr occurs, the lid will be closed and sealed. A flame, modeler' as a temperature source, is placed so that heat
can be conducted to the container and water (i.e., there is an aligned heat path between them). What sorts of
Lhings can happen?
To begin with, we need the contained substances defined in the previous example and a model of
containcrs. We assume that if the pressure inside the container exceeds a particular pressure D-burst(CAN),
the container will explode. Figure 24 describes the container model. We assume that, in addition to liquid
flow, the process ocabulary includes heat flow and boiling, as presented in section 3.1. We ignore the rest of
the dettils. such as the nature of leat and fluid paths and the detailed geometry of containers.
We start by assuming that no processes are actie before the heat source is turned on: in other words
that ill temperatures. pressures, etc. are equal so there are no flows, and that tie temperatures are in the
approp iate rcgions of their quantity spaces so that no state changes are occurring. (Note that, as usual, we are
making a closed world assumption both in assuming our process vocabulary is complete and that we know all
of tile relevant indisiduals). Since there is a heat path between the source and the container, if we turn the
heat source on and if
A[ternperature(SOURCE)]
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23. A simple boiler

Lid

Water
t-

Container

,-i----Flame

7! -Temperature source

SP

there is a heat flow from the source to the water. We ignore the influence of thec heat flow on the source by

Cassuming

Os[temperature(SOURCE) ] - 0

The only influence on temperature(CAN) is that of the heat flow, so

0]

lDtemlDerature(CAN)] - 1

This in turn causes a heat flow to the air surrounding the container and to the air and the water inside the
container. Since we are only thinking about the container and its contents most of these changes will be
ignored, and from now on when we refer to heat flow it will be the flow from the flame to the contained stuff,
using the container as the heat path. The temperature quantity space that results is illustrated in figure 25. If
A[temperature(source)] > Ait-boiI(water)) and die process is unimpeded (i.e., the preconditions for the
heat flow remain true), the next process structure to occur will include a boiling.
Suppose the preconditions for the heat flow continue to be met and boiling occurs. Then by our
initial assumptions the lid will be sealed. closing all fluid paths and thus preventing any flows. The amount-of

*

quantity spaces that result arc illustrated in figure 26. The influence of the boiling on amount-of(WATER)

moves it towards ZERO. So one of the ways the process structure might change is that all of the water is
converted to steam.
If all the water is converted to steam, the only active process is a heat flow from the heat source to
the steam. llus the solc influence on the heat of the steam is positsc, and (hecause of (Q) the temperature
also rises. Heat indirectly influences pressure. so the pressure of the steam will also rise. By cxamining the
quantity spaces for temperature and pressure we find there are two limit poincs which maiy be reached.
namely that the temperature of the steam can reach the temperature of the heat source and that the pressure

S"T

.
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Fig. 24. Asimnple container model
For simplicity we w ill miodel a container only as a collection of quantities. a set of picces of stuff which arc its
contents, and ia eca1psulated history to descrihe the possibility of it exploding. The gcomcetric information
necessary to detenninec flow paths and the spatial arrangement of the contents will bc ignored.
V c C container
[Has-Quantity(c. volume) A Has-Quantity(c, pressure)
A Has-Quantity(c. temperature) A Has-Quantity(c. heat)
A (Rigid(c) =* D5 [volume(c)] - 0)
A - Open-Container(c)
(V p E contents(c)
pressure(c) - pressure(p)
A temperature(c) - temperature(p))]

E

:note we are assuming instantaneous equilibration
within the container
Encapsulated History Explode
Individuals:
c a container, rigid(c)
e an episode
Preconditions:
(T - Open-Contalner(c) e)
QuantityCondit ions:
(M Arpressure(c) end(e)) -(M A[p-burst(c)] end(s))
(M A[pressure(c) during(e)) < (M AEp-burst(c)) during(s))

£

~~~Relations:
~ ea

vn

en~)-EVI
Terminates(c. EVI)
:rerminates indicates that the object does not exist past
;that particular event

of the container (which is equal to the pressure of the steam) can reach the explosion point. In the first case
there are no active processes, and in the second an explosion occurs. We have found one possible disaster, are
there more? lo find out, we must go back to the boiling episode and check the indirect consequences of the
changes in amount-of (STEAM).

Consider somec arbitrary instant Iwithin the boiling episode. Because the steaml is still in contact
their temperatures will be the same. Sinlce we assumed the container would be sealed when
with the %'iiter
hoiling hegan, there are no fluid paths hence no fluid flows. Therefore during I the only influence on
4

arnount-of(SEAM)

and on

amount-of(WATER)

is from

boiling.

So

DsEamount-of(STEAm)]-i

and

Because steam is a gas, there are sewcral indirect influences on temperatur (STEAM)

and

D Eanount-of(WATER))--.

pressure(STEAM) (See figure- 19). In particular,

353

Communal Assembly Paper

www.daifture.org

I

(

QP theory

-54-

I'orbus

Fig. 25. Quantity space or water temperature
The hcat flow is increasing the heat. and thus (via c:O ) . lzpcrature of the water. The lack of ordering
information between the temperature of the source and the boiling temperature leads to uncertainty about
what will occur next.

A[t-mclt(WI'ER) .

A[temperaturc(WATER)]

.

--

->

....

f

-

-...

Aftempcraturc(SOURC'I.)j

Aft-boil(WAER)]

Fig. 26. amount-of quantity spaces

C
ZERO

-p Alamount-of(WAT'R)]

ZE'RO .-

temperature(STEAM) OCQ. pressure(STEAM)
temperature(STEAM) o0C+ heat(STEAM)
p.'essure(STEAM) cXQ+ amount-of(STEAM)
pressure(STEAM)
O_ volume(STEAM)
pressure(STEAM)
Q, heat(STEAM)

*

1I

Alamount-of(ST.AM)

>

Assuning the container isrigid, DsEvolume(CAN)J-O, and since the spaces of the steam and water are separate
and fill
the container.
volume(CAN) - volume(WATER) + volume(STEAM)
SincC Dsrvol ume(WATER) ]--1. Ds[volume(STEAM)]-.

and Dm[vol ume(STEAM) ]Dm[vol ume(WATER)].

Assume the function that determines pressure(STEAM) is continuous in amount-of(STEAM),
heat(STEAM), anld volume(SrEAM ).

'l'hc any particular O[amount-of (STEAM)]

and D[heat(STEAM)],

we can

find acorresponding D[voume(STEAM)] such that

I
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-55(M Ds[pressure(STEAM)] I)

0

.

ic.. ie pressure at the end of i will be the same as it was at the start of I. I.et ,8stand for that valuc of
D[volume(STEAM). 'Ihen
(M A[volu~me(STEAM)] end(I))

- (M A[volume(STEAM)]

start(i))

+

is necessary for

Os [pressure(STEAM)] to he zero. A fact about steam is that, at any particular pressure and
temperature, tie volume of steam is very much greater than the volume of water it was produced from.' In
other words,
Ds[pressure(STEAM)]=O

EBut

DmEVolume(WATER)]<<Djvolume(STEAM)].

in fact,
Omrvolume(STEAM)]=Dm[volume(WATER)],

S0 O[volume(STEAM)]<

/.

This means that (MA[vol ume(STEAM) ] end(I)) will be less than
(M A[volume(STEAM)] start(I)) +

/3,

and because
pressure(STEAM) aQ_

volume(STEAM),

the pressure of the steam will be greater than it was, i.e.,
Ds[pressure(STEAM)]-1.

Since

Ds lheat(STEAM)]

-

1, both of the influences on

temperature(STEAM)

arc positive, so

D [temperature(STEAM)] - 1.

So far we have discovered that
Ds[pressure(STEAM)]

- Os[temperature(STEAM)]-l.

Since the %,ater and steam arc in contact their pressures will be equal, and since pressure indirectly affects the
boiling tempcrature, the boiling temperature will also rise. The possible relative rates introduce three cases. If
the boiling temperature is rising faster (om[t-boil (WATER)] > Dm[temperature(STEAM)]) then the boiling will
stop. the heat flow will increase heat(WATER) again, the temperature will rise, and the boiling will begin
again.2 In the other two cases (Dm[t-boil(WATER)] - D[temperature(STAM)3 and Dm[t-boil(WATER)] <
Om[ tempera ture(STEAM)]) tle boiling will continue, albeit at a higher temperature and pressure. In all three
cases, the increasing pressure makes A[pressure(CAN)] - A[p-burst(CAN)] possible, in which case the
container explodes. The alternaties arc summarized in figure 27. To actually determine which of these
occurs requires more infonnation, but at least we have a warning of potential disaster.
1. A, standard tcmpenrturc and pressure. ahout 220 times greater in fact.
2. lie astute reader will notice that this situation gives rise to a cycle of states that corresponds to a rising
equilibrium rathcr than an oscillation. Section 5.1 discusses how to use the equality change law to distinguish
between these cases.

II
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Fig. 27. Alternatives for sealed container
Hcrc arc rthc process structures envisioned for water being heated in a scaled container, gencrated by repeated
limit analysis.

Ps- (heat-flow)

Lfl

Are ve~te(WArERJ)

01-:A 'ioirft-of(WATER)]

Attemi~lerature(SOtiRCE)]

LUl:A~eprfr(A(

A~t-tiail(WATERfl

ER

PS Hle't-r Jowl

1.
H
1j

At tenoera ture( WATER)l
ShLAM)

~Ali,

A[ teipera Lure( SOURCE))

aLII:

A~tef.tueraLure WATER)]

A~t-boil(WATER)]

LH- Attepera ture WATER)]
Al. WATER,
TEAM)

A~tempevature(SOURCE))(

H:Rr:WsrlCAN 14

A~p-burst(CAN)]

4.3 Miodeling motion
One process we reason about every day is motion. Motion is complex because it is intimatcly
connected with our concepts of space and shape. Since QP theory only describes the form of qualitative
dynamical theories, it cannot carry thc entire r-cprcscntational burden imposed by motion. After devcloping a
simple motion vocabulary. we compare thc QP descriptionls with the carlier qualitative state recsintaio in

*
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order to illustrate the strengths and weaknesses of the QP model.
4.3.1 A siniple notion vocabulary
Consider a single object moving in one dimension. By ignoring the particular kind of motion it
exhibits (FLY, SLIDE, SWING, ROLL) which depends on the particular shape and type of contact with other
surfaces, we can develop an abstract vocabulary for describing motion. While very weak, such abstract
descriptions hae certain uss -- Ae can deduce that if we kick something but it is blocked. for instance, then it
w ill not move, and if we can rule out the most abstract motion possible we have ruled out all the more specific
kinds.
First we will need some simple descriptions of spatial relationships. The symbols 1 and -1 wi
denote distinct directions along some axis, and for some quantity Q
Direction-Of(<direction>,

Q)

is true exactly when As[Q] equals the indicated direction. The location of an object is modeled by a quantity
pos i tion, and if there is no immobile object directly against an object B in direction dir we say

I

Free-Direction(B. dir)
If there is an object in that direction which is directly in contact with it, say c, then we say
Contact(5. C. dir)

IF

inally. when some object c lies along direction d i r from object

B,we

will say

Direction-Towards(B. C, dir)

Figure 28 contains the process specifications for motion and acceleration. The motion process
occurs when a mobile object has a non-zero velocity and is free to move in the direction of its velocity (i.e., no
other objects in de way). Motion is a positive influence on position of an object, in that if the velocity is
positive the position will "increase" and if the velocity is negative the position will "decrease". (The problem
of mapping a quantity space onto more complex geometric fraines of reference will be considered in detail
below) Acceleration occurs when a mobile object has some non-zero net force in a free direction.
Acceleration pro%ides a positive influence on velocity, and in fact the influence is qualitatively proportional to
the net force and qualitaticly inversely proportional to the mass of the object -- the QP version of Newton's

4

second law.
While this description is Ncwtonian, Aristotelian and Impetus theories can also be described. 1 One
forim of Aristotelian motion, for example, can be written as in figure 29. Here motion only occurs when an
object is being pushed. An impetus theory is described in figure 30. Aristotelian theory has the problem of
Celxpiming what keeps a mov ing object going once it doesn't touch anything: inipetus theory explains this by
postulating that the push gives an object a kind of internal force or "impetus". While superficially like

1. [McCloskey, 19831 and [Clement, 19831 argue that naive theories of motion in our culture correspond to
impetus theories, rather than Aristotelian theories as previously suggested.
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rFig.
28. Process descriptions of Newtonian motion and acceleration
In this inotion vocabulary we
abstracted away the kind of motion

have
occuring (flying, sliding, swinging,
etc.) and the complexities of motion iii more thain onc dimennsion. Wc aIssume Sign values are assigned to
directions along somne axis, with magnitudes indicating distance from some arbitrarily chosen origin.

*

Process Motion(B~dir)
individuals:
8 an object, Mobile(B)
dir a direction
Preconditions:
Free-direction(B, dir)
Direction-Of(dir, velocity(S))
QuantityConditlons:
A,,Cvelocity(B)) > ZERO
Inf'luences:
I+(position(B). A[velocity(B))

-- - - - - - - - - - - - - - - - - - - - Process Acceleration(B ,dir)
Individuals:
B an object, Mobile(B)
dir a direction

G

Preconditions:
Free-Direct ion( B,dir)
Direction-O'(dir. net-force(S))
QuantityConditions:
Am[net-force(B)) > ZERO

*

Relations
Let acc be a quantity
acc CCQ net-force(B)
acc CrQ mass(e)
The basic QP version of F a
Correspondence((A[accJ ZERO)
(A~net-force(s)] ZERO))
Influences: I+ (velocity(B) A[AccJ)

momentumn, impetus kinematics is very different.' Impetus also differs from momentum in that it can

1. In particular. impetus is not a vector quantity. Subjects vary in their beliefs as to the means of combination
for imipecus: thcy include rules like "[he motion is in the direction of the biggest impetus." There are other
oddities as well '-- for example, impetuis "remembers" not just the direction of the push but some of tie
ious history of directions, so that it mov ing object leaving a spiral tube will move in it spiral for a little
While. Sec IMiCCloskey, 19831 for details.

*prev
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Fig. 29. Aristotelian motion
a constant
that objects ofrequired
thcoriiedindependent
Aristotle
process.push to keep them going. Note that velocity does not
de motion
have an existence
Process Motion

Individuals:
B an object, Mobile(B)
dir a direction
Preconditions:
Free-Direction(B, dir)

Direction-Of(dir, net-force(B))
QuantityConditions:
Am[net-force(B)] > ZERO
Relations:
let velocity be a quantity
velocity Oco+ net-force(B)
velocity ccO . mass(B)
Influences:

I+(position(B), A[velocity])

..
*

spontaneously dissipate. Compare the dissipation of impetus with the Newtonian model of sliding friction in
figure 31. Here friction occurs when there is surface contact, and produces a force on the object that is
qualitatively proportional to the normal force and acts in a direction opposite that of the motion. lhe effect
of friction occurs indirectly, through providing a force that changes acceleration, rather than directly as in the
impetus theory.
Collisions are complicated in any theory of motion, because they are usually described in terms of a
piece of history. We will use an encapsulated history, as introduced in Section 3.8. The simplest description
of a collision just involves a reversal of velocity, as illustrated in figure 32. As a simplification we have
assumed C is immobile so that we won't have to worry about momentum transfer between moving objects and
changes of direction in imore than one dimension. Even our more complicated models of collisions appear to
use such encapsulated histories, such as a compound history consisting of contacting the surface, compression,
expansion. and finally breaking contact. The type of collision -- elastic or inelastic -- that occurs could be
specified by referring to a theory of materials for the objects involved.
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Fig. 30. An imtpetus dynamics for inotion
In imlpetu1S theor1ies Of !-otion, a puIsh imparts 'impctus" to an object. An objct's impetus is an internalized
force that keeps on puIshing the object, 011S caulsing motion. Motion eventLially stops bccauISC impetus
dissipates with imne.

-.

Process Motion

Process Impart

Individuals:
B an object, Mobile(B)
dir a direction

Individuals:
8 an object. Mobile(B)
dir a direction

Preconditions:
Free-Direction(B, dir)
Direction-Of(dir, irpetus(B))

Preconditions:
Free-Direction(B, dir)
Direction-Of(dir, net-force(B))

QuantityConditions:
A,[impetus(B)] > ZERO

QuantityConditions:
Am~net-force(B)J

Relations:
let vel be a quantity
vel CCQ impetus(B)

Relations:
Let acc be a quantity
acc OcQ net-force(B)

IInfluences:
I+(position(B). A[vel])

>

ZERO

acc ccQ iass(B)
Influences:
I+(impetus(B). A[acc)

Process Dissipate

C

Individuals:
B an object, Mobile(B)
QuantityConditions:
Am[imlpetus(Bfl

>

ZERO

Relations:
Let acC be a quantity
As[acc] - A5 [impetus(B)]
Influences:
I-(inlpetus(B), A~acc)
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Fig. 31. Nloi ing friction in newtonian sliding
Objects have a set forces-on, whose sum is the net force oil the object. Friction is modeled by an
indi idual %iew rather than a process hCa use it contributes directly to the force onl an object. rather than the
dei ativc of the force.
Individual View

I

Moving-Friction

Individuals:
B an object, Mobile(B)
S a surface
dir a direction
Preconditions:
Si iding-Contact(B,S)

EQuant ityConditos
Motion(B, dip)
Rel at ions:
Let fr be a quantity
fr CCQ normal-force(B)
As~fr] - -A5Evelocity(B)J
fr E forces-on(B)

I

Fig. 32. C'ollidinig modeled as an encapsulated history
Sometimes all we know about a1Situation is the particular kind of behavior that will occur. While violating

*
*

composahilit., encapsulated histories are the only way to evolve a history in such cases. This particular
EncapslaLted IHistory describes a perfectly elastic collision with a fixed object in one dimension.

*

Encapsulated-History Collide(B. C, dir)
Individuals:
B an object, Mobile(B)
C an object, Immobile(C)
dir a direction
E an event

-4

Preconditions:
(T contact(B,C,dir) start(E))
(T direction-towards(B.C, dir) start(E))
Qu an tityCondit ion:
(T Motion(B~dir) start(E))

4

(Maton
A[velocity(B)] start(E))

.-

(M A[velocity(B)) end(E))

(M velocity(B) during(E)) - ZERO
duration(E) -ZERO
(T contact(B.C,dir) end(E))

4

4
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4.3.2 Relationship to qualiltalive states
lPrc ioLis o1k onl representing inotion used a qualilalive shte representation for motion [de Kleer,
1975]I.+orbus. l198 Ia]. an abstr.act Ion of the notion of'state in classical mechanics. Some of the paramcters that
would appear ii a classical description of state are represented abstractly -- for example, position is
represented by a piece of space. and %elocit b a s.nmbolic heading. While in classical phsics the type of
ilctmt. is left implicit in the choice of descripti~e equations, the qualitative state representation explicitly
the type of activity (FLY, SLIDE, CtC). Qualitativc states are linked by simulation rules that map a
qualitati\ e state into the set of qualitati%e states that can occur next. -nvisioning using such simulation rules
is simple: given an initial sute use the rules to generate new states, and repeat until no new states are
generated. Figure 33 illustUates a physical situation and the envisionment that results. Ihe envisionment can
be used to answer simple qicstions directly, assimilate certain global assumptions about motion, and plan
solutions to more complex questions. By examining the relationship between the qu,,litative state
representation and the QP representation we will understand both more clearly.
Consider a process vocabulary comprised solely of motion and acceleration. The limit analysis for a
moving object will include only the possibilities raised by dynamics, such as the acceleration due to gravity
reversing the velocity of a ball or friction bringing a sliding block to a halt. The possible changes in process
structure caused by kinematics -- such as the ball hitting a wall or the block flying off a table - are not
predicted within this vocabulary. I'o include them would require encoding the relevant geometry in such a
\Nay that it can he moscd out of the preconditions into the quantity conditions. To do this, we must first
describe space by a place vocabular,' because we must break space up into distinct pieces that can be
reasoned about symbolically. We might then try to use the entities in the place vocabulary as elements in the
quantity space for position. Then the kinematic changes would be discovered by limit analysis just as the
dynamical ones are.
Unfortunately, things are not so simple. First, we need to introduce an ordering between elements
of the place vocabulary. (This ordering need not be total; we can use ambiguity in the ordering to represent
our lack of knowledge about the precise heading of the moving object). For motion in two or three
dimensions this requires specif)ing a direction, since total orders are only Aell-defined for one dimension.
And because we have specified a direction, we now must also specify the place we are starting from, since that
will determine what the neighbors in the position quantity space are. (Consider walking out your front door
while throwing , ball up in the air. What the ball might hit changes dramatically.) However, this means the
place and directior must be included in the specification of the motion process. If we could sucessfully add
such information, an instance of the motion process in this vocabulary would begin to look like a qualitative
state for the same collection of places and type of motion. The qualitative simulation rules would thus
roughly correspond to a compilation of the limit analysis on this new motion vocabulary.
Fron this perspective we can see the relative strengths of the two representations. For evolving
descriptions of motion the qualitative state representation seems superior, because kinematic constraints are
essential to motion. I lowever. simulation rules are an opaque form of dynamics theory -- they do not contain

1. [Forbus, 1981a] describes the principles involved and defines a place vocabulary for motion through space
in a simple domain.
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Fig. 33. Qualitachie state description of motion
Consider the ball moving leftwards as depicted below. A qualitadve description of space (place vocabulary)
can be computed from die diagram and die possible ways die ball can move given that initial state are
depicted schematically over dic places they occur. A detailed description of one state and its relatonships
betwecn other sttes is also shown.

C'&0; FLY Space-Region3 (Left Down)
leads to
PASS SegmentIZ (Left Down)

COLLIDE Segment3 (Left Down)
StatI. COLLIDE Segment3 (Left Down)
leads to
e
oSLIDE/STOP Segment3 (Left Down)
FLY Segment3 (Left Up)

i-oiI

Place Vocabulary'

Physical Situation

Result of Envisioning
(86 distinct Qualitative States)

-

-

i

.

i

"

I

.1

I

-I

_

Border

Division in free space

510 1

Surface

*
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the assumptions under which they operate. Thus its "compiled" nature makes the quaitative state
representation inappropriate for Nery simple deductions (, here only part of a quahitldtive state is known), or
for more subtle analy ses that involve perturbing a system. In particu~lar, the q ualitativ e state representations
1,or Ifotion are not easil. composable to form descriptions of inore complex systems. The example of section
4.5 illustrates a more subtle analysis of motion made possible by Qualitative Process theory.
4.4 Modeling imaterials
Let us consider what happens when we pull on something. If it doesn't move, then its internal
structure is "taking Ip" the force (this can happen cen if it does mnoe - try hitting an egg with a baseball bat
but e%ill ignore this case). Three things can happen - (I) it might do nothing (rigid behavior), (2) it might
stretch (elastic behaitor) or (3) it might break. [or a push, the object might again do nothing, it might
compress, or it might crumple. We can use the notions of quantity and process provided by QIP theory to
state these facts. In particular, se can express the changes between these kinds of behavior by creating
indi\ idual xie~ss describing these properties, introducing new elements into the quantity space for forces on
an object.
The concepts involved with elasticity can be thought of in terms of applied force versus internal
force. If the magnitude of the applied force is greater than that of the internal force, then the length of the
object will change. [he change in length results in an internal force that will counterbalance the applied
force. 'I ree individual \ie s describe the states of an elastic object, either stretched, relaxed, or compressed.
tFigure 34 illustrates the individual view tor elastic objects and their states. To avoid the complications of
shape and connectivity, we only model one-dimensional objects that have a fixed end. By convention, forces
into an ohject (pushes) wsill be negative and applied forces directed outwards (pulis) will be positive.
Imagine that we apply a constant force to an elastic object (with, say, a robot hand uinder force,
rather than position, control). An imbalance between internal and applied forces will result in the length
chmn illg. I XaCtlV what occurs depends on the state of the elastic Object (stretched, relaxed, compressed), the
sign of the applied force, and the relative magnitudes of the forces (the dependence on the sign of the internal
force isin encoded
the state of the object via the a Q and correspondence.are

[

"

0

stretching, compressing. and tw.o kinds of relaxing. These processes are described in Figure 35.
Of course, objects are not perfectly elastic. If the applied force is very small, objects will often
behm\ c rigidly. If too much force is applied an object can break or crush. The rigidity under small forces can
be modeled by adding another quantity condition to stretching and compressing. For a partially elastic object
the thresholds for compressing and stretching will be called t compress and f stretch respectively. The
conditions under \khich crushing and breaking can be captured similarly by thresholds fcrush and fbrea k'
which are functions of bCI the matcrial and the object (to allow for dependence on the shape). l'hc process
descriptions for crushing and breaking are however inore complex than compressing and stretching because
the\ involve irreversible changes. 'his requires statements in the relations field that explicitly mention time,
turning.4 tile description into an encapsulated histor, rather than a true process. Much of the information that
must be included concerns deformations of shape and transformations of one object into several. As with
kincmatics, these issues ale beymnd the scope of Qtualitative Process theory.
Figure 36 illustrates force quantity spaces corresponding to different kinds of materials. In theory a
taxononmy such as this one could he used for claissifying a material by applying forces to it and seeing what

0
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of elasfic objects

A\n claaic objc:ct Store,. enero

in ie~ersihle deforni tions of'shape. The basic %~iey, of an elaistic object relates
fL11
HItrnI I'Orce and len eth. and the other th rce ews describe the states it can be in.
Individual -View Elastic-Object
Individuals:
B an abject
Preconditions:
Elastic-Substance(nade-of(B))
Relations:
Has-Quanti ty(B.

(

length)

Has-Qbanti ty(B, internal -force)

Has-Quanti ty(B, rest-length)
Ds~rest-length(B)] w0
internal -force( B) cc Q, length(B)
Corresponuence((internal-force(8) ZERO)
( length(B) rest-length(B)))
-------------------------------------------------- -------Individual-View Relaxed
Individuals:
B an elastic-object
QuantityConditions
EAlaength(B

-

Arest-length(B)l

Individual-View Stretched
Individuals:
a

B an

elastic-object

QuantityConditions:
A[length(B)e
> A[rest-length(B))

Individual-View Compressed
Individuals:
B an elastic-object
QuantityConditions:
A[length(B)]

<

A[rest-length(B)]

IniiulVewCmrse
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Fig. 35. Stretching. compressing, and relaxing
]hbe Colntinuus ch nges that can occur to elastic obJQ:':.,
belo". The individual views of stretched, compressed, and rcLAa .

S

process Stretching

process Relaxing-Minus

Individuals:
B an elastic object

Individuals:
B an elastic object

Preconditions:
Position-Constrained(B)

Preconditions:
Position-Constrained(B)

QuantityConditions:
Compressed(B)
AsCapplied-force(B)] - 1
An[applied-force(B)]
> Am[internal-force(B)]

QuantityConditions:
Stretched(B)
Anfapplied-force(B)]
< Am[internal-force(B)]

Relations:
Let SR be a quantity
SR cQ+ (Am[applied-force(B)]
An[internal-force(B)])

*

process Compressing

process Relaxing-plus

Individuals:
B an elastic object

Individuals:
B an elastic object

Preconditions:
Position-Constrained(B)

Preconditions:
Position-Constrained(B)

QuantityConditions:
Stretched(B)
As[applied-force(B)] - -1
Am[applied-force(B)]
> Am[internal-force(B)]

QuantityConditions:
Compressed(B)
Am[applied-force(B) ]
< Am[internal-force(B)]

Relations:
Let SR be a quantity
SR xQ, (Am[applied-force(B)]
SR
- Am[internal-force(B)])
Influences:
I-(length(B), SR)

*

Relations:
Let SR be a quantity
SR oQ+ (Arl[applied-force(B)]
- Aminternal-force(B)] )
Influences:
I-(length(B), SR)

Influences:
-+(length(B), SR)

*

arained by an applied forcc arc described
are described in die previous figure.

Relations:
Let SR be a quantity
Q+ (Amfapplied-force(B)]
- Amlinternal-force(B)])
Influences:
i+(length(B), SR)

0
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l'ig. 36. Materials classified by quantity spaces
I)istinct kinds of inaterials gi\e rise to different quantity spaces because different comhinatiuons of processes
can occur. Ihis taxonomy should allow a niaterial to be classified by tpply ing florces and obscr ,,g what
kinds of things actually occur.
Rigid:

Rigid

<no processes affecting length>

Elastic:
<stretching and compressing apply>
Breakable:
ZERO < fbreak

Crushable:
fcrush < ZERO

Partially stretchable:
ZERO < fstretch
Partially compressible:
fcompress < ZERO
Brittle:
fcrush

< ZERO

< fbreak

Partially elastic:
fcompress < ZERO < fstretch

(Norimal

n
fcrush < fcompress
< ZERO < fstretch
< fbreak

,it, (,I hch' ,r re,,uli. In a richer mtodel of materials forces along different directions would result in
1(1su.1hA,attempting to bend balsa wood against its grain instead of along the grain) and the
dittL r t hch,f
wuld be included.
rrution %,,
cl t, tM p1, ,i dehC
- cOMunIMun is to be able to express in some usable form that "you can pull with a string,
\ ,,s..
.m he succinctly stited, at least to a first app)ximation, using QP theory.
1111t lwt push ,..il it-. 1his Fatct
I ,,[. c1in,,ide ,,h. pushc-, aind pulls are. Hoth concepts invoke one object rmaking contact with another to
. R
that
11 if (lie diiccnon of the applied force is towards tile object it is a push, and if the
fft
[Ie (1hj,,'. then it is a pull. Obsiously a push can occur ,Nith any kind of contact, but
tho
dlrti i, ,'..
pull.S kan11 i )oc fir , ici t%() object,s merely touch each other.
I idci,,t.,uding ho% pushcs and pulls arc transmitted is fundamenual to understanding mechanisms.
ii ',Ide the ntion of' pu.h-lIrdnimlcr. aud pull-traiz.smiticrs. We say an object is a
I 'first . s', uidel.
push lauls.ellitci
v. hCn it is pusied, it will in turn push an object tilat
is in contact s&itlh it, in the direction
bet, ccn the t~A coni,tct po ints. IPull transmitters can be sinilaly defined. INis particular set (IFdefinitions is

1. Marvin iiiky. pIersoal communication
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obviously inadequate for mechanisms, and is only for illustration. Note also that push-transmitters and
pull-transmitters need not be reflexivc relations. Rigid objects arc an exceptional case:
V B E obiect
rigid(B)

=*

(V cl, c 2 E contact-polnts(B)
Push-Transmitter(cl. c2)
A
A

Push-Transmitter(c 2 , c1 )
Pull-Transmitter(cl, c 2 )

A Pull-Transmitter(c 2. c1 ))

Strings, however,are more complicated. A string can never be a push-transmitter:
V s E strin
(V t E time (T

('

Push-Transmitter(endl(s). end2(s))
A -' Push-Transmitter(end2(s), endl(s)))

t))

But ifitisTau t it can be a pull transmitter:
V s E string
(V t E time
*

(T taut(s) t)

-

(T Pull-Transmitter(endl(s), end2(s)) t)
A (T Pull-Transmitter(end2(s) endl(s))

t))

Now tile problem becomes how to define Taut. As a first pass, let ends-distance be a type of quantity
representing the distance between the ends of the string. Then we can define Taut as an individual view:
Individual View Taut
Individuals:
s a string
Quantity Conditions:
Am[ends-distance(s)]

<

Am[length(s)]

This model assumes that only the ends of the string contact other objects - it would fail for a rope hanging
over a pulley, for instance. A better model isto divide up the string into segments according to whether or
not that part of the string is in contact with a surface. A string isthen taut ifeach segment that is not in
contact with a surface is taut:
V SE strina
(V seg E segments(geometry(S)) Free-Segment(seg, S) =P Taut(seg))
-

Taut(S)

This of course ignores the fact that the non-free segments may not be tight, as say for string lying on the floor.
A full definition would also require tension along the entire string, but we have strayed far enough from
dynamics already.

2.Consider for example a rocker arm conectcd to a pivot or two blocks resting on the floor that are tied to
together by a length of string. inthe first case a push Aill be transmitted ina different direction, and in the
second case itcan be transformed into a pull. Better theories of push and pull transmitters will require
representing kinematics in two and three dimensions.

S

,•
368

. i"
Communal Assembly Paper

.i.
www.daifture.org

0

IForbus

(

QF' thecory

.69-

4.5 An oscillator
DM nainical reasoning insolses more than just simulation. 11h analhiing the possible beha'~iors of a
sittiton we can produice a summar\ of its behavior and eventual disposition(e.g.. [Forbus. 1981a]). In
cl&ssical ph'~sics these analyses are often concerned withi stbility. Hcre we will examnine a simnple Situation
niiolving mohtion and matcrials. ascertain that it is an oscillator, and perturb it to figure out under what
conditions it will remain stable.
Consider the block B connected to the spring s in figure 37. We will model the spring S as device
satisf~ing Ilooke's law (see figure 34). lnitiall% we will assume the spring cannot break. To model the
position constraint on the spring's length by being rigidly connected to the block and to set thc origin of
position to the location at which the spring is relaxed, we will assume:

*

0

CorrespondenceC (A[length(S)] A~rest-length(S)]) (A[position(B)] ZERO))

Suppose
the block is pulled back so that the spring is extended. Initially we also assume that the contact
r,3
hetween the block and the floor is frictionless. What will happen?
Since initially the spring is extended (i.e.. A[iength(S) ] > A~rest-length(S)]), the spring will exert

[T4

0

Fig. 37. A sliding block

*
6

C

Here isas~stcm we will analyze to determine what it does and how different factors, such as whether or not
there is friction, affect its behavior.

Ti

LT2

[T5
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a force. This will in turn exert a force on the block which, since the block is free to move leftwards (s is not
*innliobile),
will cause an acceleration. So dhe initial view and process structures are:
VS: (Stretched(S))
PS: {Acceleration(B, -1))

3

However, A[velocity(B)] will change from ZERO in an instant (by case I of the equality change law), st. the

process structure will become
PS: {Acceleration(B. -1). Motion(B, -1))

1, by the ccQ+ above we have DsCIength(S)] -ias well, and by the correspondence
in the definition of elastic objects, O[ internal -force(S)] -- i as well. The next limit point is reached when
A[length(S)] - A[rest-length(S)], making s relaxed instead of stretched. When this occurs
A[net-force(B)] - ZERO, thLus ending the acceleration. The motion, however, continues. The process and
view structures become:
Since Ds[position(B)]

VS: (Relaxed(S))
PS: (Mction(B, -1))
This state of affairs will last but an instant, since position is still decreasing. As the position moves past ZERO
we will have
VS: {Compressed(S))
PS: (Motion(B, -1).

Acceleration(B. 1))

The only limit point that can be reached occurs in the quantity space for velocity, i.e. A[velocity(B)]
When that occurs the motion will stop, leaving:

-

ZERO.

VS: (Compressed(S))
PS: (Acceleration(B, 1))

E

Since acceleration directly influences velocity, this state of affairs will instantly change to:
VS: (Compressed(S))
PS: (Motion(B, 1), Acceleration(B, 1))

The conclusion that the next change results in
VS: (Relaxed(S))
PS: (Motion(B. 1))

with an instantaneous change to
VS: {Stretched(S))
PS: {Motion(B. 1), Acceleration(B, -1))

*

which lasts for an interval and then yields
VS: (Stretched(S))
PS: (Acceleration(B, -1))

*

follows in the same way. I lowever, this situation matches the initial situation - the quantity spaces, view and
process structures, and D values are all the same. Thus we can conclude that an oscillation is occuring. Note
S

U
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that tile view and pr-OCess Structures must be the same. because in principlc the preconditioni, miight have
changed.
SOmel Of' die ZISSUi ptiOlns made in producinig the pro cess hisn F\ ci niio he peitobed to cxaminc
effects, of different phlsical models. For instan1ce. Suppose the sprinIg IN Li tshihlc and hiL%1kahie, as
defined prec jousix'. [hen there are limit points1,JiMinid rest - lerig th s t111 ciresIml ii 10 111"
ujrence'I
crushing or breatking. It seemsII crust,1ing ni11.1t he iulcd out1h .1sliiiption. ic the, ii"eu'
s ha ,e
decelopcd so far does nlot atlo\4A us to rule1It out ai~cojitiaidictiomi. WC cAiii.h.
dkedli _ th,0 the spring
von't break Uinder the conditions above.
It' we can prome that the hNock \kill go Out no further tan Allhen itStartcd, thenI \AC -Iil L1.111i that it
"in't break hecause it didn'~t brea1k Inl the fiist plc
Ihis, reqn1iie an1CnIIg JJayiiioent. 11he ciieig theory
x e ki Use is %cry Simlple.
I here are Lcrtaii r pes (it' qtuin ttiics that irc 'f i - quIImlI,
S. M10
i
Clr
(juLItahti\vetv proipoitional to cci tarn Other ut.Jit ieand exist \s henever they do. Ivo kiniis of energy are
kinetic energy and 'spring' elcig . Fo r e. erx Phjct there is a total energy,
IS the sum1 oIf it', energy
quant)ities. Figure 38 describes S~steins and energy quaintiis more fornlally, and and Figure 31)des.cribes
sourI-cs, Sinks, and conser\ ation laws.
Here the system is die niass aind spring combination. At time ti the block is still but the spring is
stretched, i.e.,

ek

'.Which

*
*

(M A~velocity(O)l tl) - ZERO
(M A[iength(S)] tl) > Arrest-length(S))

C

which means that
(M total-energy(SYSTEM)

*

t1) > ZERO

If'energy is conserved and there is no Influx of' energy, then we know

0

V t E time
After(t,

t1)

-

"(M

total-energy( SYSTEM)

t) >(M total-energy( SYSTEM)

I)

This means that the btock Can only go out as f'ar as it was at ti, since if' it e~er %krit
out farther we woutd
contradict the previous statement.
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Fig. 38. A simple energy theory energy & systis
I fie Predicate Energy-Quant ity asserts that its argUmnent is a quanltity type representing a kind of energy.
'lergv quantities occur as atconsequence of objects having particular other types of quantities. Thec energy of
atsystem~ is t11e sumn of die cnergy quantities for its parts.
Energy-Quantity(kinetlc-energy)
velocity gives rise to kinetic energy
V 8 E obiect
Has-Quantity(B, velocity)
(H-as-Quantity(B, kinetic-energy)
A kinetic-energy(B) cc+ m[velocity(B)J
A(A[kinetic-energy(B N. ZERO
A[velocity(B)] - ZERO))
Energy-Quantity(SpringEnergy)
;an internal force gives rise to "spring" energy
V B E oblect
Has-Quantity(B, internal-force)
(Has-Quantity(B, spring-energy)
A spring-energy(B) OcQ m[internal -force(B)]
A (A[spring-energy(B)] - ZERO
A[internal-force(B)J - ZERO))

e

;the total energy of an object is the sum of its energy quantities
V B E obiect
Has-Quantity(B. total -energy) A Set(energy-quantlties(B))
A V q C quantities(B) Energy-Quantity(q) -~ q(B) E energy-quantlties(B)
A total-energy(B) -sum-over(energy-quantitles(B))
;the energy of a system is the sum of the energy in its objects

4

V sys C system Set(objects(sys)) A (V b E objects(sys) Fhysob(B) V System(B))
A Has-Quantity(sys, total-energy) A Set( energy-quantl ties( sys))
A (V B C objects(sys)
Subset(energy-quantities(B). energy-quantities(sys)))
ignore converse case (assume all members must be from some part)
A total-energy(sys) *sum-over(energy-quantities(sys))
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Fig. 39. k simple energy theory - sources, sinks, and conservation
T[here arc sc. ral forms of cnergy conservation, some stronger than others. The Aeakcst says Lhat if there is
no inioA then the cuergy never increases. The strongest says that in a closed s)stei the energ is always the
sarnc.

*

se

;processes can be sources and sinks w.r.t. a system
V pi C process-instance V sys E system V q E quantity-type
Source(pi. sys. q)
(3 B C objects(sys) Influences(pi, q(B). +1))
A -(3 B C objects(sys) Influences(pi, Q(B). -1))
;define sinks similarly, ignore cross-flows
V pi C process-instance V sys E system
Energy-Source(pi, sys)
(3 q ( quantity Energy-Quantity(q)
A (V q E qiiantity Energy-Quantity(q)
;energy sinks are defined analogously

A Source(pi, sys, q))
Sink(pi. sys. q))

;Conservation laws
;local version - each process conserves energy

*

V pi E process-instance
(3 q1 C quantity
Energy-Quantity(ql) A
-(3 q2 E quantity
Energy-Quantity(q2) A

Influences(pi, qI, -1))
Influences(pi, q2, 1))

;if you don't kick it it won't get any higher..
V sys C system V i E time
(V pi E process-instance
Energy-Source(pi, sys) =
(V 11 E during(i) (T Status(pi, INACTIVE) I,)))
=

-'

(M total-energy(sys) end(i)) > (M total-energy(sys) start(i))

;more complex version:
V sys E system V i E interval
[(V oi C process-instance
Energy-Source(pi, sys)
(V I, E during(i) (T Status(pi, INACTIVE) I,)))
A (V pi E process-instance
Energy-Sink(pi, sys) =
(V I, C during(i) (T St, us(pi. INACTIVE) I0))
(M A[total-energy(sys)] start(i)) - (M A[total-energy(sys)) end(i))

*

0
4.5.1 Stability analysis
'ro further analy/e this system, we must treat the processes that occur as a compound process. We
can start by writing an encapsulated history, including properties of the objects taken Oer tie piece of history
*

(a cycle of the oscillator) so defined. We want to perform an energy analysis. so we \&ill include ie total
energy of the system (total -energy(SYSTEM)) and the maximum length of the spring over a cycle
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since length(s) gives us an indication of"spring energy". We assume the relations for the
compound process include:
(max-length(S)),

max-length(S) OcQ, total-energy(SYSTEM)
correspondence((max-length(S), ZERO). (total-energy(SYSTEM) ZERO))

since during each cycle there %ill be some time during which all of the energy is in the spring. Fo perform an
energy analysis we must re-writc any inequalities in the quantity conditions in terms of energy, to wit:
Quantity Conditions:
A[total-energy(SYSTEM)] > ZERO

*

r

*

Thus if the total energy of the system ever reaches ZERO during an occurrence of the compound process it will
no longer be acti e. because tile total energy of the system is zero only when the spring is relaxed and the
block is unmoving. Note that tie quantity condition is no longer tied to a particular episode of the
encapsulated history. [his means that, unlike tile encapsulatcd histories previously encountered, we cannot
use this one for simulation. Instead, we use it to analyze global properties of tie system's behavior.
We can use the basic QP deductions on this new description to determine the consequences of
perturbing the model of the situation in various ways. Each perturbation is represented by a process that
influences one of the parameters that determines the energy of the system. For example, suppose friction
were introduced into the system. Its effect will be modeled by introducing a new quantity, e-loss(SYSTEM),
the energy lost during a cycle. Then Os [total -energy(SYSTEM)J]-1, and we can deduce, via limit analysis,
that the quaniity condition above will eventually be false, and so the oscillation will eventually stop. Suppose
the system is pumped so that its energy is increasing (i.e., Ds[total-energy(SYSTEM)l-I). While the quantity
condition abo~e will remain true. tile energy will be continually increasing, which means the force on the
spring will increase over time (since during part of the cycle the energy is all in the spring, and the spring
energy is qualitatively proportional to the internal force of the spring). If the spring is breakable, then there
will be a limit point in the quantity space for the spring's force that will eventually be reached. So the spring
could break if the system is frictionless and pumped.
Let us examine in detail Mhat happens if the oscillator is subject to friction, but we pump it with
some fixed amount of energy per cycle, as would happen in a mechanism such as a clock. Is such a system
stable? We will call the energy lost to friction over a cycle e-loss(SYSTEM) and the energy added to the
system over a cycle e-pump(SYSTEM). The only things we will assume about the friction process in the system
is that
Relations:
e-loss(SYSTEt4) ccQ+ total-energy(SYSTEM)
correspondence((e-loss(SYSTEM), ZERO), (total-energy(SYSTEM), ZERO))
Influences:
t-(total-energy(SYSTEM). Are-loss(SYSTEM)])

The loss being qualitatively proportional to the energy is based on the fact that the energy lost by friction is
proportional to the distance tratcled, which in turn is proportional to the maximum length of the spring,
Which itself is qudlitativcly proportional to the energy of the system, as stated above.
' fhe lower bound fir the energy of tie system is ZERO, and an upper bound for energy is implicit in
the possibility of the parts breaking. The result, via the a Qstatement above, is a set of limit points on the
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qlU.116uk space for e- 1os s( SYSTEM). If We assuITe e-pump (SYSTEM) is within these limit points then there will
be atvaluie for total -energy( SYSTEM), Call it e-stable( SYSTEM), such that:
V t E

cycle

(M Aftotal-energy(SYSTEM)] t) -(M A[e-stable(SYSTEM)] t))
(M A[e-loss(SYSTEM)J t) -(M A[e-pumip(SYSTEM)] t)

*

Note that e-stabl1e (SYSTEM) is unique because ~ is m1onotonic. If the energy of the system is at this point,
the influences of friction and pumiping will cancel and the systemn Will stay at this energy. Suippose
(M A[total-energy(SYSTEM)]

t) > (M A[e-stable(SYSTEM)]

t)

Then because the loss is qualitatively proportional to the energy, the energy loss will be
greater than1 the enlergy gadined by pumiping. i.e., DS[total -ener-gy (SYSTEM) ]-i1 and the energy will drop
Util it reCaches e-s tabi e(SYSTtM). Simlilarly, if total -energy(SYSTEM) is less thaln e-stable(SYSTEM) the
illtILuenCC of' friction on the energy will be less than that of the Pumping, thus DS total -energy(SYSTEM)]-).
'I his " ill continue until the energy of the systemn is again equal to e-stabl e(SYSTEM). Therefore for any
partiCL1L11w pumpIIing energyZ there will he at stable oscillation point. This result is actually a qualitative version
of the lproo f of the ex istcnce and stability' Of linl it cycles in the Soluition oftit differential equation. It is
surprising just how little inkloation about thie system we needed to draw these conclusions, and it will be
intercsting to see what other results fromi the classical theory of differential equations can be derived from
qualitIiC in fonnation alone.
over somle Cycle.
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5. Further consequences
[hei COnlcepts of Qualitati%o:Process theory pros ide a represeintatioinal fi Amnework for a certain class
of deductions aibout tie phisicaI world. In t-hi-, section wC examfineC thle conisequCnCeS Of this framework for
some "higher-Ievel" issues in common xse phssical reasoning. Seseral1 Of these issues arise in reasoning
about1 designed systems, while others coser inorc general topics.

5.1 D~istinguishing oscillation fromt stutter
As we hase seen. enosisioning

*

--

gecrating- all the possible behasiors of a system

-.

can hc performed

h-% repeatedl limit analysis. 'Ilie result is a linked groph of situations,. whid' can he traversed to formn any of the
ptissible histories to- the objects that Comprise the system. In walking ts graph we may find a termninal state
L':thvr bcause thic situatiion is quiescent- because we do noit kniow. how to esolse a history past a certain kind
of esent or because we simply ha~en't bothered) or we might Find a loop. A\loop must be summarized if we
arc to get a finitLe description Of the systems beha\ ior. There are several wa~ s to produce such summaries. In
Sonie ,%S[Cms the major regularit is spatial. in which case we would produce descriptions like "the ball is
bouncing around inside the well'IForhus, 1981aJ. Another type of' concise summar) is possible when a
system ISOscillating, since there is a pattern ofactis ty that occurs over and over again.
While oscillation in the physical system results in loops in the ensisionment. there arc other
circumstances that gise risc to loops as well. Consider the situation illustrated in figtirc 40. Initially there are
twoL flows, one from A tO B and the other from a to c. What can happen" Limit analysis reveals three
alternatises. corresponding to each of the flows stopping individually and to both ending simltaneously (see
figure 41). In the cases where one flow stops before the other, the flow that continues will decrease the
amount. and hence pressure. so the other flow will start again. These cycles of activit do not correpond to
physical oscillations: they arc an artifact of the qualitaive physics. A better description of this behasior is that
the change in level "follows" the other change. In other words, we have a decaying equilibrium. We will call
the behavior represented by these degenerate cycles stutter. How can we distinguish stutter from true
oscillation?
Physically an oscillation requires that the system have some form of inertia or hysteresis. This means
that, at least for some part of the system, when the cause of the change stops acting. the change will continue

Fig. 40. Three container example
Suppose we havre three containers partially filled with water and connected by pipes, as shown below. If we
assume the water mos es slowly, what can happen?

WA
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Fig. 41. Stutter in fluid flow
This graph of transitions between process Structures contains two cycles, neither of which correspond to
ph~sical oscililtons. F-or simplicity, we ignore tie possibility of the contained liquids vnsigas a result of

if

the flows.
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for a while afterwards. A real oscillation will therefore include process episodes that last over an interval of
time, whereas stutter -- a kind of "mythical oscililtion" -- will only include process episodes that last but an
instant.
Fortunately the equality change law provides a way of distinguishing these cases. In the previous
Lransition diaigram, for example. thle traniltioins marked with an "i" take place in an instant. Therefore we
ha'.ce twko insinces otIstutter, corresponding to the two fluids participating in a decreasing equilibrium.
A sIiir
phenomena occurred in the boiler model presented earlier (section 4.2). Figure 42 depicts
the en'. sioniment. Note 0t,1t If t-tc 1(WArER ) rises faster dhan temperature (WATER) the boiling will stop.
S~ncc this Jihiiio.e in the neilctdit\ relationship bctwecen the qulantities is a ch.inge from equality, by case I of
he equaiit. -.h.ingc lA it Aill occur Inan instant1. This In turn meains that t-no iI(WATERP) wa's oiJls influenced
tor in instant. When thk: boiling ,tops onl\ the heat flo% is acting. so temperature (WATE R) wall rise, and thus
bo caSe 2 of thC equt].\1 ch-an-C 1,1%k
the return to equalit. \Aill occur in an instant. l'hercfore this cycle is ant
instance oir
stutter .is well. corr -,pinding to a risinizequilibrium.
licino, able tO distiiigIiLISii stutter fromn oscillation meoins we can write rules that summarize the
his',or%. For example. whenI stuter occur"s we can note the Ds a]lues tor the quantities inv~olved and
a 1sert1tht
one ,KIIid Of L!anee
! is -Follow ing'' aiother, a dca'., ing lotrising equilibritim. hIformail obser. ations

*

*

*process
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Fig. 42. Stutter in the boiler examnple
Mew temperature and pressure will be continuIously increasing in the boiler, but unless diec changes in tie links
marked "i" arc rccognixd as occuring in an instant. tic systemi will appear to be oscillating.
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5.2 Causal Reasoning
tse c,ts,rlit to impose order upon the wolid. When \kc think thAt "A c11uSCS II'', \A hCbe1es that
it'C 'Ac
ant Itto happenl ss should br-ing arbout A, and that if ssc see It happen ing then A might he the reason

We

folr it. ("Iansal re'onimg is espccidllk important for understanding phvsic~i1 s\ sters. as noted inl [R ieger &
( it here. 1971 [de M eer, 1979]. ExaICtly what1 Unuderlies ou.r1 notion Of cULsationl inl pl sical S Sterns is Still
something of a mystery.
Consider die represcnltationS Used in physics. Typically equaltions arc tised to express constraints
that hold betweecn physical paraimeters. A salient featureC Of eqlnationls iS tha't Uier canl be Used in several
different 55ays. ['-or eXaMIIPle, if %%Ce
know X - A+ . then if we have A anrd 6 We can compute X, I) Lt al SO if We
has e x and A We Can1
compute B. It has been noted that in catisal reasoning people do nlot Useceqtuationis in all
p( ssi blIe ka s Ici sessa, 198311IRi Icr. 19811. Onl Iy certain dirction[IS f informiatho i FloV, inn iivlycorrespond
to causal changes. 1 propose the following causal dirctednrcss hy'pothe'sis:
Chanlges inl physical situations which are pcrceived ais causal are (lue to our
iiterpretationlol theni as corresponiug either to direct changes caused by, processes or

~prop)agationoJ those dfirect

*

*~

~ ~

ifftets

i ough fictionial nlependenciei

'IbIis; Section will aIttemlpt to usitat
hypothesis.
Fil t. I propose that caulsality requires some notion o~f mnechanism. 1 Imuagi ne an abstract rectangle of
aipa rtiC I lar ICI-NItand sAidth. If' sse imalgineC atrectangle that is longer, it w ill have greater area. Tlhcre is no
sense of CanLs,nl i t inl the chane11C front One to the Other. If' however we imagine the rectangle to be made of
solle Cestic mater-ial and sse brine" abhout the increCased length by' Stretching it. theC ware comfortable with
Sa\ ing "the increase in length causes the area to increase". QP1 theory asserts that processes arc die
nrechan isnis that di reetl caise changes. IThe qtranti ties that can lie directly inlflueniced by processes arc in
Some sense independent parameters, because they are what can lie directly aff'ecto.d. All other quantities arc
dcpmienrt. ill that to aIffect tdicrn some indeperndernt parameter or set of independent parameters must be
changed. TIbis suiggests representing the relationships between liarainitrs for caursal reasoning in terms of
firuncuionis rather than constraint relations.
Somre e'simples ssil! madke this clearer, as well ats emlphasi7.ing that the point is not academnic. Ini
£eh1agexplan~nt ions of physical Systems, it is often uJSeful to clmractecrj/c how the srsteml responds to somne
kind of Change (this variety of qnal itaise pertuirbation anwi'vsis wats in en ted by de Kleer, wAho calls it
I 71n
''itnal QrI1itatine/na/u'sis.,rires rated IQ). One way to pe rftumi IQ anal Sis is to mlodel the s~ stern by a
(mst r,nrnt rietss ork, nl wh li the relati onships are irodeled bs 'deviCcs' that containl local rules that enforce

1lit is ino, si cierail fbrim, tis, prtposirl is.not tec" (I Ilunge. 19791 strrs 5 arit nts piroposals concerning the
m~~~iitimi
of c
).\,lr
lar
I e nilplc. 1Ilcisc. I9 51 ImPposes operat um is a nicchmmrrsm that underlies all] causal

*

rcl~rtions. I lie, propisAr hireserited here is more specific.
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the desired semantics.2 The values of quantites are modeled by the sign of their change - increasing.
decreasing, or constant. To perform an analysis, a value corresponding to a hypothesized change is placed in a
cell of the constraint network representing he system. The rules associated with the constraint network are
then used to deduce new values for other cells in the network. The propagation of infonnation models the
propagation of changes in he system, with dependency relationships between the cell ,aluCs corresponding to
causal connections. For example, if the value of cell A was used to deduce the value of cell B. we would
interpret this as "The change in A caused the change in B". Figure 43 illustrates fragments from two

*

Fig. 43. Constraint representation of relationships
In the constraint networks below, the boxes (cells) denote quantities. The relatonship between the
parameters is expressed by a multiplier constraint connecting them.
(a) is drawn from the model for a piece of "stuff' used to represent a student's understanding of heat
exchangers.
(b) is drawn from a model of a kidney to be used in explaining the syndrome of inappropriate secretion of
anti-diarretic hormone (SIADH).

0

Correct causal ariument: "The increasing heat causes the temperature to rise"
Incorrect causal argument: "The increasing heat causes the amount of fluid to rise"

a

(a)

Amount-of (stuff)

(a)
Heat(stuff)

•

(b)

0

_

ConcentrationNa, Solution)
_Amount-of(Na, Solution)

Amount-of (Solution)

2. These examples are drawn from systcms implemented in CONI.AN [Forbus. 1981c, a constraint
language. Ihe griphical notattion for constraint networks is similar to logic diagramns, except that "terminals"
are given explicit names and the "deices" are multi-uncutional. '1e technique described here is a
smiplification of de Klcers algorithms. ,hich are more suhtle. However. the models in Ide Klcer, 1979]
sometimes used directional riles rather than constraint laws. although no theoretical criteria was provided for
selc ting which direction in a constraint law is appropriate for causal reasoning.

0
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d1i Terent models.3 [hle top fragmient suites that hicat is thle product Of thle tcemperature of theC "stu ff and tie
m11iount of-'stti'll and the bottom fragment is thc defi nition Of SOdi tim concentration in a solution.
In bn i dilig a caufsal aIRWHn
M it is possible to reach anl itpasse - a quantity receives a valuc, but no
111t tier- IUCS Cait he COPIitl
ntd nitIC dles
an SStIm ptionl is made. 'I he safest aIssumTptionl is that. uinrless you know
I1se Icq nan tit\ doesn't change. The problem lies in determi ning which quantity to make the
&ssi iiip1tI
n1about. Suppose We aSSumen thA thle amTounIt ofStIi f'f is COnlstant. 'Then we "sould Conclude that an
inIcrease in)heat canIlses anl increase in temperature, sshich imakes sense. I(owe%er, suppose We aIssume instead
tKit the tet nperituri re entai ns ciinstanit. We atelef sC1
Ai th thle cotIIiclo that1 anl increase in heat causes the
,11110ol t Of sI
(I
de
IeSO!BIarrintg state changes, this does not coirrespond to onur ideas of w~hat can cause
\s itt. InI [lhe second fiag ment the pro blem is mnore serious - increasing sodiutm "~ill cause the amount of water
to Iincrease, if thle rest of, the k idtiey is wotrk ing as it should! 'lo do) this requiires a complicated feedback
ne1h',Inisi'I that is triggered by detecting an increased sodium concentration, not by the definition of
coincentration itself.
I he problemI lies in thle on tological impov erishrrment of the constraint representation. T(emperature
an1d conicentrtion are not directly influenced b%processes (at least in most people's naive ph) sics) - physically
thle\ ire o-p ndt III variables, and thus are not proiper Subjects of' aSumptions. Amouint of stu (ff onl the other
li,mtd. cani be direuLtV afcted. SO assurning it does not change will avoid generating ill-for-med causal
ints. I ienre 44 illustrates.
Of course, thle proper assumptions to make concern what processes are active and how influences are
reso)J ed. 11',At do not explicitlly represent pro~cesses, we can only assume faicts iibout quantities. If we assume
a qklantits is constaInt and later discover that assumption is wrong, we are left in the dark about why that
cI~StItflption wvas wrong. For example, if the atnotant Of Stuff turns out not to be constant, we can look for fluid
flos So state chainges to explain why it isn't. Since processes tend to have more than one effect, there is some
chance that the contradiction can lead to discovering more about the system rather than just being a bad
guess.

3. These model fri-igents are dirawn from an attempt to implement the model of a student's understanding
oif a heat exchanuer (described in [Williams, et al, 1983]) and anl early version of the kidney model described
in fAsbell, 19821.
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Fig. 44. Model fragiumnts sih possible proceses
Here are die models from die previous figure with the quantities annotated with the (likcly) processes that
might affect them. Note th,t certain qtantitics (temperature. concentration) cannot be directly changed.
lhcse are dcpcnicn quantities. and should not be the subject ofassumpuons in building causal arguments.

Fluid-Flow

Heat-Flow
(a)

Amount-of(stuff)
Heat~tuff)Temperature

(b)
I~

J..

Am

~~
o unt-

° f( Na

Dissolve

,

S

~

u i

n

...

L

ConcentrationlNa, Solution)
A on~fSolution)

Fluid-Flow

5.3 Qualitatiie proportionalities revisited
The previous section proposed that functional dependence is central to die kind of "incremental"
causality that people find useful in reasoning about the physical world. As discussed previously, developing a
theory of observation should be a goal of naive physics. One use of obseration is to interpret measurements
in terms of theories ((Forbus, 1983bl). but another role for obsersaton is in de~eloping physical theories.
While this problem has been studied before (c.f. [L.angley, 1979]). the target representations have been
equations. As a rcsul, he learning procedure has relied on numerical data and cannot build theories around
weaker intbrmation. Learning constraint laws also differs from learning causdl connections. As noted
previously, an equation carrics only part of what we kno, about a domain. Constructing a learning theory for
physical domains will require ways to learn process descriptions and causal connections.
One wa to learn aboot a system is to "poke" it and .ee what it doe,. I'he observed behavior can be
used to make conjectures ahout causal connections between the parts of the system, and further experiments
can be made to test the conlectures. Thiis requires some notauon to express the local causal connections
conjectured on the basis of these simple obser,,aiAnlS. This requirement helpcd motiate dc definition of 0
(see Section 2). which asserts that a functional dependence exists between two quantities. If whenever
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parameter A in a system is increased parameter B increases, tie result can be expressed as:
B

O+ A

A ph sical explanation for the dependence comes from writing the cQ within the scope of a predicate, an
indi\ idUal %iew, or a process.
More powerful statements about a S,.stem or domain will require extensions of cc To see what is
inolked, consider the tnalogous Natuation of learning how an old-fashioned typewritcr works. 1 If the space
har is pushed, the carrige ssil moC to the 0eft. 1his !SanalogoUs to the kind of SLttemllent that can be made
with , Q. But lots of oher things, can happen to niose the carriage, including all of the letter keys. Thus it
would be useful to he able to state that we know 1ll of the potential influences (at least, wAithin the current

Egrasp of the situation) on some particular parameter.

Suppose also that we just wanted to mnse the paper up
without changing aii. thing else. The retuin har would mose the paper up, but before doing so would return
the carriage to the right. Being able to saz,there are no (known) intervening parameters is then also a useful
ability.
To see how these notions can be expressed, consider the collection of axQ relations that hold at some
instant in time. For any quantity, the - statements relevant to it can be thought of as a tree with the
dependent quantity at the root and the "independent" quantities at the leaves. A plus or minus denotes the
sense of the connection (whether or not it will reverse the sign of the change in the input). Thus
Q0 CQ Q1

only specifies that Q0 is on some branch "above" Q1"
Figure 45 illustrates such a dependency tree. Suppose we are trying to cause Q0 to change. If we
don't ,ant to change Q2 , then 03 or Q are our only choices. We need a way to express that (at least within our
knowledge of the situation) there are no intervening parameters. To say this, we use
01 Q" immediate(Oo' Ol)

which cm he modified by + or - as before. - Q-immediate adds a single link to the tree of dependencies.
Another problem is to find all the ways o bring a change about, or to prove that changing one thing won't
cause a change in some other quantity of interest. We do this by stating that a particular collection of
quantities together "closes off" the tree -- there will be exactly one quantity for each branch. Our notation
will be
OCQ-a1l(<quantity>.

<plus-set>, <minus-set)

which means that there is a function which determines the quantity, relies on the quantities in the two sets
solely, is strictly increasing in its dependence on the quantities in the plus-set, and is strictly decreasing in its
dependence on the quantities in the minus-set. ;f a quantity is not mentioned in a ccQ-all statement, then
either (I ) itis irrelevant to the quantity of interest, (2) it depends on some quantity in the a -all siatement
Q
(auhe the slice of the tree it represents), or (3) some quantity in the cQ-all statement depends on it. By ruling

I. This is not proposed as a serious example because the quantity definitions and
some very abstract sense.

would apply only in
w

6I
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Fig. 45. A tree of Functional dependencies
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out the other two possibilitics, independence can be established.
As a rile - stat e m ents will not hold for all time. In the typewriter analogy, imagine the carriage at
the end of its travel - Hitting the space bar will no longer result in movement. More to the point, consider Q0
given by:

.

Qo - (a

-

b • Q2) "Q

Note that:
if

a >
Q Q Q0
1
a - b * Q2 , -' Q0 ag Q1

a < b 'Q.

Q0 CQ- Q1

In the case of equality. Q0 and Q are not related at all, and in the other two cases the sign of the function
connecting them is different. 1Thus the collection of c statements that are true for a system can vary as a
function of the values of the quantities, which is why they usually appear within some individual view or
process. The idea of a Pnode of a system in "real" physics roughly corresponds to particular process and view
structures which hold during the system's operation.
5.4 Differential qualitative analysis
The idea of a comparison in IQanalysis suggests a complementary qualitative reasoning technique.
IQ analysis concerns the relationship between two situations, one of which is the direct result of things
happening in the other. Another case of interest concerns situations that are just slightly different from one
another -- an "alternate world" interpretation. For instance, we often have an idea of the different
consequences that would result if something were changing a bit faster -- if we put the heat tip on the stove
the water in the kettle would boil sooner, and if our arm were quicker the serve would have been returned.
Such inferences are essential in debugging and monitoring execution of plans that involve physical action, and
in performing scnsiuvity analyses to evaluate a proposed design. l'he language needed to express such
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conclusions isin part tile
smc as dat used in IQ analysis --amounts are either the same, increased, decreased,
or indeterminate as compared with the old situation. Answering these kinds of questions will be called
dil~i'r'ntitil qualitative analysis.
Let isconsider a situation s1 . If'we can got a new sitution sz b changing tsingle ordering in si or
by chMging the status Of a single process or view instance in S1. we vkill caill S2 an allelna of S1 . Ihere are
tvw o kinds of changes that may occur as a result of perturbing s. 'lhe first kind are changes in quantities, as
noted al)o\ . Second, the process history for the situation itself may change, apart from any Changes made to
define S2 the first place. Ai cxamplle would be pu nching a hole in the bottom ofa kettle. Ahich could let
all the water drain out before it it boils. IL cn changes in orderings can lead to further changes in the histories
of the individuals in\olved -- e.g., if"
we reduce the intensity of a flaic but still turn it off in five minutes,
boiling may not occur.
let I)Q(q, s1, s2 ) for some number n be the sign of the difference between two alternate situations
s1 and s2. Tlien the inequality order between them defines I)Q values, as follows:
(M n Sj) > (M n S2)

-

OQ(n, S1 , S2) - -1

(M n SI) < (M n S2)

-

DQ(n, S1

,

DQ(n,

S2 $)

(M n Sl)

C

(M n S2)-

S2) -

The inequality orderings for instants rmust of course be extended to apply over intervals. For equality this is
simple:
V n1 , n2 C number V i E time
(M n

i)

--V i1 E during(i)

(m nI il) - (M n2 i1)

For the other cases the choice is less clear. The strongest version of greater-than is having it hold over every
instant in the interval:
Vnj, n2 C number. I E interval
(M n1 i) > (M n2 i) E3
(V Il E during(i) (M nI i1) > (M n2 ii))

however, the following will also suffice:
V N I, N2 E number, i E interval
(M n1 i) > (M N2 i) =
[(3 i1 E during(i) (M N1 ij) > (M N2 ii))
A (V il ( during(i) "- (M N1 ij) < (M N2 il))]

.

A version of< for intervals may be similarly defined.
An episode in a parameter history has ,eneral numbers associated with it. The relationships between
these inmbers allow new I)Q values to be determined. Ilbc first number is rat. e.g., the Dm of the quantity
the par,tincter litstor is about. [he seCond number is the duration of the inter al associated with the
cptsode. I lic third nmiber is die diffcrCilCe inthe value measured at the beginning and end of the interval,
which we N%
ill call the div'hance.
Ho ,
are these numbers rclted? Intuitiely we know that if the rate increases or decreases, the
utrtion of time %ill dccrase or increase, or the distance the value moves will increase or decrease for the
lsa.me duratioll. Implicit ill
ihis simple intuition is the restriction that die rate is constant during the interval,
i.e..
that the i'uictioin deining the change Of' die quantity is linear and time invariant. This often is not the

*
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case. so we must requlire that cither the beginning or the end of the two episodes being compared arc the
samie. If we apply D Q analysis only to alternacc Situations as defined above this restriction will bc satisficd.
With these assumptions. the I Q alueI ot the distance is jUSt the product ofdl
thD Q alues of the rate
and duration. Thus wc can draw conlClu1sionS Such ats "if the rate is higher then over the samec time the
distance trio eled will be greater." and "I f the duration is shorter and the rate is thc samie then the distance
traveled will be less." These inferences are illustrated in figure 46.
The direct historical consequences of these changes can be characterized by their effects on limit
analysis. Consider atcollection of quantity hypotheses for at p-component. Recall that each hy pothesis
concerns a possible change in suite. broug(1ht about by non-zero Ds values that cause changes in quantity
conditions. Suppose atparticular qul~antity hypothesis is chosen ats representing what actually occurs. T'his
mecans the change it stands for happens before the changes represented by the other hypotheses. If in an
alternate situation this hypothesis has an increased duration (a I)Q v'alue of 1) or one of the other limit
hypotheses has atdecreased duration (a l)Q value of -1), then in fact a different Change Could occur. Once
again, the weak nature of' our infonmation prevents uIS from actually deciding if a different changC would
Occur but we at least know that it is possible in these circumstances.
'

U

(

--

*

Fig. 46. Differential qualitative anialysis

*

D~ifferential qualitative analysis answers questions about how a situation would change if parts of it are
perturbed.
;definitionl of distance
V S E episode distan:e(Q, S) - (M A[Q] end(S)) - (MIA[Q] start(S))

Suppose we have alternate situations S, and S2, with a
quantity Q in both of them.
DQ[distance(Q, S). S1, S2 1

-

DQ~rate(Q, S), SI. SZ] * DQ~duratlon(S). SI. S2]

Then assuming time(start(S1 )) - time(start(S 2 )),
DQ~rate(Q.

S). S1, S21 - 1 A DQ~duratlon(Q),
S2 1 - 1

SI* S23J

S), SI, S2] - -1 A DQ~distance(Q,
Q~duration(S), SI, S2 1 - 1

S),

0

-~ DQ~distance(Q, S), S1

DO[rate(Q,
-D

S1. S23)

0

i.e.. "If N is going faster then it will get farther in the same time" and "If N
is going slower t will take longer to go the same distaince."
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5.5 Measurement interpretation
One role of a naive physics is to provide explanations for observed events. A particularly sinplc
form of this problem is to interpret the changes one sees when taking a quick look at a system, explaining
obscrved parameter changes in terms of the processes that cause them. Consider the three containers
illustrated in figure 47. If we see that the level of water in G is dropping, then there are several possible
explanations, hut if we also note that the leel in r is dropping as well, then both changes must be caused by
water flowing from F to Gand then from Gto H(assuming we know all the pipes there are and that liquid flow
is the only kind of process that can occur). Here we will present a theory of measurement interpretation that
sol\ es this class of problem. Appropriate notions of measurement and interpretation are defined, including
an account of error due to limited resolution. [)esign considerations for interpretation algorithms are
discussed, although a description of the implemented algorithm is postponed until chapter 9.

j"

5.5.1 Measurements
First we must specify what kinds of things can be observed in principle and then add further
conditions to specify what can be observed in fact. We start by assuming that a collection of individuals is
known. The closed world assumption that these individuals arc the only (relevant) individuals is called the
annchair assumpton. We will also assume the existence of a partial decision procedure for determining
"hether or not relationships defined outside QP theory (such as Fluid-Connection) hold. in order to confirm
preconditions. To state that we have ascertained whether or not a fact is true via observation, we will write:

O

Ia

Observed( <fao, (time,

M)

where A! is the instrument (such as our eyes) used in the observation.
Within the QP ontology, the kinds of facts that can be observed are inequalities, the values of signs,

Fig. 47. A measurement interpretation problem
Suppose we see the level of water in Gdropping. What could be causing that? What could be causing the
level of water in Gand in F to drop?
0i

0

0

S2

F

G

H

10I
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and occurrences of processes. We will say
Observable(Q, B, At)

when quantity (or part of a quantity such as its Ds )Q ofobject II can be observed with instrunent Al.
The criteria for a type of process being observable often reduccs to the observability of a particular
kind of quantity and the uniqueness of that process (with respect to the reasoner's process vocabulary) in
influencing it. A change inposition, for example, is by definition the result of motion. Thus whenever we see
a change of position we are seeing the result of a motion process. A process may also be observable because it
produces some other observable effect, such as bubbles which exist inturbulent flow and boiling. In either
case, we will say
Observable-PI(PI, At)

if Pi can be observed to be active or inactive with instument At. We will say
Measured(Q, o, t, At, <vdauo)

*

when measuring Q(B) with A/ at (during) time tyields the value given. In keeping with the quantity space
representation, measuring a number or magnitude yields an inequality and measuring a sign yields one of -1,
o, or i. For example, the statnients
Measured(As[pressure ]

, WA, t 1 , At. 1)
Measured(A[pressure), WA, t1 , A , A[pressure(WA)] - A~pressure(WB)])

say that the pressure of WA was measured to be greater than zero and equal to the pressure of WB at time t 1 .

*

Measuring derivatives will be discussed shortly.
We wish to consider a wide variety of instruments as measuring means, such as eyes and gauges. A
comprehensive theory of error lies outside the present discussion, but modeling the potential for error due to
limited resolution is straightforward. The essence of the limitation is that when two things are "very close" a
particular Al might not distinguish them (fbr signs. we are seeing if the number is "very close" to the special
value ZERO). For each measuring means, object, and quantity type, let there be a function 0min such that two
values are considered distinguishable if and only if the magnitude of their actual difference is greater than
Om in.In other words,
Distinguishable(Q, B, Q1, t, Af)
m[(M Q(B) t) - (M Q1 t)] > Omin(Q, B.

M)

Onin will be chosen according to the particular physics and instrument being modelled; this particular form is

chosen Ior simplicity.1 A measured equality might be wrong due to limited resolution:

*

1. In particular, this form of omin is simpler than.just mliclable diff'rcnce in psychophysics, because the latter
also depends on the %alue of the quantity. A taxonomy of possible fonns for Omin is outside the scope of this
discussion.

o°
".
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Al. (-Q(8) Q1))

E(M Q(B) t) " (M Q1 t)
V - Distinguishable(Q, B; Q1, t, At))

and if we measure tdifference, then there really is a difference:
Measured(Q, B, t,

At, (> Q 01)) =

[(M Q(B) t) > (M Q1 t)
A Distinguishable(Q, B, Q1, t, A'!)]

A similar statement can be made for <. In measuring signs we are examining inequalities with Q1 - ZERO, SO
lack of resolution will show up as a sign value of 0.
Measuring change is particularly important. First consider changes :1ia quantity over some interval.
We must distinguish the values of the same quantity measured at two different times, so the relation we are
looking for depends on the quantity type, the object, the measuring means, and an interval. We will say
D-distinguished(Q, B, I, At)

(read "differentially distinguished") exactly when
m[(M Q(B) start(I)) - (M Q(B) end(I))]
> Omin(Q, B, Ml)

Since we are using Allen's ontology for time, an instant is simply a very short interval. Thus our criteria for
observing changes over intervals can serve for measuring derivatives. However, capturing lack of resolution
becomes more complicated:
Measured(Ds[Q].
= (V t
V V -'

B, I, M, 0)
E during(I) (M Ds[Q(B)] t) - 0)
D-distinguished(Q, B I, M)
Constant-Sign(D[Q(B)], I)]

This axiom says that if we measure the change of a quantity over an interval and find it constant, then either it
really isn't changing (i.e., Ds value of 0), it is changing too slowly to be distinguishe"., our instrument Al, or
it has been changing faster than we can measure. Even when the measured value is non-zero, the sign may
not have been constant over the interval:
Measured(Ds[Q], B. At. I, <1 or -1))
((V t E during(I) (M Ds[Q(B)] t) - '1 or -1)
V -' Constant-Sign(D[Q(B)], I)]
A D-distinguishable(Q, B, I, M)

Like the zero case, this axiom states (via the dis ..ction) that we cannot tell if the quantity was changing
rapidly during the interval. llowe\c,. it also says uiat if we do measure a non-zero D s value, then the change
rcally is distinguishable. The extension of distinguishability to intervals of non-iero duration allows us to say,
for example. that while we cannot immediately see the effect of evaporation on the level of water in a glass, if
we looked longer we could.

•

S.

SA
389

Communal Assembly Paper

www.daifture.org

77

Forhus

C

-90-

QI)

theory

5.5.2 Interpretations
An interpretat on 1mo1st explain "hat is causing thle changes that are occori ng (includ ing the special
chilulng). Ill QP IIthory processes ie tile Only cauNS of chatIgeS. so anl interpretCationl Will
include &Isunm ltiow, aboutt the Status of thle process lInstances Illat occu r b~ctx. cen the indiv iduals. Since mnore
iii. n oine process canl in tienic atquan1tity. interpretations, must ASO m1cIiode assumptions concerninrg inlfluceIC
remdut 110Th. Ani interpretation must be inieroiallY ccmisisti'nt. externa!Iyj (ons.slcta and .sufficieiil. Internally
Ci inSistel~t m1c,111S anl inter-pretaion0 assigPns A Most One StauS to any process instance and at most One Os value
to anl\ quitntit\'. Fxternally consistenit Means that theC -tatuls assignments and D S values assigned arc consistent
w
klt tihe mleaso reilleilts. Sufficient means that every mecasured D value is explained.'
CIAW of, ioiii

fSome additiona' l structure on

S

inlterpretations will prove useful. A unit cause &t'pothicsis (abreviated

L I II) is I iarticil Inl ter-prettionl.l
thatfrces tie assignmnt of a particular D. Value to be consistent with its
niC&asuied \ialoe. Any inteiIpretatioi wllich satisfies the three criteria ,bove will be at collection of UCI Is, one
for caCllD0 ilasurcelit. that is iiltcriially consistent. [he p-hifhu'nccrs of a quantity is tile set of process and
iewk instanices thlat can possibly inluenLclle that qu~liultity. directly or inidirectly. T he injluenccrs of a UCII is the
sulbset of, tile p ilifluencers that are acti~ e itl that JCIL I I addition to tile Status assumptions that dletermine
thle in fIluicers. at UCI I )Ailh clnfi icting, ili flulees must illlUde an ilSSuilllptionl about their resolution. As
nolted abomc, for direct inlfluceICs this \&ill take the form of an inequality betwkeen (perhaps sumns of) the
inifluences.
5.5.

0

Comuputational issues

There are two possible w&ays to organi/e the search for interpretationls. One waly is to search through
tdlc poussible UCI I s for eaich measuremrent to rind it globally colnsistent collection. Finding the possible
LiCl Is for at quanitity, is simple. Thie set of p-influemIIerIs canl be computed from the process descriptions
associated \, ithl the process iilstances, and each possible Subset Of influencers can be checked to see if it can be
resolved coilsistentx wkith thle measnired valtie. I lowcver, the potential number of UCIs can be quite large.
Suppose we nicasore atquantity and f-ind it is increasing. Then if we haxe p process instainces that can provide
atpositive influence aind N that can prov ide atnegative infltience, there are
(2 P

*pro\

-

1) 0 (211)

possible ICIls. Ill praictice this number will actually he much smaller, since the process instances are usually
lot mocupeildeit. [or cxainlple. a flid path cannot have flows going in both directions at once because their
quity1111 coniditions %%Oiuldconflict. Also, thle nutmber of consistent interpretations will almost always be much
simaller thlan tie producLIf1thL number of UIClis since processes typically inlfluence more diati one quiantity,
idjilt inuila conlstmaint. Th'lese fats su~ggest that we orgaiii/e the search around the space of status
assignmnits to process ilistanccs insicad. If we wish ititotal initerpretation we can tise the entire collection of

1Ily contrast, an interpretation in de Kleer's QUAI. (19791 is a collection of device states and incremental
4changes
in qtiantities. thle latter ai'~ ned t(I Occur Sequentially iii "my thical time". IDespite profound
ontologicail diflercrices, die pr-inciples defining interpretationls presented here are inspired by his work.
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p ii . sIst
c. hil it' fA e 1 .ilt I in it imal interp retation to ex plain the measurements V~ Ccan just use the
111n10r1 of' The p-11111i)CCienes for (Ihe mTcISured DS vaIlues..n
Amcollectionl of'status assigunments thait cannot be
contiltcntl\%exteinded h\ iitiptions ,iboiit infiflece resolutions to pro\ ide a LCI I forf eaCh D itlealSurentiCnt
S

be tiov it out,. and cch extension louind is a valid inlterpretationl.
Sc\Qeril kind,, of' kno~ edgc canl he used to prune dite search space. Process instances that
cricespomd to iher\,able p riocesses could have their status dctermti ned directl by obser~ ation. or indirectly
h\ 1b\,ve it. ii i in thle 1ruth1
Of' their preconditions and quan tit conditions. For examiple, if wke canl see that a
1 eikill 'i ii p.11t is closed, theni that t luid patch is not a!igncd and no0 flows can Occur thtrough it.
nIce atcollect1
ionf SLttus aSSUMptions is chosen, it inust ble extended to forml it collection Of UCI- IS.
I here are "e%
er'il \kays to accept or rulc out a U~Cl 1. If thde set of influences can be resolk cd then the UCHA
Ill s rI )ir Ill accord i g to M icther or not the resolved DS %,ileand the mcasuri-d a!ne agree. Again, this
Canl reqi e d unii-spCcific in formiation: we do not expect that evalloration wAill mt ittediatelh caincel Out the
S11'6: tof' pou ri It water into a cup. D isti ngu ishability provides a melanls Of ruling Otit Simall changes. [or
exilitplc. we canl say:
(,II

V w C contaflned-1 iauid V pi C process- instance
In,'I uencers( Level (w) ) = {pi} A Process(pi) - Evaporation
- -1 D-Distinguished(Level, w, eyeball-time, eyes)

*

v.Ii ih

a

*

rule1out e~aporation as the sole explanat ioit for whly we are seeing the level (ofwater in a glass fall.'
Wha t if ito coinsistent interpretation exists'? lollowxing [I )dvis, 19841. wAe
viwthe aitalt sis its relying
(~olt ,rnipl ikfing AssumnlptiomtS that Must he re-analyted in such cases. The assumlptions. ordered in increasing
certaintty, are:
1. Any\ facts used in pnining are correct
2. [hIe Measurements arc correct
3. I1lie armichair assumption is correct
4. [hle process \ocabulary is complete and correct
Other orderings are oIf Course possible. Ultimately atglobal order on catagories (offacts will probably prove
iideqkwe, si ne our strengt of lle
ca ~r togyo tm
ithin atcatagory. For examnple, when the
me)Cisurltlg mecans is indirect and the domain familiar, we often trust our theories more than the
mne~stiremecnts. Ihle opposite is true if the measurements arc dir-ect (sensory) and the domnain unfamiliar.
'Aill

1. it folritt.1l obser\ aiolls indicate tha~t people appear to use the following inwfccualiti, heuristic -- if the
resutlt of' i iocess iltstIC
mIcis not (listimtgit ishahble. assintie it isn't aicti ng. The intu itiomn appears to lie that its
e fft kkont t makeo thaIt muich of a (ili Iience ;inywa\ (unitless the physical structure (ofthe situation leads you to
belic~e there- ire ilot Of them!). Ibhis hecuristic pnines thie search space of process instances enormiously, and it
sents hikcl tiat corrct use Of this assumnpt ion is at mark oif
anl expert in a domain.
.
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6. Practice
[he proof of a pudding is in the call ng, and tie test of an AtI hcory , iss ,ther it c ii be used to
thleot by
construct pritgranlls that perform11 the typeC of eaIsOnling the theory is ibout. I bA cs er. Cs.t~tiga
ut
"hih
he
exailinitig a propriinm that emibodies it can he tricks. IhereC arc 11ans Cil1fiC1 ti11111'f\
Of' these dcis1ins are Lowitstilnd niore h thle
Illade in Constructing a comlelX art'ifact, and llllal
iias
11
thethoryN beingQ tsted. Perhaps thle bestL tesk is to c ,isidcr AP1r0og0r
ill iplmentation technloloon0g1\ tha
-Il
ane
l
set
Ahur
SometOieS criticL, C\IlCI 11Ill
piece of' experlimenltal1 apparatu, a meansW of exploring a
ipl, but more often p rogra ins, pros ide atmeans of genlerati rig phenomena.
is a sehicle for explmi:, tnd des eloping 01)
tilie priigrain I/\lO is ss itten in)this spirit. (I/Mi\l
dteo-r. *fthe falct thalt it s'.ork S indicates the theor\ is not pateltly \%1_ro10. hut the d 1st. n. e bei s een it and a
to \k irrent
oI"
is
cia tch121
h ose Icptenlce matcheCS ours-' inl reasoning1E ab1ot i te ph\ sical \W11
programdi M)SC
1ts1ade&m Clfti ., ~;1iI~that Q11
catiLon ill tiluking c a11ims. (jisen thait caseat. I wkill sas that GfM 1/X1()
theory kill plat an important role in conistructinig poweQrfidl and ulseful qIlditatLis e reasomin 'istmS
[ lie putrpotse of the next tfew chaipters is to describe the teprecsenltalttons aid
0hIins
i
uIsed In
iiic th oIi , ii iod:raite
*
(Ii/Ml() i suf'ficient detail tliat atcompetent A I hacker could construct a "01P cilinc
diffhcult . 'hec particular data struCtUres and programs used will not be described s .icC ills coils ere
CSIL1I.L
i
diZn~l-cae nis e
as almost alssays satcrificed to fleXibl iLt. Some1one Ct~ntrt
exploraitory, speed As
on
tie
subject (sc., sect ion
.
A.lthiough
I
has
esomieideas
diltt
guiderice
therein
sics
sy'stemIs
sill
Findlittle
jll
12.3.1 ). (de\elop iig-efficien t inference techn iqties for QI theory' r' nai ns a problemi for thle future.
IP0
!\OIs a Iar~c p0tograllm. Consisti ng of' user ]1,300 Zetal isp fitnctions orgainiekd into 60 tiles. It
inel tdes representaitions of' objects and qut.4tities. algorithnms for performing thle host. Q11 deductions', a
laniiuage2 for describing donlai n models, a "one-look" mecasurement In terpretationl alipnthin, and an
enlvisioner. 1hie f61'itlbsi chapters describe each of these comlpo~nents in detail. [ach paitI and each example
*
inl these chlapters is fullIy imiplemiented and runs.
*
Sadly, tieurs ofte ouitstrips practice. L imitationls oif time and computing resources; has e presented
G I/\ O frutul being atcomnplete embhodiment of QP theory. Of the history theory presented in sections 2.7
and 3.7. tmnIN slices and situations ssere ill plenlented. since they are all that has been nieeded for the particular
reas1oin~IZ tasks examnlecd. Neither enIcapjslated histor'ies nor hierarchial process descriptions have been
imlpleillvtd. Not significant externlal tlleories have been provided to establish preconditions, nor have any
4
eCXtelSitn
il heor'ies been Aided tot resols e ambhigUities. Nevertheless, thle reader should find somle indication of
the tittil ity if tle thecor hy exain iig ssfat has been implemented.
(ipter 7 describes the details of' the representations of objects., quantities, individual views and
processes, used in MAIR). Chapter 8 des;cribes tile laiIIIlige G I/NIO pros ides for writing domlain models,
and presents siiimlc socahbitliries for- reisiming about fluids and motion tha will be used inl litter examples.
9 deac'riles tile algitimns used to imp)C~lemet tlle basic Q11 deductions. Chapter 10 describes a
IChapter
onie-look'' IIiiISu reinllet in terpreait iin algiirithni. and Chapter 11 describes the ensisioning algorithm,
Incltiding lio%4 tlle frarute problem is hlandled.
[he reader "hlt is un interested in algorithmnic or iimplementtion details would do well to skip
chapters 7 and 9. focirii gi instead onl cllaipter 8 to get a sense otf what the dwnain models look like and the
examiples iii chapters 10 aind 11 to see sshit (il/MO call do with them. To ease the padi for readers
4
tinlfailiar ssitf Lisp, infix imition 'Alill be used whent possible. 'Ihe algorithms are expressed in atrestricted
-a
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7. lhpresenling objects, quantifies, and processes
I[his chapter describes the next level of detail for the representation of objects. quantities, and
processes. First We examine hoW objects, slices, and situaitions arc represented. Second. We cxainine the
representations ot quantities and relationships between then. Finally. we summarize tile facts associated v ith
iews and processes.
indi%idual %

7.1

Objects
Objects are represented by indeliduals. The criteria for what constitutes an individual will in general

depend on the domain being represented. liowever, instances of processes are always considered to be
individuals.1 There are two distinct but related notions of existence, The first is logical existence, which
simply means that it is not inconsistent for there to be some state of affairs in which a particular individual
exists. A square circle is something which logically cannot exist. The second notion is physical exisience,
which means that a particular individual actually does exist at some particular time. Clearly an individual
,Ahich physically exists must logically exist, and an individual which logically cannot exist cannot ever
physically exist. An example of an individual which logically exists but which (hopefully) never physically
exists is the arsenic solution in my coffee cup.
The predicate Individual is used to indicate that its argument is an individual. Being an individual
that its properties and relationships with other things can change with time. and that it may not always
physically exist.
The relation Ex i sts- In (i , t) indicates that individual i exists at. or during, time t. The import of
this relationship is the creation of a slice to represent the properties of i at t. A slice of an object e at time t is
denoted by at(S. t). All predicates. functions, and relationships between objects can apply to slices to
indicate their temporal extent. This means instead of refering to the value of a number or part of number by

6means
*?

M,i.e.,

(M f(n) t)

we will say

Sf(at(n,

t))

An interesting issue which did not arise in Hayes' original treatment of histories concerns the
interaction between existence and predication. What is the truth of a predicate applied to a slice when the
individual is not believed to physically exist at the time corresponding to that slice? Allowing all predicates to
be true of an individual when it doesn't physically exist has the problem that every fact f which depends on a
predicate must now also be explicitly justified by a statement of existence. such as

1. For convenience, instances of individual views are also represented as individuals in the implementation.
Given their syntactic similarity, this choice allows most of the code and axionms implementing them to be
shared, as we will see in section 7.3.

*
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-95(predic,,,e(at(obj. t))

-

t)

fV

rather than just
<predic,ve>(at(obj.

t)) =*

f

To avoid this, wc simply indicate that the truth of certain predicates which depend on physical existence
imply that the indi idual does exist at that time, i.e.
Predicate(at(obj. t))

I

=- Exists-in(obj. t)

This allows the implications of the predication to be stated simply, while also providing a constraint on
existence that is useful tor detecting inconsistencies. Iloever. care must be taken when specifying taxonomic
constraints, such as saying that an object is either rigid or elastic. If we simply assumcd
V sl E slice Taxonoriy(Rigid(sl). Elastic(sl))

we would be asserting the existence of the object at the time represented by that slice, since one of the
alternati~cs of the Ltxonomy must be true. These statements must always be placed in tie scope of some
implication which will guarentee existence, such as
V sl E slice Physob(sl)

*"

=: Taxonoimy(Rigid(sl), Elastic(sl))

to axoid inappropriate presumptions of physical existence.
Situations describe a collection of objects being reasoned about at a particular time. A situation
simply consists of a collection of slices corresponding to the objects that exist in it. In GIZMO, the name of
the Situation serves to name the time of , ilice; no other inoel of time is implemented. Fach situation has the
set of next-situations and previous-silualions. which consist of the situations that can lead to it and the
situations it can result in, respectively. The decision of what individuals should be considered together as a
situation is left totally to the user: automatic segmentation into p-components (see section 3.7) is not
implemented.
7.2 Quantities

7-

We begin by describing the relationships between the parts of a number, and describe the particular
facts abut inequalities that GIZMO uses. We then examine the language used to describe functional
dependencies. including the laws of qualitative proportionalities. correspondences, and explicit functions.
Finally wc describe adders, which arc used to sum direct influences and compute other aggregate properties.

7.2.1 Numbers
'llie various relationships between the parts of a number, its magnitude, amount, and sign, are
dcscribed by several axioms. For signs. the following facts hold:
V sn C sign
Taxonony(sn - -1, sn - 0. sn - 1)

The Has -Va lLe rclmii.hip is used in the implementation to say sign <, takes on the value <ial>, i.e.,
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(Has-Value (s) (vao)

For magnitudes,
V mg E magnitude
Taxonomy(mg

*

ZERO, mg > ZERO)

For numbers,
V n E number
sen ] - 0

- ZERO

.- ii[n]

7.2.2 Inequalities
First. we assume that the normal inequality relationships > and < arc defined over numbers with
their usual properties, i.e., they are transitive, antireflcxive, and asymmetric.
Next, we describe the interaction between inequality relationships and the parts of a number. The
first time any pair of numbers N1,. N2 is compared (i.e., any equality or inequality statement about them or
their parts is placed in the database, whether or not that statement is believed), the following logical
constraints are installed:
Taxonomy(Nl < 11
2 . N1 - N2 . N1 <> N2 )
N2
s[Nt] - -1 A s[N2 ] - 0
11
= 1
N, < N2
s[N 1 ] - -1 A s[N 2 -I
N1 •< N2
s[N1 ") 0 A s[N2 - I
> N2
s[NI] - 0 A s[N 2 ] - -1 =
s[NI) - 1 A s[N 2 1 - -1 = N1 > N2
11
s[N] - I A s[N2 ] - 0
1 > N2

[(NI > ZERO A N2 > ZERO)
[(N1

N, >
> m[N 2
(m[NJ] "m[N 2 ]
< ZERO)
> m[N 2 J - N <
A (m[N 1) * m[N 2

(m[N 1)
A
< ZERO A N2
(m[N]

N2 )
N,

-

- N2)3

N)
-

N, - N2 )1

Notice that conclusions about equality fall out as a consequence of the implications for the inequality cases
and the first taxonomy statement. Constraints that describe the relationships between their magnitudes

*

here I1 and m2 , respectively) and ZERO are also installed:

4(called

m, - ZERO A - m2 - ZERO =* mI < m2
m, - ZERO A m2 - ZERO =* mI - M2
MI . ZERO A m2 - ZERO =m
I ! m2

To avoid confusion in the implementation between the ordering relationships and the Lisp predicates >. <,
and -, Greater-Than is used instead of>, Less-Than is used instead of <,and Equal-To is used instead of-.
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7.2.3 Qualitthije proportionalities
For a given quantity, its consirainers is the set of quantities to which it is either qualitatively
proportional or inmerscly qualitatihely proportional, i.e.,
V 01, Q2 E quantity,

i

Q2 Cconstrainers(Ql) -'(01 -1Q+ 02 V Q1 cc- Q2 )

'-

Of con rse the mcembcrs of this set will change over timc with changes inthe view and process structures. '111c
set of con.strailcCs, the set of quantitics which are qualitati~cly proportional or inversely proportional to it,
is
defined similarly. To simplify printing and reading routines, oc0 iswritten as qprop+, or just qprop, while
iswritten qprop-.
is not used by the implementation at all.

7.2.4 Correspondences
Recall that a correspondence describes how quantity spaces are linked across a qualitative
proportionality. For example, the statement
Correspondence ((A[internal-force(band)], ZERO)
(A[length(band)]. A[rest-length(band)]))

sa,s that die internal force exerted by an elastic band is zero exactly when the length of the band equals its
length at rest. Let NI be a number (typically, the amount of a quantity) with constrainers c1,. C ....cn. A
correspondence consists of a list of pairs,
".

((NI vl)(Cl v2)(c2 v3) ...(Cn Vn+l))

For a correspondence to be applicable, at most one of the constrainers can be different from the value
indicated by tie correspondence (the vi's). Without loss of generality, assume that all but cI are the same,
i.e.,
ci

v1+t if

",i • i

and that each ci is in the constrainers by virtue of being the amount of some quantity Qi. 1
relationship between N1 and v,will be

*

c1

. V2

vI2
C1

•ct

< v2

Then the

=N

[Q CtO Q2 = N>
A(O
= NI
A (01Oc.Q
Q2
-I

INOt cO Q2 -

A (QO -0-

>

1 v)

=NI <vI)]

N1 - VI )

Q2 * N1 > vt)]

]

Should there be only one constrainer, the outer =*'s above can be replaced by

.

iS'

Si
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7.2.5 Explicit Functions
The consequences of having the same function relate the parameters of t~%o distinct individuals can
be expressed via a correspondence. Given two objects o1, 02 and functks fl . f 2..f . that map from o and
02 to parameters of them, suppose that
constrainers(fl(Ol)) - ff 2 (o 1 ) ....fn(O )
A constrainers(fl(o 2 )) - {f2 (o2 ) .

fn(2)

For example, o; and o might be containcd liquids, with f1 being pressure and f2 being level. If the
function which contributes the constraincrs is the same in both cases (i.e., is explicitly named by
function-spec and is tic same for both o1 and o), thcn we can conclude
Correspondence((A[fl(ol)]. A[ft(o 2)J).
(A[f 2 (ol)], A[f 2 (o 2 ))).
.. (A[fn(O 1 )J. A[fn(o 2 )]))

7.2.6 Simple algebra
While algebraic manipulations are not part of basic QP theory, sometimes it proves convenient to
write a few algebraic statements to express relationships in domain models. For example, in describing how
the flow rate of a liquid-flow changes, we will write
(0- flow-rate (- (pressure source)

(pressure dest)))

'This algebraic statement is interpreted as syntactic sugar for combinations of qualitative proportionalities and
correspondences. First, we assume the left-hand side of a Q- (read "quantity equals") statement is always a
quantity, and the right-hand side is a simple binary combination of numbers or quantities. We will use the
symbol -- > to indicate that the expression on the left hand side is translated into the expression on the
right-hand side. The translations are as follows:
<a> W) -- ( (A <a>) (A <b>)) A (- (D <a)) (D W)))
(A (+ (> (1,)) -- (+ (A (a>) (A Wi))
<b)) -- > (+ (0 (a)) (0 W1))
(D (+
( <a> b)) -> ( (A <a>) (A <W0))
(A
(D
<a> <ob.>))->
(D(oa>) (D W>))
(Q-

(<a.)

(+ &> <c.>))

(W (a) (- ()

(c)))

-- > (+ re9
a> <b> <))
A (a:cQ+ number-of(W'a))

A
(-rel
A
A

--

a>

numtber-of((A <a>))
number-of((D (a)))

number-of((W))

number-of((a) number-of((W))
(a) ( ) (c)
( O+ number-of(<a)) number-of(10))
(acQ. number-of(<a)) number-of(cc>))
(cZQ+

--

W
g)

-ibc flow-rate expression above, for example, would result in the assertions:
(+rel (A flow-rate) (A (pressure source)) (A (pressure dest)))
(+rel (0 flow-rate) (D (pressure source)) (D (pressure 09st)))
( O+ flow-rate (pressure source))
(q.
flow-rate (pressure dest))
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b. c) is:

a - ZERO .--[(b - ZERO

A c - ZERO)

V (mD3b]

m[c] A Opposit.e-sign(b. c))]

where
V Ni, N2 E number
Opposite-sign(N 1 . N2 )

[(s[Nl] - I A s[N2 1 • -1)
V (s[Nt] - -1 A srN 2 ] - 1)

The implications of -rel (a. b, c) are:
Correspondence((a, ZERO)(b. c))
Correspondence((a. ZERO) (b, ZERO) (c. ZERO))

7.2.7 Adders

*
-

_
"

l

Addition is the only arithmetic operation supported by the implcnicntation, due to its importance in
computing the combined effects of direct inllucnces. Conceptually, an adder has three parts, a sum, which is
a number. and two sets, inputs and minus-inpuls, which at any particular time contain the numbers that are
the contribution (positive or negative) to the sum. The sets are determined by making a closcd-world
assumption. in that the collection of numbers explicitly known to be elements of the set at some time are
assumed to be all the members of the set.
An adder, whose sole purpose is to compute the sign of the sum, works as follows. The inputs and
minus-inputs are sorted into three sets according to their signs - a negative number in the minus-inputs set, for
example, becomes a member of the positive contributions. Ifall of these sets are empty or only the zero set is
non-empty, then the sum is assumed to be zero. If either the positive or negative set has members, with the
other set being empty. then the sign of the sum is that of the set which has members. If both the positive and
negative sets are not empty, then inequality information isgathered in an attempt to settle the sign. Suppose
that the positive set has three members while the negative set has two. lhen if for each member of the
negative set a distinct member of the positive set can be found that isgreater than it, then the sign of the sum
must be positive because the positive contributions will more than cancel the negative ones. Similarly, if the
positive and negative sets are of the same size and enough equality information is known to set up a one to
one mapping between the sets, then the sign of the sum isconcluded to be zero. Only inequalities connecting
numbers are used, i.e.. inequalities between algebraic combinations or functions of numbers are not
supported.
Associated with each quantity is a special adder, called its influence adder. Whenever a quantity is
directly influenced, each direct influence is considered to he a member of the appropriate input set (i.e., a
member of the plus inputs if the influence is positive and a member of the minus inputs if the influence is
negative). If there are any plus or minus inputs to the influence adder, then the derivative of the quantity is
constrained to be equal to the sum of the influence adder.

-N
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7.3 Indikidual ies :and processes

S

Since indikidual %ic%%s and processes are so much alike, in the implementation they are treated as
speci'lli/atins of a more abstract t)pe. the coni/ionidi:eddescriplion. '[here are threc classes of tCicts about
conditionali/ed descriptions to be considered. the facts Mhich define one. the facts which hold when an
instance of one iscreated, and the facts which hold Mhen an instance of one is active. We examine each in
turn.
When a conditionali/ed description is defined, facts describing its various components are created.
The obh ious parts are the indikiduals, preconditions, quantity conditions, relations, and (for processes) the
influences portions of the specifications. An additional distinction is made between two classes of facts in the
relations field, those Nshich arc to be asserted when an instance is found (the crcation fwts). and those which
arc to he asserted when the instance is active (called, appropriately, the activation flwts). Creation facts
declare ndix iduals introduced by process and view instances and quantities representing their continuous
parameters (such as flow rates). The creation facts also include indexing information, such as the role each
individual plays in the instance.
In particular. recall that the individual s field specifies what type each indixidual must be. Here are
some important facts asserted when a slice of an instance of a conditionalized description cdi is created for
situation sit:
Taxonony(Status(at(cdi, sit).
Exists-in(cdi ,

sit)

-*

Active). Status(at(cdi. sit),

Status(at(cdi. sit), Active) =

*

Inactive))

(vypespec,'ications of slices for cdi's individual)

Exists-in(cdi, sit)

The first fact simply states that an instance must be either active or inactive. The second fact says that an
instance exists in a situation exactly when the individuals it occurs between exist and are of the appropriate
type (since the predicates need not always be true). Notice that the instance cannot exist when one of the
indix iduals it applies to doesn't. since in that case the type predicates for the non-existent individuals won't be
true for that slice. The third fact enforces the constraint that the instance must exist at any time it is active.
The acti~ation facts are simply the facts explicitly mentioned in the relations and influences fields.
They are justified by the slice of the instance being active, i.e., they will be believed whenever the instance is
active.

I

I
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8. Iontain models
This chapter describcs GIZMO's language for writing domain models and to examplcs of domain
models. While bcttcr domain models arc being dcvcloped, at this writing these models are the only ones that
ha c been run on several examples. They arc quite crude from the standpoint of being reasonable-fidelity
portions of a naive physics, but have been crucial in deeloping and debugging the ideas.
QP theory provides a framework that partially specifies a representation language for dynamical
theories. But it does not specify all of te details of that language, and there are always a number of ways for
such a language to be implemented. The next section describes the syntactic constructs of GIZMO's
particular language for describing domain models. The language provides little insulation from the
DIIACIE (and LISP) foundation: given that this language is still under active development this
is a feature rather than a bug. The last two sections describe the models of fluids and motion that will be used
to illustrate the algorithms and certain dynamical issues in the next three chapters.

SIunder)ing

8.1 Specifying the models

e
Several kinds of information must be specified in developing a domain model using QP theory.
First, one must define the various kinds of quantities, predicates, and individuals that exist in situations of
that domain. Second. the processes and individual views which comprise its view and process vocabularies
must be defined. Finally, a means of specifying a particular problem is needed. The constructs that serve
each of these purposes will be introduced in turn.
8.1.1 Defining constants and facts
Logical constants, such as WATER, are defined with the
domain are expressed with the DefFact form.

DefineConstant

form. General facts about a

8.1.2 Defining types of quantities
The form
*

(DefQuant i ty- Type ftype,)

states that orpe is a function which maps from individuals to quantities and from slices to values. Quantity
types must be declared in advance of their use, since terms that describe quantities are instantiated differently
from other terns (see section 14.6 for details).

8.1.3 Defining predicates
To specify a one-place predicate, we will use the form
(DefPredicate Oiame) .

where

(name)

is the name of the predicate and <bav> is a collection of statements and rules. The meaning of
is that the statements arc held to be true as a consequence of the predicate being true, and the

Def Predicate
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rules are defined in the scope of an environment where (he Nariable ?self is bound to tie predicate's
argument. For example,
(DefPredicate student
(has-low-income ?self)
(rule (?f (:true (graduate-student ?self)))
(assume (-> ?f (Frantic (at ?self thesis-deadline)))
'Fact-of-Life)))
1
Would expand into:

(rule (:intern (student ?self))
(assert (-> (student ?self) (has-low-income ?self)))
(rule (?f (:true (graduate-student ?self)))
(assume (-> ?f (Frantic (at ?self thesis-deadline)))
'Fact-of-Life)))

8.1.4 l)Dfining types of individuals
*

Certain types of prcdicates are used to specify types of individuals. On the whole. these predicates
can be treated as above. There are two additional complications. First, an individual often has parts, and it is
useful to specify these explicitly, especially if some work must be done to update them (such as the set of
pieces of stuff which comprise the contents of a place). 'his function is provided by extending the syntax of
DefPredicate slightly, to wit:
(defEntity onane) fparutrli)

*

.<body)

1. For those unfamiliar with AMORD or RUP, a short note on rule syntax is in order.
Pattern variables are symbols with a "'T"prefix. A rule trigger has three parts, a statement variable, a
condition, and a pattern. In the trigger pattern
(?f (:true (graduate-student ?self))),

*

*

?f is the statement variable, :true is the condition, and (graduate-student ?sel f) is the pattern. A rule can
have a list of triggers. The body of the rule consists of code which is executed whenever a collection of facts
which match the triggers and satisfy their conditions are found. Several kinds of conditions are provided to
allow rules to be used for different purposes. The conditions :true and false are satisfied when the
matched fact is first believed to be true or false, respectively.
Ihe conditions :whenever-true,
:whenever-false, and :whenever-change cause the rule to be run every time the belief in tie fact becomes
true, false, or changes at all. Since most of the work in the rules occurs by adding clauses to the TMS, the
most used condition is : intern, which means that the rule can be run as soon as the fact enters the database,
whether or not it is believed.
The body of the rule is executed in an environment where the statement variables are bound to the
facts which matched the trigger patterns and the variables in the trigger patterns are bound to the expressions
provided by the match. The fnns assume and assert are interpreted specially: the first argument is the fact
that will be placed in the database, with the appropriate substitutions made for the pattern variables. The
second argument names tie type of assumption, information which is useful for debugging and backtracking.

6
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,pia,,,-itso is simply a list of entries. Iach entry contains the name of tile part and a specification of wkhat type of
thing it is. We Aill describe "hat can be found in the parts list shortly.
The second complication is that. as described in the prc%ious chapter, the interactions bet- eL. the
trtth of instances of this predicate and existence of the argument lust be made explicit. The implementation
has slices and ndiniduals as distinct syntactic types. '.hich in turn are distinct from the rcpresentation of
ill d) diflerent things
constants. Statements which are occurances of a predicate defined by deffnt i ty v%
the
additional rule
an
indi%
idual,
is
of
a
predicate
If
the
argument
according to the t pe of its argument.
(rule (?f (intern (Exists-In ?self ?s)))

-'i

(assume

(->

(and

(<nanm> ?self)

?f)

;?s is a situation

(<nYame>

(at

?self

?s)))

'Existence-Law))

will be created to ensure that each slice inherits the proper type.' Notice that if the truth of tile predicate will
change over time it must not be asserted of the indiidual. only of those slices for Which it is true. If the
argument is a slice then (as mentioned pre iously) tie truth of that predicate on it is tantanmou nt to believing
the individual exists at that time, i.e.,
(assume (-> (<name> (at i sit)) (Exists-in

I

i

sit))

'Existence-Law)

If the argument is already known to be neither an individual nor a slice, then the predicate cannot be true of
it, i.e.
(assume (not (<'name

?self))

'Existence-Law)

The parts list is used to specify properties ofa type of individual. An entry in tie parts list consists
of a name and a specification. [he specification describes the type of thing the part is, such as a quantity. A
property that is a set is indicated by the specification
(set-of

(par-relationm)

where (part-relation>is the name of the relationship that specifies that something is in that set. For example,
(defEntity Grad-Student ((net-worth quantity)
(creditors (set-of has-creditor)))
(not (?self creditors NIL)))

says that a graduate student has a financial net worth and a non-empty set of creditors.
Certain individuals are best specified as functions of other individuals, such as the collection agent
assigned by a creditor to the case of a particular debtor. We will also use defEntity to specify the properties
of this type of individual by allowing the name to be a compound expression, and allowing -- in the
specifications to denote that some of the arguments of the name plays a particular role for that individual.

1.For hackers, it should be noted that for efficiency reasons the actual trigger form for this rule is
(?self exists-in ?s)

since I )IBACI E, like RUP. only indexes assertions by their first element and presumably there will be many
more sutitements of existence than statments about any particular individual. See the appendix for more
details.
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Ilere. for example. we might say
(defEntity (collection-agent ?debtor ?creditor) ((victim (?debtor))
(oppressor (-- ?creditor)))
(Hassles ?self ?debtor)
(Reports-To ?self ?creditor))

to indicate that a collection agent reports to the creditor and that the victim of ihe collection agent is the
debtor.

8.1.5 Defining relationships
The defRelation form provides a means of defining relationships as opposed to type predicates,
indi% iduals, or compound individuals. Its syntax is:
(defRelation qorm> . (bod>)

defRel ation is mainly syntactic sugaring for I)EBAC!.LI rulcs, with qornm being ie nile's trigger pattern and
<hi)> being the body of the rule. Unlike normal )I'BACI.E rules, however, certain syntactic transformations,
including those described in Section 7.2.6. arc performed on the body. To continue our (grim) example, we
might describe the Hass les relationship as follows:
(defRelation (Hassles ?creditor ?debtor)
(or (Phones-Late-At-Night ?creditor ?debtor)
(Accosts-on-Street ?creditor ?debtor)
(Sends-Threatening-Letters ?creditor ?debtor))
Justification Preditor-Definition)

The :justification keyword indicates the symbol (in this case, Preditor-Definition) that should be used as
an assumption type for assertions made by rules created from this definition (See the I)HBACI.E appendix
for an explanation of how assumption types are used).
8.1.6 Defining processes and individual views
Processes are defined with the def Process form:
(defProcess

qform)

. (keyword-lisL))

where qw,,,)isthe syntax of the relationship which indicates an instance of the process occurs between its
arguments, and <keor,iii5o takes the form of' a list alternating between keywords (individuals,
preconditions, quantity-conditions, relations, and influences) and the specification of that part of the
process.
The best way to explain defProcess isto look at an example. Here isa heat-flow process we will use
later on:
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(Heat-Flow ?src ?dst ?path)
Individuals ((?src (Physob ?src)
(Has-Quantity ?src Heat))
(?dst (Physob ?dst)
(Has-Quantity ?dst Heat))
(?path (Heat-Path ?path)
(Heat-Connection ?path ?src ?dst)))
Preconditions ((Heat-Aligned ?path))
QuantityConditions ((Greater-Than (A (temperature ?src))
(A (temperature ?dst))))
Relations ((Local flow-rate (Quantity flow-rate))
(Q= flow-rate (- (temperature ?src)
(temperature ?dst)))
(Greater-Than (A flow-rate) zero))
Influences ((I- (heat ?dst) (A flow-rate))
(I- (heat ?src) (A flow-rate))))

The first element of the process specification provides a uniqLe nlame for instances of the process by
sub'stituting the individual bindings in the form provided. In this case the form is
(Heat-Flow ?src ?dst ?path),

and an instance might be
*

(Heat-Flow Stove Can Burner).

Ile indi iduals Specification provides the binding environment for the rest of the description: no free
variables are allowed. The type of each individual must be provided (e.g., Physob and Heat-Path) to constrain
candidate collections of objects which are generated when finding process and

iew instances.

Additional

matching criteria can be provided as well (tile Has-Quantity and Heat-Connection Statements above) to
further restrict the conditions under which instances are created. In theory these criteria could be placed in
the processes* preconditions, but in practice it is worth placing them in the indikidual specifications if they

r

won't change during the course of reasoning, thus reducing the number of process instances %%hich nust be
considered.
Preconditions and quantity conditions are lists of statements which are interpreted conjuinctively.
Preconditions can be arbitrary predicate expressions, while quantity conditions must be either inequality
statements or status statements (i.e., (Status

(instance)

(ACTIVE

yr

INACTIVE>)).

While statements in both

preconditions and quantity conditions can be negated, no explicit disjunctions or any other logical connectives
are allowed.
*

'Tihree constructs are provided to introduce new terms in the relations field. Individuals which exist
by virtue of the instance being active are specified by Introduces or Introduce-Uniquely. Introduces
indicates that Ahenexer the instance is active the individual will exist, and Introduces-Uniquely indicatcs that

.

the individual exists if and only if the instance is active. Properties of the instance itself, such as quantities (in
the heat flow example, flow-rate) are introduced with the Local specification. The syntax of the Local
expression is

0
(Local

(name)

<specification>)

vhere <specifv.nior is a predicate expression mentioning the name. In die heat flow process above, for instance,
(Local

*

flow-rate (Quantity flow-rate))

indicates that flow-rate is a function which maps from instances of heat flow to quantilies.

When

constructing a slice of an instance of a process, occurrences of the function name are replaced by a term

0

I
407

Communal Assembly Paper

www.daifture.org

Forbus

-106-

QP theory

representing the application of this function to the slice. If, for example. P l-o were an instance of heat-flow
that wAs active in situation sO, then the following tacts would be among those believed:

-

(I+

(heat (at (d.t) SO))

(A (flow-rate

(at PI-0 SO))))

(I- (heat (at (src>SO)) (A (flow-rate (at PI-0 SO))))

Individual views are defined using the defView form. Its syntax and interpretation is exactly the
same as that ofdefProcess, except there can be no influences field.

8.1.7 Inimit rules
Limit rules are "compilations" of conclusions that GIZMO has reached in performing limit analysis.
When supplied with the model of the domain, thcy often allow GIZMO to reach the same conclusions with
much less effort. Their exact role in limit analysis will be explicated later in section 9.4: for now we will
merely describe their syntax.
A limit rule has the following form:
(defLimiit-Rule

(name)

(pattern> (body))

The rule is run on all quantity hypotheses whose description satisfies <pattern>, which consists of a pair of
numbers, the current ordering between them, and the ordering between them proposed by the hypothesis.
When a match is found <budia.v
is executed in an environment where the variables in the patterns are bound to
what they unified with. The body returns two values. a flag indicating what action is GIZMO is to take
regarding the hypothesis and a list of reasons for why that action is appropriate. 'llic flag can either be NIL,
indicating that, as far as this rule is concerned, the hypohthesis is okay, T indicating that this particular
hypothesis is inconsistent, or ALL, indicating that this hypothesis and any conjunctive hypotheses which
it are inconsistent.

.
.
.
-include

8.1.8 Defining problems
It is convenient to have a means for specifying the initial conditions of a problem, such as what
individuals exist, what relationships hold between them, and what situations they are involved in. The
defScenario form does this. Tle syntax is:

.•

( defScenario (name)

.

(specifc.ations))

T"he specifications take the form of
(<key> . 0satentents>)

0

where ae,> indicates the type of specification and <.,aiene,,t.0 are the particular content of it.
The
I first type of specification is Individual s, the initial set of individuals in the scenario.
Constants
serves the same role for problem-specific constants. The Facts specification provides it way to make initial
assumptions. Particular situations are described within the In-Si tuat ion specification; the first element is the
name of the situation, and the remaining elements are Individuals and Facts specilications which are
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interpreted as stating that the indi%iduals named exist in that situation and dhe facts arc truc about the slices of
those individuals respectivcly. Facts that are tne in all situations can be placed in an ALWAYS specification.
Here is how defScenar io would be uscd to describe a kcttle that was always on a stove, starting at time to:
(defScenario kettle-on-stove
(Individuals stove burner kettle)
(Facts (Temperature-Source stove)
(Physob kettle)
(Heat-Path burner))
(Always (Heat-Path burner stove kettle))
(In-Situation to
(Individuals stove burner kettle)
(Facts (Greater-Than (A (temperature stove))
(A (temperature kettle))))))

8.2 Fluids
The first problem that arises in reasoning about fluids is deciding exactly what constitutes an object.
In developing his axioms for liquids, Hayes introduced the idea of a "contained liquid", a piece of liquid
considered as an object by xirtue of being "the liquid in a place" [Hayes, 1978b]. As we have scen previously,
this description is quite useful for reasoning about several of the processes which act on liquids and also
1
gases.
Howcvcr. the vocabulary introduced in section 4.1 skirted an important issue. When a contained
liquid "ias created it was given an arbitrary name. To see the problem with that, suppose there is steam and
water inside a particular container. Part of the specification of boiling is that some steam will be created
inside the container. Should boiling occur, how is the boiling process to know whether or not it must create a
flew indi~idiial, or merely add influences to an individual that is already there? In general, how are we to
knou that two fluid individuals are really the same?
The simplest solution seems to be the introduction of canonical names for such individuals. We will
use tile function c-s to denote fluid objects. c-s must depend on de substance, state, and container if we are
to make all the required distinctions. All fluid individuals will be introduccd via instances of the (redefined)
individual view contained-Stuff being active. Additional predicates are defined to describe the effects of
state anld tie interactions between state and containment.
Before we can talk about contained stuff, however, first we must introduce the types of quantities we
will be thinking about and the general definition of pieces ofstuff. Here are the quantities we will be using:

."

-

(defQuantity-Type
(oefQuantity-Type
(defQuantity-Type
(defQuantity-Type
(defQuantity-Type
(defQuantity-Type

amount-of)
amount-of-in)
heat)
pressure)
temperature)
tboil)

1. Ilowc'er. it seems the alternate "molecular collection" ontology is also required for certain kinds of
reasoning. This point will be discussed in section 12.3.2.

.I

--
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(defQuantity-Type
(oefQuantity-Type
(defQuantity-Type

flow-rate)
generation-rate)
absorbtion)
restorative)

(defQuantity-Type
(defQuantity-rype
(defQCantity-Type
(defQuantity-Type
(defQuantity-rype
(defQuantity-Type

Level)
Volume)
height)
(height top))
(height bottom))
Max-Height)

QI' theory

(defObservable-Quantity Level)

*

*object

The first group are the thennod. namic properties we used in section 4.1. To summari/e, we will consider
arount-of Is"tile amulnt of stt ffthere is". roughly, the numbcr of molecules in an individual (we nust use
amount-of to avoid conltision with "aIntnt" in die sense of part of a quantity). The function amount-of-in
maips foin a subst,mnce. I state, and a container to a quantity dlat indicates how much of that substance in that
state there is inside a particular container. Talking about amount-of-in as distinct from amount-of is
necssary because amount-of is a property of the piece of stuff, while amount-of-in is used to suie part ofthe
conditions for that piece of stuff to exist. As before, pressure is assumed to be measured from the bottom of
the container.
The second group are quantities which will appear in processes. The third group are quantities
which represent various geometric properties. For simplicity in the implementation, quantities which might
naturally be referred to as properties of pants (such as (height (top container))) are curried to apply to the
itself(such as ((height top) container)). Finally, level is also marked as an observable quantity, a
fact which will be used when performing measurement interpretation.
Next we define pieces of stuff. This description is independent of the particular criteria of
individuation that is applied (i.e., it can be true of a collection of molecules or of a contained liquid). Since a
piece of stuff is an individual, a defEnt i ty is used to define it:
(defEntity piece-of-stuff ((amount-of quantity)
(volume, quantity)
(pressure quantity)
(heat quantity)
(temperature quantity)
Se(tboil
quantity))
(Physob ?self)

*I

(Vertical ?self)
(Qprop (temperature ?self) (heat ?self))
(Taxonomy (Liquid ?self) (Gas ?self)))

l

Being a Physob in this context simply provides some geometric information: the exact specification of the
Physob predicate appears below. Every piece of stuff will have the appropriate thermodynamic properties
(tile quCitiics specified in the parts list), and the temperature will always depend on the heat of the stuff.
I uithermnore. the stuff is either a liquid or a gas. Again. we will dcfine these predicates shortly.
'I he ,pproxntiation ofa tcmperattre source is sometimes useful. There are two ways to define them.
First. a nornil piece of stuff can be used and made subject to a special process, heat-restore, which provides
an oppoitc illflucncc to counterbalance any heat drawn fron or added to it. A simpler alternative (although
not as II,.\ible, if we wish to add or |emo e this approxiii.ition at will) is to define temperature-source as a
new t pC of object:

6'
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(OefEntity Temperature-source ((heat quantity)

(temperature quantity))

(physob ?self))

Since. unlike pieces of stuff, the temperature of a source isn't qualitatil'ely proportional to the heat of the
source, influencing tile heat will lea~e the temperature unchanged.
Now Ae can describe Contained-Stuff.
(defView (Contained-Stuff p)
Individuals

((?c (container ?c))

(?s (substance ?s))
(?st (state ?st)))
Preconditions ((Can-Contain-Substance ?c ?s ?st))
QuantityConditions ((Greater-Than (A (Amount-of-in ?s ?st ?c))

ZERO))

Relations ((Introduces-Uniquely (c-s ?s ?st ?c))
(Q- (anount-of-in ?s ?st ?c) (amount-of (c-s ?s ?st ?c)))
(Qprop+ (amount-of-in ?s ?st ?c)

(amount-of

(c-s ?s

?st ?c)))))

In general, a qualitative proportionality must be provided when asserting an equality within a domain
definition to indicate the appropriate direction of causality when resolving influences. As you can see, an
It is
instance of this iew will be created for every combination of substance and state for each container.
possible that a particular container cannot hold stuff of a particular type. for instance, storing nitric acid in a
copper can. and this possibility is represented by the predicate Can-Contain-Substance as a precondition.
the contained stuiff exists exactly when the instance is active, as indicated by the Introduces-Uniquely
statement.
We will need to specify a few more properties of individuals defined as contained stuffs. The
For-Sl ice construct is syntactic sugar for a rule which triggers when the individual exists in a situation named
b. the first argument (here, ?sit). Whenever a canonical individual exists, it is a piece of stuff, in its defined
state, and the place where it is contains it.
(defentity (c-s ?substance ?state ?place) ((substance (-- ?substance))
(state (-- ?state))
(inside (11 ?place)))

4

(For-Slice ?sit

(piece-of-stuff (at ?self ?sit))
(?state (at ?self ?sit))
(Contains (at ?place ?sit) (at ?self ?sit)))
:code (cond ((eq ?state 'Liquid)
(Impossible-fact (referent '(gas .?self) T))
(Impossible-fact (referent '(contained-gas .?self) T)))
((eq ?state 'Gas)
(Impossible-fact (referent '(Liquid ,?self) T))
(Impossible-fact (referent '(Contained-Liquid ,?self) T))))
:justification c-s-Definition)

I he code in Lhe ;pccification (indicated by the :code keyword) indicates that a contained stuff defined to be
i or c t.te cannot he in the other. This information is used to reduce the number of spurious process and
in
we in,,tmcc, introduced when analh /irig a si'tuation (sec section 9.2).
Next sihNtaccs are introduced. The nature of a substance doesn't change with time, hence they are
(1hinm.ii-,pecific coinstints rather than individuals. For simplicity, we also assume that every container can
hl11d 0cr, substance in every state:

I
I.
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(defPredicate substance)
(rule ((?f (:true
(?g (:true
(?h (:true
(assert (-b
(assert (->

(Substance ?s)))
(Container ?c)))
(State ?st))))
(and ?f ?g ?h) (Can-Contain-Substance ?c ?s ?st)))
(and ?f ?g ?h) (Quantity (amount-of-in ?s ?st ?c)))))

For examplc, a particular substance we know wcll is water:
(DefineConstant Water)
(DefFact (Substance Water))

The vario.ts empirical properties of water which distinguish it from other substances are not modelled in this
vocabulary.
We will only model two states of matter:
(defPredicate State)
(DefineConstant LIQUID)
(DefineConstant GAS)
(DefFact (State LIQUID))
(DefFact (State GAS))

The next rule enforces the constraint that these states are the only states:
(rule ((?f (:true (State ?sj)))
(cond ((memq ?s '(LIQUID GAS))) :okay
(t (assume (not ?f) :ABSOLUTE))))

means the TMS will never consider this assumption as a candidate for retraction.
Now we must dcline the additional properties a piece of stuff has by virtue of being in a particular
state. Unlike the previous vocabulary, we can use predicates rather than individual views to represent these
properties because we are dealing with canonical individuals, thus their state is always known.
The

:ABSOLUTE

(defEntity Liquid ()
(not (Greater-Than (A (temperature ?self)) (A (tboil ?self))))
(iff (Contained-Stuff ?self) (Contained-Liquid ?self))
(Qprop- (volume ?self) (amount-of ?self)))
(defEntity Gas ()
(not (Less-Than (A (temperature ?self)) (A (tboil ?self))))
(Qprop- (pressure ?self) (amount-of ?self))
(Qprop- (pressure ?self) (volume ?self))
(Qprop+ (pressure ?self) (heat ?self)))

The inequalities represent the constraints on temperature imposed by each state. As in the previous
%ocabulary, the negated inequalities are used to allow a substance to be in either state at a phase
The relationships between their thennodynamic properties which arc independent of the
individuating criteria are expressed by tie qualitative proportionalities.
Since the indikiduating criteria for this vocabulary ensures that all liquid objects are
liquids, seperating out the properties of contained stuff in particular states isn't strictly necessary.
we define it seperately for containcd-liquids for upward conpatability:
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(defEntity Contained-Liquid ((level quantity))
(Q- (level ?self) ((height top) ?self))
(Qprop+ ((height top) ?self) (level ?self))
(Function-Spec level-function
(Oprop+ (level ?self) (amount-of ?self)))
(Correspondence ((A (level ?self)) (A ((height bottom) ?self)))
((A (amount-of ?self)) zero))
(Function-Spec p-l-function
(Qprop+ (pressure ?self) (level ?self)))
(rule (?f (:intern (?self container ?c)))
(Q- ((height bottom) ?self) ((height bottom) ?c))
(Qprop+ ((height bottom) ?self) ((height bottom) ?c))))

Naming the functions which determine level and pressure for contained liquids will allow us to compare
%alues of them found in different containers; this information will be used in the envisioning chapter. lhe
correspondence says that the level approaches the bottom of the container as the container runs out of liquid.
The rule at tile end of the specification points out a flaw in the implementation language; since general
de-structuring mechanisms aren't used, such a rule is the only way to get hold of the ccntainer of he stuff in
order to specif) the relationship between the height of the bottom of tie container and the height of the
bottom of the liquid.
A crude geometry will suffice for our purposes. There are two orientations, vertical and
horizontal:
(defPredicate orientation)
(DefineConstant vertical)
(DefineConstant horizontal)

We will treat orientation as a two-place relation, tying an object to one of these constants. The predicates
Vertical and Horizontal are defined by these rules:
(rule (?f (:intern (Vertical ?obj)))
(assert (iff 7f (Orientation ?obj vertical))
*"

'Domain-Definition))

(rule (?f (:intern (Horizontal ?obj)))
(assert (iff ?f (Orientation ?obj Horizontal))

.

'Domain-Definition))

Being a physob in this model just means that something has an orientation, and the relationship
between the height of its top and the height of its bottom are constrained by this orientation:
(defEntity Physob (((height top) Quantity)
((height bottom) Quantity))
(Taxonomy (Orientation ?self VERTICAL)
(Orientation ?self HORIZONTAL))
(iff (Orientation ?self HORIZONTAL)
(Equal-To (A ((height top) ?self)) (A ((height bottom) ?self))))
(not (Greater-Than (A ((height bottom) ?self)) (A ((height top) ?self)))))

I o better focus on dynamics. we ill model as little information about piping systems, valves, and so
forth as possible. A container will be modeled as a physob:
(defEntity Container () (Physob ?self))

We will simply assert such fluid paths and connections as exist. Both fluid and heat paths, however, are
first-class individuals:
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(defEntity Fluid-Path ((max-height Quantity)))
(defEntity Heat-Path

0

(defRelation (Fluid-Connection ?path ?source ?dest)
(Fluid-Connection ?path ?dest ?source))
(defRelation (Heat-Connection ?path ?source ?dest)
(Heat-Connection ?path ?dest ?source))

lThe predicate Fluid-Connection takes three arguments, a path and two pieces of stuff. When true, it
indicates that the path can scr~e as a fluid path between one piece of stuff and thc other. All licat and fluid
connctionls ar-e also considered to work both ways. Fluid paths also have a maximum height, since even with

*
*
*

this simple geomtry,. we would like to prevent liquid from flowing up hill. Ignoring pumps and the siphon

effect.' we can say that a path will support liquid flow only if the level of thc source is greater than the
maximum height of the fluid path. Th1is will be represented by an individual view:
(defView (Liquid-Flow-Supporting ?path ?src ?dst)
Individuals ((?src (Contained-Liquid ?src))
(?dst (Contained-Liquid ?dst))
(?path (Fluid-Path ?path)
(Fluid-Connection ?path ?src ?dst)))
QuantityConditions ((Greater-Than (A (level ?src))
(A (max-height ?path)))))

Now we can talk about liquid flow. Here is the liquid flow process we will use:

*

*

(defProcess (Liquid-flow ?src ?dst ?path)
Individuals ((?src (Contained-Liquid ?src))
(?dst (Contained-Liquid ?dst))
(?path (Fluid-Path ?path)
(Fluid-Connection ?path ?src ?dst))
(?supported ((View-Instance Liquid-Flow-Supporting) ?supported)
(?supported path ?path)
(?supported src ?src)
(?supported dst ?dst)))
Preconditions ((Aligned ?path))
QuantityConditions ((Greater-Than (A (pressure ?src))
(A (pressure ?dst)))
(Status ?supported Active))
Relations ((Local flow-rate (Quantity flow-rate))
(Q- flow-rate (- (pressure ?src)
(pressure ?dst)))
(greater-than (A flow-rate) zero))
Influences ((I+ (amount-of ?dst) (A flow-rat.))
(I- (amount-of ?src) (A flow-rate))))

Notice that the dependecec of flow on the geometric properties of the liquid pith is expressed by including
the instance of the support relation in the individuals and requiring that the relationship is true by placing it

*

1. The simplest way to represent these would use a hierarchial view description, with distinct cases
representing normal flow. puniped flow, and siphoning. However, hierarcllial descriptions are not currently
supported in G IZMO.
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ill thle quanltity conditions.' We ignore gais flows in this %ocabulary.
We haxc alreadv examined hecat tiow, but for complctencss, Wc include it again:
(defProcess (Heat-Flow ?src ?dst ?path)
Individuals ((?src (Physob ?src)
(Has-Quantity ?src heat))
(?dst (Physob ?dst)
(Has-Quantity ?dst heat))
(?path (Heat-Path ?path)
(Heat-Connection ?path ?src ?dst)))
Preconditions ((Heat-Aligned ?path))
QuantityConditions ((Greater-Than (A (temperature ?src))
(A (temperature ?dst))))
Relations ((Local flow-rate (Quantity flow-rate))
(Q- flow-rate (- (temperature ?src)
(temperature ?dst)))
(Greater-Than (A flow-rate) zero))
Influences ((I- (heat ?dst) (A flow-rate))
(I- (heat ?src) (A flow-rate))))

Remember that thle o. expainds into tmo qualitatiw proportionalities. hence the flow rate will be indirectly
in fluenced b changes in the temperature of the source and destiation.

*

Bloiling is slightly more complicated because it involves state changes:
(defProcess (Boiling ?w ?hf)
Individuals ((?w (Contained-Liquid ?w))
(?hf ((Process-Instance Heat-Flow) ?hf)
(?hf DST ?w))
Ps (Substance ?3)
(?w SUBSTANCE ?s))
(?c (Container ?c)
(?w CONTAINER ?c)))
QuantityConditions ((Status ?hf ACTIVE)
(not (Less-Than (A (temperature ?w))
(A (tboil ?w)))))
Relations ((Introduces (c-s 7s GAS ?c))
(Contained-Stuff (c-s ?s GAS ?c))
(Local generation-rate (Quantity generation-rate))
(Local absorbtion (Quantity absorbtion))
(Has-Value (s (d (heat (c-s ?s GAS ?c)))) 0)
(Greater-Than (A absorbtion) ZERO)
(Greater-Than (A generation-rate) ZERO)
(Q- (temperature ?w) (temperature (c-s 7s GAS ?c)))
(Qprop+ generation-rate (flow-rate ?ht)))
Influences ((I- (heat ?w) (A (flow-rate ?hf)))
(I- (heat (c-s ?s GAS 7c)) (A absorbtion))
(I+ (amount-of (c-s ?s GAS ?c)) (A generation-rate))
(I- (amount-of ?w) (A generation-rate))))

*

*

*

*

As in the other vocab~ulary. Stt chlanges are Modelled by asserting that the canonical individual
correspondinlg to the resulting phase exists, and its amiount Will increase as thle amount of the stuff in the
original phase decreases. Ihere We ,CC Introduces at %ork: certail boiling cr,.itcs steam, but since there can
be steamn in the container even when boiling isn't occuring we use Introduces instead of

2. The predicate (View-!Ins tance Liquid-Flow-Supporting) is Simply al "curried" predicate automatically
introduced to speed matching.
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as il the contained Stuff description. The suhstalnce (?s) and container (?c) are
included inthe indi iduals specification since the pattern-matching there is GI1O's major mechanism for
de-StrcItUring compound objects.
let us examine the causes and consequences of" boiling more closel.. Predicating boiling on a heat
fiow occuring models the necessity of a source of energy for phase transitions.. \dding an influence which is
the Opposite of the flow rate of the heat flow to the heat of the %%aterpreents the tCmperaturc of the water
from changing. Ilhe flat assertion that the heat tof thc gas is UnIchaging (i.e.. the Has-Value statement) and
the absorntion influence on the gas is a kludge: gi~en that the heat flo" to Aater is active, there will also be a
heat llo%4 fron tie same source into the nevkly-forned gas. ih,only constraining the sign of absorbtion, the
assertion that the heat of the gas is Unchanging " ill result inthe assumption (%lhen resolving influences) that
the inlluence of the heat flow to the steam %ill be cancelled out.
Finallk, there are tmo limit rules that reduce GIZMO's computational burden when envisioning.
lhe first rule concerns changes in the ordering between the level of liquid in a container and the maximum
height ofa fluid path, the quanltt condition for Liquid-Flow-Supporting. In particular, the rule concerns the
possibility that the relationship between level of the contained liquid and the uIaximtum height of the path
%kill change from Greater-Than to Equal-To. as would happen, ltr instance. if there were flow out of a
container. The body of the rule checks to make sure that the height of the bottom of the container isn't less
than the maximum height of the path (i.e., that the maximum height of the path is less than or equal to the
height of the bottom of the container). If it isn't, then it returns ALL to indicate that this possible change is
impossible. either by itself or in concert with other possible changes:
Introduces-Uniquely

(defLimit-Rule No-Hills
(((A (level (at (c-s ?substance Liquid ?container) ?sit)))
(A (max-height (at ?path ?sit)))
Greater-Than
Equal-To))
(multiple-value-bind (relation reasons)
(ordering '(A ((height Bottom) (at .?container .?sit)))
'(A (max-height (at ,?path ,?sit))))
(if (and relation (not (eq relation 'Less-Than)))
(values 'ALL reasons)
(values nil nil))))

Without this rule. GIZMO comes to the same conclusion by considering what would be true after this change
had occured. First, suppose this change happens at the same time tie amount of liquid reaches /cro. ]hen
this change is moot, since the liquid no longer exists. Should the amount of liquid be greater than icro, the
correspondence between amount-of and level in the Contained-Liquid description allos GIZMO to
conclude that the level must be greater than the height of the bottom, thus contradicting the assurlption that
the level equals tie maximum height of the path. Since that change leads to a contradiction, GIlZMO will
mark it as inconsistent.
[he second nile embodies the conclusion that if the heights of the bottoms of two containers are the
same then the souirce Ofa liquid flow between them won't vanish:
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(DefLimit-Rule No-Sinks

((ZERO
(A (amount-of-in ?substance Liquid (at ?container ?sit)))
Less-Than
Equal-To))
(multiple-value-bind (okay? reasons)
(all-containers-at-same-level? ?sit)
(if (and okay?
(every-direct-influencer-of-type '(amount-of (at (c-s .?substance
Liquid
?container)
.?sit))
'Liquid-Flow))
(values 'ALL reasons)
(values NIL reasons))))

The pattern describes the possibility of the quantity condition for an instance of Contained-Stuff changing in
such a way as to make it inactive (i.e.. that the amount of stuff drops to ZERO). The function
all-containers-at-same-level? tests to see whether or not the heights of tile bottoms of all containers in the
situation are equal to each other. If they are, and if every direct influence on tie amount is due to some
*

instance (if liquid flow (checked by tie function every-direct-inf luencer-of-type), then this change cannot

occur, either alone or in concert with other changes. The types of processes which provide direct influences
are limited to be Liquid-Flow because the argument originally used in ruling out this change (which we will
see momentarily) doesn't apply when boiling occurs. Requiring that all containers be at the same level is
quite conservative, since the only containers that really matter are those which arc connected to the source by
some fluid path.
The way GIZMO draws the conclusion represented by this rule is rather subtle. Consider the simple
cse of liquid flow occuring between two containers connected together by a single fluid path (as say in
section 4.1). Suppose the hypothesized change occured. Then the contained liquid in the destination will
exist and the contained liquid in the source won't. But if the contained liquid in the source did, what
inequ,,litiCs would hold between its parameters and the other parameters of the situation? Since the amount
of the source liquid is zero, its level will be equal to the height of the bottom (by the correspondence in the
Contained-Liquid description cited preiously). Since the function which determines le'cl as a function of
imouint is tile same for all contained liquids (i.e., level-function, as defined by the Function-Spec statement
in the contained-Liquid definition), the heights of the bottoms of the two containers are the same, and the
amount of contained liquid in the destination is greater than zero, Ahich means that the level of the
destination liquid is greater than that of the source. Because the function that relates pressures and levels is
the same fir all liquids (the function p-l-function introduced in the Contained-Liquid description), this
means the pressure of the source liquid is less than the pressure of the destination liquid. But before the
change. the pressure of the source liquid was greater than the pressure of tie destination liquid (as evidenced
by the flow from tile source to the destination). Hence quantity space continuity (see section 3.6.4) has been
iolaced, rendering this change impossible.
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8.3 Motion

The description presented here is actually a simple set-up for simulating a spring and block
oscillator, rather than a general domain description for sliding motion. lrogress on building motion models
had no wa of finding out
v%,as held up due to a deficienc in the implementation: until recently, Gl/Ni)
%khatdornain-dependent closed world assumptions it needed to make in the course of reasoning. [his mcant
the set of net forces, crucial to modelling motion, could not change as conditions changed. This deficency has
since been remedied, but the new motion vocabulary has not been adequately debugged and hence will not
be presented.
First. we describe the types of quantities used.
(defQuantity-Type
(defQuantity-Type
(defQuantity-Type
(defQuantity-Type
(defQuantity-Type
(defQuantity-Type

position)
velocity)
force)
length)
rest-length)
acc)

The objects we will consider are blocks and springs. A block's position will be completely described
b. a quantity, as will its velocity and (net) force:
(defEntity Block ((position quantity)
(velocity quantity)
(force quantity))
(Mobile ?self)))

All blocks are asstumed to be mobile. A spring's force is determined by the difference between its length and
rest length:
(defentity Spring ((force quantity)
(rest-length quantity)
(length quantity))
(Qprop- (force ?self) (length ?self))
(correspondence ((A (force ?self)) zero)
((A (length ?self)) (A (rest-length ?self)))))

A spring has several stites. Ifthe length is the same as the rest length then it is relaxed, if the length is greater
than the rest length then itisstretched. and ifthe length isless than the rest length then itiscompressed. As
before, these states " ill be modelled as individual views:
(defview (Relaxed ?s)
Individuals ((?s (spring ?s)))
QuantityConditions ((Equal-to (A (length ?s)) (A (rest-length ?s)))))
(defview (Stretched ?s)
Individuals ((?s (spring ?s)))
QuantityConditions ((Greater-Than (A (length ?s)) (A (rest-length ?s)))))
(defview (Compressed ?s)
Individuals ((?s (spring ?s)))
QuantityConditions ((Less-Than (A (length ?s)) (A (rest-length ?s)))))

We will need a way to talk about directions. The simplest way would be to use the values of signs as
indic.ating directions along sonic (inlplicit) axis. Unfortunately, I)FiACI,[ does not allow fixed-point
numbers to he first-class indi iduals. 'Ihus we shall introduce symbolic names for these directions:

418

Communal Assembly Paper

www.daifture.org

QI' theory

-I 17-

Forbus
(defpredicate direction nil)
(aefineConstant Plus)
(defineConstant Minus)
(defineConstant Null)
(defFact
(deffact
(deffact

(Direction MINUS))
(Direction PLUS))
(Direction NULL))

(defFact
(defFact
(defFact

(Non-Null-Direction MINUS))
(Non-Null-Direction PLUS))
(not (Non-Null-Direction NULL)))

(Irpossible-Fact

(Non-Null-Direction NULL))

The additional distinction that a direction is not null is needed to nile out motion that doesn't go anywhere.
The Direction-Of predicate links thcsc constants with sign valucs:
(defRelation (Direction-Of ?dir ?number)
:code (caseq ?dir

(MINUS (rassume (iff ?self
(Has-Value (s ?number) -1))
(NULL (rassume

(iff ?self
(Has-Value (s ?number)

'Direction-Law))

0))

'Direction-Law))

1))

'Direction-Law))

(PLUS (rassume (iff ?self
(t (rassume

(Has-Value (s ?number)
(not ?self) 'Direction-Law))))

(defComputable-Rel ation Direction-of)

This definition ties the constants MINUS, PLUS, and NULL to sign values of-1, 1, and o respectively. The second
statement (the defComputable-Relation form) tells GIZMO that, unlike most statments in preconditions,
facts of this type can be re-computed and hence should not be automatically assumed to persist.
Somehow a block and spring must be connected. The right way would be to have a Connected-To
relationship that would transmit forces (as in the examples in section 4.4). 1lowever, since this vocabulary
assumes no means of updating the set of net forces (thanks to the implementation deficiency mentioned
above), %%e will have to use a kludge:
(defRelation (Connected-to-Spring ?from ?to)
:?from is the block
;?to is the spring

( (force ?from) (force ?to))
(Qprop* (force ?from) (force ?to))
(Qprop+ (length ?to) (position ?from))
(correspondence ((A (length ?to)) (A (rest-length ?to)))
((A (position ?from)) zero)))

This description is a kludge because it violates the "no function in structure" principle ide Klcer & Brown,
1983]. ly asserting the force of the spring equals that of tile I)lock. it implicitly assumes that the spring and
block have no other forces applied to them. This makes the dcscription non-io)dular. Since %c have already
sullicd ourel\cs. e also incorporate the asstnlption that the spring is at its rest length when the position of
the block is at tile origin (tile second Oprop. and the Correspondence).
The piocss VOCilbul'y We \ill use is 011) slightly different from the Newtonian model introduced
in section 4.3:

4t
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(defProcess (Motion ?obj ?dir)
Individuals ((?obj (Mobile ?obj))
(?dir (Direction ?dir)
(Non-Nul 1-Direction ?dir)))
Preconditions ((Direction-Of ?dir (A (velocity ?obj))))
QuantityConditions ((Greater-than (mi(A (velocity ?obj))) zero))
Influences ((I'- (position ?ooj) (A (velocity ?obj)))))

A
:s mentioned above, motion occurs wlicn anl object hias a non-/erm elocit . Inl this vocabulary, atdistinct
instance of' mlotion \Nill he created for each directi of motion. The Direction -of Statenit in the
enIsuresC that thle instance appropriate to the NelocitN's direction becomles acti~e. The difference
beetcn this dicscription and thle earlier model is tlC additional matching condition of the di rection being
non-ntill,%which precludes creaitillg anl instance of motion that will never be activc. A similar trick is used in
modelling acceleration:
(defprocess (Accelerating ?obj ?dir)
Indivicuals ((?obj (Mobile ?obj))
(?dir (Direction ?dir)
(Non-Nul 1-Direction ?dlr)))
Preconditions ((Direction-Of ?dir (A (force ?obj))))
QuantityConditions ((Greater-than (mn (A (fore ?obj))) zero))
Relations ((Local acc (Quantity acc))
(Qprop- acc (force ?obj))
(Correspondence ((A acc) zero)

6

((A (force ?obj)) zero)))
Influences ((I+- (velocity ?obj) (A 8Cc))))
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Olih
ccasionatl\ Iimplementation tricks Mi icli alloV. sign ficant1 speedupIs W11I bc described.

9.1 1.
1iiiing iicis and process instances

Inapi;i ciplc. f-inding
and process instances is simple. G ixen anl initia set of oljects, find all
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Uohe tried to enIsure- that aill anid onh the possible instances ha'.e been tIbun1d. For example, both view
ilista rices correspomiding to contained-liquids in two containers connectcd by a fluid pah xxold have to be
,issiirncd true to findte appropriate instances of* liquid flow. Flowexer, the algorithm presented tests each
instaince ofl once. I losso can this work?
The trick lies in the wkillingness to match onl statements that haxe some chance of being true,
ra
lesoftheiir current belief stauILs. Ibis is f'ornaliied by the idea of a puvsib true' fact. A fact is
11)' [Filre if and olrl if ( I) it has been mnentionecd (i.e., it appears in die datbase). (2) it is not marked as
hei mg imipossible and (3) either it is trtue or there is somne reason to belie'.e it cotuld be trLIe. [hle second
:idtionl 1, Llsefutl in rulinp out[ sonic absurd poss.,ibilities, as '.xo sass in the Mlid model of' Section 8.2. The
!:id condition, the cxistenco of' somec reason to believe it could be true, is saisfiedl in C l/\1( by the
2\ls[0tCcC .0' di)]
in) the I MlS xx I cLould make it true. IiiportIantlx . the Rules xxhich iiimetthe
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be tirue ,re inl thie dubiethe clauses, they initroduice ,irc ac:cessible
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icI VlS. ',nd iliiJlcs to flind potential inst.inces are generated oin thatt basis i itlier thin .ictilil current
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Y'1,11 pi1;e to p). foir a\xoiding ii akiiio anmd retracting ain exponelitilal number ofaissuniptions.1
'.icy,

'.

*

.c1lise

*0c

1

421

\otlLe

t!

F

-1 icf]
iie(ile system triggers

onl

intern, step 4 isn't necessary at all.

Communal Assembly Paper

www.daifture.org

Forbus

-120-

QP theory

Fig. 48. Situation elaboration
Procedure Elaborate
1. Let SLICES be the individuals which initially exist
in the situation.
2. Compute a table of all the type predicates which apply
to the members of SLICES
3. For each process in the Process Vocabulary and each
individual view in the View Vocabulary.
3.1 Find all collections of objects from SLICES which match the
individual specifications of the description
3.2 Create an instance of that type of process or view
for each such collection.
4. For each new instance,
4.1 Assume it is active.
4.2 Note any new individuals which exist as a result
of its being active. Add these individuals to
SLICES and update the type table accordingly.
4.3 Retract the assumption that it is active.
5. Continue from step 3 until no new instances or
individuals are found.

*

Once the view and process instances are found for a situation, a comparison table is computed that
summarizes which numbers are compared by quantity conditions of these instances. The comparison table is
used in performing limit analysis.
9.2 Finding view and process structures

-

Finding out which process and view instances are active in any particular situation requires
establishing their preconditions and quantity conditions. In the simplest case this is performed by collecting
the preconditions and quantity conditions associated with all the instances and merging them to determine the
minimal set of facts that need to be established. For example, if flows in both direction are possible, one
needs only to ask once about the relationship between ie pressures to determine which, if any of them, is
active. I low these facts are established will depend on exactly what the program is doing. Usually this
information will be provided in the initial conditions or determined by asking the user. Often it is more
natural to simply ask about tie status o"instances directly, and this option is provided as well.
In performing measurement interpretation, the space of possible view and process structures is
searched by constructing a dependency-directed generator to enumerate the possibilities (see tile appendix).
A similar generator is used in envisioning if the view or process structure inthe initial situation is not
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completely specified, but the cn1isioning algorithm guarentees the process and view structures will be
complete in every situation it constructs after that.

9.3 Resohing influences
Suppose tie process and view structures are known. ilien all of the direct influences on the
"l
.

CR

0

quantities in the situation will be known, as well as the qualitative proportionalities which will propagate these
direct effects to indirectly influence other quantities. Using this information, influence resolution attempts to
calculate a D value for each quantity in the situation. Figure 49 presents the algorithm used to resolve
influences. The first two steps set up the machinery needed for resolving each quantity. The third step orders
the quantities so that no quantity will be considered before trying to resolve quantities it depends on. This is
accomplished by a simple tree-walk otitward from each directly influenced quantity along qualitative
proportionalities, as figure 50 illustrates. Notice that this algorithm implicitly assumes that the graph of
qualitative proportionalities Ahich hold at any particular time is loop-free. This assumption is safe for several
reasons.
First, relationships between parameters are represented irredundantly since qualitative
proportionalities express the assumed direction of causation as well as a functional dependence. Second, by
assumption, no quantity can be both directly and indirectly influenced at the same time. This condition
prexents forming loops that are not ruled out by the first condition. Finally, the distinction between direct
and indirect influences "breaks" loops which would otherwise appear due to simultaneous equations in other

types of models.

*"

*

1

Step 4 is where the actual work is accomplished. The effect of the sorting is that the iteration will
begin with uninfluenced quantities, then the directly influenced quantities, and finally the indirectly
influenced quantities. If a quantity is directly influenced then its derivative will be the sum of the influence
adder constructed for it (step 2.1). The adder may be able to decide the sum directly, if for example the
positive or the negative inputs set is empty. As mentioned previously, the adder may also use inequality
information if there are both positive and negative direct influences. This information may change if the
quantities providing the direct effects (such as flow rates) are influenced, and so these inequalities are added
to the situation's comparison table so that limit analysis can take changes in them into account. As mentioned
pre~iously, if there are conflicting effects on an indirectly influenced quantity, then inequality information
will not a priori help. I lowever, if access to domain-specific or problem-specific rules is provided (which it
isn't in GIZMO, yet). any use they make of inequality information should also be added to the comparison
table.

0

*

1. In particular, the "feedback heuristics" required in [dc Klcer, 1979], [de Klcer & Brown 19841 and
[Willimis. 1984] are unnecessary.

0
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I'ig. 49. Ilesohing influences
Procedure Resolve

1. Let QUANTITIES be the set of quantities belonging
to the objects in the situation.

3

2. For each quantity Q in QUANTITIES,
2.1 If directly influenced, create an influence adder.
Make closed-world assumptions to determine the inputs
and minus-inputs for the influence adder.
2.2 Otherwise, find CONSTRAINERS(Q) by fetching all
O_ statements which have Q
O+ and
as their first argument, closing this set by assumption.
3.

Let QUEUE

4. Until

- SORT-BY-DEPENDENCY(QUANTITIES).

QUEUE is empty,

4.1 Let Q - pop(QUEUE)
4.2

If Q is directly influenced, then
4.2.1 If the sum of its influence adder is known,
the Ds[Q] equals the sum.
4.2.2 Add any inequality information used by the
adder to COMPARISONS.

4.3 Otherwise,

if CONSTRAINERS(Q) is non-empty,

4.3.1 Let PLUS, MINUS, UNKNOWN be empty
4.3.2

For each QI

in CONSTRAINERS(Q)

4.3.2.2 If Ds[Q1J

-

I and Q

Q+ Q1

Q_ Q1, then
or Os[Q1 ] - -1 and Q
add Q1 to PLUS.
4.3.2.1 If Ds[Q1] , -1 and Q 0Q+ Q1
or Ds[Q1 ] - 1 and Q OQ Q1, then
add QI to MINUS.
4.3.2.1 If DsEQ1 ] is unknown, then add Qi
to UNKNOWN
4.3.3 If UNKNOWN is non-empty or if both PLUS
and MINUS are non-empty, then Ds[Q ] cannot
be decided.
4.3.4 If PLUS is non-empty, then DO[Q ] - 1
-1
4.3.5 If MINUS is non-empty, then OsQ ]

-

4.3.6 Otherwise, Ds[QJ

" 0

4.4 Otherwise, DOsQ) 1 0
5. If COMPARISONS is non-empty, use
the situation's comparison table

it to update

6

S."i
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Fig. 50. I)etrnining the order of resolution
Procedure SORT-BY-DEPENDENCY(QUANTITIES)
1. For each Q in (JANTITIES, let mark(Q)

0.

-

2. For each Q in QUANTITIES,
2.1 If directly influenced, MARK-DEPTH(Q, 1)
3. Return QUANTITIES, sorted by increasing marks.
Procedure MARK-DEPTH(Q, depth)
1. If mark(Q) < depth,
1.1 let mark(Q)

-

depth

1.2 for each Q1 in CONSTRAINEES(Q),
MARK-DEPTH(Q1, depth+2)

9.4 Limit analysis
L.imit analysis is the most complex of the basic deductions.

"

@1

l'h purpose of limit analysis is to

identif suite changes, such as changes in process structure, view structurc, or changes in O values, due to the
activity of processes. In essence, it works by using die 0s values found by influence resolution to detect
possible changes in the quantity space values, such as a quantity approaching a limit point. We will begin by
examining the top-level procedure, then take a closer look at the individual steps. The top-level procedure is
illustrated in figure 51. Recall that the hypothesis that a particular ordering relationship or set of ordering

Fig. 51. Limit analysis
Procedure Limit Analysis(S)
1. Find the set of quantity hypotheses representing
1
possible changes in quantity spaces for quantities
in S. Also determine the sets NEXT-QHS(S) and ECL-QHS(S).
2. For each quantity hypothesis, annotate it with the changes
it causes in the process and view structures (if any).
2. Filter out those quantity hypotheses which lead to
inconsistent situations.
3. Assign a duration to the situation as follows:
3.1 If NEXT-QHS(S) is non-empty, then INSTANT.
3.2 If ECL-QHS(S) Is empty, then INTERVAL
3.3 Othorwise, duration is AMBIGUOUS

0I:
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relationships represents the next change that occurs is called a quantlily htviot/lwesis (see Section 3.6.4). The first
step, finding the set of quantity hypotheses, is the most complex and it will be examined shortly. Once found.
tile
quantit% h1\
polICsCs are marked v ith the change they will cause in the view and process structure for the
situation, it an) -- the hI\
pothesis might simply correspond to a chtnge indhe way influences are resolved.
[inding out exact \what changes w ill result from a particular quantity hypothesis being true (step 2)
is quite complicated because domain-specific knowledge may rule out the hypothesis as being inconsistent.
We %ill discuss the procedure used in the chapter on envisioning. I lowever, a simpler algorithm suffices to
detenninC tle \ hat changes a quantity h pothesis %ill make in the %iew and process structures, assuming it
turns out to be consistent. The idea is to make a simple constraint network model of the indi iduals, view and
process instances, and quantit conditions which embodies the relationships between statuses and existence.
'[his constraint model is then set tip to represent what objects currently exist, the current statuses of view and
process instances, and the current truth of quantity conditions. The changes represented by a quantity
hypothesis are fed into the contraint model, and tie resulting changes in statuses and existence read out from
it.
There are three kinds of objects in this constraint model, models of individuals, models of instances,
and models of quantity conditions. A model of an individual has an existence property. If it exists by virtue
of some instance being active, the model of that instance is said to be a supporter of it. If a model of an
individual has supporters, then it exists exactly when one of them is active. A model of a comparison has an
existence property as well. tied to the existence of the indi~iduals whose quantities it compares. It also has a
property which describes the relationship which holds between the quantities it compares. A model of a view
or process instance has an existence property and a status property. Like the other models, it has supporters -those individuals upon whom its existence depends, and whether or not it is active depends on whether the
state of the comparision models which represent its quantity conditions match its internal state specifications.
The constraint network for a situation is built as soon as the situation has been elaborated. To use it,
the properties of models (existence, state of comparisons, and statuses of instances) are set tip to reflect the
Current situation. The state of' the comparision models which correspond to the change represented by a
quantity h.pothesis are changed accordingly, and these results propagated through the model. By keeping a
record of the preI ious state and comparing this record with the model's current state, the changes which will
occur can he determined. Notice, however, that this procedure is not informed by any particular
domain-dependent inibonation, such as the existence of correspondences or explicit functions. So the
constraint network model cannot detect that a hypothesis is inconsistent, only provide information about what
changes will result if it is. This constraint model is also useftil in pruning certain irrelevant conjunctive
hypotheses. as we will see shortly.
Returning to the top-level algorithm, the third and final step is to assign a duration to the situation,
based on how soon it will change. Recall that we divide times into instants and intervals, and the equality
change law determines how long each situation will last (see section 3.6.4). The sets NEXT-OHS and ECL-QHS are
computed as side-effects of finding quantity hypotheses. as we will see below. Both sets, if non-empty, consist
of quantity hypotheses which satisfy the equality change law. The distinction between them comes about
because some quantity hIpotheses depend on additional assumptions. Suppose, for example, that

"

*

*

ACQ]

A[Q 2 1 A DsCQ1 ] a Ds[Q21

1

lThen
01 and Q will change from equality if and only if

..
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1e,1n
1 be equal. itisnot certain that this change will occur. The hypotheses inNEXT-QHS
change lawA' which do not Nietir such aSStLtllpfions.

,are Owth."
let of' lI1pthlcws comered by the equa16it

111cre)IC
it' NE X -QHS is non-meIpt, sonC instant,,ncous changc nlust occurl and SO the situation lasts but an
instant. Ihe Wt ECL-QIS ilnplh consists of all instantaneous changes, so if it is empty the situation must last
f'r some inter~al of time. Otherwise the situation may last an instant if the assumptions underl);ng the
h.potheses repres enting instantaneous changes are satisfied, or an interval of time if they aren't. So in that
case the duration is marked as ambiguous.
Now we turn to the problem of finding quantity hypotheses. The basic algorithm is illustrated in
figure 52. The quantity spaces are updated by using the comparison table to determine first what numbers
require quantity spaces, and then to determine what elements should be in each one. A number requires a

Fig. 52. Finding quantity hypotheses
Procedure Quantity Change Analysis
I. Retrieve comparison table for situation.
2. Create and update the quantity spaces for the quantities
mentioned in the comparison table.
3. Update the state of the comparison table.
4. Filter the comparison table by removing those
entries whose comparisons aren't neighbors.
5. For each element remaining,
5.1 Determine if the inequality relationship can change.
*

5.2 If it can, create a quantity hypothesis to represent
that change. Record any assumptions about rate required
for the change to occur.
6. Generate quantity hypotheses to represent all possible
combinations of occurrences of the single change
hypotheses, pruning out hypotheses which are moot
or that are explicitly excluded by domain-specific limit rules.
7. Apply the equality change law to determine which quantity
hypotheses represent changes which can occur in an instant.
Call the set which occur in an instant ECL-QHS(S). and call the
remainder NON-QHS(S).
8. If none of the members of ECL-QHS(S) requires an assumption
about rate, then let NEXT-QHS(S) be ECL-QHS(S). Otherwise, let
NEXT-QHS(S) be empty.
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quantit, space if it is mentioned in any element of the comparision table) A number is an clement in the
quantity space of another number it'
there is an element in the comparison tahle that compares it with that
number. Since the comparison table was constructed using all tile comparisons required to find tile %iek and
process structures, and augnented by any inequality information required in restOling influences, we are
garenteed tLhat quantity spaces constructed from it in this manner contain all the information necessary to
predict state changes.
Once the elements for each quantity space havc been found. an effort is made to establish the
ordering relationships between the elements. 2 'Ibis ordering information is used to compute the neighbors in
the quantity space. lhe neighbors, as defined previously, arc just the elements which ar
.-r greater or less
than the number, with no other element in between (the set of elements which are equal to it is computed as
Nell). 'he comparison table is updated by recording what the ordering between the numbers mentioned in
each entry actuall) is. and entries representing comparisons between non-neighboring numbers are ignored
(step 4) since they will be irrelevant - by definition, the quantity will reach the neighbor first.
Step 5 involves finding tile
possible changes for each relevant comparison. The current relationship
between the comparison's quantities and their D values are used to look tip in a table (described in section
3.6.4) what the next relationship can be. If some piece of information, such as a D value, is missing or the

*prune

*

next relationship is tie same. then the comparison is ignored.3 If the relationship can change, then a quantity
h'pothesis is created to represent that possibility and annotated with any assumptions it requires about the
rates (step 5.2).
Given the collection of hypothesized single changes, step 6 computes the collection of hypotheses
representing the prospect that more than one of these changes occurs at once. It is important to prune
hypotheses as quickly as possible, since if there are n hypotheses representing a single change then in theory
there can be 2 n-1 total hypotheses. In practice there are rarely this many, for several reasons. First, certain
conjunctions can be ruled out because one change makes the other moot. For example, it makes no sense to
consider the possibility that two flow rates equalize at the same time one flow stops, since one of the flow rates
will no longer exist. The constraint network mentioned above is used to find such moot conjunctions and
them as they are generated. Second. other conjunctions will violate consistency constraints, either
general ones such as continuity or domain-specific ones. such as implied by correspondences between
functionally dependent quantities (e.g.. the arguments about impossible changes in the end of section 8.2).
Finding out which combinations arc consistent in this way is fairly expensive, since it requires explicitly
generating the situation which occurs next, a procedure we will defer explaining tntil the discussion of
envisioning. Limit rules. introduced in Section 8.1.6. provide a mechanism to reduce this burden. A
proposed quantity hypothesis is tested against a database of limit rules, which can either let it pass, rule out

1. The only exception is ZERO -- no quantity space is ever created for it. In addition, ordering statements
invol%ing ZERO are treated as statements about signs. for efficiency reasons. See the appendix for details.
2. In GIZMO. this consists ofqteries to a specialized quantity implementation which will give an answer if it
follo%%s from knoA n inequalities and tran,,itivity. Once again, see the ppendix for details.
3. An alternative is to search the possible orderings between the numbers. Given the way in which the
compirison table is constructed, however, the ordering information will always be known when envisioning
so this alternative was deemed undesirable.

€.
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just that hpothesis, or rule out all hx potheses Ahich contain that hypothesis. So far, the only use of limit
rules has been to "routini/e" conclusions that GIZMO can make without them, albeit with much greater
cOTort." Alhough limit rul es must provide reasons for their conclusions, if the answer they return is ALL, (as
thc rule, in the piecious chapter did). then no conjunCtie h,potheses inolving the ruled-out hypothsis will
e~er le gcneraited. I hus een if some oU the facts which support the limit rule's conclusion are withdrawn,
limit an,11xsis inusc he pertorined again to compute the entire set of possible changes.
The equlity change ]a is applied in step 7. Recall that the equality change law says that, except in
twko cases, all changes require an interval of time to occur. The first case is that the change in the ordering
relationship is away from equality: this respects the fact that numbers aren't "fuzzy". The second case is when
a change to equality is oceuling between quantities which were influenced away from equality for only an
instant. This case assumes that the influences of processes are finite. Finding hypotheses which satisfy case I
is simple: they are exactly the hypotheses for which one of the current relationships is equality. Satisfying
case 2 requires using some additional intbrmation carried along with the situation. In particular, if the
situation arose by a hypothesis satisfying case 1 of the equality change law, then the situation includes the
additional assertion that one number is "starts infinesimally greater than" the other, such as
A[Qj] I> A(Q 2 ]

A consequence of believing the assertion above is that any hypothesized change which includes Q, and Q,
becoming cqual must occur in an instant. The set of quantity hypotheses which satisfy either case of the
.qualit change law comprise the set ECL-QHS, and those which don't comprise the set NON-QHS.
Finally, in step 8 the subset of quantity hypotheses which satisfy the equality change law is examined
to see if any of them require additional assumptions about rates to be valid. If none of them do, then the next
change that occurs must be one of the hypotheses satisfying the equality change law, and so the set NEXT-QHS
is made equal to ECL-QHS to reflect this fact. Otherwise it is not clear whether or not a change from ECL-QS
will occur, so NEXT-QHS is set to the empty set to inform the top-level limit analysis procedure of this fact.
No%% let us return to the problem of testing the consistency of a quantity hypothesis. As mentioned
previously, wc will defer discussion of how the next situation is generated fbr later. For now, it is enough to
know that it can be done. and certain inconsistencies can be detected in the course of doing so. Ifa consistent
next situation can be constructed, then several additional tests are made. 2 First, the inequality constraints
implied by named functions (such as the function that determines pressure from level) arc imposed. Second,
quantity space continuity is tested if some individual has vanished in the new situation. If no individual
vanishes, then these constraints are usually satisfied by the procedure which generates possible changes, and
%iolationsarc detected by the procedure Ahich constructs the next situation. Should an individual vanish,
however, extra work is rcqutircd to detect continuity violations. Recall the No-Sinks limit rule in the fluids

-.

*

1. This "compiling" of the domain knowledge is currently done by hand: an interesting learning problem is
to acquire sucI rules from cxpeiicnce. Such rules could also be used to encode heuristic knowledge, but in

thait case the implementation would have to be extended to allow graceful retraction of their results.
2. When performing limit analysis in the course of en' isioning these tests are interleaved wAith the situation
generation pcrljirined by that procedure. thus saving some work.

S
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dcscL lption Of thle pre\ IOUS Chapter. Consider again atliquLiid flow between two containers. One possibility is
that thle liquid in tile source %%ill \an islits the amount of it reaches itero. Another possibility is that the
prossu re in the mo ol
otiners %illI eqi1ile. If tilc heights of the bottonis are thc samec then the first change is
impossible. since it wAold requireC that tile preCssure- inl tile source was less than the pressure in the destination
(aISSUmling C~pl cit functions linking lex ci and pressure, as noted preiouIslY). This \violationl of continulity Will
not. lioe~er, be detected, since tie liquid in the source, and hence its pressure. no longer exist! As alluded to
pre\ ioush, the solution is to re-instaill the facts about the quantities of the vanished individual as if it existed,
and then look for continuity Violations. This procedure is somewhat gory, so we won't look into it further.
The final test is for DScontinluity, and it is performned by resolving, influences in the new" situation and seeing
Micthier theC DSvaIlue of any quantity jumps from -1 to i or i to -1 from the current situation to the new one.
If any) do, then the quantity hypothesis is marked as inconsistent.
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leisuremcnt interpretation

Ihis chapter describes an algorithim %khichconstructs interpretations of Incastremnents taken at an
instant (tile "onc-look" case described in section 5.5). The pruning heuristics described in section 5.5 are not
implemited because tie domain models considered are not complex enough to v,;Trrcnt tLhem. The input to
this algorithm is a siation and a set of observations, and the output is a set of iriterpretations describing how
the possible processes in the situation could explain those observations. First we describe the interpretation
algorithm, then a procedure for automatically generating diagnostics given a set of interpretations, and finally
illustrate these procedturcs with an example.

E.

10.1 The algorithm
We assume the situation s has been elaborated, i.e., all the possible view and process instances in it
have been found. The set of observations, called oBS. consists of expressions of the form
(Measured (has-value (s (D (quantit)))

(I. 0. or 0))

where

*

(quanity) is a reference to a quantity belonging to an individual in s.
Figure 53 presents the
interpretation algorithm. Inthe course of setting up the situation to be interpreted several of the instances
may have their statuses detennined -- for example, measuring a property of an individual implies that the
individual does indeed exist. In addition, the user is queried to determine if there are more assumptions to be
made about the statuses of view or process instances. The process and view instances whose statuses are
unknown are used to create a complete, irredundant generator which %ill produce all and only tie consistent
combinations of status assignments. The appendix describes the generator in more dcetail: the only property
we need to know here is that it can be inforned by adding clauses to the TMS, as happens when facts are
asserted.
Recall that an interpretation consists of a set of status assignments and the collection of unit cause
'ypotheses (abreviated UCIl) that provide its account of the measured os values.
'he search for
interpretations proceeds by asking the generator for a collection of status assignments. constructing an
intcrpretation which represents the hypodesis that the collection is responsible lbr the measurements, and
tc,,ting this hypodesis to see if it is consistent. Ilie first step (2.1) in testing the hypothesis is to resolve
influences. In step 2.2, a UCII is constructcd to account fbr each mneIAsurcmnent in the context of the
itcrprctajtion hypothesis, and is locally tested for consistency by seeing if the sign of the derivative for ie
mcasuried qmantit. computed by influence resolution matches the obser\ed value. If the o %alue is known

htidifferent then the UCtl, and hence the vhole interpretation. is inconsistent. If the s 'l
l is unknown,
then the aSSUllplions needed to take it be the measurcd ,altrC are rccorded as part of the UCIt.
Suppo,,e se er,1 C!I's require making assumptions. llen itis possible thait a consistent UCI I can
be constnicted for cach measuremnent, but Mhen taken together the assumptions theN make imply a
Contrafiction. Step 2.3.2 takes this possibility into account b\ as,,uming the \arious fCcts needed to make the
LICI's valid adl propagating the rcsuits. If any\ contradictions cnsuc, the interpretation is marked as
inconsistent.
When an intcrprctati ml is found to be inconsistent, either locally due to the failure to find a
consi tent UCI I fir some mncas,,rcrntrit. or globally due to iicomnsistent as,,umptions made in constructing
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Fig. 53. Oi-look measureennt intcrpretation algorithm

;Let OBS be the set of measurements
Procedure Interpret
1. Make status assignments to process and view instances
wherever possible

2. Perform a dependency-directed search over the status
assignments remaining. For each set of status assumptions,
2.1 Resolve influences.
2.2 For each measurement M in OBS.
2.2.1 Let Q be the quantity described by the measurement M.
VAL be the D. value measured, and UCH be the Unit Cause
Hypothesis which is to account for M in this
interpretation.
2.2.2 If DS[Q

]

- VAL, then mark UCH as consistent

2.2.2 If DsEQ] is known, then mark UCH as inconsistent
2.2.3 Otherwise,
2.2.3.1 It Q directly influenced, mark UCH as consistent
and record the inequality assumption needed to
VAL
insure D[Q]
2.2.3.2 If Q indirectly influenced, mark UCH as consistent
and record VAL as sEQ ]

'

2.3 Let UCHS be the set of Unit Cause Hypotheses constructed in
the previous step, and INTERP be the interpretation representing
the current collection of status assignments.
2.3.1 If any UCH in UCHS is marked as inconsistent, mark
INTERP as inconsistent, giving the inconsistent UCHs
as a reason, and install appropriate nogood sets.
2.3.2 Temporarily make any assumptions required by the UCHs.
2.3.2.1 If any contradictions arise, mark INTERP as
inconsistent and install appropriate nogood sets.
2.3.2.2 Otherwise, mark INTERP as consistent.

;
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ICI Is. nogood setsi are constructed to prevent the generator from trying that collection of status assignments
again. thus reducing the search space. The nogood sets will always include some status assignments. If the
nogood is constructed for a particular LICI I then it will include the measurement the UCI I was intended to
explain, and if the nogood is constructed from a global contradiction it will contain all tie measurements.
Which status assignments should be included in a nogood set? The notion of p-influencers
introduced in section 5.5 (the set of instances which provide direct or indirect influences on a particular
quantity ) would allow exactly that subset of the status assignments which was responsible for the particular Ds
measurement to be in the nogood set. This would provide maximum constraint by ensuring that no
hypothesis containing those assignments as a subset would ever be generated again. However, finding the
p-influencers proed difficult in this implementation: since qualitative proportionalities are often introduced
by irtue of type predicates as well as instances, additional indexing is required to construct the set of
p-influencers. 'Ihus it proved simpler to just use all of the statts assumptions in the nogood set. While it
doesn't prune the search space as much as using p-influencers would, it does provide some constraint if the
same situation is examined with two non-disjoint sets of measurements. We will see an example of this in
section 10.3.
10.2 Making diagnoses

i
*.

*

Given a collection of consistent interpretations for a set of measurements, predictions can be made
about the values of other measurable parameters. By testing these predictions the set of consistent
interpretations can be further constrained. Figure 54 shows how. The first step is simply to find all
measurements that have not yet been made. Step 2 classifies each interpretation according to what it predicts
about that measurement, using information saved during the interpretation process. If the interpretation
doesn't constrain the quantity, then for simplicity it is placed in all the sets, even though it is possible that the
assumption necessary to make it be some particular value might lead to a global contradiction. If it is
neccssary to make absolutely sure that only consistent diagnoses are made, then a test similar to the global
consistency test in procedure INTERPRET could be used. Should there be only one consistent interpretation the
table constitutes a set of predictions, since an interpretation can assign at most one D value to each quantity.
Otherwise, the interpretations associated with each possible value of a measurable parameter are presented as
a diagnostic. G I/MO currently it makes no fuirther use of the results itself, although thc results are presented
to the user on request.
10.3 Three containers

*

This example consists of three containers F, G, and H. each containing some water, as depicted in
figure 401. F and G are connected b. iluid path PI and G and H are connected by fluid path P2. Figure 55
describes tie scenario. Suppose we measure the level in G and find that it is decreasing. What could be

1. A no-ood set is a collection of premises which are mutually contradictory. Truth-maintence systems
usul,, inlludc s(unC mlcan'S
au*,nna0;i~ng these sets \%hen discovered, to prevent \vasting extra eflbrt deriving
thcir consequences.

S1
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iCFg. 54. I)iagnosis algorithm
:Let 0es be the set of measurenents taken
;Let INTERPS be the set of consistent interpretations of OBS
Procedure Diagnosis
*1.

Let NEW be empty.
1.1

For each type Q of measurable parameter,

For each individual
1.1.1 If Q(I)

I that has

Q.

is not constrained by OBS, add

it to NEW

2. For each quantity Q in NEW, construct a table entry
consisting of three sets, INCREASE, DECREASE, and CONSTANT.
2.1 For each interpretation
2.1.1 If in I Ds[Q
2.1.2
*

]

I in INTERPS.

- 1, add I to INCREASE

If in I Ds[Q] - 0, add I to CONSTANT

2.1.3 If

in I Ds[QJ -

-1, add I to DECREASE

2.1.4 If in I Ds[Q ] is unknown, add it to
INCREASE, DECREASE, and CONSTANT.
3.

If there is just one interpretation in INTERPS, present
the table contents as predictions.

4.

Otherwise, present the

table contents as a diagnosis.

causing this?
To begin with, we must find tile possible view and process instances. If we perform elaboration on
the situation 3C-START, We will get view instances representing each state of water (the only substance in this
domain) in each container and representing the possibility for flow through the two paths. The only process
instances will be fluid flow, one instance corresponding to flow in each direction of each path. No heat paths
were specified. hence no instances of heat flow were found, and therefore no instances of boiling exist. Figure
56 provides the names of these instances. The initial conditions in the scenario ensure that only water in the
liquid form exists, and we will further assume that all the paths can support flow in all directions (i.e., that all
the instances of 1 iquid-flow-supporting are active). The only instances whose statues are not known are the
four process instances, and so they will comprise the search space.

*

If we trace the interpretation search, we see:
$
Beginning search on 3C-START..
Status Assignment I
All assumed inactive.
-- Inconsistent, for LOCAL reasons.
Status Assignment 2
PI-3
-Inconsistent, for LOCAL reasons.
Status Assignment 3
P1-2
-Consistent.

*
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Fig. 55. Ihree Containers Scenario
(defscenario three-containers
(Individuals F G H PI P2
(c-s WATER LIQUID F)
(c-s WATER LIQUID G)
(c-s WATER LIQUID H))
(Facts (Container F)
(Container G)
(Container H)
(Fluid-Path PI)
(Fluid-Path P2)
(Fluid-Connection P1 (c-s WATER LIQUID F) (c-s WATER LIQUID G))
(Fluid-Connection P1 (c-s WATER LIQUID G) (c-s WATER LIQUID F))
(Fluid-Connection P2 (c-s WATER LIQUID G) (c-s WATER LIQUID H))
(Fluid-Connection P2 (c-s WATER LIQUID H) (c-s WATER LIQUID G)))
(Always (Equal-To (A (fax-height P1)) (A ((height bottom) G)))
(Lqual-To (A (fax-height PI)) (A ((height bottom) F)))
(Equal-To (A (fax-height P2)) (A ((height bottom) G)))
(Equal-To (A (max-height P2)) (A ((height bottom) H)))
(Aligned P1)
(Aligned P2))
(In-Situation 3C-START
(Individuals F G H P1 P2
(c-s WATER LIQUID F)
(c-s WATER LIQUID G)
(c-s WATER LIQUID H))
(Facts (Greater-than (A (amount-of-in water liquid F))
ZERO)
(Greater-than (A (amount-of-in water liquid G))
ZERO)
(Greater-than (A (amount-of-in water liquid H))

a

ZERO)
(Equal-to (A (amount-of-in water gas F))
ZERO)
(Equal-to (A (amount-of-in water gas G))
ZERO)
(Equal-to (A (amount-of-in water gas H))
ZERO))))

Status Assgnment 4
PI-I
-Consistent.
Status Assignment 5
PI-I
PI-3
-Consistent.
Stat's Assignment 6

*

PI-1
PI-2
Consistent.
Status Assignment 7
P1-O
-Inconsistent, for LOCAL reasons.
Status Assignment 8
PI-0
Pl-3
-Inconsistent, for LOCAL reasons.
Status Assignment 9
P1-0
P1-2
--

*
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Fig. 56. Vie%% and process instances for three containers scenario
For Situation 3C-START
IVI-0: VIEW-INSTANCE(LIQUID-FLOW-SUPPORTING. C-S(WATER, LIQUID, F),
C-S(WATER. LIQUID, G), P1)
IVI-1: VIEW-INSTANCE(LIQUID-FLOW-SUPPORTING, C-S(WATER, LIQUID. G).
C-S(WATER, LIQUID. F). P1)
IVI-2: VIEW-INSTANCE(LIQUID-FLOW-SUPPORTING. C-S(WATER. LIQUID. G),
C-SCWATER, LIQUID. H). P2)
IVI-3: VIEW-INSTANCE(LIQUID-FLOW-SUPPORTING. C-S(WATER, LIQUID. H).
C-S(WATER, LIQUID, G). P2)
IVI-4: VIEW-INSTANCE(CONTAINED-STUFF. F, WATER, LIQUID)
IVI-5: VIEW-INSTANCE(CONTAINED-STUFF, F, WATER, GAS)
IVI-6: VIEW-INSTANCE(CONTAINED-STUFF, G, WATER, LIQUID)
IVI-7: VIEW-INSTANCE(CONTAINED-STUFF, G, WATER, GAS)
VIEW-INSTANCE(CONTAINED-STUFF. H, WATER, LIQUID)
IVI-0: VIEW-INSTANCE(CONTAINED-STUFF, H, WATER, GAS)
P1-0: PROCESS-INSTANCE(LIQUID-FLOW. C5S(WATER, LIQUID, F). C-S(WATER'
IVI-0)
PI1: PROCESS-INSTANCE(LIQUID-FLOW, C-S(WATER. LIQUID, G). C5S(WATER.
IVI-1)
P1-2: PROCESS-INSTANCE(LIQUID-FLOW. C-S(WATER, LIQUID, G), C-S(WATER.
IVI-2)
P1-3: PROCESS-INSTANCE(LIQUID-FLOW. C-S(WATER. LIQUID, H), C5S(WATER,
IVI-3)

4IVI-8:

--

LIQUID, G),

P1.

LIQUID. F), P1.
LIQUID. H). P2.
LIQUID, G), P2.

Consistent.

There are 5 consistent interpretations.

Notice that dhe gcnerator is informed by the constraint that the quantity conditions be consistent, for although
coibinatorially sixteen status assignments are possible, only thc nine assignmcents which result in unique
inequallity relationships between pressures arc generated. Of these nine, four arc inconsistent with the
4measured decrease in the level in 0. The consistent in terpretat ions arc shown graphically in figurc 57.1 If we
ask for a diagnosis, we get:
Suggested Measurements:
For (M LEVEL(C-S(WATER, LIQUID, F)) 3C-START):
Increasing indicates M-I-5, M-1-4, M-1-3.
Constant indicates M-1-2.
Decreasing indicates M-1-8.
For (M LIVEL(C-S(WArER, LIQUID, H)) 3C-START):
Increasing indicates M-I-8. M-1-5. M-1-2.
Constant indicates M-1-3.
Decreasing indicates M-I-4.

Suppose we measure the le~cl in F and find that it isdecreasing. If we trace the interpretation search
again, we see:

1. Notice that if we knew thle me1asuremnent wais taken over an interval of time rather than an instant, we
could forther rule out M-1-2 and M-i-3. since they describe situations that can only last for an instant.
GIZMO's algorithmns assume the ineaStrement was iade at an instant.
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Fig. 57. (onsiktcnt in crpretations for Ds[level (G)] - -1
I ie icti\c instances of' fluid flow arc indicated by arrows pointing
in the direction of the flow.
M-I-2:

F

G -->H

M-I-3:

F

M-I-4:

F

M-I-5:

F<-- G -->H

M-t-8:

F -- > G -- > H

-G
<--

H
G <-- H

Beginning search on 3C-START...
Status Assignment 1
PI-3
Status Assignment 2
PI-2
Inconsistent, for LOCAL reasons.

--

Status Assignment 3
PI-1
Inconsistent, for LOCAL reasons.

--

Status Assignment 4
pI-1

PI-3
Inconsistent, for LOCAL reasons.

--

Status Assignment 5
PI-1
PI-2
Inconsistent, for LOCAL reasons.

--

Status Assignment 6
PI-0

Status Assignment 7
PI-0

PI-3
Status Assignment 8
PI-0
PI-2
Consistent.

--

There is one consistent interpretation.

T]he assignmcnts where no comment was inadc as to consistency were immediatel, ruled out by nogood sets
created during the previous search, thus only five status assignments were considered in detail. Of these five,
only M-I-8 isconsistent with both mcasurements. If we ask for a new diagnosis we get a prediction:
0
There is just one consistent interpretation.
It predicts:
(M Ds[LEVEL(C-S(WATER, LIQUID, H))] 3C-START)

1
I

Given the interpretations depicted above, this answer is correct.

•
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II. F"isioning
riNi,,ioning is a techilicitie that generates all possible outcomes of some initial situation. Although

I

Cll iisioniiin is iinportitlli in it',. o I1right a a means of miaking predictions, it also illustratcs hot. the basic QP
deductions can be we elcd toLcther to perform more complex deductions. This ch;ipter describes the basic
ene sioning lgoirithin and discusses ts, o critical problems M,hich arise in envisioning -- nanlely how to match
situations and low to decide what J situation looks like after changes havc occured, the framne problcm for
s,imulation. Ihe results of the ;algorithm on several examples are presented. Also rules are described for
SLIiniari/ing the cnsisionment in order to draw conclusions about final sttes, changing equilibriums, and
oscillations.

11.1 The algorithm
Figure 58 describes the basic algorithm. Roughly. here's how it works. If the initial situation is not
completely determined, it is either because the status of some process or vicw instance is unknown or some
influences are unresolhed. In this case, the cnvisioner creates new situations to represent the various
possibilities (step 2). The bulk of the envisioner consists of two loops. The outer loop uses limit analysis to
determine what state changes can occur for each situation. The inner loop constructs the situation which
would result from each quantity hypothesis. testing to sce if that situation has been generated before. If it has,
then the fact that the transition being considered leads from the current suite to the state matched is noted.
Otherwise, the new state (or states, if some influences cannot be resolved) representing the results of that
change is added to the list of situations generated so far and queued so that changes in it will be deternined in
turn.
The sections which follow describe certain aspects of this algorithm in detail.
11.1.1 Finding completions
Indetenninacy can arise during envisioning in two ways. First, the initial state may not be
completely determined (step 2). Second, influence resolution may yield ambiguities, preventing full
knoA, ledge of the svalues for a situation (step 3.2.3.2). In both cases, new situations are constructed which
represent the different aternatives for the undetennined information. The situations which represent
alternative status assignments are called s-completions. The situations which represent alternative influence
resolutions are called r-completions.
S-completions are generated by a dependency-directed search over the unknown status assignments,
creating a situation for each consistent set. A similar dependcency-directed search over unknown 0 Salues is
used to generate r-completions, with one additional subtlety. Some possible ,aluCs are ruled out by
continuity constraints - if. for example. a D value Aas -1 in a previous situation, then by continuity it cannot
ic 1 in the next situation. These constraints are honored by passing in assumptions about which Ds values are
illegal due to continuity constraints.
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Fig. 58. 1:111isioning algorithmn
Procedure Envision
1. Let S be the initial
be empty.

situation and the set SITUATIONS

initially

2. If the process structure or view structure of S is incomplete,
then let QUEUE - SITUATIONS -R-COMPLETIONS(S-COMPLETIONS(S)).
if any Ds values in S are unknown. lot
QUEUE = SITUATIONS -R-COMPLETIONS(S)

4otherwise,

let QUEUE - SITUATIONS

3. Whire QUEUE is not empty,
QUEUE - rest(QUEUE).

let S1

(S)
first(QUEUE) and

Initialize OH-QUEUE
3.1. Perform limit analysis on S1.
to be the set of quantity hypothesis which result.
3.2. While OH-QUEUE is not empty. let
QH - head(QH-QUEUE), QII-QUEUE -tail(QH-QUEUE)

I

3.2.1 Let S2 -NEXT-SITUATION(S1,

QH).

3.2.2 If any situation S3 C SITUATIONS matches S2.
install a transition pointer from S1 to S3 via QH.
3.2.3

Otherwise,
via OH.

install a transition pointer from S1 to SZ

3.2.3.1 If S2 is r-complete then add S2 to QUEUE and
SITUATIONS.

*

3.2.3.2 If S2 is not r-complete then add S2 to
SITUATIONS and its r-completions to
SITUATIONS and QUEUE.

11.1.2 Matching

4

'00tcning Situa1,tionS is simple. iwo situations are identical if they contain the samne individuals, have
tie samc ie% and proxcss structures, if each corresponding quanltity has the samte o~ %;tile, and if each
ItspceS
Sun C the same. In practice it is simpler to match over the contents of the situation's comparison
tahic r.ithei tinl tile quanlt6t spaces. since it contains die union of dhe information in the quantity spaces.
I-or
%~li~~~.xe
will call this set of inequality information the qsiaie of the situation.
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11.1.3 Temporal inheritance
)educing what tie world looks like after some change has occured is a form of the framc problem.
Using the QP ontology greatly simplifies this problem. We will stay entirely within QP theory by only
considering the changes in incqualities predicted by limit analysis, and ignoring changes in preconditions that
1
might he predicted by external theories.

*

*

q
'
-

The algorithm is formulated in terms of temporal inheritance, carefully making assumptions about
%%hich facts will hold in a new situation. Three remarks are in order before describing the procedure in detail.
First, we will call an indiidual whose existence is predicated on the status of a viek or proccss instance a
dvnamic individual, and a static individual otherwise. An example of a dynamic individual is the water in a
container, and an example of a static indihidual is the container itself. Second, we will assume that, unless we
know otherwise, individuals which exist remain in existence. Third, note that the inequality relationships
which comprise the qstatc can be divided into two classes, those which are mentioned as possibly changing by
some quantity hypothesis and those which aren't. The subset of the qstate which might change is called 11.
Importantly. if we assume that the change represented by a particular quantity hypothesis occurs, we are also
assuming that the changes it explicitly mentions occur and no others from Q change. This follows from the
definition of a quantity hypothesis.
Figure 59 describes the temporal inheritance algorithm. We begin by constructing a situation and
slices to represent the individuals (including view and process instances) after the change. Constructing a
slice, of course, is not tantamount to assuming that the individual actually exists. While we can predict the
comings and goings of dynamic individuals, any changes in the existence of static individuals must be
predicated on considerations outside QP theory. Step 2 acknowledges this fact by assuming that any static
individuals remain in existence. Step 3 recognizes that, on the whole, changes in preconditions cannot be
predicted within QP theory. There are certain exceptions (such as the Direction-Of relationship introduced
when discussing motion in section 8.3). and these are explicitly marked as being deducible and dius are
ignored by the temporal inheritance algorithm because they will automatically be recomputed from other
intormation for the new situation.
Step 4 simply enforces the requirement that the quantity hypothesis QH really is the change which
occurs - the subset of the relationships in 0 which it mentions change, and no others in Q do. A contradiction
at this point indicates that QH represents an impossible change. Step 5 implements the persistence assumption
for dynamic individuals: a dynamic individual will vanish only if the inequalities it depends on change. Step
6 implements the persistence assumption for inequalities: namely that an inequality will remain true unless
you explicitly know (or hae deduced that) it has changed.
The motivation for the particular ordering in these steps can best be illustrated by example. Clearly
the static individuals mUst be around to determine whether or not view and process instances can be active
(since being acti~e implies the instance exists, and the instance exists if and only if the individuals which it
occurs among do). and hence whether or not dynamic individuals can exist. Consider a can containing water

1.While predicting that preconditions will change is generally outside the relm of Q11 theory, it appears that
determining the effects of such changes on Q11 descriptions would be a straightforward modification of the
algorithm presented here.
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Fig. 59. Temporal inheritance
Procedure Next-Situation(S, QH)
1. Construct a situation NEW.
2. For each static individual I in S,
assume i exists in NEW.
3. For each fact f which serves as a precondition
in S which cannot be recomputed, assume f holds
between the corresponding slices of NEW.
4. Assume the new inequalities specified by QH hold in the
new situation, and that all inequalities in Q but
not specified by the QH hold in the new situation.
5. When consistent, assume that dynamic individuals
which exist in S exist in NEW.
6. When consistent, assume that the inequality relationships
in the qstate but not in 9 still hold.
Note: If any required assumption (steps 2, 3. and 4) leads to a
contradiction, then the OH represents an inconsistent change.

*

but no steam %hich is being heated on a stove. If we fail to distinguish bctween the inequalities in Q and its
complement with respect to the qstate (in effect, merging steps 4 and 6). then we could never conclude that
the water would boil. because boiling forces te existence of steam in the can, which would conflict with the
inherited assumption that the amount of steam in the can was zero. Suppose we inherited the existence of
dynamic individuals before updating the changed inequalities (i.e., reverse steps 4 and 5). 'rhen we could
never conclude that, given boiling occurs, that the water will all boil away, since the assumption that the water
exists will contradict the assumption that the amount of water becomes zero. Steps 5 and 6, on the other
hand, can safely be performed in either order, since any changes in existence will be predicated on the set of
inequalities that change.

11.2 Sumniarizing behavior

*

Envisioning results in a description of all behaviors possible from the initial situation. This
description, tie envisionmcnl, can be used to directly answer some types of questions. To determine if a
situation with particular properties is possible, tor instance, one needs only to inspect the envisionment to see
if a state having those properties is present. If such a state is present then the situation is possible, and if it
isn't then, because the envisionmnent is complete, the situation is impossible. I lowever, further processing is

required to answer other kinds of interesting qtiestions, such as whether or not the system being analyzed will
oscillate or what its eventual fate will be. In addition, the envisionment is often large and complex;
summarization techniques are required to make some kinds of dynamical information explicit, such as
*

changing equilibriums.
The cm isioument isa rooted, directed graph, with the possible situations comprising the nodes and
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the transitions between them (changes represented by quantity hypotheses) constituting tile links. In earlier
%%ork on envisioning [IorbIus, 198 la], dynamical properties were identified with graph-theoretic properties of
the cnvisionnient. The final siates a system may take on are identified with states that have no links leading
out. Oscillations were identified with cycles in the graph. On the whole this sarne theory works with the
enisionments produced with QP theory. Two new factors require modifications, however. First, the
phenomcna of stutter means that not all cycles correspond to oscillations (sec section 5.1). Second,
ambiguities can arise in the D values, resulting in some links and states which represent lack of knowledge
rather than state transitions.
Figure 60 describes GIZMO's summarization algorithm. The first step is to make a copy of the
envisionment dtat can be mutated to serve as the summary. Then the situations which represent
r-completions of some situation are merged together to reduce the branching factor of the graph (step 2).
Since stutter cycles can casily be distinguished, it makes sense to find them next and replace those states with
a description of the overall behavior manifested during the cycle (Steps 3 and 4). Step 5 simply finds and
records all remaining cycles in the graph. Finally, all states with no links leading out are found and marked as
final states.
As mentioned previously, stutter can be distinguished from oscillation because every state in a
stutter cycle will only last an instant. Stutter often appears in conjunction with situations that are incomplete
in s values. Rather than find distinct stutter cycles for each r-completion and merge them later, we just
include all the r-completions in the same summary state.
I he following heuristics have been developed for computing the summary of a stutter cycle. The
process and view structure of the summary state is taken to be the union of the view and process structures for
the states of the cycle. If the os value for some quantity is the same for all states in the cycle, then the o. value
for that quantity in the summary will be that value. If the os value has a net change in a single direction (such
as being i in some states and o in the rest), then the value for the summary will be the value of the net change.
It is less clear what to do if the % value takes on both -1 and i as values during the cycle. One possible

Fig. 60. Summarization algorithm
Procedure SUMMARIZE
1. Build a copy ENV of the envislonment.
2. Merge all r-completions
3. Find all stutter cycles in ENV
4. For each stutter cycle found,
4.1 Compute a situation which describes the overall
behavior during the cycle.

4.2 Replace the cycle with the summary situation.
5. Find and mark all oscillations.
6. Find and mark final states.
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stratagy is to examine Situations before and after the cycle in order to ascertain the net change in it during the
cycle. GIZMO, however, simply marks the os value for the summary as unknown.
these rules are viewed as heuristics because it is not clear they will always work. For instance,
taking the process structure of de summary to be the union of the process structures for the cycle could lead
to a situation that normally would be considered inconsistent. I have not yet constructed such a
counterexample, nor have I been able to prove that such examples don't exist. It also may not matter,
depending on the kinds of questions the summary is used to answer. Clearly tile issue requires further study.

11.3 Examples
11.3.1 Two Containers
This example illustrates the basics of the envisioning algorithm. Figure 16 depicts the situation
graphically, and ligure 61 shows the scenario specifying it. [wo containers, named F and G,are connected by
a fluid path Pi. The scenario specifies that initially, each container contains some water in the liquid form and
none in the gas tbrm. that the heights of the bottoms of F and Gare at the same height as P1, and that the level
of the water in F is greater than the level of the water in G. We will also assume that oi is aligned, and that the
pressure in F initially is greater than the pressure in G. Figure 62 plots the situations that resulL Here is

I
Fig. 61. Two container scenario
(defscenario two-containers
(Individuals F G PI
(c-s WATER LIQUID F)
(c-s WATER LIQUID G))
(Facts (Container F)
(Container G)
(Fluid-Path PI)
(Fluid-Connection PI (c-s WATER LIQUID F) (c-s WATER LIQUID G))
(Fluid-Connection PI (c-s WATER LIQUID G) (c-s WATER LIQUID F)))
(Always (Equal-To (A (max-height P1)) (A ((height bottom) G)))
(Equal-To (A (max-height P1)) (A ((height bottom) F)))
;assume they are on a flat table
(Equal-To (A ((height bottom) F)) (A ((height bottom) G)))
(Aligned P1))
(In-Situation 2c-start
(Individuals F G P1
(c-s WATER LIQUID F)
(c-s WATER LIQUID G))
(Facts
there is water
(Greater-than (A (amount-of-in WATER LIQUID F))
ZERO)
(Greater-than (A (anount-of-in WATER LIQUID G))
ZERO)
;No steam
(Equal-to (A (amount-of-in WATER GAS F))

ZERO)

(Equal-to (A (amount-of-in WATER GAS G))

ZERO))))

.I.i
"

: ". :., ( :: _.i
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Fig. 62. Tio containers plot

GIZMO's description of what occurs:

1

In situation SO, there is a flow of the water in F
to G. The height of the top of the water in G. the volume
of the water in G. the pressure of the water in G, the level
of the water in G. and the amount of the water in G are
increasing. The height of the top of the water in F. the
volume of the water in F, the pressure of the water in F, the
level of the water in F, the flow rate of the a flow of the
water in F to G, and the amount of the water in F are decreasing.
All other quantities are constant.
After some time, the pressure of the water in F
and the pressure of the water in G become equal.
This
leads to situation S3.
In situation 53. no processes are acting. The
pressure of the water in F equals the pressure of the water
in G. All quantities are constant.
No changes are possible.

Note that the assumptions have ruled out two possibilities. FirsL the reason that the amount or water in F
cannot go to zero is that in so (a Copy of Zc-start) the pressure of the water in F is greater than the pressure of
the water in G.while ifthe water were to vanish. there would be a time in which the pressure in F was less than
the pressure in G(from the correspondences linking height with level and level with pressure). That cannot
be, since it must first pass through equality (by continuity), which would make a different hypothesis true.

1. GIZMO has a very simple built-in text generator.
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Sccond. itis not possible for the le~cl in

F

to reach tile maximum height of P1 (thus preventing flow) because

the maximum height of Pi is the same as the height of the bottom of F.Thus G I/MO concludes that the only
the pressures to equalize.
change possible is [o)r
11.3.2 Simple Boiling
This example consists of a can containing only liquid water sitting on a stove (see Figure 63). The
brner of the s o e fiwms a heat path between the water in the can and the stove (we %%illignore any cffects of
heating the can itself). The stove is modelled as a temperature source, meaning that, unlike other objects, its
temnprature is not a 'unction of heat or amount of stuff. Explosions are not modelled in this Nocabulary, so
can is closed to avoid any flows of steam. Figure 64 illustrates situations that result
e II asuine that tile
and here is GIZMO's synopsis of them:
In situation S4, there is a heat flow from STOVE to the
The temperature of the water in CAN and the
water in CAN.
The heat of STOVE
heat of the water in CAN are increasing.
and the flow rate of the heat flow from STOVE to the water in
All other quantities are constant.
CAN are decreasing.
The possible changes are:
I After some time, the temperature of the water in CAN
rises to the temperature of STOVE and the temperature
of the water in CAN rises to the boiling temperature
This leads to situation S5.
of the water in CAN.
2 After some time, the temperature of the water in CAN
This leads to
rises to the temperature of STOVE.
situation SB.
3 After some time, the temperature of the water in CAN
rises to the boiling temperature of the water in CAN.
This leads to situation S7.

*

1-ig. 63. Boiling scenario
(defScenario Can-on-Stove
(Individuals CAN
(c-s WATER LIQUID CAN)
(c-s WATER GAS CAN)
BURNER
STOVE)
(Facts (Container CAN)
(Heat-path BURNER)
(Heat-Connection BURNER STOVE (c-s WATER LIQUID CAN))
(lenperature-Source STOVE))
:the f Iowing two facts follow as consequences of
;unimpenented touch relationships
Always (Heat-(cnnection BURNER STOVE (c-s WATER GAS CAN))
(Heat-Aligned BURNER)
(jqial-to
(A (tenperature (c-s WATER LIQUID CAN)))
(A (temperature (c-s WATER GAS CAN)))))
(In-Situation Start
(Individuals CAN BURNER STOVE (c-s WATER LIQUID CAN))
(Facts (Greater-Than (A (amount-of-in WATER LIQUID CAN)) ZERO)
(Equal-To (A (amount-of-in WATER GAS CAN)) ZERO)
(Less-Than (A (temperature (c-s WATER LIQUID CAN)))
(A (temperature STOVE))))))

0

*

.S.
.

...
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Fig. 64. Boiling Plot

QS?"

S4

S?

SB--

ZERO
In situation S5, no processes are acting.
equals the amount of steam in CAN, ZERO is less than the
amount of water in CAN, the boiling temperature of the water
in CAN equals the temperature of the water in CAN,
and the temperature of STOVE equals the temperature of the
water in CAN. All quantities are constant.
No changes are possible.
ZERO
In situation S6, no processes are acting.
equals the amount of steam in CAN, ZERO is less than the
amount of water in CAN, the boiling temperature of the water
in CAN is greater than the temperature of the water in CAN.
and the temperature of STOVE equals the temperature of the
water in CAN. All quantities are constant.
No changes are possible.
In situation S7, there is a heat flow from STOVE to the
water in CAN. the water in CAN is boiling, and a heat flow
The pressure of the steam
from STOVE to the steam in CAN.
in CAN ano the amount of the steam in CAN are increasing.
The height of the top of the water in CAN, the volume of the
water in CAN, the pressure of the water in CAN, the level
of the water in CAN, the heat of STOVE, and the amount of the
All other quantities are constant.
water in CAN are decreasing.
After some time.
This leads

the amount of water

to situation

in CAN drops

to ZERO.

S8.

In situation S8, there is a heat flow from STOVE to the
The temperature of the steam in CAN, the
steam in CAN.
pressure of the steam in CAN. and the heat of the steam in
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The heat of STOVE and the flow rate of
CAN are increasing.
the heat flow from STOVE to the steam in CAN are decreasing.
All other quantities are constant.
After some time, the temperature of the steam in CAN
This leads to situation sg.
rises to the temperature of STOVE.

ZERO is
In situation S9, no processes are acting.
less than the amount of steam in CAN, ZERO equals the
amount of water in CAN, and the temperature of STOVE
equals the temperature of the steam in CAN. All
quantities are constant.
No changes are possible.

Examining the envisionment step by step, we sec that GIZMO deduces that, at first, only heat flow

ict een the container and the water occurs. This flow occurs because there is a temperature difference
between the water and the stove. Since initially no steam exists, then boiling cannot be happening since
boiling produces steam. Either the heat flow will stop (situations S5 and S6), if the temperature of the stove is
less than or equal to the boiling temperature of the water, or boiling will occur (situation S7). If boiling occurs

then steam will come into being. Since we are ignoring flows out of the container or any indirect effects of
pressure on the boiling temperature, the next thing that happens is that the water vanishes (situation ss),
ending the boiling. The heat flow from the stove to the steam will continue, raising the steam's temperature

until it reaches that of the stove (situation sg).

11.3.3 Three containers
So far, the examples have exhibited very simple behavior. Few alternative changes were possible,
and each change resulted in situations with all Ds values determined. Let us reexamine the three containers
example used to introduce the idea of stutter in section 5.1. '[he scenario describing the situation is just the

scenario in section 10.3. The situation plot is illustrated in figure 65. The dashed lines indicate links between
a situation and its r-completions. Note that two stutter cycles exist, corresponding to the prospect of one flow
stopping before the other. Figure 66 plots GIZMO's summary of the situation. Notice that the two
collections of stutter cycles have been merged into two distinct states, making the envisionment much simpler.
lere is GIZMO's explanation of the summary:
The final state is S3-0.
The stutter cycles are summarized as S17

and S16.

In situation SO-O, there is a flow of the water in G to F
The height of the top
and a flow of the water in G to H.
of the water in H, the height of the top of the water in F.
the volume of the water in H, the volume of the water in F,
the pressure of the water in H, the pressure of the water in F,
the level of the water in H, the level of the water in F. the
amount of the water in H, and the amount of the water in
The height of the top of the water in G.
F are increasing.
the volume of the water in G, the pressure of the water in G,
the level of the water in G, the flow rate of the flow of the
water in G to li, the flow rate of the flow of the water in G to F,
All other
and the amount of the water in G are decreasing.
The possible changes are:
quantities are constant.
I After some time, the pressure of the water in G
equals the pressure of the water in H and the pressure
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"147of the water in F equals the pressure of the water
This leads to situation S3-0.
2 After some time, the pressure of the water in G
equals the pressure of the water in H.
This
leads to situation S16.
3 After some time, the pressure of the water in F
equals the pressure of the water in G.
This
leads to situation S17.

In situation S3-O, no processes
pressure of the water in G equals the
the pressure of the water in F equals
in G, ZERO equals the amount of steam
amount of steam in G, and ZERO equals
All quantities are constant.
No changes are possible.

in G.

are acting.
The
pressure of the water in H,
the pressure of the water
in II, ZERO equals the
the amount of steam in F.

In situation S16, there is a flow of the water in G to F
and a flow of the water in H to G.
The pressure of the water
in II starts just barely above the pressure of the water in G.
The amount of the water in F, the level of the water in F,
the pressure of the water in F, the volume of the water in F,
and the height of the top of the water in F are increasing.
The amount of the water in G, the amount of the water in H,
the flow rate of the flow of the water in G to F, the level
of the water in G, the level of the water in H, the pressure
of the water in G, the pressure of the water in H, the volume
of the water in G, the volume of the water in H, the height
of tne top of the water in G, and the height of the top of the
water in H are decreasing.
With one exception, the other
quantities aren't changing.
The flow rate of the flow of the
water in H to G might be changing.
After some time, the pressure of the water in G
equals the pressure of the water in H and the pressure of the
water in F equals the pressure of the water in G.
This
leads to situation S3-0.

*

I

In situation S17, there is a flow of the water in F to G
and a flow of the water in G to H.
The pressure of the water
in F starts just barely above the pressure of the witer in G.
The amount of the water in H, the level of the water in H.
the pressure of the water in H, the volume of the water in H,
and the height of the top of the water in H are increasing.
The amount of the water in F, the amount of the water in G,
the flow rate of the flow of the water in G to H, the level
of the water in F, the level of the water in G, the pressure
of the water in F. the pressure of the water in G, the volume
of the water in F. the volume of the water in G, the height
of the top of the water in F, and the height of the top of the
water in G are decreasing.
With one exception, the other
quantities aren't changing.
The flow rate of the flow of the
water in F to G might be changing.
After some time, the pressure of the water in G
equals the pressure of the water in H and the pressure of the
water in F equals the pressure of the water in G.
This
leads to situation S3-O.

*

how the amount of G is changing during the d namic equilibriums - a closer
inspection of the original cn% isionilelnt w(ould rcveal that it is eider constant or falling, but cannot be rising.
Notice th,it
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11.3.4 Fourblobs

lFven very simple situations can giVe rise to complex Stutter, making surnniari/ation rules a necessity.
We will examine one of those situations nok to see just how well the summaritation heuristics work. Figure
67 describes an object G which is surrounded b), and in heat contact with. objects F, H,and I. Initially we will
assume the temperature in G is highest, which means heat will flow out from G to F,H,and I. Tlhe
cnvisionment issufficientlN complicated dat exmlining th1e situation plot would tell us nothing -- it consists
of"86 situations, linked b) 181 quantity hypodeses and 150 r-conipletion links.
Figure 6S shows a plot of the envisionnient's summary. It is still rather conplicated (11 suites), but it
is almost an order of magnitude simpler than the original description. ttere is GIZMO's synopsis of it:
The final

state

is S3-0.

The stutter cycles are summarized
598, 597. S96, 595, and S94.

as S102, 5101, S100, S99,

In situation 50-0. there is a heat flow from G to I. a heat flow
The temperature of I, the
from G to H, and a heat flow from G to F.
tenperature of H, the temperature of F, the heat of I, the heat of H,
The temperature of G, the heat of
and the heat of F are increasing.
G, the flow rate of the heat flow from G to F, the flow rate of the
heat flow from G to H, and the flow rate of the heat flow from G to I
All other quantities are constant.
are decreasing.
The next states can be S102, S101, SIO, S97, S96, S94,
and S3-0.
T
situation S3-0. no processes are acting.
The
temperature of G equals the temperature of I. the temperature
of G equals the temperature of H, and the temperature of F
All quantities are constant.
equals the temperature of G.
No changes are possible.

Fig. 67. Four blobs scenario
(defscenario four-containers
(Individuals F G H I p1 p2
(Facts (Piece-Of-Stuff F)
(Piece-Of-Stuff G)
(Piece-Of-Stuff H)
(Piece-Of-Stuff I)
(Heat-Path pl)
(Heat-Path p2)
(Heat-Path p3)
(Heat-Connection P1
(Heat-Connection PI
(Hent-Connection P2
(Heat-Connection P2
(Heat-Connection P3
(Heat-Connection P3
(Always (Heat-Aligned P1)
(Heat-Aligned P2)
(Heat-Aligned P3))
(In-Situation 4C-START
(Individuals
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G) :everything
F)
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Fig. 68. Plot of four blob summary

S90
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In situation S94, there is a heat flow from G to H, a heat flow
frem G to F, and a heat flow from I to G.
The temperature of I is
just barely above the temperature of G.
The heat of F. the heat of H.
the temperature of F, and the temperature of H are increasing.
The
flow rate of the heat flow from G to H, the flow rate of the heat flow
from G to F, the heat of G. the heat of I, the temperature of G. and
the temperature of I are decreasing.
With one exception, the other
quantities aren't changing.
The flow rate of the heat flow from I to
G might be changing.
The next states can be S100, S98, S96. S95, and S3-0.
In situation S95, there is a heat flow from G to F, a heat flow
from H to G. and a heat flow from I to G.
The temperature of I is
just barely above the temperature of G and the temperature of H is
just barely above the temperature of G.
The heat of F and the
temperature of F are increasing.
The heat of H, the heat of I. the
t.moerature of H, and the temperature of I are decreasing.
With some
exceotlons, the other quantities aren't changing.
The flow rate of
the neat flow from I to G, the temperature of G. the heat of G. the
flow rate of the heat flow from H to G, and the !low rate of the heat
flow from G to F might be changing.
The next states can be S96 and S3-0.

*

*

In situation S96. there is a heat flow from G to F, a heat flow
from H to G, and a heat flow from I to G.
The temperature of I is
Just narely above the temperature of G and the temperature of H is
just barely above the temperature of G.
The heat of F and the
temoprature of F are increasing.
The flow rate of the heat flow from
G to F, the heat of G, the heat of H, the heat of I, the temperature
of G. the temoerature of H, and the temoerature of I are decreasimg.
With some exceptions, the other quantities aren't changing.
The flow

*
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rate of the heat flow from I to G and the flow rate of
from H to G might be changing.
The next state is S3-0.

the heat flow

In situation S97, there is a heat flow from G to 1, a heat flow
The temperature of H is
from G to F, and a heat flow from H to G.
The heat of F. the heat of I,
just barely above the temperature of G.
The
the temperature of F, and the temperature of I are increasing.
flow rate of the heat flow from G to I, the flow rate of the heat flow
from G to F, the heat of G, the heat of H, the temperature of G, and
With one exception, the other
the temperature of H are decreasing.
The flow rate of the heat flow from H to
quantities aren't changing.
G might be changing.
The next states can be SIOt, S99, S3-0, S96, and S95.
In situation S98, there is a heat flow from F to G, a heat flow
from G to H, and a heat flow from I to G.
The temperature of I is
just barely above the temperature of G and the temperature of F is
The heat of H and the
just barely above the temperature of G.
The heat of F, the heat of I. the
temperature of H are increasing.
With some
temperature of F, and the temperature of I are decreasing.
The flow rate of
exceptions, the other quantities aren't changing.
the heat flow from I to G. the temperature of G, the heat of G, the
flow rate of the heat flow from G to H, and the flow rate of the heat
flow from F to G might be changing.
The next states can be SIO0 and S3-0.

*

In situation S99, there is a heat flow from F to G, a heat flow
The temperature of H is
from G to I, and a heat flow from H to G.
just barely above the temperature of G and the temperature of F is
The heat of I and the
just barely above the temperature of G.
The heat of F, the heat of H, the
of I are increasing.
With some
temperature of F, and the temperature of H are decreasing.
The flow rate of
exceptions, the other quantities aren't changing.
the heat flow from H to G, the temperature of G, the heat of G, the
flow rate of the heat flow from G to I, and the flow rate of the heat
flow from F to G might be changing.
The next states can be 5101 and S3-0.

Itemperature

In situation S100, there is a heat flow from F to G, a heat flow
The temperature of I is
from G to H, and a heat flow from I to G.
just barely above the temperature of G and the temperature of F is
The heat of H and the
just barely above the temperature of G.
The flow rate of the heat flow from
temperature of H are increasing.
G to H, the heat of F, the heat of G, the heat of I, the temperature
of F, the temperature of G. and the temperature of I are decreasing.
The flow
With some exceptions, the other quantities aren't changing.
rate of the heat flow from I tc G and the flow rate of the heat flow
from F to G might be changing.
The next state is S3-0.
In situation 5I01,

there is a heat flow from F to G, a heat flow

The temperature of H is
from G to I, and a heat flow from H to G.
just barely above the temperature of G and the temperature of F is
The heat of I and the
just barely above the temperature of G.
The flow rate of the heat flow from
temperature of I are increasing.
G to I, the heat of F, the heat of G, the heat of H. the temperature
of F, the temperature of G, and the temperature of H are decreasing.
The flow
With some exceptions, the other quantities aren't changing.
rate of the heat flow from H to G and the flow rate of the heat flow
from F to G might be changing.
The next state is S3-0.

*

In situation S102, there is a heat flow from F to G, a heat flow
The temperature of F is
from G to I. and a heat flow from G to H.

IJ
J1
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The heat of H. the heat of I,
just barely above the temperature of G.
the temperature of H, and the temperature of I are increasing.
The

flow rate of the heat flow from G to I, the flow rate of the heat flow

from G to H, the heat of F, the heat of G, the temperature of F, and
the temperature of G are decreasing. With one exception, the other
quantities aren't changing. The flow rate of the heat flow from F to
G might be changing.
next states can be S3-0, SIOO, SI1. S98, and S99.

*The

Despite the complexity, the results look somewhat reasonable. Importantly, every state has a
consistent process structure -- the rules may someday fail, but they have survived this example.
11.3.5 Sliding block

Let us turn to an example involving motion. Figure 69 describes a block connected to a spring.
Figure 70 shows the situation plot, and here is GIZMO's synopsis of it:
In situation S14, SPR is stretched. There is 8
accelerating to the left. The velocity of B is decreasing.
All other quantities are constant.
Instantly, the velocity of B drops below ZERO. This
leads to situation S15.

*

In situation S15. SPR is stretched. There is B moving
to the left and B accelerating to the left. The force of SPR.
the force of B, and the acceleration of B are increasing.
The velocity of B, the position of B, and the length of
SPR are decreasing. All other quantities are constant.
After some time, the length of SPR drops to the rest
length of SPR and the force of B rises to ZERO. This
leads to situation S16.
In situation S16, SPR is relaxed. There is 8 moving
to the left. The force of SPR and the force of B are increasing.
The position of B and the length of SPR are decreasing.
All other quantities are constant.
Instantly, the length of SPR drops below the rest
length of SPR and the force of B rises above ZERO. This
leads to situation S17.

]

Fig. 69. Sliding block scenario
(defScenario Kludge-oscillator
(Individuals B
SPR)
(Facts (Block 8)
(Spring SPR))
(Always (Connected-To-Spring B SPR))
(In-Situation TO
(Individuals B SPR)
(Facts :some initial conditions
(Equal-To (A (velocity B)) ZERO)
(Greater-Than (A (Position 8)) ZERO))))

*
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Fig. 70. Sliding block plot

S21

(S1

In situation S17. SPR is compressed.
moving

to the left and 8 accelerating

There is 8

to the right.

The

velocity of B. the force of SFR, the force of B, and the

acceleration of B are increasing.
The position of B and the
length of SPR are decreasing.
All other quantities are constant.

'-

After some time, the velocity
leads to situation SIB.

of B rises

to ZERO.

This

In situation 518. SPR is compressed.
There
is B accelerating to the right.
The velocity of B is increasing.
All other quantities are constant.
Instantly, the velocity of 8 rises above ZERO.
This
leads to situation S19.

In situation S19. SPR is compressed.
There
is B accelerating to the right and B moving to the right.
The velocity of B. the position of B. and the length of
SPR are increasing.
The force of SPR. the force of B.
and the acceleration of 8 are decreasing.
All other
q uantities are constant.
After some time, the length of SPR rises to the rest
length of SPR and the force of B drops to ZERO.
This
leads to situation 520.

0

In situation 520, SPR is relaxed.
There is B moving
to the right.
The position of B and the length of
SPR are increasing.
The force of SPR and the force of
B are decreasing.
All other Quantities are constant.
Instantly, the length of SPR rises above the rest

*

..
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length of SPR and the force of B drops below ZERO.
leads to situation S21.

This

In situation S21, SPR is stretched.
There is B
accelerating to the left and B moving to the right.
The
position of B and the length of SPR are increasing.
The
velocity of 8, the force of SPR, the force of B, and the
acceleration of B are decreasing.
All other quantities are
constant.
After some tine, the velocity of B drops to ZERO.
This
leads to situation S14.

hSincC Ihis c dcl includes situations which list o er an interval, this cycle is a true oscillation rathcr than stutter,
as ( IZMO points out below:
There is no discernable final state.
The states S14. S15, S16. S17, S18. S19,
ani S21 comprise an oscillation.

S20,

0

I!

S!

0!
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12. l)iscussion
This report has described Qualitative Process theory, which attempts to capture common sense
reasoning about dynamics. Here we summarize the important ideas and discuss how they might be c aluated.
Then the future directions suggested by this work arc explored, followed by an examination of past and
current work in this area.

12.1 Summary
Our common sense theories about how things change in the physical world have
a particular character. Physical processes arc the mechanisms by which change
occurs. Reasoning about processes -- their effects and limits -- form an important
part of our comfn'-n)n sense physical reasoning.

A

I

a Numerical values can be usefully represented by the quantity space, which
describes the value of a number in terms of a partial order. The quantity space is
the appropriate representation because processes usually start and stop when order
relationships between particular quantities change.

I QP theory provides the means to draw several types of basic qualitative
deductions, including describing %hat is happening in a physical situation (finding
view and process structures), reasoning about the combined effects of several
processes (resolving influences), and predicting when processes will start and stop
(limit analysis). These basic deductions can be woven together to perform more
complex inferential tasks, such as envisioning and measurement interpretation.
I QP theory can be used to model several interesting physical phenomena for
common sense reasoning, including flows, state changes, motion, materials, energy,
changing equilibria, and oscillation.

I QP theory provides a highly constrained account of physical causality (all
changes are due to a finite vocabulary of processes) and a useful notation for
expressing causal connections between quantities (oc).
a QP thcory provides a structured role for the use of experiential and default
knowledge in physical reasoning -- for example, in resol ing influences and
choosing or ruling out alternatives in limit analysis.
I QP theory partially specifies a language for writing qualitative dynamical

thcories. In particular, the primitives are simple processes and individual views,
the means of combination are ,equentiality and shared parameters. and the means
of abstraction are naming these combinations, including encapsulating a piece of a
history.

456
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12.2 Ilas the thesis been proven?
There are two ways to judge QP theory. The first way is as a prescription for a representation
language for programs which must reason about he physical world. The second way is as a psychological
theory about the structure of people's common sense theories of dynamics. Since both considerations
motivated the de\ elopm ent of the theory, let ts examine each in turn.
A representation language Ibr qualitative physics should be judged by the range of phenomena it
can be used to model, the deductions it sanctions. and how perspicuous its descriptions are. There are
additional criteria concerning the esthetic of particular models written in the language (see ide Kleer and
Brown, 19831). but We will discuss these later.
To understand the range of phenomena QP theory can describe, let us consider what kinds of
diflerential equations can be represented. First, we will restrict derivatives to be taken with respect to time.
Next, note that derivatives in the equation (e.g., dx/dt) can be represented by introducing explicit quantities
which are the derivatik.e and making the original quantity be directly influenced by the derivative (e.g., let v dx/dt, and i+(xA v)). If the derivative of somei quantitiy is equal to a sum, eachi term of the sumn can be
*
tlrepresented
by additional direct influences. Finally, note that qualitative proportionalities can be used to
represent combinations other than addition (e.g., dx/dt - f(y, z) becomes v -Q+ y A v oc0+ z). As mentioned
pre iously, functions which are non-monotonic must be modelled by breaking them up into monotonic
segments, using an individual view to limit the scope of applicability for each cc
By constructing the
appropiiate process and view vocabularies, any differential equation (with respect to time) can be
represented. Since differential equations are the language of choice for "real" physics, this suggests the
potential scope of QP theory is quite broad.
A more precise determination of the scope of the theory, however, rests on two additional factors.
First, in "real" physics the knowledge of when the equations are appropriate isn't part of the formal theory.
*
The information made explicit in QP theory's individual specifications, preconditions, and quantity
conditions is usually specified informally. It might be the case that QP theory is inadequate for specifying
these criteria. Second. it is possible that such criteria may always be specified in it, but in some cases only
with great difficulty (much as it is theoretically possible to write an operating systen in turing machine code,
but is hardly soimcthing one would attempt in practice). The examples presented previously suggest the
descriptive language of QP theory is both adequate and natural, but the question will only be settled by
*l
undertaking the construction of many domain models. Evaluating the usefulness and naturalness of the
deductions it sanctions provides a similar problem: whether or not the basic deductions it provides can be
composed to implement all the kinds of dynamical reasoning desired is an empirical matter, since we do not
*
already have a full understanding of the class of deductions which comprise common sense physics. While
the envisioning and measurement intcrpretation algorithms illustrate its promise. only by exploring additional
stylcs of reasoning will its adequacy be demonstrated. Particular suggestions are made in section 12.3.3 below.
I o be a good psychological account. QP theory must explain observed psychological phenomena,
such as characteristic inferences, errors, and learning patterns. QP theory should also lead to falsifiable
predictions. Making such predictions is complicated because people appear to have several different kinds of
models for the physical world. Their models can vary widely in scope and completeness, and often contain
inconsistencies. While the overall structure of people's knowlcdge about the physical world is not yet known,
there are indications that people's models include descriptions of prototypical behaviors, which we call
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protJIhistorics(sce [Forbus & Gentner, 1983] For delails). Prolohistories are (abstr.cted) memories ofobser ed
ccuts: hence questions about behavior in familiar domains may be ansv ered b) referring to them rather than
all explicit nlai\c physics. I)eterining the extent to which protohistories verses ai explicit nai e physics is
used in reasoning about the physical world is still an open empirical question.
There arc features of QP theory which may lead to testahle predictions. First. QP theory
distinguishes between independent quantities (i.e.. those which can be directly influenced) and dependent
lquantities (i.e., those which cannot). If a subject does not honor this distinction in making some deduction,
then QP theory is not being used to draw it. QP theory is the only qualitative physics that makes this
prediction, so if the distinction is honored then this pro\ides support for QP theory. Second, QP theory
suggests that an explicit notion of physical process is used in human thinking about the physical world. One
way to test this is to look at protocols to see if processes arc mentioned (although some effort is needed to
distinguish actual deductive work from mere figures of speech). Another way is to make people extrapolate
behavior in an unfamiliar domain, testing to see whether the representations they acquire include processes
and whether these processes can be specified within QP theory.
One specific prediction is that stutter phenomena will occur in human reasoning This kind of
"mythical oscillation" which represents changing equilibriums violates the classical model of continuity: we
cannot account for people generating behavioral descriptions which include stutter by classical physics, nor
even the other qualitative physics which have been developed (as %e will see below). Observing this
phenomena, however, won't necessarily be easy. If protohistorics are used to generate the behavioral
description, for instance then stutter -- being unobservable -- will not appear. If no evidence of stutter is
found, then it suggests that case 2 of the equality change law is not psychologically realistic.
So far, the only psychological experiments which have been performed are pilot studies aimed at
understanding how physical domains are learned.' Preliminary indications arc that the distinction between
dependent and independent paraineters is honored. When asked about how one parameter will change when
another changes, subjects knowledgable in a domain balk -- even to the extent of refusing to answer --if the
parameter to be changed is a dependent one. I.ess knowledgable subjects appear to be less fastidious: they
will answer questions (often incorrcctly) no matter what quantities are involved. Clearly much more work
will be needed to adequately test the psychological relevance of QP theory.

12.3 Future work
There are several directions suggested by this work, both extensions and applications. Let us
examine them now.

1.These experiments are being designed and carried out by I )edre Gentner at 11N and Lance Rips at
Univcrsity of Chigago, as part of a study funded by Schlumbergcr-f)oll Research Center.

0"
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12.3.1 Implementation
As written, GIZMO is simply too slow. Generating an envisionment with 12 states takes over an
hour and 45 minutes, With the time increasing non-linearly with the number of states due to increased paging.
Ihis limits the complcxity of the domain models and scenarios that can be explored. Applying QP theory to
practical problems, of course, will require much better perfonnance.
lhere is nothing inherently inefficient in reasoning with QP theory, indeed the present inefficiency
is nmsurprising gi'en the exploratory nature of the program. But the ideas are now stable, and it is time to
look into better implementation strategies. For instance, [de Kleer, 19841 describes a new variety of TMS
(used in de Kleer's [N VISION program) which should prove useful. In addition to recording justifications,
as most truth inaintence systems do. de Kleer's TMS also records the various sets of assumptions which
support a fact. This means that generating alternate states in measurement interpretation and envisioning can
be performed "all at once", using a separate processing step to gather together collections of assumptions
which correspond to consistent states. Judging from observed run-times of his system, it would appear that
two orders of magnitude performance improvement is not out of the questions. 'There is some chance that the
speed-up would be even greater, since his system is currently running on a slower IM-2.1
Such estimates should be viewed with caution, since QP theory takes on more modelling work than
deKlecr's iNVISION. However, the pre-computation of possible individuals performed in situation
elaboration (section 9.1) might provide a simple way to use deKleer's TMS directly. Providing easy
interaction between the QP module and external theories is also something that will require re-thinking in this
new implementation.

12.3.2 l)onain modcls
Developing qualitative models of the physical world around us is anl intCecwual demanding task:
while QP theory makes this task easier, it still is not trivial. The particular domain models de-ribed in this
thesis reflect more on the limited time available for development than onl what is posible using QP theory.
There are several dimensions along which the present model of fluids can he inpro cd. I'irst. some
theory of solids and the phase transistions involving them is needed. Second. the mdtiduating criteia for
fluids also needs to be more sophisticated, to model more complex types of mixtt)es (suspensions and
solutions, for instance) and more varied mixture geometries (such as liquids which don't mix and bubbles).
Third, the "kinematics" of fluids, the theory of fluid paths and heat paths, needs to be extenlded to cm cr real
piping systems, flows caused by mixing, and flows through free space. I'inally, the 1m1lcculai collection
ontology, which describes fluids in terms of "little pieces of stuff' that are imagined to colhere as they pass
through a sWstein, must be better developed and integrated with the contained fluid ontology.
I he interaction between the contained fluid and molecular collection ontologies hears
remarking.
There are certain qucstions which can only be asked in the context of the molecular collection ontology, such
as 'What happcns to the water fed into the boiler?" Other questions require using the molectlar collection

1.GIZMIO ran over five times faster when transported from an IM-2 to a Symbolics 3600.
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ontology to generate an answer. Here is one such question: "Suppose tie boiler's fcedatcr temperature
increases. What happens to the temperature of the steam at the supcrheater outlet?" (see figure 71). The
answer runs something like this:
The increased fcedlaier teiperature means less heat will be required to make itboil. hence the
rate of steam generation will increa.w. This means it will be flowing through the superheater faster
(assuming the load sinks it all), and since it remains in flt superheaterfor a shorter lime the amount
1
of heat transferred will be less. Thus ihe temperatureat the supereater outlct wi!l decrease.
There are several interesting features of this description. First, the contained fluid ontology is clearly
insufficient. since in it we cannot talk ahouL stuff remaining in the superheater for less time, only "he steam
in the supcrheater". Second. time and rate differences are explicitly mentioned, suggesting that differential
qualitative analysis (see section 5.4) is being used. Finally, notice that the contained fluid ontology is still
required to deduce the overall structure of what is happening in the system --that heat is flowing to the water
in the boiler (part of which is the now hotter feedwater) and that steam will flow from the boiler into the
superheater and out to the load. Drawing these conclusions from an arbitrary piece of stuff seems well nigh
impossible, since they depend on the properties of all of the stuff in a place and what that stuff is connected
2

to.

These considerations lead to an interesting conjecture about the relationship between the two fluid
ontologies. In rLsoning about a fluid system, it seems the contained-fluid ontology is constructed by default

Fig. 71. A Boiler Problem
Steam
Superheater
Output

Boiler

Feedwater

I. This question is among the most difficult asked of trainees in the Navy Surface Warfare Officer's School
propulsion engineering course.
2. At least, neither I nor anyone else to in)knowledge has succeeded in doing so. despite much effort.
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and used to establish what is happening in the situation (i.e., die process siructture). If the question requires
tsi ng the nolecular collection ontology, tile
history for a piece Of stuff is cieated by transformations operating
onl the contained fluid description. [or example, ifa piece Of stuffis initilll in a; particullr place and diCerC is
,atlo[t
oLt of that place, a motion episode is constructed to represent the fact that exen ttdl those particular
iilmlectiles %ill be found in the destination of that flow. If a boiling is occoiring to the contained-liquid the
collection is a part of. then a state-change episode will be added to its iistori. and so on. Th2 questiols about
tie moleculaIr collection can then be answered using this history, either by accumulating properties along the
histo'x (stc as temperature changes) or by perforining differential qualitative anal sis. Investigation into
exictlx "hat kinds of questions require the molecular collection ontology is proceeding, and computational
experiments are planned.
models of notion presented could also sLnd substantial improcment. The present model is
impo\ erished due 1tot flaw in tle imlplementation; until recently, there was no way for G I/MO to know tiat
certain domain-dependent sets had to be updated as it went -- in this case, the set of forces on an object. This
liniita ion has been fixed. and a better motion model is under development. Moving to more than one
dimensimon, hoe er, will lead to a new set of problems. In some cases (particularl. mechanisms) it should be
pos,,ible to break a multi-dimensional motion up into one-dimensional pieces which. "hen combined, yield
the actual motion of the object. As remarked in section 4.3, the most uIseful general stratagy might be to use
the qufliLive
I
state representation of motion (see section 4.3.2) to generate descriptions of possible motion,
and use Oil theory to provide further analyses. But these are empirical questions.
Other domains should be explored as well. The most tempting domain is electricity, since it also
minimi/es kinematic information. Another interesting feature is that electronics is precisely where a
dcjce-centered ontology works best. because the high interconnectivity makes finding explict flow paths
coinputationally intractible for circuits of moderate complexity. By contrasting device-centered models with
process-centered models, we should be able to sharpen our criteria about when each is appropriate. 2

4he

12.3.3 Styles
illis report explored two styles of reasoning, envisioning (as a means of prediction) and
measurement interpretation. There are several other styles to explore as well. Here we will discuss extensions
to measurement interpretation and prediction, and issues which arise in planning and design.

1According to IReuleaU s 1875] the ability to Use suchi decompositions is a central constraint onl the
x%%cll-desirned ichanisin. \lan v ieclinis, however, do not have di isproperty.
2. In Il-orbiis & Gentruer. 19841. it is coni'ectured that people's carly' models of electricity are
proccess-ckiitcied. aind as mno)i-e comiplex cir'cits are studied a dcxice-centiered model is generated. Fxploning
tisIontolm gicl shlift mliit iinplrox eon r o mdist,mnid ug of' i w%
people use both t~ pes of models.
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12.3.3.1 Nleasureinent interpretation
Thc theory presented hcrc for interpreting Mneasurements appears adequate for its intended purpose,
althoulgh the pruniling heUristics must still be tested empirically. It also appears that tie theory for the "One
look" case canl be extended to interpret measurements taken across time. Ani interpretation would be
evgcnralicdl ito a hiwo)3' and measurements would correspond to partial informiation about this history. TheI
description of measu rernents remains u nchanged, the only difference being that diffe~renitial distinguishability
%k
ill he used over interx als of significant duration. [here is an additional problem of'segmnltation, finding
inteix als where the process structure does not change. A heuristic is to use changes inl Dv alues as a minimal
Set of boundaries, Since these must correspond to changes in the resolv'ing of influences. Additional divisions
May he nceCssary, because Changes, inl Unobservcd quantities may take time to propagate to distinguishable
changes in obserxed quantities -- for example, a stove may be onl for some time before you deduce that fact by
seering steam pour out of a kettle on top of it.
[he 'one look" algorithml could be used to build interpretations for what is occuring during cach
episode implied by the boundaries. T[he pruning constraints and heuristics described above still hold -- even
if we watchi for five minutes. evaporation still won't empty a drinking glass. Because the episodes are
connected, the interpretation for any, particular episode has to be consistent with the interpretations for dhe
ones around it. In particular, the initerpretation for each episode has to correspond to a process structure
implied by some limlit hypothesis for- the process structure implied by the interpretation of the episode before
it. Ihis conistraint also suggests anl alternate strategy - use the "one look" algorithm to develop an
interpretation for the earliest set of nieasurcmemts, then use limit analysis to construct the situations that could
come next. If any Of those situations are legitimate interpretations for the next set of measurements then
Continue, otherwise try a new inter-pre tation for the initial set of measurements. T[he advantage of this stratagy
is that it exploits the constraints imposed by the (hypothesized) initial conditions.

[.4

12.3.3.2 Prediction
Making predictions by envisioning is like problem -sol ving by exhaustively generating the search
space -- it works, bitt surely we can generally get by with less work. Two kinds of prediction questions are
"Call this State occur?"' (questions of anainabilify) and "Where will the system cnd up eventually?" (questions
of disposinion). We conisider attatinablility questions first.
In classical problem solving, heuristic search is used to construct a path from the initial state to the
goal state. TlO cast predliction in this tmold we must introduce sonic notion of operator. T[he obvious notion is
that an Occurrence of some process or processes Should count as anl Operator that reduces the difference
(dcsci ibcd as quantity space values and the statuses of instances) between a situation arrd the goal. In many
prohlcrmr-solving situations it is more convenient to work backwards from the goal. [or prediction this does
not appear to he the case. since tho number of' potential operators is large and because it ignores the
comstlaints imposed by the inlitiall conditions. Working forward corresponds to selecting at subset of tie
possible changes presented by limit analysis to carry onl wAith. While this mnight speed tip finding a situation
that does occur, it the situartion doesnI't Occur (ard if' we don't introduce arbitrary resource limitations) then
we will do the sameI amount Of work as envisioning. Ibis sulgge.sts developing seperate methods to quickly
rule oit states which cannot exist. It' for instance, there is no wkater inl any form inl at situation and no process
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Miiich genlerates it froml somle other substa nce, then a Situationl ini %A
hich S"tcr appears is,impossile. I SUiSPeLt
that ruling O01 possible suites iniight profit from conlsequent reisofl mg, but I has e no es idence one %4
as or the
other.
TO Fietire Out "~hat finial suites ats)stein might reach, we might tr ignoring the initial conditionis ajnd
determine all states thalt mre possible from the indis iduadls and instances in ihe elaborated sitnation., Those
states ssliich has e n1o consistent1 qut~liits hi pothcsess are possible 111nal states. Noss the probhlem is reduced to
the pr1oblem1 of findinig wIch ofthese stts are attainable.
12.3.3.3 Planning

(

Anothier w~ay We Use our common sense knowlege of physics is in constrLuctinlg. anal1yuing, and
debHOging planis tha't inv~olve the physical world. Consider assembling a printed circuit board. If we were
constructing anl assemnbly plain froin first principles. a fragmient Of our reaisoning might look like this:
A component is cotieced by, solderinig it to(IplA: this requires merlting sol/er t'hat is in contact Hith
loiot M/i pad mnd /icK
wir'. A solderiiig iron has a temnperature which is greate than the icting poit of solder.
S~o placing~ it inl contfact wit/i the wvire and p)ad to ('siabi.5/ a flow path for heat will do tihe job. However, the
solderinig irons~ teCnperlureil is high C1nough to da(mage many- oftih componcnits. So whate-er path the soldering
iron i eOVs
through /iad better not comie too close to those components.
F\so things biase occured in this scenario: kniowledge of objects and processes has been used to

*

gecerae a piece of a plan for accomiplishing a task (use a soildering iron to create a heat flow sshich will cause

*
*

(ie ,older to melt), and constrainits are pla-ced On any elaboration of'the plan to avoid undesired effects (don't
brine the iroin iiear heat-seniise components on the way). Suppose further that sse have generated a
c~implet pln. aimd executed it onl a particular circuit board. T[he report we receive is that several
heCat-sensSiux e omponents on thme
board were damiaged. We might then decide:
[Iii /ieat-3cis~ tme comlpolenfts

oiili tic thci HiIS ai; mile icc on their
Mhem for so long.
Tbis

4

"Xain1ple

Hecre

brought to too high a temperallure sometime d/uring assemnbly. the
during soldering. Next time I won't hold the iron on

temperature was

of debugging requires a differential analysis: we must

ind wshat aspects of the

sitLu,iti(1ii re respn nsi blc At- the Unidesi red evenit aind figure out how to modify the plain to prevent them. QP
rhcor sluIcld be useful in generating and analy'/ing suIch plans. [he first step in plan generation might be to
cc ribhe ~siredl
dev
belmisior ats a partial1 history for the objects, involved. Initially plain steps might be
geiMCiA[ed by s, uihcsflig
11
diftf&rcnce operators from the process vocabulary aind using these operators to
create a plan by staindard meanis-end analysis. Further constraints on the plan stells might be determined by

I.bTis is essentially boss de Mecer's FNVISION proceeds

--

it generates consistent saies for the device

network, a id theni finds all the transit ions beceeo them. In general it will do miore work Otha thie envisioning
procedu re presented here. bcause it will geiierate1 states that .11-unattainaible fron the initial state.
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tnililgte
possible tr-ansitions hemv Ccll distinct episodes of thc pilnned helm \ or: thle planI inuIst be
dcshilned So tatL thle tranlsitionl to thle next plan ned behai or is thle onle that a1ctal ly occnurs. C ondit ions to
pccuSuch ats hea damage1 ahome, are modelled by requlir-ing tha1t cerain tranlsitions anld pirocesses not
occ Ur.
I)ebuglg aIg liied plan (and someitimles elaborating a planl) reursdifferentiAl diaignosis to figure
out, \&ha should be changed so that %ha is dcsived occurs. as opposed to \\ hat actually occured. (or might
0CCU1ii. Di Iferent i,li (il li tati anly Sis should lie aIuSefulI tech1ikI
fo proM iding" such answers.
1ue
'

12.3.3.4 D~esign

4

A
nothei in
teiresting prohlem is design. thle problem of dew loping spcci fications for a construLctabic
artifalct v"Ilich exhibits a desired hchaiisor. As ide fromn the iniportance of understanding thle design process in
encral. examining finecll.ical JesiQiI shoul.1d ilium inlate twAo impliortanft issues in naive physics. F~irst,
mnechanical design culd drki
the de' eloprnent of extension theories for quantities and hiunctions, since
estima'ties of empirical factors Suich as strength of materials often seemn important inl ruling out Classes Of
designls. Second. es ;luating potential designs will require at better Understandiiig of how to integrate
contmainu-oriented reaisoningkwith canls; i reasoning. Consider designs for I)Iperpeual motion1 niachineCs. While
imany explanations, of' flow they wkork can be rejected becauise they ignore certain phy'sical Processes (usually
sonie form of' friction), Other explanations canl only be rebutted by detailed consideration of energy
conser\;ation. While atstart has been nude oil Such reasoinmg (see section 4.5), Much remiains to be done.
12.3.4 Qualitatiic Kinematics
Qtmalitacise theories of shape and space will lie required in additioii to a qualitative dynamics to
cons~truLct a full naive phy'sics. While the broad Otitlinies for theories (if space (IForbUS. 198 I].ISimrnlois, 19841)
aind ,ha,pe ([lradN, 19841) exist, wAe seem to be atlong ways fromn theories which canl duplicate the wide range
of es cry da' phetinmena pieople reason about. Fen so. the eventual goal of uniting dynamnics and kinematics
sul,_CuSts tm, o constrainiits onl the struicttire of a qualitative kiniematics. F ir~st, the prilary goal of a qualitative

kinemal~tics is to dcLtiine possible UeotrLIic interactions bietweeni objects. Fxalliplcs include determining
ldiethecr or not somnlething ssill roill Onl atparticular so rfadce and whAt objects lie inl atparticular direction from
anoither.

Second, sshen possible, a quallitaItis e kiInmatics Should suggest ways of decomposing a
intil I -di ieISiOmlhil pr lilem1 into ii coliicted Set of one-dimensional problemis. F-or instance, when reasoning
abhout witl a rollIing objec A~ill collide sM th, the variotis oliject boundaries alone thle direction (if its path
could be model led as eleitents in atpositioin quantity space, ordered byv their distance along the paith froin the
object. I iimit atnal is Iulthcrn predict thalt it mlighlt collide. might stop rolling due to friction, ornmight stop
just at thdii iondiry t'ie first obstacle.
12.3.5 Lecarning
Unilike formal jiliyics. most if'otircommnon sense miodels of the physical moihd appear tobederived
tnoin CX pwlCiC inl the s%.rld. Since es erone does learn some ersiomi of' miai e pihysics. it senms a better
c11ildidille lo r explorineg eXpericilial lceiriling than dthiis people don't learn A~ithout a teatcher. Also.
lemriimi cwcch is,oten hIimipered hiccause tile form of' tile target representation is itself a research probilem.

464

Communal Assembly Paper

www.daifture.org

4

-I
63-

Forhus

QP theory

Without claiming QP theory is tie final word on qualitative dynamics, its existence makes studying how such
knovlege is acquired more attractive.
A theoretical franmckNork to account for human learning in physical domains is already under
CoWARiCtion [I.orbus & Gentncr, 1984]. The framework proposes a learning sequence of four types of
ph.sical models in each domin. using concepts from QP theory to help describe the contents of the models
and Gentner's .Structure-.lapping theory of analogy and non-literal comparisons IGentner. 1983] to help
describe the computations that move a learner from one type of model to another. We have begun
psychological experiments to explore this framework: computer experiments are also planned.

12.3.6 ICAI & engineering problem solving

4

Since many engineered devices are implemented as physical systems. QP theory should be useful in
reasoning about them. One application is providing part of a representation language for intelligent
computer-aided instruction (ICA I). An important part of an expert's knowledge of a system is a qualitative
Undcrstanding of how it A,
orks. "1o the extent that QP theory models our qualitative understanding of
(ynamical s~stems, a program using it can generate explanations that a student will find easy to understand.
Indeed, QP theory was developed in part to be used in the STFAME'R project, Ahosc goal is to provide
inStruction about steam propulsion plants for Navy trainees) Only now are the domain models approaching
the quality needed to provide such instruction, and better implementation techniques will of course be
needed to prm ide the desired quality of interaction.
One interesting implementation strategy is to construct a tutor compiler. Current qualitative
reasoning programs w'ork from first principles in constructing explanations. This is analogous to setting a
human domain expert down in front of a system he has never seen before and expecting him to understand it
''ell enough to generate coherent explanations in real time. Using human instructors to teach this way is
oh%iouIsly a bad idea, so wkhy should we expect our programs to do better? le alternative is to construct a
progran hich takes as its input a system to be understood and a specification of the class of questions which
are to be asked about it. [he output of this program would be a specialized tutoring program that could, in
icd time, ,i,,wer lhat class of questions about the system in question. This technique would have several
,,l' ,ntage,. for example, the qualitative reasoning system in the compiler itself need not be especially fast,
Mnd inore sophisticated techniques for generating explanations could be employed than would otherwise be
possihle (such a Mcl)onald's MUMBLEI
[Mcl)onald, 1983]).
extcnsioI theories are developed, QP theory should become useful in other kinds of engineering
C\
and control .isks as ".'ell. Indixidual views could be used to express desirable and undesirable operational
clitiCtte [ist ics. Ior example. in operating i boiler (he fuel-air ratio Must riot become too rich or too lean: in
eitler c.ie smike piurs out the holler stack, khich is bad if you want not to be seen and combustion
eC1,1L iiic" l,
hlce fuel c uimyh}, will drop. A guod boiler design %ill pro\ ide operating regions in which the
Ii',h,,dual \ c" s rClci,:tig lih
c undesired conditions are iactie. Similarly, these descriptions could be

I bI S I I \ \11 1,,
p ,ucQ .,.P111
Re,,c.rel .11d I Y

,

*,

cne( en tel

ntci prl ,,e
of Bolt, Beraneck, and Newman, Inc. and the Navy Personnel
NCc .Si 'cen,,, et al.. 19811 for ar overview.
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used in ,, ntliesiing control strategies. by determining %hat llcasULrelmnlltS indicate a state from which a view
instance representing an undesirable condition will become active and Ahat corrective action must be taken to
ensure that the partictUl1" chalnge will not occur.
Another interesting possibility is building a hypoihcsizer. A hypothesiier is an interpretation
.loddUle %11ich eidher takes measurements fron operators of a s stein or' gathers data itsClf from instruments,
and %kil C\ialnate an operator's theories about what is happening in the sstcn. Such a program could serve as
at de\ il* advocate, pointing out inconsistencins il an operator's thcor. Or suggesting alternate interpretations

*

for the data. This k,ould be useful bec;ause it seenis that a common source of human error in operating
COIIle)iX syStemllS (SLIch Is niuclea2ir power plants) is pleinature commitment to a pllticular theory about the
state of the system (see [Pew et Al.. 19821). tl.or example. the incident at the Three Mile Island reactor
probably \kouldn't have happened if the operators had thought of the alternate explanation for the
o\ erpressume in the reactor vessel -- that instead of being too high, tie level ofcooling water was too low, thus
causing a boiling that raised the pressure.

12.3.7 Other applications
listorically, t1e success of differential equations in physics led to attempts to apply them to
problems from other fields, such as economics. 'to the extent that differential equations prove useful in
reasoning about a domain, QP theory should be similarly useful. In economics, for example, physical
linitatious often prove important. Storage capacities, transportation capacities, and rates of manufacture are
important examples (see [lForrester, 19681, [Stansfield. 19801).1 The features which make qualitative models
useful for pl)sical reasoning, such as the ability to characterize the classes of dings that can happen even with
very little data, should be useful in other domains, especially in domains where numerical data is unreliable or
hard to come by.
I lowever. caution seems advisable in attempting such applications. There seems to be no real
agreement on what mathematical descriptions are appropriate in economics, hence it will be hard to judge
whethcr a qualitati\ e model is correct. In addition, tie very structure of the domain can change with time; for
instance, the tax code can change. These factors make modelling economics much harder than modelling
physics.

12.4 Previous Work
The first attempts to formalie processes modelled them as collections of interacting automata
IBro n et al.. 19731 or extended STRIPS-like operators [llendrix. 19731. Let us examine each in turn.
Brown's automata-based system was designed to generate explanations for intelligent

1. Interest ingl%. Samnclson was one of the first to describe tile possihilt of using qualitativc models and to
point onut thmt their inihernt ,nihigmlity \kould make prediction difficult. Subsequent developments in
qualitatik e modlling. hon c\ er, suggest his %iews were o\ erly pessimistic, at least for physical domains.
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coptraided instruction. Quantities and processes were represented by indi'. dual automnata wI.ose states
represented classes Of vaIlues or activitieS (Such ats atquantity decreasing or at palrticular activ ity in atsequene
OCCu rin1g). ITillie '.'.s modelled bs specifying thadt automlata represenltinlg quanitities chanlged inlstantly while
automata representing processes took anl inlter'.al Of turic to Change. Although alrbitralry I1SP~ code was
permlitted in)Specrl'Nrug state tranlsitions, in practice state changes were predicated onl suite changes in other
*automiatai.
While adequate flir generating explanations of fixed phelnmena, thle autom11ata representation is
too b)rittle tbr most reasoning tasks. For exaimple. there is no in fILuCnCe-Iike mnechamnism for dy~namically
corlliiing effects, thus all] interactions must be foreseen in advance by the miodel builder. [he process
inodels are simlilar to encapsulated histories, in that they presuppose the outcomne of the activity of the
processes they dlescribe. I lence such miodels %%.
ill be insensitiv4 e to changing conditions.
Hendrix's system wats designed to providle a world model for robot planning. While atsignificant
advoance ov er the miodels ol action a'. ailable at the tine, the importance of qtualitaltiv e descriptions had not yet
been uinderistood. For example, L1he vaIlueS of' 1nmbers were known real 1nmbers, and relationships between
paratetrs w.ere expressed as numerical con"str-aint equations. The process descriptions were used for
si11,1601Iit1f. S011111 Siill)n1i1t1iieous cquations to determine precisely when the collection of active processes
*
'.'. ould cliiwe. ~Silue thC gei l '.'.as to) Model general processes (nion-physical ats well as physical), add lists and
delete: list",'.'.ere iso used to spccit\ eff'ects. Quallitative Process theory, by using quallitative descriptions and
Ibilsilil ()n ph\ sical processes only, can be used in several other kinds of deductionls in addition to
*si111inuitnI oftenl reCquirirmeq less information to drawv interesting conclusions.
Rcc rtl% ses er;il attempts ha'. e been nuide to model temporal reasoning, including [Allen, 19811,
INj.\C I )erCIloit. 19S-11. Allen's miodel is the one assunied here, both because meet seems to be thle appropriate
C ca
ieliti usliip bet''.een pieces. of' a history and because modeling instants as "very short" intervals makes
form.li/ng ccrtain ftimts involving derisoatives easier. McI ermiott's axiomls for timiecontain several interesting
idea', includirio the chronicle representation of possible futu res and its implications for planning.
I nt ruirl.
cI )rmott expects too mnuch of his temporal] logic. For example, the logic includes the
nlotion of a "ifetime". i.e., ow long you can assumie a fact to be true Once You have observed it to be true.
\Cl- enn ~tt clalimls lifetimles must he pro'. ided outside the logic, by fiat ("Tihe senses actually tell you about
pe~lteiis)bcause haviing axiomis tha,t provide persistences could lead to contradictions. 'Ilmis ad hoc
lhi1non is nee~ded prcisely because the logic is dc seloped independently from attheory of dynamics. Given a
(kiinics1LI Ild thlk diilit. to nImikoc closed %&'orld assumlptions about individuals and relationships), we can
* ~
~~ e MiirAill and A..ill not cliwc. If'.. need anl estimiate of how big somnething will remain true, we can
1 C l i 1A1 1()mn0 it is likel'. to hoe before sonmerhing that cain change it occurs. lu use Mcl~ermott's
einllclk. 1: it huk it a boulder. io nicuht be aIble to esrmmu1ite that if you carne back in 50 years it would still
be there (.i '.'.eket coiill~ t11,an iitiplicd b\ thec notion oflifetimnes. but it will do). IHowever, if you are told
III,, iev Is d\ ni
i ueneatl.
or estimlate '.. lll be considerabhly different. fIn either case, if you came
*
~~hick
dieonlext d~r i mi dsc'.1
d
the hi der \&,.is si me distance front its origi nal location, You would have
si1n1oe hen ~
i t '.'.
tlnit just thme
fceling thait vi ii rsenses had lied to you. In addi tio n, Mc IRennott'stmodel
oI q 11iauitties uses a'
iernge rite nsteid Of (len' at'.es. %..hichimeanis many (if the dynamical conclusions
described hereC (SUCh as distin-iiiushtimig oscilath mufrini stutter) can not be drawn.
',
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12.5 Current Work

* "adopted

Since the original publication of Qualitative Process theory ([l:orbus, 19811), several projects have
or extended some of its ideas. We will examine thcin here.
Johan dc Kicer and John Seely Brown have continued to declop their dcice-centered qualitative
physics Ide Klcer & Brown, 19841. In particular, they have adopted the quantity space representation for
numerical values to allow more precise description,, of state and state transitions. Brian WVilliamls has also
developed a similar device-centered physics, intended for reasoning about VI.SI circuits [Williams, 19841.
Williams focuses on the classical notion of continuity in an attempt to bring intuitive and formal mnatiematical
models in line. While the organizing principle for these dynamical frameworks arc difierent from QP theory,
the whole their notion of quantity is now the same. 'he major exception concerns the equality change
law; both deny case ' of the law, which requires that transitions back to equality in quantities that arc
infinesimally different occur in an instant. This means stutter cannot occur in their systems, depriving them
of a simple means of detecting dynamical equilibriums.
l)evice-centered ontologies have also been used to simulate and explain the operation Of turbojet
engines IRajagopalan, 18941 and diagnose failures in circuits [Pan, 1983]. ioth systems use a mixture of
qualitative knowledge to describe states and rough behavior, with quantitative information used to reduce the
degree of ambiguity in the descriptions.
Reid Simmons has applied process descriptions to the problem of geological map interpretation
[Simmons, 19831. Given a diagram that represents a formation, his systen, ascertains whether or not a
proposed sequence of occurrences of geological processes can give rise to it. Since in this domain it is
assumed that only one process occurs at a time, his system represents occurrences of processes, that is,
cncapsulated histories, rather than processes. Changes in the existence of objects, such as an occurrence of a
process creating or destroying an individual, are modelled by explicit statements in the description of the
occurrence. This means all changes in existence must be forseen in advance by the model builder, which is
for the geological domain. Importantly, these descriptions also provide equations that describe the
net effects of each occurance. Given a set of numerical measurements from the diagram, these equations are
woNen together to check the consistency of the measurements against the hypothesized sequence of events.
Jo make all this work, Simmons also developed a representation of intervals to serve as an extension theory
for representing quantities.
Ben Kuipers has app.,:d some of the ideas of QI theory in understanding causal reasoning in
medicine ([Kuipcrs, 19821[Kuipers & Kassirer, 19831). While adopting the ideas of the quantity space and
qualitative proportionalities (he calls them the "value space" and "M" respectively), he does not explicitly
represent processes or even objects. His "causal structural descriptions" are equations. as illustrated by the
fact that his program subjects them to algebraic manipulation. This prevents his system from drawing
conclusions about changes in the existence of individuals. fly abandoning processes, he also loses an
important source of constraint. Consider the scenario in figure 72. " hich is equivalent to the example in
IKuipcrs. 19821. hi this scenario, an Object is placed in thermal contact with two temperature sources, with the
objcct being initially hotter than one source and colder than another. In Kuiper's system this problem leads
to "intractahle branching" in the envisionnm, forcing his system to re-write the equations in~olved and then

eon
*

Areasonable

*

perform a "perturbation anal.sis" on the new set of cquations. GIZMO's ansver, by contrast, is quite simple
(figure 73 shows the situation plot, while figure 74 shows GIZMO's synopsis). 'I he initial process struciure (a

S
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Fig. 72. Scenario ror Kuiper's double heat flow example
(defScenario Double-Heat-Flaw
(Individuals STOVE
ATMOSPHERE
BLOB)
(Facts (Piece-of-Stuff BLOB)
(Temperature-Source STOVE)
(Temperature-Source ATMOSPHERE)
(Heat-path BURNER)
(Heat-path BLOB-SURFACE))
(Always (Heat-Aligned BURNER)
(Heat-Aligned BLOB-SURFACE)
(Heat-Connection BURNER STOVE BLOB)
(Heat-Connection BLOB-SURFACE BLOB ATMOSPHERE)
(Greater-Than (A (temperature STOVE))
(A (temperature ATMOSPHERE))))
(In-Situation Start
(Individuals STOVE BLOB ATMOSPHERE BURNER BLOB-SURFACE)
(Facts (Greater-Than (A (temperature STOVE))
(A (temperature BLOB)))
(Greater-Than (A (temperature BLOB))
(A (temperature ATMOSPHERE))))))

Fig. 73. Double heat flow cnvisioninent
S12

heat flow from STOVE to BLOB and a heat flow from
violate D

BLOB to ATMOSPHERE)

never chang('s because doing so would

continuitv. T'here isa three waly ambiguity in the Change in dic blob's heat (and hencc temperature)I

bCCJatic the relative magnitudes of the flow rates arc unknown. But it'the blob's temperature is increasing or
odecreasing the nlow rates will cxenitually bcome equal. causing the temperature it hc constant. and if die
temperature ise'~er constant it will remnain so fore~cnnore. The only %~ay fur "intractable branching" to arise
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Fig. 74. Double heat flo,, s)nopsis
In situation Si0, there is a heat flow from BLOB to
The
ATMOSPHERE and a heat flow fron STOVE to BLOB.
heat of ATMOSPHERE is increasing.
The heat of STOVE is
With some exceptions, the other quantities aren't
decreasing.
changing.
changes in the flow rate of the heat flow from

3LBThe

BLOB to ATMOSPHERE,

the flow rate of the heat flow from

STOVE to BLOB, the heat of BLOB, and the temperature of BLOB
The situations S13, S12. and S11
are not known at S10.
represent the various possibilities.

S11 represents a particular hypothesis about S10.
S11 assumes that the flow rate of the heat flow from
BLOB to ATMOSPHERE is decreasing, the flow rate of the heat
flow from STOVE to BLOB is increasing, the heat of
BLOB is decreasing, and the teperature of BLOB is decreasing.
After some time, the flow rate of the heat flow from
BLOB to ATMOSPHERE and the flow rate of the heat flow from
This leads to situation S12.
STOVE to BLOB become equal.

SIZ represents a particular hypothesis about S10.
S12 assumes that the flow rate of the heat flow from
BLOB to ' ZOSPHERE is constant, the flow rate of the heat
flow from STOVE to BLOB is constant, the heat of BLOB is constant.
and the temperature of BLOB is constant.
changes are possible.

ONo

513 represents a particular hypothesis about S10.
S13 assumes that the flow rate of the heat flow from
BLOB to ATMOSPHERE is increasing, the flow rate of the heat
flow from STOVE to BLOB is decreasing, the heat of
BLOB is increasing, and the temperature of BLOB is increasing.
After some time, the flow rate of the heat flow from
STOVE to BLOB and the flow rate of the heat flow from
This leads to situation S12.
BLOB to ATMOSPHERE become equal.

isifirrelevant elements are added to the quantity spaces.' Without processes, Kuiper's program has no clear
guide about what to put ina quantity space.
QP theory is being used in several psychologically-oriented projects as well. Al Stevens, Dan Weld,
and Albert Boulanger arc using Q11 theory in constructing a theory of explanations for machines [Weld, 1984.
Also, Allan Collins and l)edre Gentner are using QIP theory to express theories of evaporation in order to
understand how to shift from one leel of description to another.

1. As it happens. Kuipcr's program placed all quantities of the same type (e.g.. all the temperatures) into the
same quantity space (personal communication).

0-
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Elhis appendix describes I)I1ACI V. the in ferenice engine used to implement GIZMO. IAFACI Iis,a decrcideilt of NlcAllester's Rcasoning Utility Package. called RUP~ INlcAllcster. 19821. There ar-c several
des.-igni decisions in RUP NkIi cl pro\ ed inappro priate in implementinug QIP theory, mid scvcral extensions were
[hlen \Ae describe the organization of I )FiIACI .
First w e exam11ine thle problems w ith R1,11.
iiichidingo the "hook,, for adding specialized representations. DI
)IACI F's closed-world assumption
micchli Smad stack-discipline premise controller are described next. F~inally, thc quantity representation
used in GIZMvO is presentLed ats an exam ple of how speciali ed rep resentatio ns may be imiplcmciitcd.

ro

llcneeded.

f

14.1 Why not RUP?
14.1.1 What is IIUP?

I LC

McAllester's RUP has several nokel features which make it useful in imnplenmenting reasoning
program~s. I uis ox erall model of an inference engine (see [MecAllester, 19801) contains three parts. First, a
ro Ic-I ike. patternl-directed comiponlenlt instantiateCsquaitie-id knowledgec. Seconid. a truth-initenlance systemn
(w&bicl periOrrus uinit clause resoluLtion) provides propositional reasoning and records dependencies. Third, a
premise Lcomiroller decide,, wha to do w~hen atcontradictionl occurs. D~espite misgivings about the details of
RU1P. McAllester's overall model has been \ery productive.
l'o instantiate quinttifed knowledge, ,\MORI)-like rules are provided. Unlike ANIORI), however,
thle rules, ark: not used to implement rules of logical inference (Such as modus ponens). Instead, the rules
assert propositional statreents \&hose Consequences are developed by the [MVS. 'This frees the uiser from
v riting at tedious collctionI Of inference rules fokr propositional logic, especially those rules which require
careful control to iixoid runaiwaly generation of assertions.' McAllester thus advocates the strategy of
,cpcratinlg the creation of at description from reasoning with it, a strategy which has also proven useful in
constraint networks.
NlcAllester's truth-miaintenance system is organized so that propositional reasoning is performed via
constraint propagation. Asserting an implication, for instance, causes a rule to run that inserts
dJIj,'Ilctix c-normal clatiseS in thie 'IMS w~hich provide All the deductive import of that implication. Similar
rue neC
I pix ide:d ('Or the other logical conntices. Since, unlike full resolution, the TIMS never introduces
iic\ termsv, tihe deductions Ilic I MS makes are incomplete but rapid, indeed roughly linear.
RI- pr n ides t"(o ddlitult handlers and hooks 16~r user programns that decide wvhat to do when a
contradiction occuirs. One deaul handler simply asks the tuser which premise should be retracted. T[he other
defifflt ha odler usvs optionil I nun ci Ical cert'lilit ics that can be attached to [NI S nodes in order to retract the
"least likely" Cact. Once a iiode is choseni for retraction, the [MS automatically creates clauses that serve as

I. [h'le l)m -class ical examlple is the rule for AND introduction: given Aand B. it is always the case that (AND A
is true1. hut tile siMplest rendering of this, iin ference rtule will lead to generaiting an unbounded number of
,ise rt oii~ Sir
111aAND t.W
iiNief can lie an argiument to ain AND statement. Ustial problems like this
one arc ai oidcd b\ relyng9 onl conscqtient redsonintg.
8)

*
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nomgods. to pre~ cut tha~t particulIar conjunction of p)remnises fromn e~er being e Ieies cd again.
Ini addition, RI. I' f\ ides ain eq tialit%
VSLih)-SxStCm~ that allowks cerll conlusllionis to follow fromn
substitutions of' equals f'or equals. GiVen an1arir
r tn
tile 'Simpllest lim11e" of that tei-ni call bc
colliptaed on) demand. [lie ililteiltiOll is thalt a iISer-pio'mided functioin to dcterillinie tIle notion of silliplicity
Vii ,illo\. thle eq ulilt~S S[tem to pro0\ ide InuCh1 of'theC inl felrCnti1 p)OVs
Cr thle uiscrineeds.
14.1.2 The equality s~steiit is inefficient
While the equality s~stein seems to be adequadte for simall exainlles. paiging problemns cause it to
perform badly wkithi a miediunl-Si/ed database (ses eral hundred assertions). Su~pposc Olle Uses equality to
assigil values to sign references, e.g.,
((s

(d (level (at

(c-s water f) sO)))) -1)

Using all early RL!P-based implementation. determining the simiples;t name tinder equality for die chlange in
the water level inlf (i.e., - i).call take uip to 5 mlinlutes. Such perforiance is unacceptable, even for
experimental purposes.
If thle equality system were an indepenldent component then one could simply not uIse
it. I lowever.
thle equality systemn strongly constrains the design of RUP's database. To make tdie equality System work,
eIach suhbexpression of every terml i.st be a database itemn in its own right. The reasonl is that evaluating an
expressionl invol\es lookimng at each component to see if thiere is atbetter substitution - for f, water, c-s. then
(c-s water f), etc. Ii the example above. TIbis leads the retrieval all over tile database and mnakes the
database needlessly large, assumninlg thlat we do not always need to refer to every term seperately.

*
*

14.1.3 The prernise controllers proiided are too crude

*

'The premise controllers provided by RUP are too simple for complicated reasoning tasks. Merely
asking the user precludes writing programs that deliberately inltroduce assumptionls to tuse proof by
coiltradictioil. U~sing thle iinerical premise controller assumes that one can assign ntumerical certainty values
to premises %Ahiclnla\ be iinterpreted globally. i.e.. any two premises can be ordered with respect to relative
certainty whlen hamidling a contradiction. TIhese shlortcomnings can be overcome, of course -- McAllester wisely
prov ided hlooks for uesto v.rite Lleir o\N n conltradictionl handlers. A more seriouIs limitation is the automatic
cin~t rittion of'ilnoi
od clieS. (ioiistrcti ng a nligood clatuse im plicitly assumecs the underlying reason is
mfonlotonmic, thlat.
is. no0 Aidition.il assumiptions ciLtIld ever lead to tile
premises involved in a contradiction
bell),_ consistent. \hlk: Mclester cschews flol-nifonotonicity, there are many cases (such as tile set
rllccllailison describled blelow) "~here it is quite useful.

14.1.4 Adding sjmeciimli/ed reprsemta(ions is hard
RUI pro'\Cd to be a VAluable tool for protiltypillg. Simple experimental systems can be quickly built
11 A
.1
nbilati ll o f pmtern-d i ectc. I rules and I ASP code to test out ideas. Ilo\%ever, to increamse overall
cl
~~
it hled utts Ilecessary to Ad sjleciali/ed representations to spleed uip critical dedLCtiOml. '[his is

*
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more ditficult in RUIP, due to its many assumptions about the form of the term databasc. It can be done

(Reid Simmons, personal comnlnication), but by abandoning the term database entirely greater efficiency
can be gained.

u

14.2 I)IBALII organization
I)BACIE attempts to retain the good features of RUP while avoiding its shortcomings. Here the
differences between I)BACIE and RUP are briefly described, rather than providing a manual or primer.

E14.2.1

4

Assertions

The function referent maps from s-expressions to assertions in the database. referent does not
add the assertion to the database if it isn't there, like RUP's term-soft. A default second argument is
pioided which, if non-nil, causes an appropriate assertion to be created. It is important to remember that
merely being in the database does not mean that the assertion is believed to be true: each assertion has an
explicit TMS node whose state (TRUE, FALSE, or UNKNOWN) represents the system's belief in it.
Two differences from RUP are worth mentioning. As in RUP, a term is associated with a class,
wAhich is used as an index for retrieval. The class of (-> p q), for example. is ->. Assertions are indexed by
their CAR if' their form is a list. and themselves otherwise. Ilowever, several s-expressions can refer to the
assertion. This allows an assertion to be indexed several ways to allow more efficient retrieval. For
example, a qualitative proportionality is indexed by these three expressions:

Csamle

(qprop A B)
(A constrained-by 5)

(B constrains A)

The second form allows the system to efficiently retrieve all constrainers Of A.

4

The other important difference is that creation and referencing assertions can be data-directed.
Specialized representations can be constructed by creating new data structures which include the same
properties as a standard assertion but have additional properties as well. We will see how this technique can
be used to implement an efficient quantity representation below. These specialiled data structures are created
and referenced by functions associated with the class data structure.
14.2.2 Rules
RIU's rules are an finproement o\ er AMORI) rules in that there are more conditions under which
they can fire. In AMOR I), a rule fired only when the pattern it matched was true. In RULIP a rule can fire
when the pattern is true or Ldse. w hen the fuct is icrey placed in the databse, iiidependen tl of wkhcther or
not it or its lcg,.iti& is bcliccd (tihe :INTERN codition), when the I'ct changes belief st.te, or fire every time
it becomes truet. flse, or clhfuges. lIhese distinctions allow rules toi be used in Lu1',Iit L1tI
IIS structures for
propositional relsoning and for sigl;lling and tuudatiing external reprcentions to track chaiges in the
database. 'Ihese distinctions are kept in )I1BACIi- and hae proved quite useful. Making domain

4i
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knosledocz trieer oil ncrininp. for evinmplc. mjnikesonn by ctii.idictitn vcl,itis els simiple ind c~tO be
Lscd 10 speed ipl Cert,11ii 11itliiihii mmc111iiNs
(See sintillion1
etihoration ill sectionl 9.1).
Rules ill I) A iV 1:K
difflu ill
M~O wss(u
those inl R.LT. Flrst. tile ItOUCr \AfiiileS '1re hound to
thie ,-cxprtcssioii the. MaLCtched rthler thin aLdaaasc itm whose referent is thatl s-exprcssi o. Iii is choice
s X iihd
MAs bth heC(,iti', inl utiig RI. 11one Ailiist always coincuts to s-expressions iN~ki~ ind because in
I WB\(Al F there isnl't ali w .t d1t01,1seCtern
1
to re fcr to rot
cscry s-expvesSioni. Second, an) assertion canl have
,ill 0optintl s\ inholic 1 .SnnItml01 /p.
Aln assumption type naMS thle
soLrce of the prem~ise, suich as
is tence - Law ill the dInilain oiodcls s C 1,1M plros jooslr . This in f'orimtoii is used by the premise controller
~x
MIkI
heniil si/1_ e cO idic jon, SO We 5kill ddfer totther discuIssion of theml Until Section 14.4.

14.3 ( lo1(1-iI end assumptions
Making closedl-world aissumptions appears to be anl integral part of common sense reasoning
IMle 11tih\ 19Sf].1 Kxamples of closed-%sordd assumptions used inl QlP theo~ry inlch& de sslomi g that tle
t).jcis omc knlows about atre thle only reles nt ones, and that one knowvs all the in f]Itieces on a q nan tity. A
pritiuuh'ir fotii of closed-wkorld aSinuption that is uisefuli in reasoning ahotit naise physics is the closed-world
av~iptit
loset HcIher1VIShip. Inl particular, giVen1 some explicit list of members it atset, one assumtes that.
the etis, citnpttsed solely Tdthcse members.
While this kind of closeCd- world asmption could be Implemented by the now -classic "negation by
fI 1oe'' toile, ill 1)1 .\tl 1Kit is im pleinenrted more dircctly. A set is ail ways considered to be the property of
wlme 'hjcet. and its stroct ii i is de n~led h anl ('lemewf relation and at mucnbcrs rceaton. [he element relation
de,,crihes thie formn that assertions about set membiership take. For example, if HAS-ACTIVE -PROCESS is an
clement rclion and PROCESS-STRUCTURE is atmembers relation, then if
.

*

(SO HAS-ACtIVE-PROCESS P1-0)
is the only such asserion01 aboult SO, the assertion
(SO PROCESS-STRUCTURE

(PI-0))

kould hicbhiesed. T'his assertioni is 3usti fied oil the basis of the positive and negative instances of the element
rehaition uh ips (inl this case. the posit ise statemnt that PI -0 is in the Set is thle onlly one we know about) and an
explicit node reprksent i n the closed-ss orld assuml~pion. Whenew r suIch an assumption is made, ruLles are
creaed to lok for new fiets kw iII
chwould mIac thle aISStmption false.
Im1portanlf.N these a.ssomlptiotis are miade consequently. i.e., only mhen explicitly requested by the
user oMa PuW ram. I hie re. sum is stINtl -iOpps
programi is making iistiuptions by selecting anl element
(nto.I 11c ft'; number1iof' s[ts, such as oceturs in perfioing aIdependciicy-dirccted search. If closed-world
I ptit re ntade wheocs cr pwissile. there can he at new set conlstrticted whenes r atchoice is made.
I lle e scl" e 1inresu[lt ill ;i eoitwrluieitiniu tht~lt \4otldnot occur if'choices Croni the other sets had been made. Vlic
renliinutoplpi putite haiektr,ick tug can 1cead to cotire subspaces being skipped in tile course of a
d1cpciidciiev-directed search.
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14.4 I'rriise control
What should he don)Ie MIhen alCuntradiLetion occuirs' lRIl ~II
llo\ s thle usel to hind a \ *iriahle that thle
I \Soe to "clkeLt J p~rCiiils to retract fiomII Lie set of assumptI)ions tindci l~iiq tile contraidiction. But this
.neI,
hmnsi i nt ciiomigh. sice Miat Should lie done depends both on s hat pretillises unlderlie [lic
'i p1 on heilln made Ispart It a de~pendency -directed search thcn a nies alternati se should he selcted.
"I
11h11s
solg1ests rc,-hiitdllin [lie conltraiction hanidler Mi cnl pCI6erfiing sLIch a scat1ch. I1"Of
loseser
e if such a
searcisI)Lndffrss
aI cotraidiction may arise kslich doesn't depend on) any1(If the seCar-ch assumptions. so
merelyCI r-bindilie theC ContrLadictLion hanldler- is inlsufihicint. If we assimec that control decisions are inade by
pi rittsraher thanl rotle,,. thenl a stack-disciplinec for Contradiction handlers secms appropriate.
Ilere's liosIW)HACl F's premise controller works. First, thle premises aire tes ted to see if any of
thteit ioi (1.c closed-"s orld assumiptions. as iotihred abi se. If So. it testsS to See if anM of thcmil are invalid. if
aig, are, thle Sets inlvf~ed aie upIdated and control is returned to thle [MS. Otherwise, the controller goes
dmstn thle stack of premise handlers. run ning ecich to see ifit is relevant. A hanldler can either return Nil, to
ind icaIte
that it is irreles anlt
to the curlrent cont;adiction. atpren ise(o nd icate MI Shsold be retracted, or'V to
indicateC thait tile Contradiction has been handled internally. A det-iult. handler which asks the User resides at
thle hottom of thle stack.'
I rop-rams ss ich make aIssumllptions most do two things. Fi rst, if an lipecial action shotild be taken
MI1
hen acontradiction occurs theC appropriate handler must be placed on die premise controller's stack. A
imri:io is providcod to do this:

C

(W'th-Contradliction-Handler
<contradiction handl er>
<bo dy> )

Aside froin placino the handler onl thle stack. this Form also ensures that the handler will be removed in ease of
ex1-0ClCits.
Seco nd, if'
thle
program is drawNing concilsions that rely criticaillyoi atClrsum in,
then1 it IIos't test ssliether or not these a,,stimptions still hold after performing Some operation that might
Lhaiic themi.
i o)r exaimpic, %%
heii iii luences atc re.soilt'd the resuilts are justi fied by thle current process and
%
ecs"Irliiiues. Fo+r ef'ficiency. tile issuimption ,hout the current process st-ructore is fetched al thle
beginning
I thec o1muationl. IFa Conltradlictionl occurs duigprocessing this alsumIptionl mighit be retracted. Carrying
4111%t
11111nt n this change, ca;n resultI
inl
ptenitly incorrect assertauns being added to the database. 'I'lus
t,-pmr,111
ck- (s
ds
ssmi PItl)
Ciiech tinlIe sonmeth ing has happened Whichi could ike this assumption

1. 1In 1,11t0011,.1a:

1: I

j,"jso11),
in

'11iped

0 1 iH,1!Cti't
acill
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111ricitC munitdiction iispector Is piot isicil] that allosts ihe premises to) be sorted by
torl
tili re ins'peconin. inid their Ltt
\,altics niimptilated to resolve the
i'.:nH1,diLinv
sli mcI
h premises dim int
overm Itei cte aissurniptioi t~lies have
i kw dchtih', im;. thic oait iadIL:oi
kItipet
s a stieIM si
raither thin aIfrill.
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14.5 I l)penic3 -directed seairch
Depcndencx -directed search is ani important problernl-SOl ig

teChn1iqueI

197(11. In I)1 lWBACI ., dependentcy-directed searches are performned h constrtlcti ng

ISUSsinan11 & S111ll1ii,11.
generator whlich wkill

C0ti1tU'lt sets of consitent choices fromi a collection of alternatis . Fach set of altcrnaiix s is represlented by

it
i~p.I
'am
hie altcrnlttiVCs arC assu m11ed tW, be IiUually eXClUSi\ e and eXhuiLSO e.SUCh ats thle status of a
process instan1ce or the D dal neS Of atq nanhity.
lo Pet a generaltor, thle Macro W1th-DD-Generator is used. Its syntax is:
(With-rD-Generator

E

(ne)

<bodIy>)

Or,
will
k be houiid toi atie" generaitor that " ill exist during the execution Of ebh/0. Generators are
in pleinnied ats flavors, so messages arie p)rosided fo~r adding search framecs, initialiiing the generator, and
imkimig choices. A contradiction handler is automatically add ed to the premise controller's stack to catch
,on tridicitons due to inconsistent collect ions of' choices. Whecn making atset of choices, thc generator will
respect thle const raitt' inl thle [MS. Ill parlticular, if one element of thle set of alternatives is already known to
be trueIthenI oul1 it is selected, and i'soine elemenC~t is false then that choice is skipped.

whre

14.6 Otuantity representation
(il/MO0 uses a specialiied representation to draw conclusions about quantities efficiently.
QLliit1tis, signs inaimn hides, and inequality statements are all instantiated ats database itemns with extra
Properties. lItems that represent quantities contain pointers to itemns that represent their amnounts and
dlen iatis kes. lici~S th,1t r'epresent nlumtbers have pointers to items that represent their signs and magnitudes
and au index that describes what coumpa risons \kith other ilm bers have been made. Items representing signs
1CiIcd three [.MS nodes w&hich represent the possib)le VaIlues for the sign (-1, o, i). Iterns representing
liruanitudes hasCe MS nodes repi esenting the possibility of the magnlitude being greater thanl or equal to
ZERO, As well ats an index of ordering statements. TIhese items are constructed whenever a Has-Quantity
*assertion
is m1ade, when an attempt is made to reference somec part of quanltity, or' anl ineq~uality Statement is
mnade.
When anl assertion corresponding to an ine~quallity statement is made (Greater-Than, Less-Than, or
Equall-To). ispeci al object is created to reprecsent the comp~arison. [his special object has three 'VMS nodes
w ih
il epresent the belief' in (lhe twAo i nnmbers being less than, greatei than, or equal to thle other. All other
inlcqtmllit statements concer
are construLted so tha these 'IMNS nodes are associated
with the a1ppro priate statements.
Most (ofthle infe~rences concerning quantities auc drawn by INIS clauses that are created when the
entt imiolsed iscreated. Sections 7.2.1 111id 7.2.2 describe thle particular facts used.
I inding the orderinii betw eu two nutnber., (or nmgnitimdes) is done consequently. The asscrted
inequal itv rela1tionships forum a lattice which is searched to aiiswer orderiiig questiomns. I hec procedure is
complete in the se 'se that if' thle ordering ,cn be deduced by traimsitis1 it' onl thle Set Of ineqtmlitieS, it will bc
deduced. [hle search results are tily justi tied b rcLording. thle depeiidcnice of' the answecr on the particular
nodes used.
Clne additionial feaiture beams rcim-k ing. The enemny of lattice models is connectivity: if too many
.gtetonumbers
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inequlality assertIi~ls iffC
the
%An'Ce
cannlot be fou~nd.
0LoIld haw precisely this effect: %alk ing "dmo n" from a positive number Aill result

mie linked then thc seairch c.1n enicomipass all of thle

PLII ZEuc
tRO inl thle In ice

IiItI11 C\C[\ n eCati'C nIIuLI)vi[! Cleairl this shoujld he imoided, and indeed it can -- signs are Gods way of
disConnectnn12 al lattice. ZERO is IIC\l
cr plaCCd inl the lattice, and sign infornlution is Used hoth to ans% er certain
Ill

*

\

qcjlt.Ilons Cinickl\ (such as Miecn asking for tile olrder'ing otL~
tV10nIIlIl)Ci5S ol'different signs) and to limit search
~h\
cuitt ing it offt when the sinchanges.
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Abstract

basis [Rice, 1976; Smith-Miles, 2009; Kotthoff, 2014]
has been successfully addressed by using EPMs to predict
the performance of all candidate algorithms and selecting the one predicted to perform best [Brewer, 1995;
Lobjois and Lemaı̂tre, 1998; Fink, 1998; Howe et al.,
2000; Nudelman et al., 2003; Roberts and Howe, 2007;
Xu et al., 2008; Kotthoff et al., 2012].
• Parameter tuning and algorithm configuration.
EPMs are useful for these problems in at least two ways.
First, they can model the performance of a parameterized
algorithm dependent on the settings of its parameters; in
a sequential model-based optimization process, one alternates between learning an EPM and using it to identify
promising settings to evaluate next [Jones et al., 1998;
Bartz-Beielstein et al., 2005; Hutter et al., 2011]. Second, EPMs can model algorithm performance dependent
on both problem instance features and algorithm parameter settings; such models can then be used to select
parameter settings with good predicted performance on a
per-instance basis [Hutter et al., 2006].
• Generating hard benchmarks. An EPM for one or
more algorithms can be used to set the parameters of existing benchmark generators in order to create instances that
are hard for the algorithms in question [Leyton-Brown et
al., 2009].
• Gaining insights into instance hardness and algorithm performance. EPMs can be used to assess which
instance features and algorithm parameter values most
impact empirical performance. Some models support
such assessments directly [Ridge and Kudenko, 2007;
Mersmann et al., 2013; Hutter et al., 2014a]. For
other models, generic feature selection methods, such
as forward selection, can be used to identify a small
number of key model inputs (often fewer than five)
that explain algorithm performance almost as well as
the whole set of inputs [Leyton-Brown et al., 2009;
Hutter et al., 2013].

Perhaps surprisingly, it is possible to predict how
long an algorithm will take to run on a previously
unseen input, using machine learning techniques
to build a model of the algorithm’s runtime as a
function of problem-specific instance features. Such
models have many important applications and over
the past decade, a wide variety of techniques have
been studied for building such models. In this extended abstract of our 2014 AI Journal article of
the same title, we summarize existing models and
describe new model families and various extensions.
In a comprehensive empirical analyis using 11 algorithms and 35 instance distributions spanning a wide
range of hard combinatorial problems, we demonstrate that our new models yield substantially better runtime predictions than previous approaches
in terms of their generalization to new problem instances, to new algorithms from a parameterized
space, and to both simultaneously.

1

Introduction

NP-complete problems are ubiquitous in AI. Luckily, while
these problems may be hard to solve on worst-case inputs, it is
often feasible to solve even large problem instances that arise
in practice. Less luckily, state-of-the-art algorithms often exhibit extreme runtime variation across instances from realistic
distributions, even when problem size is held constant, and
conversely the same instance can take dramatically different
amounts of time to solve depending on the algorithm used
[Gomes et al., 2000]. There is little theoretical understanding
of what causes this variation. Over the past decade, a considerable body of work has shown how to use supervised machine
learning methods to build regression models that provide approximate answers to this question based on given algorithm
performance data. We refer to such models as empirical performance models (EPMs). These models are useful in a variety
of practical contexts:
• Algorithm selection. This classic problem of selecting
the best from a given set of algorithms on a per-instance
∗
This paper is an invited extended abstract of our 2014 AI Journal
article [Hutter et al., 2014b]

While these applications motivate our work, we do not discuss them in detail in our article; instead, we focus on the
models themselves. The idea of modeling algorithm runtime
is no longer new; however, we have made substantial recent
progress in making runtime prediction methods more general,
scalable and accurate. After a comprehensive review of past
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configuration θ ∈ Θ of A and a problem instance with features z ∈ F. The prediction of an entire distribution allows us
to assess the model’s confidence at a particular input. While
this is essential in some applications (e.g., in model-based algorithm configuration), many previous models do not quantify
uncertainty. We thus chiefly evaluate our models in terms of
their mean predictions.

work on runtime prediction from many separate communities,
our AI Journal article [Hutter et al., 2014b] makes four new
contributions:
1. We describe new, more sophisticated modeling techniques (based on random forests and approximate Gaussian processes) and methods for modeling runtime variation arising from the settings of a large number of (both
categorical and continuous) algorithm parameters.
2. We introduce new instance features for propositional
satisfiability (SAT), travelling salesperson (TSP) and
mixed integer programming (MIP) problems—in particular, novel probing features and timing features—yielding
comprehensive sets of 138, 121, and 64 features for SAT,
MIP, and TSP, respectively.
3. To assess the impact of these advances and to determine
the current state of the art, we performed what we believe is the most comprehensive evaluation of runtime
prediction methods to date. Specifically, we evaluated all
methods of which we are aware on performance data for
11 algorithms and 35 instance distributions spanning SAT,
TSP and MIP and considering three different problems:
predicting runtime on novel instances, novel parameter
configurations, and both novel instances and configurations.
4. Techniques from the statistical literature on survival
analysis offer ways to better handle data from runs that
were terminated prematurely. While these techniques
were not used in most previous work—leading us to omit
them from our broad empirical evaluation—we show how
to leverage them to achieve further improvements to our
best-performing model, random forests.

3

We evaluated the following algorithm runtime prediction methods from previous work:
• RR: ridge regression with quadratic basis function expansion and forward selection as in early versions of
SATzilla [Leyton-Brown et al., 2009; Xu et al.,
2008]);
• SP: SPORE-FoBa, a variant of RR that performs forwardbackward feature selection [Huang et al., 2010];
• NN: neural networks (as used by Smith-Miles and van
Hemert [2011]); and
• RT: regression trees (as used by Bartz-Beielstein and
Markon [2004]).
Out of these models, only regression trees natively handle
categorical inputs. In order to apply the other model types to
construct EPMs for algorithms with categorical parameters,
we used a 1-in-K encoding (also known as 1-hot encoding).
We also used two methods newly in the context of runtime
prediction:
• GP: approximate Gaussian processes [Rasmussen and
Williams, 2006], equipped with a new kernel for categorical parameters; and

In this extended abstract of our AI Journal article, we provide a high-level description of the modeling techniques (Section 3) and instance features (Section 4) and give some exemplary empirical results (Section 5).

2

• RF: random forests [Breiman, 2001], adapted with a new
method to quantify predictive uncertainties and a new
method for choosing split points to yield linear interpolations (and uncertainty estimates that grow with distance
to observed data points) in the limit of an infinite number
of trees.

Problem Definition

We describe a problem instance by a list of m features
z = [z1 , . . . , zm ]T , drawn from a given feature space F.
These features must be computable by a piece of problemspecific code (usually provided by a domain expert) that efficiently extracts characteristics for any given problem instance
(typically, in low-order polynomial time w.r.t. the size of the
given problem instance). We define the configuration space
of a parameterized algorithm with k parameters θ1 , . . . , θk
with respective domains Θ1 , . . . , Θk as a subset of the crossproduct of parameter domains: Θ ⊆ Θ1 × · · · × Θk . The
elements of Θ are complete instantiations of the algorithm’s
k parameters, and we refer to them as configurations. We
note that parameters can be numerical (continuous- or realvalued) or categorical (with finite unordered domain, as, e.g.,
for parameters that govern which of several heuristics to use).
Given an algorithm A with configuration space Θ and a
distribution of instances with feature space F, an EPM is a
stochastic process that defines a probability distribution over
performance measures for each combination of a parameter

Modeling Techniques

4

Features

Instance features are inexpensively computable, problemdependent characteristics that distinguish instances from one
another. In our AI Journal paper we describe a large set of
138, 121, and 64 features for SAT, MIP, and TSP, respectively.
In particular, we review many existing features and also introduce various new features, including the following two general
classes:
• Probing features: we execute a cheap algorithm for
the actual problem instance and keep track of several
statistics; e.g., counting the number of clauses a DPLL
SAT solver learns in 2 seconds;
• Timing features: we measure the time the computation
of various features take; this timing information can be a
very useful feature in itself.
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Minisat 2.0-COMP

CPLEX-RCW

Concorde-RUE

Random Forest

Ridge regression

CPLEX-BIGMIX

Figure 1: Visual comparison of models for runtime predictions on previously unseen test instances. The data sets used in each
column are shown at the top. The x-axis of each scatter plot denotes true runtime and the y-axis 2-fold cross-validated runtime as
predicted by the respective model; each dot represents one instance. Predictions above 3 000 or below 0.001 seconds are denoted
by a blue cross rather than a black dot.
scatterplot, but quantitatively, the RMSE for predicting log10
runtime was low—e.g., 0.47 for random forests, which means
an average misprediction of a factor of 100.47 < 3). While the
models were certainly not perfect, note that even the relatively
poor predictions of ridge regression tended to be accurate
within about an order of magnitude, which was sufficient to
enable the portfolio-based algorithm selector SATzilla [Xu
et al., 2008] to win five medals in each of the 2007 and 2009
SAT competitions.
In our experiments, random forests were the overall winner
among the different methods, yielding the best predictions in
terms of all our quantitative measures.We attribute their strong
performance on highly heterogeneous data sets to the fact that,
as a tree-based approach, they can model very different parts
of the data separately; in contrast, the other methods allow the
fit in a given part of the space to be influenced more by data in
distant parts of the space. Indeed, the ridge regression variants
made extremely bad predictions for some outlying points on
CPLEX-BIGMIX. For the more homogeneous MIP data sets,
either random forests or projected processes performed best,
often followed closely by ridge regression. In terms of computational requirements, random forests were also among the
cheapest methods, taking between 0.1 and 11 seconds to learn
a model.

RMSE
Domain

RR

SP

NN

PP

RT

RF

Minisat 2.0-COMPETITION
CryptoMinisat-INDU
tnm-RANDSAT

1.01
0.94
1.01

1.25
0.99
1.05

0.62
0.94
0.94

0.92
0.9
0.93

0.68
0.91
1.22

0.47
0.72
0.88

CPLEX-BIGMIX
CPLEX-CORLAT

2.7 · 108
0.49

0.93
0.52

1.02
0.53

1
0.46

0.85
0.62

0.64
0.47

Concorde-RUE

0.41

0.43

0.43

0.42

0.59

0.45

Table 1: Quantitative comparison of models for runtime predictions on previously unseen instances (for 6 representative
benchmark sets out of 35 in the full article). We report 10-fold
cross-validation performance. Lower RMSE values are better
(0 is optimal). Boldface indicates performance not statistically
significantly different from the best method in each row based
on a Wilcoxon signed rank test.

5

Empirical Results

We now summarize some results that are representative of our
findings about runtime prediction on (a) new instances and (b)
new instances and configurations.

5.1

Predictions for New Instances

Table 1 provides quantitative results for all benchmarks, and
Figure 1 visualizes some results in more detail. At the broadest
level, we can conclude that most of the methods were able to
capture enough information about algorithm performance on
training data to make meaningful predictions on test data, most
of the time: easy instances tended to be predicted as being easy,
and hard ones as being hard. Take, for example the case of
predicting the runtime of Minisat 2.0 on a heterogeneous
mix of SAT competition instances (see the leftmost column
in Figure 1 and the top row of Table 1). Minisat 2.0
runtimes varied by almost six orders of magnitude, while
predictions made by the better models were rarely off by more
than one order of magnitude (outliers may draw the eye in the

5.2

Predictions for New Instances and New
Configurations

We now examine the most interesting case, where test instances and algorithm parameter configurations were both previously unseen. Table 2 provides quantitative results of model
performance based on n = 10 000 training data points, and
Figure 2 visualizes performance. Overall, we note that the best
models generalized to new configurations and to new instances
almost as well as to either alone. On the most heterogeneous
data set, CPLEX-BIGMIX, we once again witnessed extremely
poorly predicted outliers for the ridge regression variants, but
in all other cases, the models captured the large spread in
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Neural network

Projected process

Random forest

SPEAR-SWV-IBM

CPLEX-BIGMIX

Ridge regression

Figure 2: Visual comparison of models for runtime predictions on pairs of previously unseen test configurations and instances.
In each scatter plot, the x-axis shows true runtime and the y-axis cross-validated runtime as predicted by the respective model.
Each dot represents one combination of an unseen instance and parameter configuration. Predictions above 3 000 or below 0.001
seconds are denoted by a blue cross rather than a black dot.
RMSE
Domain

RR

SP

NN

PP

RT

RF

CPLEX-BIGMIX
CPLEX-CORLAT
CPLEX-REG
CPLEX-RCW
CPLEX-CR
CPLEX-CRR

> 10100
0.53
0.17
0.1
0.41
0.35

4.5
0.57
0.19
0.12
0.43
0.37

0.68
0.56
0.19
0.12
0.42
0.37

0.78
0.53
0.19
0.12
0.42
0.39

0.74
0.67
0.24
0.12
0.52
0.43

0.55
0.49
0.17
0.09
0.38
0.32

SPEAR-IBM
SPEAR-SWV
SPEAR-SWV-IBM

0.58
0.58
0.65

11
0.61
0.69

0.54
0.63
0.65

0.52
0.54
0.65

0.57
0.55
0.59

0.44
0.44
0.45

Table 2: Root mean squared error (RMSE) obtained by various
models for runtime predictions on unseen instances and configurations. Boldface indicates the best average performance
in each row. Models were based on 10 000 data points.
True runtime

Random forest (RF)

Ridge regression (RR)

formed best on the most heterogeneous data sets. Figure 2
also shows some qualitative differences in predictions: for
example, ridge regression, neural networks, and projected processes sometimes overpredicted the runtime of the shortest
runs, while the tree-based methods did not have this problem.
Random forests performed best in all cases.
Finally, Figure 3 qualitatively compares true runtimes to
those predicted by random forests and ridge regression using
the heterogeneous data set SPEAR-SWV-IBM. We note that
the true heatmaps are very similar to those predicted by random forests, while the non-tree-based methods (here: ridge
regression) only captured instance hardness, failing to distinguish good from bad configurations (even in the simplest case
of predictions for training instances and training configurations).

6

Figure 3: True and predicted runtime matrices for dataset
SPEAR-SWV-IBM, for previously unseen test instances and
test configurations. For example, the left heatmap shows the
true runtimes for the cross product of 500 test configurations
of SPEAR and the 685 test instances of the SWV-IBM benchmark set. Darker greyscale values represent faster runs, i.e.,
instances on the right side of each heatmap are hard (they take
longer to solve), and configurations at the top of each heapmap
are good (they solve instances faster).
runtimes (above 5 orders of magnitude) quite well. As in the
experiments in Section 5.1, the tree-based approaches, which
model different regions of the input space independently, per-

Conclusion

In this invited extended abstract of our AI Journal paper [Hutter et al., 2014b], we summarized existing and new techniques for predicting algorithm runtime and evaluated their
performance in a comprehensive empirical analysis. Particularly noteworthy is the rather good predictability of runtime for new problem instances and new configurations of
parameterized algorithms. We encourage the interested reader
to consult our full journal article for a complete account
of our methods and findings. Overall, in this article, we
show that the performance prediction methods we studied
are fast, general, and achieve good, robust performance. We
hope they will be useful to a wide variety of researchers
who seek to model algorithm performance for algorithm
analysis, scheduling, algorithm portfolio construction, automated algorithm configuration, and other applications. The
Matlab source code for our models, the data and source
code to reproduce our experiments, and an online appendix
containing additional experimental results, are available at
http://www.cs.ubc.ca/labs/beta/Projects/EPMs.
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a b s t r a c t
In this article, we deﬁne and study the problem of exchanging knowledge between a
source and a target knowledge base (KB), connected through mappings. Differently from
the traditional database exchange setting, which considers only the exchange of data,
we are interested in exchanging implicit knowledge. As representation formalism we use
Description Logics (DLs), thus assuming that the source and target KBs are given as a DL
TBox+ABox, while the mappings have the form of DL TBox assertions. We deﬁne a general
framework of KB exchange, and study the problem of translating the knowledge in the
source KB according to the mappings expressed in OWL 2 QL, the proﬁle of the standard
Web Ontology Language OWL 2 based on the description logic DL-LiteR . We develop novel
game- and automata-theoretic techniques, and we provide complexity results that range
from NLogSpace to ExpTime.
© 2016 Elsevier B.V. All rights reserved.

1. Introduction
Ontologies are at the heart of various Computer Science disciplines, among which the most prominent ones are Semantic
Web, Biomedical informatics, and of course, Artiﬁcial Intelligence and Knowledge Representation. Here, for simplicity, by
ontology we mean a formal representation of the knowledge about a domain in terms of concepts (unary predicates) and
roles (binary predicates). In the biomedical domain, e.g., Pneumonia and Lung could be concepts, and ﬁnding_site could be a
role, and the knowledge about the domain could be asserted in an axiom of the form “The ﬁnding site of pneumonia is lungs”
[1,2]. The advantages of using ontologies are that, on the one hand, they provide a framework for organizing and structuring
information, and on the other hand, they are equipped with capabilities to reason about concepts and roles.
When representing the knowledge about a domain of interest in terms of an ontology, on the one hand the designer is
free to choose the formalism in which to express the ontology, among a variety of different alternatives (e.g., a relational
database possibly with constraints, Datalog, or Description Logics). On the other hand, she can select the speciﬁc terminology
she considers more appropriate to convey the domain semantics. For instance, when creating a biomedical ontology about
deseases, the lungs can be modeled as Pair_of _lungs or Both_lungs. This leads to having complex forms of information,
maintained in different formats and organized according to different structures. Often, this information needs to be shared
between agents: to reuse the existing ontologies, to integrate knowledge from different agents, and so on. Therefore in
recent years, both in the data management and in the knowledge representation communities, several settings have been
investigated that address this problem from various perspectives: (i) in information integration, uniform access is provided
to a collection of data sources by means of an ontology (or global schema) to which the sources are mapped [3]; (ii) in
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Fig. 1. Data exchange framework.

peer-to-peer systems, a set of peers declaratively linked to each other collectively provide access to the information assets
they maintain [4–6]; (iii) in ontology matching, the aim is to understand and derive the correspondences between elements
in two ontologies [7–9]; (iv) in ontology modularity, the aim is to extract independent, possibly small, subsets of an ontology,
so-called modules [10–12]; (v) in knowledge translation, axioms are being translated from one representation (i.e., logical
language and vocabulary) into another [13–15]; and, ﬁnally, (vi) in data exchange, the information stored according to a
source schema needs to be restructured and translated so as to conform to a target schema [16,17]. The work we present
in this article is inspired by this latter setting investigated in databases.
Data exchange is a ﬁeld of database theory, motivated by several applications from industry [18,19], that deals with
transferring data between differently structured databases. In the seminal article [16], the data exchange problem was
deﬁned as the problem of transforming data structured under a source schema into data structured under a target schema,
given a mapping specifying how to translate data from the source to the target schema. This problem is depicted in Fig. 1,
where the obtained target data instance is referred to as a solution. The data exchange problem has been studied for
different combinations of languages used to specify the source schema, the target schema and the mapping [17,20,21]. Most
of the results in the literature consider source-to-target tuple generating dependencies (tgds) as the language to specify
mappings. The dependencies in this class allow one to express containment of conjunctive queries: if a conjunction of
several predicates holds, then a conjunction of some other predicates must hold as well. For example, the tgd

∀a, b . AuthorOf (a, b) → ∃ y , g . BookInfo(b, a, y ) ∧ BookGenre(b, g )

(1)

says that if a is the author of a book b, then there exist y and g such that b is a book with author a that was published in
year y, and b has genre g. Many database integrity constraints can be expressed by tgds, so these dependencies have been
widely used in databases. Source-to-target tgds (st-tgds) are tgds of a special shape: the conjunction on the left-hand side
uses only symbols from a source schema, while the conjunction on the right-hand side uses only symbols from a target
schema.
A fundamental assumption in the (traditional) data exchange framework is that the source is a complete database: every
fact is either true or false. On the other hand, a target instance can be incomplete and a source instance can have many
different solutions, as incomplete information can be introduced by the mapping layer (see also [22]).
Example 1.1. If we consider the mapping consisting of the constraint (1), and a source instance consisting of one entry
AuthorOf (tolkien, lotr), encoding that Tolkien is the author of ‘The Lord of the Rings’, then the following two target instances,
I 2 and I 2 , are solutions:

I 2 = {BookInfo(lotr, tolkien, 1937), BookGenre(lotr, fantasy)},
I 2 = {BookInfo(lotr, tolkien, null1 ), BookGenre(lotr, null2 )}.
Note that here incompleteness is caused by the existential restriction ∃ y , g . . . , which can be satisﬁed by introducing new
objects: either named individuals (or constants), like fantasy, or anonymous objects, like null1 . Note also that null1 and
null2 are labeled nulls, which are widely used in databases to represent anonymous objects. 2
To characterize good transformations, several criteria have been considered [23]. We emphasize two types of good translations, universal solutions and query solutions. Universal solutions are the most general solutions: any other solution is more
speciﬁc (I 2 in Example 1.1 is a universal solution), while query solutions are good solutions from the point of view of
answering target queries, i.e., queries formulated over the target schema.
Data exchange with incomplete information. As mentioned before, in the (traditional) data exchange framework, source
instances are assumed to contain complete information. However, there are natural scenarios where source instances may
contain incomplete information [24,25,21]. In particular, the problem of data exchange with incomplete source data was
studied in [25], where an incomplete speciﬁcation is understood as an object with (possibly inﬁnitely) many interpretations.
A simple example of such an object is a database with nulls: assume that we have a table storing information about book
genres, and that ‘The Lord of The Rings’ is a book whose genre is unknown. In this case, the table would consist of an entry
of the form BookGenre(lotr, null), which represents all different instances containing a concrete value for the genre of ‘The
Lord of The Rings’: BookGenre(lotr, fantasy), BookGenre(lotr, history), BookGenre(lotr, scifi), etc.
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A knowledge base is another example of an object with multiple interpretations. A knowledge base (KB) is a description
of a domain of interest that includes two kinds of information: (i) ground facts, i.e., extensional information of the form
“John is a student”, “Databases is a course”, “John attends the Databases course”, etc., which assert properties of individual objects
that are part of the domain; and (ii) logical axioms, i.e., intensional information of the form “Every course must be taught by
somebody”, “A student cannot be a professor”, etc., which structure the knowledge about the domain. We also call the second
type of information an ontology. It is implicit in the standard semantics of a KB that the knowledge it describes is only a
partial description of a domain of interest, which means that the KB represents many actual states of the world. For instance,
if we consider the KB consisting of the ﬁve axioms mentioned above, then it could represent one possible state of the world,
where John also attends the Statistics course, David teaches Databases and Peter teaches Statistics. The general knowledge
exchange framework proposed in [25] considers the case where the source is a KB as opposed to a relational database.
Moreover, it is shown in that work that some natural problems (such as query answering over the target schema) become
undecidable if KBs are speciﬁed by tgds and mappings are speciﬁed by source-to-target tgds. Thus, some decidability results
are obtained by considering some restricted fragments of the class of tgds when specifying KBs.
An alternative to the approach proposed in [25] to achieve decidability is to consider less expressive ontological languages
when specifying both KBs and mappings. A good candidate for that role is the formalism of Description Logics, which come
in variants that provide fair expressive power, and at the same time possess good computational properties.
Description Logics as ontology language. Description Logics (DLs) [26] are a family of formal languages, more precisely,
fragments of ﬁrst-order logic, that are speciﬁcally designed to serve as ontology languages. They exhibit a reasonable tradeoff
between their expressive power and the computational complexity of logical inference tasks. Nice computational properties
in DLs are achieved by restricting attention to unary and binary predicates, called concepts and roles, respectively, and to
restricted forms of axioms. Ground facts in DLs are encoded in the form of an ABox, which is a set of membership assertions,
and logical axioms are encoded in the form of a TBox, which is a set of concept and role inclusions. For instance, the DL KB
containing the ﬁve axioms describing the university domain mentioned before looks as follows:

Student(john)
Course(databases)
attends(john, databases)

Course  ∃teaches−
Student  ¬Professor

Notice that both inclusions above are between concepts.
Thus, the starting point for our work is the knowledge exchange framework deﬁned in [25], and the main motivation is
to ﬁnd ontology and mapping speciﬁcation languages where the fundamental problem of knowledge base exchange can be
solved, and which are both natural and useful in practice. For this purpose, we focus on the Description Logic underlying
OWL 2 QL, which is the proﬁle [27] of the standard Web Ontology Language OWL 2 [28] that has been speciﬁcally designed
for eﬃcient query answering. Next we describe our contributions in this respect.
Our contributions. First, we propose and develop a framework for KB exchange based on DLs; both source and target
are KBs constituted by a DL TBox, representing intensional information, and an ABox, representing extensional information,
and mappings are sets of DL concept and role inclusions. We then specialize this framework to the case of lightweight
DLs of the DL-Lite family [29]. In particular, we consider DL-LiteR , which is the logic underlying the OWL 2 QL proﬁle of
OWL 2. In this framework, we are interested in three types of solutions: universal solutions, universal UCQ -solutions, and
UCQ-representations. Universal solutions are the most precise solutions: a target KB Kt is a universal solution for a source
KB Ks under a mapping M if it preserves all the interpretations of Ks with respect to M. Universal UCQ-solutions is
a relaxation of the notion of universal solutions: a target KB Kt is a universal UCQ-solution for a source KB Ks under
a mapping M if it preserves all answers to unions of conjunctive queries (UCQs) formulated over the target signature.
UCQ-representations are similar to universal UCQ-solutions, but they do not depend on the source ABox, only on the source
TBox and the mapping: a target TBox T is a UCQ-representation of a source TBox S under a mapping M if for each possible
source ABox As , it holds that T , M, and As give the same answers to UCQs as S , M, and As . The rationale behind the
notion of UCQ-representation is to maximize the implicit knowledge translated to the target. Thus, a UCQ-representation
of a source TBox captures at best the intensional information that can be extracted from this source TBox according to a
mapping and using UCQs.
Second, we study each one of the three notions of solution just described, and their relationship to each other for
the case of KBs and mappings deﬁned using DL-LiteR . We provide examples that justify the need for target ABoxes with
labeled nulls in order for universal solutions and universal UCQ -solutions to exist, as the language of DL-LiteR is capable of
implying the existence of new objects. Such ABoxes mentioning anonymous objects are called extended ABoxes, as opposed
to simple ABoxes, which mention only named individuals (or constants).
Finally, in order to obtain a good understanding of the knowledge base exchange problem, we study the computational complexity of the membership and non-emptiness problems for universal solutions, universal UCQ-solutions and
UCQ-representations. For universal solutions (resp., universal UCQ-solutions), the membership problem veriﬁes, given a
source KB Ks , a mapping M, and a target KB Kt , whether Kt is a universal solution (resp., universal UCQ-solution) for
Ks under M; instead, the non-emptiness problem addresses the question whether there exists a universal solution (resp.,
universal UCQ-solution) for a given source KB Ks and a given mapping M. For UCQ-representations, the membership
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Table 1
Complexity results for the membership and non-emptiness problems.
Universal solutions

Membership

Non-emptiness

simple ABoxes
extended ABoxes

PTime-complete (Th. 6.10)
NP-complete (Th. 6.14)

PTime-complete (Th. 6.11)
PSpace-hard (Lem. 6.15), in ExpTime (Th. 6.19)

Universal UCQ-solutions
simple ABoxes
extended ABoxes

ExpTime-complete ([30, Th. 45])
ExpTime-complete ([30, Th. 46])

in ExpTime ([30])
PSpace-hard (Lem. 6.16)

NLogSpace-complete (Th. 7.6)

NLogSpace-complete (Th. 7.17)

UCQ-representations

problem veriﬁes, given a source TBox S , a mapping M, and a target TBox T , whether T is a UCQ-representation for S under M; instead, the non-emptiness problem addresses the question whether there exists a UCQ-representation for a given
source TBox S and a given mapping M, that is, whether S is UCQ-representable under M. Notice that the non-emptiness
problem is directly related to the task of materializing a translation; moreover, determining UCQ-representability is a crucial
task, since it allows one to use the obtained target TBox to infer new knowledge in the target, thus reducing the amount of
extensional information to be transferred from the source.
The complexity results obtained in this article (for DL-LiteR ) are summarized in Table 1, where we also mentioned
the theorems and lemmas where the results are proved. For universal solutions with simple ABoxes, we show that both
the membership and the non-emptiness problems are PTime-complete, where the upper bound is obtained by considering
inﬁnite games on graphs with the reachability acceptance condition, for which it is known that the problem of ﬁnding a
winning strategy is in PTime. Then, for universal solutions with extended ABoxes, we prove that the membership problem
is NP-complete, while the non-emptiness problem is PSpace-hard, and provide for the latter an ExpTime upper bound
based on a novel approach exploiting two-way alternating tree automata. For UCQ-representations, we show that both the
membership and non-emptiness problems are NLogSpace-complete, the key condition for this low complexity being the
fact that UCQ-representations do not depend on the shape of ABoxes. As for universal UCQ-solutions, the main results have
been established in [30], where it has been shown that the membership problem (both for simple and for extended ABoxes)
is ExpTime-complete. The upper bound immediately provides also an ExpTime algorithm for solving the non-emptiness
problem with simple ABoxes [30]. For extended ABoxes, we prove instead a PSpace lower bound, which does not carry over
to simple ABoxes.
It should be noticed that in the non-emptiness problem mentioned before, the target signature is assumed to be part of
the input. Thus, the constructed solutions (i.e., universal solutions, universal UCQ -solutions and UCQ-representations) are
not allowed to use any new concept or role symbols not included in the given target signature. The problem of allowing
additional symbols in these constructions is certainly interesting and worth investigating in the future. However it is a
different problem from the one we are studying here. In fact, the problem we are investigating is a natural one, fully in
line with the work done in data exchange [16,17,20,25,21]. Moreover, there are several reasons why it may be undesirable
or even impossible to allow for additional concepts or roles in the target. First, the target signature might be given and not
under control of the user, therefore it might not be extensible. Second, there might be privacy issues that prevent the use
of all the information in a source KB, so only the information about some concepts and roles have to be displayed. This
problem can be viewed as a knowledge exchange problem where the target signature stores the symbols to be displayed,
and which cannot include some new concepts or roles. Third, a source signature might be very large, hence the user would
like to switch to a smaller target signature. In this case, it is not desirable to add new symbols that can make the target
signature to grow. Finally, an instance of data exchange could be part of the more general problem of schema evolution
[31,32], where one needs to consider a sequence of several instances of data exchange. In this context, allowing for keeping
existing symbols or adding new symbols at each step, might result in an unacceptable (and undesired) growth of the
signature.
Organization of the article. The rest of the article is structured as follows. We start with related work in Section 2, and
then we provide in Section 3 the preliminary notions and terminology needed in the rest of the article. In Section 4, we
introduce our knowledge base exchange framework: we formally deﬁne the three notions of solution, and we set up the
space of computational complexity-related problems that we consider. Section 5 gives some intuition and basic results about
each kind of solution, and provides several examples about these notions. Then, the complexity results and the technical
development are presented in Section 6 for universal solutions, and in Section 7 for UCQ-representations. Finally, we provide
in Section 8 some concluding remarks. Detailed proofs of many of the results are provided in an appendix, so as to ease the
presentation in the main body of the article.
2. Related work
Data exchange, including the case with incomplete information, which is the most important area related to our work,
has already been discussed in the introduction. Below we discuss other related areas.
Knowledge translation. The problem of knowledge translation was addressed in [13] with the goal of formalizing the task
of reusing/sharing existing encoded knowledge in the process of the development of new intelligent systems. This problem
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had emerged already in the early nineties, and in [33] an interlingua-based methodology for this problem was proposed,
where logical theories encoded in one representation (source) are translated to another representation (target). Interlingua
is a mediating ﬁrst-order logic based language designed for communicating knowledge between the source and the target
representations, where a representation is formed using a declarative language, a vocabulary, and a base theory (associated
with the language). In [34–36], the authors devised a formalism for producing translations based on a theory of contexts;
a translation is speciﬁed as a set of ﬁrst-order logic sentences, each of which describes a rule for deriving a formula in a
target output context that is a translation of a formula in a source input context. Such an approach, ﬁrst, provides a formal
semantics for translation, and second, enables translations to be computed by standard theorem provers.
A decade later there has been a revival of interest in knowledge translation in the context of the Semantic Web, where
the problem of communicating knowledge between heterogeneous agents is especially relevant [14,37,15]. The focus of
these works is to translate axioms represented in a rule-based formalism, where the mapping axioms, that is, the axioms
deﬁning how the source and target vocabularies are related, are represented in a simple fragment of ﬁrst-order logic. In this
context, algorithms for translating axioms have been developed and implemented.
While the ﬁrst work [13] gives a rather abstract and high-level view on the problem of knowledge translation, the more
recent contributions [14,37,15] are more on the practical side and lack solid theoretical foundations. Thus, none of these
results provides a precise understanding of the complexity of the problems related to translating knowledge.
Data and information integration. A problem closely related to data exchange is that of data integration, which is concerned
with the task of combining data coming from a variety of heterogeneous sources [3,38–41]. The main aim is to provide
a uniform view of these data so that users can query and access them in an integrated way. This problem is relevant in
many real-world applications, both in commercial and scientiﬁc domains [42]. The problem of data integration is addressed
by deﬁning a global schema (i.e., a schema available to the user) and mappings between the schemas of the data sources
and the global schema. While the combination of the schemas of the sources to be integrated naturally corresponds to the
source schema in data exchange, the global schema plays the role of the target schema.
Information integration has also been studied under the assumption that the global schema is expressed by means of
an ontology, which provides a layer that captures the semantics of the domain of interest and that helps to overcome
the semantic heterogeneity of the data sources [43,44]. In fact, the problem of integration has also been considered when
applied to ontologies themselves, i.e., when the sources to be integrated are incompletely speciﬁed, in terms of logical
constraints encoded in an ontology [45].
Although the data and ontology integration settings bear similarity to the one we are studying here, the techniques
developed there are not applicable towards our goals, due to the difference in focus between information integration and
exchange: while in information integration the aim is to query the source through the target via the mappings, possibly
without materializing any data at the target, the aim of exchange is precisely to understand which data to materialize and
how to do this eﬃciently.
Ontology and knowledge base maintenance. There are various scenarios where one ontology or KB needs to be compared
against another or against its own part. On one hand, this occurs when an ontology was updated and the update needs
to be veriﬁed. On the other hand, modularization (or module extraction) aims at splitting a given ontology into smaller
sub-ontologies, each of which can be used autonomously, when only a subset of the ontology signature is of interest [10,12,
46,47]. Such sub-ontologies are called modules, and since they are typically of a small size (compared to the entire ontology,
which can be very large), it is easier to understand them and perform reasoning with them. Another mechanism to extract
information relevant to a subset of the ontology signature, is uniform interpolation, also known as forgetting [48–50]. As
opposed to modules, uniform interpolates are not restricted to subsets of the original ontology, but can be arbitrary sets
of axioms over the restricted signature that at best capture the semantics. It is important to observe that, in general, the
restriction to a smaller signature can lead to a much larger ontology [49].
In the Description Logics domain, ontology modularity and uniform interpolation rely on the notion of inseparability for
a signature  , or  -inseparability, as a main technical tool. This notion has been studied for expressive DLs [51,47,52] and
for Horn variants of DLs [53–55,30]. Two major forms of inseparability have been considered in the literature. First, two KBs
are said to be  -model inseparable, if every model of one of these KBs can be extended to a model of the other one in such
a way that they agree on the symbols from  , and vice-versa. In other words, these KBs cannot be logically distinguished
in the signature  . The second notion is query-based: two KBs are  -query inseparable if they give the same answers
to all queries formulated over  . So intuitively, such KBs cannot be distinguished as far as answering queries formulated
over  is concerned. This work is relevant for our investigation, as the notions of  -model and  -query inseparability are
tightly related to some of the concepts studied in this paper. We formally deﬁne these notions in Section 3, and make these
connections precise in Section 4.
3. Preliminaries
3.1. The description logic DL-LiteR
In this work we are concerned with OWL 2 QL, which is grounded on the lightweight DLs of the DL-Lite family [29]. Such
DLs are characterized by the fact that conjunctive query answering is ﬁrst-order rewritable and that standard reasoning can
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be done in polynomial time. Speciﬁcally, the formal counterpart of OWL 2 QL is DL-LiteR , for which we present now syntax
and semantics.
Let N C , N R , N a , N  be pairwise disjoint countably inﬁnite sets of concept names, role names, constants, and labeled nulls,
respectively. Assume in the following that A ∈ N C and P ∈ N R ; in DL-LiteR , B and C are used to denote basic and arbitrary
(or complex) concepts, respectively, and R and Q are used to denote basic and arbitrary (or complex) roles, respectively,
which are deﬁned as follows:

R ::= P | P −
Q ::= R | ¬ R

B ::= A | ∃ R
C ::= B | ¬ B

From now on, for a basic role R, we use R − to denote P − when R = P , and P when R = P − .
A TBox, usually denoted O , is a ﬁnite set of concept inclusions B  C and role inclusions R  Q encoding relevant domain
knowledge. We call an inclusion of the form B 1  ¬ B 2 or R 1  ¬ R 2 a disjointness axiom. An ABox A is a ﬁnite set of
membership assertions B (a), R (a, b), where a, b ∈ N a , indicating which individuals belong to the concepts and how they are
related by the roles in the ontology. We use ind(A) to denote the set of constants appearing in A.
Example 3.1. We deﬁne now an ontology PhotoCamera about digital photo cameras, underlying the structure of an electronics selling website. Speciﬁcally, we want to capture the fact that DSLR (digital single lens reﬂex) cameras have exchangeable
lenses, and that there are different types of connectors between the camera and the lens, which are called mounts. For
instance, some camera manufacturers have proprietary mounts, which allow one to connect to a camera only lenses of
that manufacturer. Instead other manufacturers adopt standard mounts, e.g., the Micro Four Thirds system, that work across
camera and lens models of different manufacturers. We deﬁne ﬁrst a TBox Ocam introducing some concepts and roles that
are relevant for this domain. For clarity, we use strings beginning with capital letters to denote concepts, and strings beginning with lowercase letters to denote roles. The concept DigitalCamera denotes digital cameras, while DSLRCamera denotes
digital reﬂex cameras. ExchangeLens denotes exchange lenses that can be mounted onto DSLR cameras through lens mounts,
which in turn are grouped together in the concept Mount. The role cameraMounts relates DSLR cameras to their mounts, and
hence has Mount as its range. The role lensMounts relates exchange lenses to their mounts, and its domain is ExchangeLens.
Moreover, we require that every Mount is the mount of some ExchangeLens to which it is connected via the inverse of the
role lensMounts. This knowledge is captured by the following DL-LiteR TBox Ocam of the ontology PhotoCamera:

DSLRCamera  DigitalCamera, DSLRCamera  ∃cameraMounts, ∃cameraMounts−  Mount
Mount  ∃lensMounts− , ∃lensMounts  ExchangeLens
The ABox Acam = {DSLRCamera(canon5d)} of PhotoCamera simply introduces an instance of a DSLR camera.

2

In this paper, we also consider extended ABoxes, which are obtained by allowing labeled nulls in membership assertions.
Formally, an extended ABox is a ﬁnite set of membership assertions B (u ) and R (u , v ), where u , v ∈ ( N a ∪ N  ). Moreover,
a(n extended) KB K is a pair O , A , where O is a TBox and A is an (extended) ABox. When we need to emphasize the
distinction between ABoxes and extended ABoxes, we might also use the term simple ABox to refer to an ABox that is not
extended; likewise for simple KBs. Note that labeled nulls are quite natural in the Semantic Web, since RDF (and hence OWL)
in fact supports “extended ABoxes” by allowing blank nodes to occur in membership assertions. Similarly to labeled nulls,
blank nodes are used to refer to unnamed objects.
A signature  is a ﬁnite set of concept and role names. A KB K is said to be deﬁned over (or simply, over)  if all the
concept and role names occurring in K belong to  (and likewise for TBoxes, ABoxes, concept inclusions, role inclusions
and membership assertions). Moreover, an interpretation I of  is a pair I , ·I , where I is a non-empty domain and
·I is a partial interpretation function over N C ∪ N R ∪ N a , such that: (1) A I is deﬁned and A I ⊆ I , for every concept name
A ∈  ; (2) P I is deﬁned and P I ⊆ I × I , for every role name P ∈  ; and (3) aI ∈ I , for every constant a ∈ N a ,
such that aI is deﬁned (such constants are called interpreted). Function ·I is also extended to interpret concept and role
constructs:

(∃ R )I = {o ∈ I | ∃o ∈ I such that (o, o ) ∈ R I };
( P − )I = {(o, o ) ∈ I × I | (o , o) ∈ P I };

(¬ B )I = I \ B I ;
(¬ R )I = (I × I ) \ R I .

Note that, consistently with the semantics of OWL 2 QL, we do not make the unique name assumption (UNA), i.e., we allow
distinct constants a, b ∈ N a to be interpreted as the same object, that is, aI = bI . Observe also that labeled nulls are not
interpreted by I . Finally, note that interpretations do not have to interpret all constants in N a . This is required ﬁrst of all
to avoid that both the canonical model and the generating structure (as deﬁned in Section 3.2) are forced to be inﬁnite.
Moreover, this allows for ﬁnite interpretation domains without the need for interpreting an inﬁnite number of constants as
the same object.
Let I = I , ·I be an interpretation of a signature  . Then I is said to satisfy a concept inclusion B  C over  ,
denoted by I |= B  C , if B I ⊆ C I ; I is said to satisfy a role inclusion R  Q over  , denoted by I |= R  Q , if R I ⊆ Q I ;
and I is said to satisfy a TBox O over  , denoted by I |= O , if I |= α for every α ∈ O . Moreover, satisfaction of membership
assertions over  is deﬁned as follows. A substitution over I is a partial function hI : ( N a ∪ N  ) → I such that for every
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a ∈ N a , (1) hI (a) is deﬁned if and only if aI is deﬁned; and (2) if hI (a) is deﬁned, then hI (a) = aI . Then, I is said to
satisfy an (extended) ABox A, denoted by I |= A, if there exists a substitution hI over I such that:
– for every B (u ) ∈ A, it holds that hI (u ) is deﬁned and hI (u ) ∈ B I ; and
– for every R (u , v ) ∈ A, it holds that hI (u ) and hI ( v ) are deﬁned and (hI (u ), hI ( v )) ∈ R I .
Finally, I is said to satisfy a(n extended) KB K = O , A , denoted by I |= K, if I |= O and I |= A. Such I is called a model
of K, and we use Mod(K) to denote the set of all models of K. We say that K is consistent if Mod(K) = ∅.
As is customary, given a(n extended) KB K over a signature  and a membership assertion or an inclusion α over  ,
we use notation K |= α to indicate that for every interpretation I of  , if I |= K, then I |= α . Similarly, we use O |= α for
a TBox O , and A |= α , for an ABox A.
3.2. The canonical and generating models
Throughout this section we consider only simple KBs. Horn logics in general, and DL-LiteR in particular, enjoy the
canonical model property. It means that, given a KB K, if K is consistent, then it is possible to construct a model of K that is
more general than any of the other models of this KB. We now introduce this notion formally, and show how the canonical
model can be constructed for a DL-LiteR KB.
The canonical model. Let K = O , A be a consistent simple DL-LiteR KB. To deﬁne the canonical model of K, we need to
introduce some terminology. For every basic role R in K, we deﬁne the equivalence class [ R ] as

[ R ] = { S | S is a basic role, O |= R  S , and O |= S  R }.
We introduce a witness w [ R ] for each [ R ], and write [ R ] O [ S ] if O |= R  S. Then the generating relation ;K between
the set N a ∪ { w [ R ] | R is a basic role} and the set { w [ R ] | R is a basic role} is deﬁned as follows:
– a ;K w [ R ] , if (1) K |= ∃ R (a); (2) K |= R (a, b), for every b ∈ N a ; and (3) [ R  ] = [ R ], for every [ R  ] such that [ R  ] O [ R ]
and K |= ∃ R  (a).
– w [ S ] ;K w [ R ] , if (1) O |= ∃ S −  ∃ R; (2) [ S − ] = [ R ]; and (3) [ R  ] = [ R ] for every [ R  ] such that [ R  ] O [ R ] and
O |= ∃ S −  ∃ R  .
Intuitively, the generating relation deﬁnes when an existing object can be reused to satisfy an axiom of the form B  ∃ R, or
a new object has to be generated.
A sequence aw [ R 1 ] . . . w [ R n ] , where a ∈ ind(A), n ≥ 0, a ;K w [ R 1 ] and w [ R i ] ;K w [ R i+1 ] for i ∈ {1, . . . , n − 1}, is called
a K-path. We denote by path(K) the set of all K-paths, and by wit(K) the set of all w [ R ] such that aw [ R 1 ] . . . w [ R n ] is a
K-path, n ≥ 1 and w [ R ] = w [ R n ] . A K-path aw [ R 1 ] . . . w [ R n ] with n ≥ 1 encodes an object that has to be generated to satisfy
all axioms in K, and which is called an anonymous individual as it is distinct from any named individual (i.e., constant).
Finally, for every σ ∈ path(K), denote by tail(σ ) the last element in σ . With this we have the necessary ingredients to
deﬁne the canonical (or, universal) model of K, which is denoted by uni (K). Formally, uni (K) is deﬁned as an interpretation
such that:

uni (K) =
auni (K) =
A uni (K) =
P uni (K) =

path(K),
a,
{a ∈ ind(A) | K |= A (a)} ∪ {σ · w [ R ] ∈ path(K) | O |= ∃ R −  A },
{(a, b) ∈ ind(A) × ind(A) | K |= P (a, b)} ∪ {(σ , σ · w [ R ] ) | tail(σ ) ;K w [ R ] and [ R ] O [ P ]} ∪
{(σ · w [ R ] , σ ) | tail(σ ) ;K w [ R ] and [ R − ] O [ P ]},

where a ∈ ind(A), A is a concept name, and P is a role name occurring in K.
Notice that the part of uni (K) formed by the anonymous individuals is tree shaped. On the other hand, individuals in
ind(A) can be connected in an arbitrary way in uni (K), and they are the only individuals that are interpreted by uni (K).
Example 3.2. Let K = O , A , where O = { A  ∃ R , ∃ R −  ∃ R } and A = { A (a)}. Then the canonical model uni (K) can be
seen as an inﬁnite R-path starting in a, which can depicted as follows:
A
a

R

R
aw [ R ]

R
aw [ R ] w [ R ]

aw [ R ] w [ R ] w [ R ]

In this ﬁgure, dots represent domain elements, a label A on a node x represents the fact x ∈ A uni (K) , and a label R on an
arrow between x and y represents the fact (x, y ) ∈ R uni (K) . 2
Example 3.3. Assume that Kcam = Ocam , Acam , where Ocam and Acam are as in Example 3.1. Then the canonical model
uni (K) can be depicted as follows:
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DigitalCamera
DSLRCamera
canon5d

cameraMounts

Mount

lensMounts

canon5d · w[cameraMounts]

ExchangeLens
canon5d · w[cameraMounts] · w[lensMounts− ]

2

The interpretation uni (K) is called the canonical model because every other model of K is less general than uni (K).
We formalize generality in terms of homomorphisms. For an interpretation I and a signature  , the  -types tI
 (o ) and
 ) for o , o  ∈ I are given by the set of concepts B (respectively, roles R) over  , such that o ∈ B I (respectively,
rI
(
o
,
o

(o, o ) ∈ R I ). We also use tI (o) and rI (o, o ) to refer to the types over the signature of all concepts and roles names.
Then, a  -homomorphism from an interpretation I to J is a function h : I → J such that: (1) for every a ∈ N a such
J
J
I


that aI is deﬁned, it holds that aJ is deﬁned and h(aI ) = aJ ; (2) tI
 (o ) ⊆ t (h (o )) and r (o , o ) ⊆ r (h (o ), h (o )) for all

I
o, o ∈  . We say that I is  -homomorphically embeddable into J if there exists a  -homomorphism from I to J , and
I is  -homomorphically equivalent to J , if they are  -homomorphically embeddable into each other. If  is the set of all
concepts and roles names, we call a  -homomorphism simply homomorphism.
The theorem below establishes the relationship between the canonical model uni (K) and an arbitrary model of K.
Theorem 3.4 ([55]). If K is consistent, then uni (K) is a model of K. Moreover, for every model I of K, there exists a homomorphism
from uni (K) to I .
The generating structure. In general, the canonical model of a DL-LiteR KB K can be inﬁnite, which makes it impossible to
deal with it in practice. Thus, we deﬁne here an alternative notion that is called the generating structure of K. This structure
is always ﬁnite and can be used for deciding various reasoning tasks eﬃciently. Formally, given a simple KB K = O , A ,
the generating structure gen (K) = gen (K) , ·gen (K) of K, is deﬁned as:

gen (K) =
agen (K) =
A gen (K) =
P gen (K) =

ind(A) ∪ wit(K),
a,
{a ∈ ind(A) | K |= A (a)} ∪ { w [ R ] ∈ wit(K) | O |= ∃ R −  A },
{(a, b) ∈ ind(A) × ind(A) | K |= P (a, b)} ∪ {(x, w [ R ] ) | x ;K w [ R ] and [ R ] O [ P ]} ∪
{( w [ R ] , x) | x ;K w [ R ] and [ R − ] O [ P ]},

where a ∈ ind(A), A is a concept name, and P is a role name occurring in K. It is easy to see that gen (K) is of polynomial
size in the size of K. Note that the canonical model uni (K) can be obtained by unraveling [56, Ch. 2] the generating
structure gen (K), i.e., by introducing a new domain element for every path starting from (the interpretation of) a constant.
3.3. Queries and certain answers
In this paper, we deal with conjunctive queries and their unions. A conjunctive query (CQ) (of arity k ≥ 0) over a signature
 is a formula of the form q(x) = ∃y . ϕ (x, y ), where x, y are tuples of variables, x = (x1 , . . . , xk ) is the tuple of free variables
of q(x), and ϕ (x, y ) is a conjunction of atoms of the form A ( z) and P ( z, z ), where A is a concept name in  , P is a role
name in  , and each of z, z is a variable from x ∪ y . Given an interpretation I = I , ·I of  and a k-tuple o of elements
of I , we write I |= q[
o], if there exist a tuple o1 of elements of I such that I , ξ |= ϕ (x, y ), where ξ is the substitution


that assigns x to o and y to o1 , and we write
n I |= q[o] otherwise. A union of conjunctive queries (UCQ) over a signature 
is a ﬁrst-order formula of the form q(x) = i =1 qi (x), where each q i , for i ∈ {1, . . . , n}, is a CQ over  . Then, I |= q[
o] if
I |= qi [o] for some i ∈ {1, . . . , n}, and I |= q[o] otherwise. If k = 0, then q is said to be a Boolean query, and we simply write
I |= q if I |= q[()], and I |= q otherwise.
Given a query q of arity k and a KB K deﬁned over a signature  , the certain answers to q over K are deﬁned as:
I
cert(q, K) = {(a1 , . . . , ak ) | {a1 , . . . , ak } ⊆ N a and I |= q[aI
1 , . . . , ak ], for every I ∈ Mod(K)}.

Each tuple a = (a1 , . . . , ak ) in cert(q, K) is called a certain answer for q over K, and we write K |= q[
a]. Notice that, by
deﬁnition, the certain answers to a query do not contain labeled nulls. If q is a Boolean query, then cert(q, K) = {()}
(representing the value true) if I |= q for every I ∈ Mod(K), and cert(q, K) = ∅ (representing the value false) otherwise.
Observe also that, if K is unsatisﬁable, then cert(q, K) is trivially the set of all possible tuples (a1 , . . . , ak ) of constants in N a ,
which we denote by AllTup(q).
It is important to notice that the notion of certain answers can be characterized through the notion of canonical model.
The following lemma establishes that the canonical model can be used for checking certain answers to UCQ s.
Lemma 3.5. Let K be a consistent KB, q(x) a UCQ, and a a tuple of constants. Then K |= q[
a] iff uni (K) |= q[
a].
Proof. Let a = (a1 , . . . , ak ) for ai ∈ N a , and q(x) = ∃ y 1 · · · ∃ ym . ϕ (x1 , . . . , xk , y 1 , . . . , ym ).
I
a]. Then for each model I of K, we have that I |= q[aI
(⇒) Assume K |= q[
1 , . . . , ak ]. Since uni (K) is a model of K , and
uni (K)

ai

= ai , for each constant ai , it follows that uni (K) |= q[a].
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(⇐) Assume uni (K) |= q[
a]. Then there exist σ1 , . . . , σm ∈ uni (K) such that uni (K) |= ϕ [a1 , . . . , ak , σ1 , . . . , σm ]. Let I
be a model of K. By Theorem 3.4, there exists a homomorphism h from uni (K) to I . Then it is easy to see that I |=
ϕ [aI1 , . . . , akI , h(σ1 ), . . . , h(σm )], hence I |= q[aI1 , . . . , akI ]. Thus, as I is an arbitrary model of K, we conclude that K |=
q[
a]. 2
3.4.  -query entailment
We reﬁne the notion of  -query entailment studied in [55]. Let K1 and K2 be KBs, and  a signature. Then, K1  -query
entails K2 if for each UCQ q over  , cert(q, K2 ) ⊆ cert(q, K1 ). Moreover, K1 and K2 are  -query inseparable, if they  -query
entail each other. Note that we deﬁne  -query entailment and inseparability with respect to UCQs, whereas in [55] these
notions are deﬁned with respect to CQs. Since DL-LiteR enjoys the canonical model property, it is easy to see that our
deﬁnitions and the previous ones coincide.
It is well known that homomorphisms preserve answers to UCQs [57], in particular, if uni (K2 ) is  -homomorphically
embeddable into uni (K1 ), then K1  -entails K2 . However, for a characterization of  -query entailment one has to consider
ﬁnite  -homomorphisms, as illustrated in the following example.
Example 3.6 ([55]). Let K1 = O1 , A and K2 = O2 , A , where A = { A (a)}, O1 = { A  ∃ R , ∃ R −  ∃ R } and O2 = { A 
∃ S , ∃ S −  ∃ R − , ∃ R  ∃ R − }, and  = { A , R }. The canonical models of K1 and K2 are as follows:

uni (K2 ):

aw [ R ]

a

uni (K1 ):

A

R

S

A
a

R
aw [ S ]

aw [ S ] w [ R − ]

aw [ R ] w [ R ]

aw [ R ] w [ R ] w [ R ]

R

R

R

R

aw [ S ] w [ R − ] w [ R − ] aw [ S ] w [ R − ] w [ R − ] w [ R − ]

In this case there is no  -homomorphism from uni (K2 ) to uni (K1 ), although K1  -query entails K2 .

2

Given an interpretation I over a signature  , we say that I  is a ﬁnite sub-interpretation of I (induced by a ﬁnite set



D) if: (1) I = I ∩ D; (2) A I = A I ∩ D for every concept name A ∈  ; (3) P I = P I ∩ ( D × D ) for every role name


I
I
I
I
I
P ∈  ; and (4) a = a for every a ∈ N a such that a is deﬁned and a ∈  . We say that I is ﬁnitely  -homomorphically
embeddable into an interpretation J if there exists a  -homomorphism from every ﬁnite sub-interpretation I  of I to J .
Lemma 3.7 ([55]). Let K1 and K2 be consistent KBs, and  a signature. Then K1  -query entails K2 iff uni (K2 ) is ﬁnitely
 -homomorphically embeddable into uni (K1 ).
By using this lemma, we can conﬁrm that KB K1  -query entails KB K2 in Example 3.6, as uni (K2 ) is ﬁnitely

 -homomorphically embeddable into uni (K1 ).
4. Knowledge base exchange

The goal of this section is to generalize the setting proposed in [25] to consider DL-LiteR , and to formalize the problems
studied in this paper. The former is done in Section 4.1, while the latter is done in Section 4.2.
4.1. A knowledge base exchange framework
We start by deﬁning the fundamental notion of mapping, which plays a key role in both data and knowledge exchange.
Assume that  ,
are signatures with no concepts or roles in common. An inclusion E s  E t is said to be from  to , if
E s is a concept or a role over  and E t is a concept or a role over . Then we have that
Deﬁnition 4.1 ([16,58]). A mapping is a tuple M = (, , B ), where B is a TBox consisting of inclusions from  to

.

Example 4.2. Consider the ontology PhotoCamera deﬁned in Example 3.1, and a second ontology DigitalPhoto talking about
digital photo camera. This new ontology uses the following vocabulary cam :

DigitalPhotoCamera(·), ReﬂexCamera(·), InterchangeableLens(·), MountType(·),
hasMountType(·, ·), mountsOn(·, ·)
Then we can specify the relation between the terms in the different ontologies by means of a mapping. Formally, let
Mcam = (cam , cam , Bcam ), where cam is the vocabulary from Example 3.1, and Bcam consists of the following inclusions:

496

Communal Assembly Paper

www.daifture.org

20

M. Arenas et al. / Artiﬁcial Intelligence 238 (2016) 11–62

DigitalCamera  DigitalPhotoCamera
DSLRCamera  ReﬂexCamera
ExchangeLens  InterchangeableLens

Mount  MountType
cameraMounts  hasMountType
lensMounts  mountsOn

Thus, Mcam relates the concepts and roles of the PhotoCamera ontology with the concepts and roles of the DigitalPhoto
ontology. 2
The semantics of such a mapping was initially deﬁned in [58]. Here we adapt it to the setting without the unique name
assumption (and, more generally, without the standard name assumption). More speciﬁcally, given interpretations I , J of
 and , respectively, the pair (I , J ) satisﬁes TBox B , denoted by (I , J ) |= B , if
– for every a ∈ N a such that aI or aJ is deﬁned, it holds that both aI and aJ are deﬁned and aI = aJ ,
– for every concept inclusion B  C ∈ B , it holds that B I ⊆ C J , and
– for every role inclusion R  Q ∈ B , it holds that R I ⊆ Q J .
Notice that the connection between the information in I and J is established through the constants that move from source
to target according to the mapping. For this reason, we require constants to be interpreted in the same way in I and J ,
i.e., they preserve their meaning when they are transferred. Besides, notice that this is the only restriction imposed on the
domains of I and J (in particular, we require neither that I = J nor that I ⊆ J ). Finally, SatM (I ) is deﬁned as
the
 set of interpretations J of such that (I , J ) |= B , and given a set X of interpretations of  , SatM (X ) is deﬁned as
I ∈X SatM (I ).
The main problem studied in the knowledge exchange framework is the problem of translating a KB according to a
mapping. We formalize this problem through three different notions of translation introduced below (see Section 5 for a
comparison of these different notions of solution). We start by introducing the concepts of solution and universal solution.
More precisely,
Deﬁnition 4.3. Given a mapping M = (, , B ) and KBs Ks , Kt over  and , respectively, Kt is a solution (resp., universal
solution) for Ks under M if Mod(Kt ) ⊆ SatM (Mod(Ks )) (resp., Mod(Kt ) = SatM (Mod(Ks ))).
Thus, Kt is a solution for Ks under M if every interpretation of Kt is a valid translation of an interpretation of Ks according to M. Although natural, this is a mild restriction, which gives rise to the stronger notion of universal solution. More
precisely, if Kt is a universal solution for Ks under M, then Kt is designed to exactly represent the space of interpretations
obtained by translating the interpretations of Ks under M. It should be noticed that this deﬁnition of universal solution
can be restated in terms of the notion of model inseparability presented in Section 2. More precisely, we have that Kt is a
universal solution for Ks = S , As under M = (, , B ) if and only if Kt is -model inseparable with S ∪ B , As .
Example 4.4. Let Kcam = Ocam , Acam where Ocam and Acam are respectively the TBox and the ABox of the PhotoCamera

 , A
KB from Example 3.1, and Mcam the mapping from Example 4.2. Then Kcam
= Ocam
cam is a universal solution for Kcam

under Mcam , where Ocam
= ∅ and Acam contains the following assertions:

ReﬂexCamera(canon5d), DigitalPhotoCamera(canon5d), hasMountType(canon5d, m),
MountType(m), mountsOn(l, m), InterchangeableLens(l).
Here m and l are distinct labeled nulls. For more examples of universal solutions see Section 5.1.

2

A second class of translations is obtained by observing that solutions and universal solutions are too restrictive for some
applications, in particular when one only needs a translation storing enough information to properly answer some queries.
For the particular case of UCQ, this gives rise to the notions of UCQ-solution and universal UCQ-solution.
Deﬁnition 4.5. Given a mapping M = (, , B ), a KB Ks = S , As over  and a KB Kt over , Kt is a UCQ-solution for Ks
under M if Kt -query entails S ∪ B , As . Moreover, Kt is a universal UCQ-solution for Ks under M if Kt and S ∪ B , As
are -query inseparable.
 = O  , A
Example 4.6. Consider Kcam and Mcam from Example 4.4. Then Kcam
cam
cam is a universal UCQ-solution for Kcam

under Mcam , where Acam = {ReﬂexCamera(canon5d)} and Ocam
is the following TBox:

ReﬂexCamera  DigitalPhotoCamera, ReﬂexCamera  ∃hasMountType,
∃hasMountType−  MountType, MountType  ∃mountsOn− , ∃mountsOn  InterchangeableLens.
This can be straightforwardly veriﬁed using Lemma 3.7 and the fact that the canonical models of Ocam ∪ Bcam , Acam and


Kcam
are ﬁnite. Note that, the universal solution Kcam
of Example 4.4 is also a universal UCQ-solution. This holds in general,
as shown in Section 5.2. 2
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Fig. 2. UCQ-representations in the context of knowledge base exchange.

Finally, a last class of solutions is obtained by considering that users want to translate as much of the knowledge in a
TBox as possible, as a lot of effort is put in practice when constructing a TBox. This observation gives rise to the notion
of UCQ-representation, which formalizes the idea of translating a source TBox according to a mapping. We present an
alternative to the formalization of this notion given in [58], which is appropriate for our setting where disjointness axioms
are considered.1
Deﬁnition 4.7. Assume that M = (, , B ) and S , T are TBoxes over  and , respectively. Then T is a UCQ-representation
of S under M if for every ABox As over  that is consistent with S , it holds that S ∪ B , As and T ∪ B , As are -query
inseparable.
Notice that As is required to be consistent with S in this deﬁnition, which avoids the trivialization of the notion of
certain answers because of the use of an inconsistent knowledge base (if S , As is inconsistent, cert(q, S ∪ B , As ) contains
every possible tuple of constants). Below we provide a simple example of a UCQ -representation in the digital camera
scenario.
Example 4.8. Consider Mcam = (cam , cam , Bcam ) from Example 4.2 and Scam = {DSLRCamera  DigitalCamera}. Then Tcam =
{ReﬂexCamera  DigitalPhotoCamera} is a UCQ-representation of Scam under Mcam . 2
We would like to emphasize why we are interested in UCQ-representations. First of all, UCQ-representations are designed to preserve in the target the implicit information from the source, which conforms to the idea of knowledge
base exchange as opposed to plain data exchange. Second, UCQ-representations allow to minimize the amount of extensional information that has to be transferred from the source (which can be very large in size). Third, if there exists a
UCQ-representation T of a source TBox S under a mapping M, then we obtain a straightforward algorithm to construct a
universal UCQ-solution for a given source KB S , As : take a target ABox obtained by “translating” the source ABox As with
respect to M and denote it by M(As ),2 then T , M(As ) is a universal UCQ-solution for S , As under M (see Fig. 2).
Finally, notice that UCQ-representations do not depend on the actual data, so if in the previous case ABox As is updated,
then it is suﬃcient to update M(As ) in order to obtain a universal UCQ-solution for S , As under M.
A natural question at this point is why in knowledge base exchange the source KB is not mapped as it is, thus simplifying
the problem of computing solutions (under any of the notions given before). Notice that this can be easily done by including
some additional concept and role symbols in the target signature, which represent the corresponding concepts and roles in
the source signature. We would like to conclude this section by providing evidence why this is not desirable, or it could
even be impossible, in some scenarios. First, the target signature might be given and not under control of the user, therefore
it might not be extensible. Second, there might be privacy issues that prevent the use of all the information in a source KB,
so only the information about some concepts and roles have to be displayed. This problem can be viewed as a knowledge
exchange problem where the target signature stores the symbols to be displayed, and which cannot include some new
concepts or roles. Third, a source signature might be very large, hence the user would like to switch to a smaller target
signature. In this case, it is not desirable to add new symbols that can make the target signature to grow. Finally, an instance
of data exchange could be part of the more general problem of schema evolution [31,32], where one needs to consider a
sequence of several instances of data exchange. In this context, allowing for keeping existing symbols might result in an
unacceptable (and undesired) growth of the signature.

1
2

If disjointness axioms are not allowed, then this new notion can be shown to be equivalent to the original formalization of UCQ-representation.
Observe that M(As ) could be deﬁned as a universal UCQ-solution for ∅, As under M.
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Fig. 3. The space of reasoning problems.

4.2. On the problem of computing solutions
In this section, we present the space of reasoning problems that naturally arise in the framework introduced in this paper.
The problem space has three dimensions and can be depicted as in Fig. 3. First, one is interested in the task of computing
a translation of a KB or a TBox according to a mapping, which is arguably the most important problem in knowledge
exchange [25,58], as well as in data exchange [16,59]. Thus, the ﬁrst dimension in Fig. 3 deﬁnes the type of translation,
which as mentioned in the previous section can be either: (1) a universal solution, or (2) a universal UCQ -solution, or
(3) a UCQ-representation. Second, as it will become clear in Section 5, in order to be able to compute a translation, in some
cases it is necessary to use extended ABoxes. Therefore, the second dimension is along the type of ABoxes allowed to be
used in translations: (1) simple ABoxes, or (2) extended ABoxes. Finally, to study the computational complexity of knowledge
exchange, we consider two classical decision problems: the membership problem and the non-emptiness problem, which
constitute the third dimension.
As usual, the membership problem is concerned with deciding whether a particular instance (a target KB or target TBox,
in our case) belongs to a class of instances (all solutions for a given source KB or TBox under a given mapping, in our
case). Since we consider three classes of translations, we need to deal with three membership problems. The membership
problem for universal solutions (resp. universal UCQ-solutions) has as input a mapping M = (, , B ) and KBs Ks , Kt over
 and , respectively. Then the question to answer is whether Kt is a universal solution (resp. universal UCQ-solution)
for Ks under M. Moreover, the membership problem for UCQ-representations has as input a mapping M = (, , B ) and
TBoxes S , T over  and , respectively, and the question to answer is whether T is a UCQ-representation of S under M.
The non-emptiness problem corresponds to the existential version of the membership problem, and it is concerned
with deciding whether a class has at least one instance (is there some solution for a given source KB or TBox under a
given mapping?). Again, we consider three non-emptiness problems, one for each class of translation. Formally, the nonemptiness problem for universal solutions (resp. universal UCQ-solutions) has as input a mapping M = (, , B ) and a KB
Ks over  . Then the question to answer is whether there exists a universal solution (resp. universal UCQ -solution) for Ks
under M. Moreover, the non-emptiness problem for UCQ-representations has as input a mapping M = (, , B ) and a
TBox S over  , and the question to answer is whether there exists a UCQ-representation of S under M. In the case it
exists, we say that S is UCQ-representable under M, otherwise, S is not UCQ-representable under this mapping.
Observe that UCQ-representations do not depend on target ABoxes, therefore, in total we have deﬁned 10 different reasoning problems: 4 for universal solutions, 4 for universal UCQ-solutions, and 2 for UCQ-representations. We investigate in
Sections 6 and 7 the computational complexity of the reasoning problems for universal solutions and UCQ -representations,
respectively. As for universal UCQ-solutions, the main results, summarized in Table 1, have been established in [30].
We prove here only, in Section 6.4, that the non-emptiness problem for universal UCQ-solutions for extended ABoxes is
PSpace-hard. A lower bound for simple ABoxes has yet not been established.
5. The shape of different notions of solutions
The goal of this section is to provide examples and some facts about universal solutions, universal UCQ -solutions and
UCQ-representations, which can help the reader to understand their advantages and limitations.
5.1. Universal solutions
We start by giving some simple examples of universal solutions.
Example 5.1. Let M = (, , B ), where  = { A , B }, = { A  , B  }, and B = { A  A  , B  B  }. If S = {} and As = { A (a), B (a)},
then the KB Kt = T , At , where T = ∅ and At = { A  (a), B  (a)} is a universal solution for Ks = S , As under M. Moreover,
if S = { A  B } and As = { A (a)}, then Kt is again a universal solution for Ks = S , As under M. 2
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Universal solutions are the preferred solutions to materialize when exchanging relational databases [16,60,23,17], even
in the case of incomplete information [25]. However, universal solutions were not thought to take into account source data
including implicit knowledge (in the form of TBoxes), which is demonstrated in the following example.
Example 5.2. Let M = (, , B ) be as in Example 5.1, and assume that Ks = S , As , where S = { A  B } and As = { A (a)}.
Furthermore, suppose that Kt = T , At , where T = { A   B  } and At = { A  (a)}. Then we have that Kt is a solution for Ks
under M. However, Kt is not a universal solution for Ks under M. To see why this is the case, consider an interpretation I
of  such that aI = 1, A I = {1} and B I = {1}, and an interpretation J of
such that aJ = 1, B J = {1} and A J = {1, 2}.
Then we have that I is a model of Ks and (I , J ) |= B , and thus J ∈ SatM (Mod(Ks )). Thus, given that J is not a model
of Kt (since it does not satisfy inclusion A   B  ), we conclude that Kt is not a universal solution for Ks under M as
SatM (Mod(Ks )) = Mod(Kt ). 2
All the universal solutions shown in the previous examples have empty TBoxes. In the following proposition, we prove
that this is the case in general, which shows that universal solutions are not appropriate to represent implicit knowledge.
We say that a TBox O over a signature  is trivial if for every interpretation I of  , it holds that I |= O (or, in other
words, if O is equivalent to the empty set of formulas).
Proposition 5.3. Let M = (, , B ) be a mapping, Ks = S , As a KB over  , and Kt = T , At a KB over
consistent and Kt is a universal solution for Ks under M, then T is a trivial TBox.

. If S ∪ B , As is

The proof of Proposition 5.3 can be found in the appendix. Notice that this proposition shows that universal solutions
can be viewed as target ABoxes with empty TBoxes. We denote by A a KB of the form ∅, A .
We continue our investigation by showing that extended ABoxes are necessary to guarantee the existence of universal
solutions in certain cases.





Example 5.4. Let M = { A , R }, { B }, {∃ R −  B } and Ks = S , As , where S = { A  ∃ R } and As = { A (a)}. A natural way to
construct a universal solution for Ks under M is to “populate” the target with all the facts implied by uni (S ∪ B , As ) (as
it is usually done in data exchange [16,17,20]). In this case, we have that A uni (S ∪B,As ) = {a}, R uni (S ∪B,As ) = {(a, aw [ R ] )}
and B uni (S ∪B,As ) = {aw [ R ] }, where aw [ R ] is an object different from any of the constants in N a , which is used to represent
a null value. Thus, the ABox At = { B (n)}, where n is a labeled null, is a universal solution for Ks under M if nulls are
allowed, which can be readily checked using the deﬁnition of universal solution. Nevertheless, a universal solution with
simple ABoxes does not exist in this case, as substituting n by any constant is too restrictive, ruining universality. 2
A natural question at this point is whether the use of null values guarantees the existence of universal solutions. Unfortunately, the following example shows that this is not the case. In fact, this example shows two different situations in
which universal solutions do not exist; in the ﬁrst case this is due to the impossibility of representing an inﬁnite number
of facts in a ﬁnite ABox, while in the second case this is due to the use of disjointness axioms and the absence of the UNA
(which has to be given up to comply with the OWL 2 QL standard).
Example 5.5. Let M = (, , B ), where  = { A , R }, = { Q }, and B = { R  Q }. Furthermore, assume that Ks = S , As ,
where As = { A (a)} and S = { A  ∃ R , ∃ R −  ∃ R }. In this case, uni (S ∪ B , As ) is inﬁnite:
R, Q
a

R, Q
aw [ R ]

R, Q
aw [ R ] w [ R ]

aw [ R ] w [ R ] w [ R ]

so in principle one would need an inﬁnite number of labeled nulls to construct a universal solution. It can be easily proved
that if At is an (extended) ABox over , then At cannot be a universal solution for Ks under M. 2
Example 5.6. Now let M = (, , B ) be deﬁned as in Example 5.1. Moreover, assume that Ks = S , As , where S = { A 
¬ B } and As = { A (a), B (b)}, and assume that At = { A  (a), B  (b)}. As in Example 5.1, it is possible to show that At is a
universal solution for KB ∅, As under M. However, with the addition of the disjointness axiom A  ¬ B, KB At is no
longer a universal solution (not even a solution) for Ks under M. The reason for this is the lack of the UNA on the one
hand, and the presence of the disjointness axiom that forces a and b to be interpreted differently in the source, on the other
hand. More precisely, for a model J of At such that aJ = bJ , A J = B J = {aJ }, there is no model I of Ks such that
(I , J ) |= B , as this forces aI = aJ and bI = bJ , which is not possible since aI = bI . It can be straightforwardly proved
that in this case there is no universal solution for Ks under M. 2
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From the previous examples, we conclude that:
Proposition 5.7. There exists a mapping M = (, , B ) and a KB Ks = S , As over  such that there is no universal solution for
Ks under M (even if extended ABoxes are allowed).
Let M = (, , B ) be a mapping and Ks = S , As be a KB over  . As pointed out in the previous examples, a natural
way to construct a universal solution for Ks under M is to populate the target with all the facts implied by uni (S ∪ B , As ).
In Example 5.5, this procedure generates an inﬁnite chain that cannot be represented in a ﬁnite ABox, which lead us to
conclude that Ks does not have a universal solution under M in this case. Thus, the reader may wonder whether the
ﬁniteness of uni (S ∪ B , As ) is a necessary condition for the existence of universal solutions. The following example shows
that this is not the case, and also gives evidence that checking whether a universal solution exists can be a computationally
hard task (the complexity of this problem is studied in Section 6).
Example 5.8. Let M = (, , B ), where  = { A , R , S }, = { Q } and B = { S  Q , R  Q }. Moreover, let Ks = S , As , where
S = { A  ∃ R , ∃ R −  ∃ R } and As = { A (a), S (a, a)}. Notice that uni (S ∪ B, As ) as well as its projection over are inﬁnite.
However, we can conclude that At = { Q (a, a)} is a universal solution for Ks under M, as if the projection of uni (S ∪ B , As )
over
is transformed into an inﬁnite ABox, then the resulting ABox has the same interpretations as At . Or, in other words,
it is possible to conclude that At is a universal solution for Ks under M as uni (At ) is contained in the projection of
uni (S ∪ B , As ) over , and there exists a homomorphism h from the projection of uni (S ∪ B , As ) over
to uni (At ):

projection of uni (S ∪ B , As ) over

:

Q

uni (At ) :

Q

aw [ R ]

a

aw [ R ] w [ R ]

Q

Q

aw [ R ] w [ R ] w [ R ]
Q

h

a

2

We conclude this section by demonstrating that universal solutions can be of exponential size, thus indicating that it can
be diﬃcult to deal with them in practice. We use |M| and |K| to denote the sizes (number of symbols) of a mapping M
and a KB K, respectively.
Example 5.9. We show that there exists a family of mappings {Mn = ( n , n , Bn )}n≥1 and a family of KBs {Kns }n≥1 such
n
n
that every Kns is deﬁned over  n (n ≥ 1), and the smallest universal solution for Kns under Mn is of size 2c (|M |+|Ks |) , for
some constant c > 0.
Indeed, let n ≥ 1 be a natural number. Then mapping Mn = ( n , n , Bn ) is deﬁned as follows:

 n = { A } ∪ { R ki | i ∈ {1, . . . , n}, k ∈ {0, 1}},
n
= { Q k | k ∈ {0, 1}}
n
B = { R ki  Q k | i ∈ {1, . . . , n}, k ∈ {0, 1}}.
Moreover, knowledge base Kns is deﬁned as S n , Ans , where S n is deﬁned as:
−

{ A  ∃ R k1 | k ∈ {0, 1}} ∪ {∃ R ki  ∃ R i +1 | i ∈ {1, . . . , n − 1}, k ∈ {0, 1} and  ∈ {0, 1}},
and Ans is deﬁned as { A (a)}.
For every n ≥ 1, a universal solution Ant for Kns under Mn exists. This universal solution Ant is an edge-labeled full
binary tree of depth n (containing 2n leaves). Below we depict A3t , where n1 , . . ., n14 are null values:
a
Q0

n1

Q0
n7

n3

Q0

Q1

Q1

Q0
n8

n9

n4

Q1

Q1

Q0
n10

n11

n5

n2
Q0

Q1

Q1

Q0
n12

n13

n6

Q1
n14

It can be proved that |Ant | ≥ 2c (|M |+|Ks |) (for every n ≥ 1) for some c > 0. Moreover, it is straightforward to prove that Ant
is the smallest universal solution for Kns under Mn . 2
n
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5.2. Universal UCQ-solutions
Our ﬁrst observation is that the notion of universal UCQ-solution is a relaxation of the notion of universal solution, as
shown in the following proposition.
Proposition 5.10. Let M = (, , B ) be a mapping, Ks a KB over  , and Kt a KB over
M, then Kt is a universal UCQ-solution for Ks under M.

. If Kt is a universal solution for Ks under

Proof. Let Kt be a universal solution for Ks = S , As under M and q a UCQ over .
First, we show cert(q, S ∪ B , As ) ⊆ cert(q, Kt ). Assume J is a model of Kt . Since Kt is a solution for Ks under M,
there exists a model I of Ks such that (I , J ) |= B . Let H be the interpretation of  ∪ deﬁned as the union of I and J ,
that is, H = H , ·H , H = I ∪ J , aH = aI for each a ∈ N a such that aI is deﬁned, A H = A I for each concept name
A ∈  , A H = A J for each concept name A ∈ , P H = P I for each role name P ∈  , and P H = P J for each role name
P ∈ . Then H is a model of S ∪ B , As . Suppose a ∈ cert(q, S ∪ B , As ), it implies H |= q(
a). Next, as q is a target query,
we have that J |= q(
a). Given that J is an arbitrary model of Kt , we conclude that a ∈ cert(q, Kt ).
Now, we show cert(q, Kt ) ⊆ cert(q, S ∪ B , As ). Let H be a model of S ∪ B , As . From H we can construct interpretations I and J of  and , respectively, such that H is the union of I and J . Then I is a model of Ks and (I , J ) |= B .
Since Kt is a universal solution for Ks under M, it follows that J is a model of Kt . Suppose a ∈ cert(q, Kt ), it implies that
J |= q(a), and since q is a target query, and J and H agree on the constants and target symbols, it follows that H |= q(a).
Given that H is an arbitrary model of S ∪ B , As , we have that a ∈ cert(q, S ∪ B , As ). 2
However, the converse direction of Proposition 5.10 does not hold, as shown in the following example.
Example 5.11. Let Ks , M and Kt be as in Example 5.2. As pointed out in that example, Kt is not a universal solution for
Ks under M. However, it is easy to see that Kt is a universal UCQ-solution for Ks under M. 2
Notably, the previous example also shows that, as opposed to universal solutions, universal UCQ-solutions can have
non-trivial TBoxes. As a consequence of this, we obtain that universal UCQ-solutions can be smaller than universal solutions,
as there is no need to materialize all facts (since they can be derived using the target TBoxes).
In the following example, we show that there are cases where universal solutions do not exist but universal
UCQ-solutions do. More precisely, we focus on the two cases provided in Example 5.5, and show that certain inﬁnite
chains that cannot be encoded in a universal solution can be ﬁnitely represented if the more relaxed notion of universal
UCQ-solution is considered, and also show that disjointness axioms in the source or the mapping do not have any impact
on universal UCQ-solutions.
Example 5.12. Let M = (, , B ), where  = { A , R }, = { Q }, and B = { R  Q }. Furthermore, assume that Ks = S , As ,
where As = { A (a)} and S = { A  ∃ R , ∃ R −  ∃ R }. It can be veriﬁed that KB Kt = T , At , where T = {∃ Q −  ∃ Q } and
At = {∃ Q (a)}, is a universal UCQ-solution for Ks under M, as the aforementioned inﬁnite chain (cf. Example 5.5) can be
ﬁnitely represented by combining ∃ Q (a) with ∃ Q −  ∃ Q . 2
Example 5.13. Now let M = (, , B ) be deﬁned as in Example 5.1. Moreover, assume that Ks = S , As , where S = { A 
¬ B } and As = { A (a), B (b)}, and assume that At = { A  (a), B  (b)}. In Example 5.6, we show that At is not a universal solution
for KB Ks under M. On the other hand, it can be shown that At is a universal UCQ-solution for Ks under M. In fact, this
holds independently of whether the unique name assumption is employed. 2
From the previous examples, we conclude that:
Proposition 5.14. There exists a mapping M = (, , B ) and a KB Ks = S , As over  such that, there is no universal solution for
Ks under M, but there exists a universal UCQ-solution for Ks under M.
Unfortunately, we show in the following example that there are cases where universal UCQ-solutions do not exist.

= { Q } and B = { R  Q , S  Q }. Moreover, let Ks = S , As ,
Example 5.15. Let M = (, , B ), where  = { A , R , S },
where S = { A  ∃ R , ∃ R −  ∃ R } and As = { A (a), S (a, b)}. Then the projection over
of the canonical model of S ∪ B , As
can be depicted as follows:
projection of
uni (S ∪ B , As ) over
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In this case, the basic requirement for a KB Kt = T , At to be a universal UCQ-solution for Ks under M is that At
contain {∃ Q (a), Q (a, b)}. Thus, the approach in Example 5.12 to obtain a universal UCQ-solution cannot work, as having
the axiom ∃ Q −  ∃ Q in T would also make the query ∃x. Q (b, x) evaluate to true over Kt , while it evaluates to false over
S ∪ B, As . In general, a universal UCQ-solution for Ks under M does not exists, as every KB Kt = T , At over with
{∃ Q (a), Q (a, b)} ⊆ At is not a universal UCQ-solution for Ks under M. 2
We conclude this section by showing that, as in the case of universal solutions, there are some cases where only universal
UCQ-solutions of exponential size exists.
Example 5.16. There exists a family of mappings {Mn = ( n , n , Bn )}n≥1 and a family of KBs {Kns }n≥1 such that every Kns
n
is deﬁned over  n (n ≥ 1), and the smallest universal UCQ-solution for Kns under Mn is of size 2 (|Mn |+|Ks |) .
n
n
n
n
Indeed, let n ≥ 1 be a natural number. Then mapping M = ( , , B ) is deﬁned as follows:

 n = { A } ∪ { R ki | i ∈ {1, . . . , n}, k ∈ {0, 1}} ∪ { S 0 , S 1 },
n
= { Q k | k ∈ {0, 1}}
n
B = { R ki  Q k | i ∈ {1, . . . , n}, k ∈ {0, 1}} ∪ { S k  Q k | k ∈ {0, 1}}.
Moreover, knowledge base Kns is deﬁned as S n , Ans , where S n is deﬁned as:
−

{ A  ∃ R k1 | k ∈ {0, 1}} ∪ {∃ R ki  ∃ R i +1 | i ∈ {1, . . . , n − 1}, k ∈ {0, 1} and  ∈ {0, 1}},
and Ans is deﬁned as { A (a), S 0 (b, c ), S 1 (d, e )}, where a, b, c , d, e are pairwise distinct constants.
For every n ≥ 1, a universal solution Ant for Kns under Mn exists. This universal solution Ant consists of membership
assertions Q 0 (b, c ), Q 1 (d, e ) together with an edge-labeled full binary tree of depth n (that contains 2n leaves). As in the
case of Example 5.9, the root of this tree is a, the label of each edge is one of the role names Q k (k ∈ {0, 1}), and the tree
contains labeled nulls in every node except for the root.
In this case, there exist no universal UCQ-solution distinct from the universal solutions for Kns under Mn , as each of
the non-trivial axioms over n = { Q 0 , Q 1 } combined with Ant would produce more certain answers to some queries than
S n ∪ Bn combined with Ans . Hence, as in the case of Example 5.9, we can conclude that Ant is the smallest universal
UCQ-solution for Kns under Mn , from which our initial claim follows. 2
5.3. UCQ-representations
In this section, we discuss several simple examples explaining various cases when a UCQ-representation exists and when
it does not. We start by showing how the existence of UCQ-representations depends on the shape of the mappings. In the
following example, we consider signatures consisting of concept names only, and TBoxes and mappings containing only
positive axioms (i.e., no disjointness axioms).
Example 5.17. Assume that M = (, , B ), where  = { A , B , C } and
the following cases for TBox B .

= { A  , B  , C  }. Moreover, let S = { A  B }. Consider

(1) If B = { B  B  }, then there exists no UCQ-representation: take ABox As = { A (a)}, then query q = B  (a) evaluates to true
over S ∪ B , As . However, for every target TBox T , q evaluates to false over T ∪ B , As .
(2) If B = { A  A  , B  B  }, then, as expected, T = { A   B  } is a UCQ-representation of S under M.
(3) If B = { A  A  , B  B  , A  C  }, then there exist several UCQ-representations: T = { A   B  }, T  = {C   B  } and their
combination.
(4) If B = { A  A  , B  B  , C  A  }, then there exists no UCQ-representation: on one hand, if a target TBox contains A   B  ,
then for As = {C (c )}, q = B  (c ) evaluates to true over T ∪ B , As and to false over S ∪ B , As . On the other hand, if a
target TBox does not imply A   B  , then for As = { A (a)}, q = B  (a) evaluates to true over S ∪ B , As and to false over
T ∪ B , As .
(5) If B = { A  A  , B  B  , A  C  , C  A  }, then T  = {C   B  } is a UCQ-representation of S under M. Note that T =
{ A   B  } is not a UCQ-representation of S under M for the same reason as explained in item (4) above. 2
Roughly speaking, the previous example illustrates that there exists no UCQ-representation when the mapping is underspeciﬁed for the source concepts, as in (1) where A is not mapped to anything, or the mapping is overspeciﬁed for the
target concepts, as in (4) where A  is the image of two source concepts. A “good” mapping is a mapping that is overspeciﬁed
for the source concepts, as in (3) where A is mapped to two distinct target concepts and it is possible to construct two
incomparable UCQ-representations.
In the next example, we also consider roles in the signatures. This example shows that in some cases to ensure the
existence of a UCQ-representation, it is necessary to map a complete role, that is, it must appear in a role inclusion in the
mapping.
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Example 5.18. Assume that M = (, , B ), where  = { A , R } and
following cases for TBox B .

27

= { A  , R  , B  }. Moreover, let S = { A  ∃ R }. Consider the

exists no UCQ-representation of S under M: take As = { A (a)} and a Boolean
(1) If B = { A  A  , ∃ R − B  }, then there

target query q = ∃x. A  (a) ∧ B  (x) . Then q evaluates to true over S ∪ B , As . Let us consider two target TBoxes T such
that q also evaluates to true over T ∪ B , As :
(a) T = { A   B  }. Then for the query q = B  (a), it holds that T ∪ B , As |= q , while S ∪ B , As |= q . Hence T is not
a UCQ-representation.
−
(b) T = { A   ∃ R  , ∃ R   B  }. Then for the query q = ∃x. R  (a, x), it holds that T ∪ B , As |= q , while S ∪ B , As |= q .
Hence T is not a UCQ-representation.
−
(2) If B = { A  A  , ∃ R −  B  , R  R  }, then, as opposed to the previous case, T = { A   ∃ R  , ∃ R   B  } is a UCQ-representation of S under M. 2
Finally, we provide an example involving disjointness axioms in the mapping. Now we will, however, ﬁx the mapping,
and see how the shape of UCQ-representations depends on the shape of the source TBox.
Example 5.19. Assume M = ({ A , B , C }, { A  , B  }, B ), where B = { A  A  , B  B  , C  ¬ A  }. In the following, to better illustrate
the structure of TBoxes and mappings, we use a graphical notation in which basic concepts are represented as nodes in a
graph, and we use different types of directed edges: (
) unlabeled edges to represent inclusion assertions between basic
concepts, (
) unlabeled “wavy” edges to represent assertions in the mapping. The barred arrows represent disjointness
axioms.
If S = { A  B }, then TBox T = { A   B  } is a UCQ-representation of S under M. First, notice that
every source ABox As is consistent with S . It should be clear that for every As = { X (a)} for
X ∈ { A , B , C } or As = { B (a), C (a)}, As is consistent with S ∪ B , and
(1) cert(q, S ∪ B , As ) = cert(q, T ∪ B , As ) for each UCQ q.
Consider now As = { A (a), C (a)}, then As is not consistent with S ∪ B (in fact, As is not consistent
already with B ), so cert(q, S ∪ B , As ) = AllTup(q) for each UCQ q. On the other hand, As is not
consistent with T ∪ B either, so as well, cert(q, T ∪ B , As ) = AllTup(q) for each UCQ q.
If S = { B  A }, then similarly to the previous case, TBox T = { B   A  } is a UCQ-representation of S
under M, but now it is a bit more involved. Namely, in this case ABox As = { B (a), C (a)} is not
(2)
consistent with S ∪ B , but consistent with B alone. But As is not consistent with T ∪ B due to the
axiom B   A  in T . So cert(q, S ∪ B , As ) = cert(q, T ∪ B , As ) for each ABox As and UCQ q
over .

= {B

 ¬ A  } is a UCQ-representation of

B

B

A

A

C
C
A

A

B

B

A

A

If S = { B  C }, then TBox T
S under M. This case is in
(3) some sense the opposite of (2). Consider ABox As = { A (a), B (a)}, then As is inconsistent with S ∪ B .
Now the fact that As is inconsistent with T ∪ B is achieved with the disjointness axiom B   ¬ A 
in T .

C

If S = { A  C }, then TBox T = { A   ¬ A  } is a UCQ-representation of S under M. Observe, that
every ABox As such that A (a) ∈ As for some constant a is inconsistent with S ∪ B . So the axiom
(4) 
A  ¬ A  in T assures that every such As is also inconsistent with T ∪ B . One the other hand, it is
easy to see that for every source ABox that does not contain assertions of the form A (a), the required
condition is satisﬁed.

C

B

B

A

A

B

B

2

Notice that in the previous example, the source TBox always contains exactly one inclusion of concept names, and
depending on the concepts involved in it, this inclusion needs to be represented either by another inclusion of concept
names, or by a disjointness axiom.
It is worth mentioning that in Section 7.1, Example 7.4 illustrates a case with disjointness axioms in the mapping where
a UCQ-representation does not exist.
5.4. Comparison of solutions
Out of the three notions of solution discussed in the previous sections, none of them could be considered as the preferred
one in all possible scenarios. Each one of them has its strengths and its weaknesses, which can be summarized as follows.
Universal solutions are the preferred translations if one is interested in preserving logical correctness of the knowledge
stored in the target KB, as these solutions are the most precise model-theoretical translations. However, they present several
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limitations from the practical point of view: (i) if one considers extended ABoxes, then universal solutions can be of exponential size; (ii) universal solutions are sensitive to presence of disjointness axioms: in some cases one disjointness axiom is
enough to ruin existence of a universal solution (see Example 5.6); and (iii) universal solutions are sensitive to whether the
UNA is employed or not: there are examples when a universal solution exists under the UNA, but it does not exist without
the UNA. This is illustrated, e.g., in Example 5.13.3
Universal UCQ-solutions are the preferred translations if one considers a scenario where the main reasoning task is
query answering over the target KB. In this scenario, universal UCQ-solutions behave better than universal solutions, in
particular they overcome the last two limitations of universal solutions mentioned in the previous paragraph. Besides,
universal UCQ-solutions are, in general, more succinct than universal solutions (although in the worst case can be of the
same size).
Finally, in a scenario where data is changing, or it is not known, and where the main reasoning task is query answering,
UCQ-representations immediately stand out with their nice computational properties: it is shown in Section 7 that their
existence is decidable in polynomial time, and their size is bound by a polynomial as they are TBoxes. Moreover, when a
UCQ-representation exists, one has a straightforward polynomial-time algorithm for computing universal UCQ -solutions of
polynomial size.
6. Complexity results on existence and membership of universal solutions
In this section, we study the membership and non-emptiness problems for universal solutions, in the cases where such
solutions are required to be (simple) KBs, see Section 6.2, and where they are allowed to be extended KBs (i.e., nulls are
allowed in the ABoxes), see Sections 6.3 and 6.4. We start by presenting in Section 6.1 a characterization of universal
solutions in DL-LiteR .
6.1. Characterization of universal solutions
We deﬁne the notion of -safeness required to deal with disjointness axioms in the source KB and mapping. Assume
that M = (, , B ) is a mapping and Ks = S , As is a KB over  . Let K = S ∪ B , As and let uni (K) be the canonical
model of K. We say that an element o ∈ uni (K) is -invisible if

o∈
/ Na

and

t

uni (K)

(o) = ∅.

Then a basic concept B over  is said to be safe in uni (K) if for every o ∈ B uni (K) , o is -invisible. Intuitively, safeness for
B means no constant “associated” with B and no target concept “associated” with B via S and B can be mentioned in the
target; in Example 5.6 neither A nor B is safe in uni (S ∪ B , As ). Furthermore, a pair of basic concepts ( B , C ) is said to
be safe if B or C is safe. Intuitively, if a pair ( B , C ) is not safe and ( B  ¬C ) ∈ S , then universal solutions cannot exist, as
explained in Example 5.6. Similarly, we say that a basic role R over  is safe in uni (K) if for every (o, o  ) ∈ R uni (K) , either
o or o is -invisible. Then, a pair of basic roles ( R , Q ) is safe in uni (K) if (1) R or Q is safe in uni (K), and (2) for every
(o, o ) ∈ R uni (K) and (o, o ) ∈ Q uni (K) , either o or o is -invisible.
Deﬁnition 6.1. Ks = S , As is
(cs)
(rs)
(ce)
(re)

-safe with respect to M = (, , B ) if

each pair of concepts ( B , C ) is safe in uni (S ∪ B , As ), whenever ( B  ¬C ) ∈ S ,
each pair of roles ( R , Q ) is safe in uni (S ∪ B , As ), whenever ( R  ¬ Q ) ∈ S ,
B uni (S ∪B,As ) = ∅, for each basic concept B such that ( B  ¬ B  ) ∈ B ,
R uni (S ∪B,As ) = ∅, for each basic role R such that ( R  ¬ R  ) ∈ B .

Note that if Ks and B do not contain disjointness axioms, Ks is trivially -safe with respect to M.
We also deﬁne the canonical model of an extended ABox A. Without loss of generality we may assume that A contains
only membership assertions with atomic concepts and roles. Denote by null(A) the set of labeled nulls occurring in A. Then
the canonical model uni (A) is deﬁned as follows:

uni (A) = ind(A) ∪ null(A),
auni (A) = a, for a ∈ ind(A),

A uni (A) = {a ∈ ind(A
 ) ∪ null(A) | A (a) ∈ A
 },

P uni (A) = {(a, b) ∈ ind(A) ∪ null(A) × ind(A) ∪ null(A) | P (a, b) ∈ A}.

Now, we are ready to provide a characterization of universal solutions, where we already take into account Proposition 5.3, and therefore consider only target ABoxes as universal solutions. The proof can be found in the appendix.
Lemma 6.2. An (extended) ABox At over
following conditions hold:

3

is a universal solution for a KB Ks = S , As under a mapping M = (, , B ) iff the

Note that standard reasoning and conjunctive query answering in DL-LiteR is not sensitive to the presence of the UNA.
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Ks is -safe with respect to M;
uni (At ) is -homomorphically equivalent to uni (Ksb ), for Ksb = S ∪ B , As .

(safe)
(hom)

Below we show how checking whether a concept is safe can be done in NLogSpace by using TBox reasoning in DLLiteR [61]. The proof can be extended to show that condition (safe) can also be checked in NLogSpace.
Proposition 6.3. Given a KB K, it can be decided in NLogSpace whether a basic concept B is safe in uni (K).
Proof. Checking whether B is safe in uni (K), for K = O , A , amounts to verifying whether (i) K |= B (a) for each a ∈ ind(A),
and (ii) for each role R such that w [ R ] ∈ gen (K) and O |= ∃ R −  B, it holds that O |= ∃ R −  B  for each basic concept
B  over . Then, given a role R, we can verify whether w [ R ] ∈ gen (K) in NLogSpace as follows. We use an algorithm for
directed graph reachability, in a graph where the nodes are taken from the union of ind(K) and { w [ S ] | S is a role in K}, and
the edges correspond to the generating relation ;K (cf. Section 3.2, the deﬁnition of the canonical model). Starting from
some a ∈ ind(K), we “follow” a sequence of roles R 1 , . . . , R n = R (with n ≥ 1) in such a way that, when we “guess” R 1 we
check whether a ;K w [ R 1 ] , and when, while “remembering” R i , i > 0, we “guess” R i +1 , we check whether w [ R i ] ;K w [ R i+1 ] ,
and “forget” R i . 2
As for condition (hom), we show how to check it in Section 6.2 for simple universal solutions, i.e., when we consider only
simple target ABoxes, and in Section 6.3 for extended universal solutions, i.e., when we consider extended target ABoxes.
Next, we provide a characterization of the cases when a universal solution exists.
Lemma 6.4. Let M = (, , B ) be a mapping, and Ks = S , As a KB over  . Then, a universal solution with extended ABoxes for
Ks under M exists iff the following conditions hold: (safe) and
uni (Ksb ) is

(core)

-homomorphically embeddable into a ﬁnite subset of itself, for Ksb = S ∪ B , As .

Proof. (⇐) Let At be an ABox over
such that uni (At ) is a ﬁnite subset of uni (Ksb ) and there exists a -homomorphism
h from uni (Ksb ) to uni (At ). Then, uni (At ) is trivially homomorphically embeddable into uni (Ksb ). Since, Ks is -safe with
respect to M, by Lemma 6.2, we obtain that At is a universal solution for Ks under M.
(⇒) Let At be a universal solution for Ks under M. By Lemma 6.2, it follows that Ks is -safe with respect to M
and that uni (At ) is -homomorphically equivalent to uni (Ksb ). Let h be a homomorphism from uni (At ) to uni (Ksb ), and
h(uni (At )) the image of h. Then, h(uni (At )) is a ﬁnite subset of uni (Ksb ), moreover it is homomorphically equivalent to
uni (At ) and to uni (Ksb ). Therefore, uni (Ksb ) is -homomorphically embeddable to a ﬁnite subset of itself. 2
It follows from the proof of Lemma 6.4 that the ABox At corresponding to the ﬁnite subset uni (At ) of uni (Ksb ) in
condition (core) is a universal solution. Hence, if we additionally require in condition (core) that the ﬁnite subset uni (At )
does not contain anonymous individuals, we obtain a characterization for universal solutions with simple ABoxes.
We introduce some additional notation needed in this section. For a KB K and a ∈ ind(K) deﬁne gena (K) to be an
interpretation obtained from gen (K) by restricting it to the domain {a} ∪ wit(K) and removing (a, a) from the interpretation
P gen (K) of every role name P . We denote by unia (K) the unraveling of gena (K). Observe that unia (K) = {aσ | aσ ∈ uni (K) }
and that unia (K) is a tree structure.
6.2. Universal solutions with simple ABoxes
In this section, we show that both the membership and the non-emptiness problems for universal solutions without null
values are PTime-complete.
We start with tackling the membership problem: we are given a mapping M = (, , B ), a source KB Ks = S , As ,
and a simple target ABox At , and the question to decide is whether At is a universal solution for Ks under M. By
Lemma 6.2, it is suﬃcient to check conditions (safe) and (hom). The former condition does not depend on At and can
be checked in polynomial time. As for the latter condition, denote by Ksb the KB S ∪ B , As . First, checking the existence
of a -homomorphism from uni (At ) to uni (Ksb ) for a simple ABox At amounts to checking,

t

uni (At )

(a) ⊆ t

uni (Ksb )

(a)

and

uni (At )

r

uni (Ksb )

(a, b) ⊆ r

Second, a necessary condition for the existence of a

t

uni (Ksb )

(a) ⊆ t

uni (At )

(a)

and

uni (Ksb )

r

(a, b)

for all a, b ∈ ind(At ).

(2)

-homomorphism in the opposite direction, is that

(a, b) ⊆ t

uni (At )

(a, b)

for all a, b ∈ ind(As ).

(3)

Clearly, these two conditions can be checked in PTime. In addition, we need to check for each a ∈ ind(As ), whether the
tree unia (Ksb ) can be -homomorphically mapped to uni (At ). To do so, we make use of inﬁnite reachability games on
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Fig. 4. Example of a game: a) the game arena Aa , b) projection of uni (K) over  , c) uni (A).

graphs [62]. Speciﬁcally, we show how this problem can be reduced to the problem of existence of a winning strategy
for Duplicator in a reachability game, known to be solvable in polynomial time. For a short introduction to (reachability)
games, we refer to Section B.6. Below we show how to construct the game G c for a KB K, an ABox A, a signature  , and
c ∈ ind(K).
The reachability game G c = (Ac , F c ) is formally deﬁned as follows: Ac = (S, D, T) is the game arena, where S and D
are respectively the sets of Spoiler and Duplicator states deﬁned next, and T is the transition relation deﬁned below; F c
is the winning condition, i.e., the set of states that Spoiler wants to reach. Each state in S has the form (u → a) with
gen (K)

uni (A)

t
(u ) ⊆ t
(a), while each state in D has the form (a, u ; u  ) with u ;K u  , where u , u  ∈ genc (K) and a ∈ ind(A).
Intuitively, the game proceeds as follows. Duplicator tries to construct a  -homomorphism from the tree unic (K) to uni (A),
and Spoiler attempts to fail him by ﬁnding a path in unic (K) that does not have a homomorphic image in uni (A), given
the partial homomorphism constructed so far. Spoiler starts in (u 0 → a0 ) for u 0 = a0 = c if (c → c ) ∈ S, which corresponds
to mapping c to c, and at each of his turns chooses a successor u i +1 of u i in gena (K): the “challenge” represented by
the state (ai , u i ; u i +1 ). Then Duplicator tries to ﬁnd a constant ai +1 ∈ ind(A) that could be the image of the “challenged”
genc (K)

element u 0 · · · u i +1 of unic (K), i.e., he chooses a state (u i +1 → ai +1 ) such that r
gen (K)

uni (A)

(u i , u i +1 ) ⊆ r

(ai , ai +1 ). Note that,

if r c
(u i , u i +1 ) is empty, then Duplicator can respond with any ai +1 such that (u i +1 → ai +1 ) is a Spoiler state, even if
ai +1 is not connected to ai in uni (A). Duplicator loses if he cannot ﬁnd where to map the challenged element, i.e., for all
gen (K)

uni (A)

ai +1 ∈ uni (A) we have that either r c
(u i , u i +1 )  r
(ai , ai +1 ) or (u i +1 → ai +1 ) is not a state in S. In other words,
the game reaches a “dead-end” of Duplicator, i.e., (ai , u i ; u i +1 ) ∈ F c . Otherwise, the game can reach a dead-end of Spoiler,
or continue forever avoiding the dead-ends of Duplicator, hence Duplicator wins. Note that, if (c → c ) ∈
/ S, then we assume
that Spoiler “wins” the game immediately.
Formally, we deﬁne T and F c as follows:




(u → a), (a, u ; u  ) | (u → a) ∈ S and (a, u ; u  ) ∈ D ∪



gen (K)
uni (A)
(a, u ; u  ), (u  → a ) | (a, u ; u  ) ∈ D, (u  → a ) ∈ S, and r c (u , u  ) ⊆ r
(a, a )


gen (K)
uni (A)
F c = (a, u ; u  ) | (u  → a ) ∈
/ S or r c (u , u  )  r
(a, a ), for all a ∈ uni (A) .
T =

Notice that the size of Ac is O (|genc (K)| × |A|), and that Ac and F c can be directly computed according to their deﬁnition
in time that is linear in their size.
We illustrate such games in the following example.
Example 6.5. Assume  = { R  , S  , Q  }, K = O , {∃ R (a), ∃ S (a)} , where O = {∃ R −  ∃ R , ∃ S −  ∃ Q , ∃ Q −  ∃ S , R  R  ,
S  S  , Q  Q  }, and A = { R  (a, a), S  (a, b), Q  (b, b)}. Then F a = {(b, w [ Q ] ; w [ S ] )}, and the game arena Aa can be depicted as in Fig. 4(a), where the Duplicator states are shown as ovals and the Spoiler states are shown as boxes (we ignore
the states that are not reachable from (a → a)). In Fig. 4(b) and (c), we show the projection over  of uni (K) and uni (A),
respectively.
The game starts in state (a → a), which corresponds to setting the homomorphic image of a ∈ unia (K) to a ∈ uni (A) .
Then Spoiler can choose one of the two successors of a in gena (K): either w [ R ] or w [ S ] . If he chooses w [ R ] , it means he
moves to the state (a, a ; w [ R ] ). Now, Duplicator has to respond by ﬁnding where in uni (A) to map aw [ R ] : he can map it
only to a (note the role labels), so he moves to ( w [ R ] → a). In this manner, the two players have to continue forever moving
between the states (a, w [ R ] ; w [ R ] ) and ( w [ R ] → a), which corresponds to mapping all elements of the form aw [ R ] · · · w [ R ] ∈
unia (K) to a ∈ uni (A) . Thus, this play is inﬁnite: (a → a) · (a, a ; w [ R ] ) · ( w [ R ] → a) · (a, w [ R ] ; w [ R ] ) · ( w [ R ] → a) · · · and it
is a win for Duplicator.
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Fig. 5. Example of a game: a) the game arena Aa , b) projection of uni (K) over  , c) uni (A).

Instead, if Spoiler at his ﬁrst move chooses the successor w [ S ] of a, hence moves to the state (a, a ; w [ S ] ), the game ﬁnishes soon in a dead-end of Duplicator. Hence, the second play is ﬁnite: (a → a) · (a, a ; w [ S ] ) · ( w [ S ] → b) · (b, w [ S ] ; w [ Q ] ) ·
( w [ Q ] → b) · (b, w [ Q ] ; w [ S ] ), and it is a win for Spoiler, since the game reaches a state in F a . 2
Having constructed the game G c = (Ac , F c ), we prove that verifying whether unic (K) can be  -homomorphically mapped
gen (K)

to uni (A) reduces to checking whether both (c → c ) is a state in the game arena Ac (i.e., t
cator has a winning strategy in G c from (c → c ).

uni (A)

(c ) ⊆ t

(c )) and Dupli-

Lemma 6.6. Let K be a KB, A an ABox, and  a signature. There exists a  -homomorphism from uni (K) to uni (A) iff
uni (K)

uni (A)

(abox1) r
(a, b) ⊆ r
(a, b), for all a, b ∈ ind(K);
(win)
(c → c ) is a state in Ac and Duplicator has a winning strategy in G c = (Ac , F c ) from (c → c ), for each c ∈ ind(K).
gen (K)

uni (A)

(a) ⊆ t
(a) for each
Proof. (⇒) Suppose h is a  -homomorphism from uni (K) to uni (A): clearly, (abox1), and t
a ∈ ind(K) hold. Let c ∈ ind(K), then (c → c ) is a state of Ac . We describe a winning strategy f for Duplicator in G c from
(c → c ). Let π = (u 0 → a0 ) · (a0 , u 0 ; u 1 ) · · · (uk → ak ) · (ak , uk ; uk+1 ) be a ﬁnite sequence of states in Ac , where k ≥ 0,
u 0 = a0 = c, and ai ∈ ind(A), u i ∈ genc (K) for i ≥ 1. Then we set f (π ) = (uk+1 → h(cu 1 · · · uk+1 )). Note that by construction
of T, cu 1 · · · uk+1 is an element of unic (K) , and since h is deﬁned for uni (K) , it follows that f is deﬁned for each possible
sequence π . Moreover, f (π ) is never a dead-end of Duplicator. Hence each play, either ends in a dead-end of Spoiler (i.e.,
Spoiler is in a leaf of the tree in uni (K)), or continues inﬁnitely long avoiding visits to the dead-ends of Duplicator. In any
case Duplicator wins.
gen (K)

uni (A)

(a) ⊆ t
(a), for each a ∈ ind(K)). Given c ∈
(⇐) Assume that both (abox1) and (win) hold (in particular, t
ind(K), we construct a  -homomorphism hc from the tree unic (K) to uni (A). Let f be a winning strategy of Duplicator from
(c → c ). Let π = (u 0 → a0 ) · (a0 , u 0 ; u 1 ) · · · (uk → ak ) · (ak , uk ; uk+1 ) · · · be a play conforming with f , where u 0 = a0 = c,
u i ∈ genc (K) , and ai ∈ ind(A). Then Duplicator wins π , and either

π = (u 0 → a0 ) · (a0 , u 0 ; u 1 ) · · · (uk → ak ) is a ﬁnite play, k ≥ 0, and (uk → ak ) is a dead-end of Spoiler. In this case, we
set hc (cu 1 · · · u i ) = ai , for 0 ≤ i ≤ k.
– π is an inﬁnite play such that no state from F c occur in it. In this case, we set hc (cu 1 · · · u i ) = ai , for i ≥ 0.
–

The function hc is well deﬁned for all elements in unic (K) , and one can verify that it is a  -homomorphism from unic (K)
to uni (A). Finally, we deﬁne a  -homomorphism from uni (K) to uni (A) as the union of hc , for each c ∈ ind(K). 2
The example below illustrates the presented reduction.
Example 6.7. Assume  = { R  , Q  }, K = O , {∃ R (a), ∃ S (a)} , where O = {∃ S −  ∃ R, ∃ R −  ∃ Q , ∃ Q −  ∃ Q , R  R  , S  R  ,
Q  Q  } and A = { R  (a, a), R  (a, b), Q  (b, b)}. Then F a = {(b, w [ S ] ; w [ R ] ), (a, w [ R ] ; w [ Q ] )}. In Fig. 5 we depict the game
arena Aa and a  -homomorphism h from uni (K) to uni (A). Observe that in the game G a Spoiler does not have a winning
strategy from (a → a), because there is a way for Duplicator to play (inﬁnitely) so that the game never reaches F a . It is not
diﬃcult to see that such strategy of Duplicator can be used to deﬁne the homomorphism h, and vice versa. 2
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Finally, combining Lemma 6.2 and Lemma 6.6, and considering that (win) in Lemma 6.6 can be checked in polynomial
time (see Section B.6), we obtain that the membership problem for universal solutions with simple ABoxes is in PTime.
Below we show the matching lower bound.
Lemma 6.8. Given a KB Ks = S , As , a mapping M, and a simple target ABox At , checking whether At is a universal solution for
Ks under M is PTime-hard.
Proof. The proof is inspired by one in [30], but makes use of a reduction from the Circuit Value problem, known to be
PTime-complete [63, Theorem 8.1], instead of a reduction from the Horn Satisﬁability problem. Given a monotone Boolean
circuit C consisting of a ﬁnite set of assignments to Boolean variables P 1 , . . . , P n of the form P i = 0, P i = 1, P i = P j ∧ P k ,
j , k < i, or P i = P j ∨ P k , j , k < i, where each P i appears on the left-hand side of exactly one assignment, check whether the
value P n is 1 in C .
We ﬁx signatures  = { P (·), L (·, ·), R (·, ·)} and = { L  (·, ·), R  (·, ·)}. Let a1 , . . . , an ∈ N a , and consider

As = { P (an )} ∪ { L (ai , ai ), R (ai , ai ) | P i = 1 in C } ∪ { L (ai , a j ), R (ai , ak ) | P i = P j ∧ P k in C }

∪ { L (ai , a j ), R (ai , a j ), L (ai , ak ), R (ai , ak ) | P i = P j ∨ P k in C }
S = { P  ∃ L , P  ∃ R , ∃ L −  P , ∃ R −  P },

B = {L  L , R  R  }

At = { L  (ai , a j ) | L (ai , a j ) ∈ As } ∪ { R  (ai , a j ) | R (ai , a j ) ∈ As }
Note that  , , S , and B do not depend on C , which is encoded by At only. Hence, the reduction provides a lower bound
for data complexity [64]. In the appendix we show that the value of P n in C is 1 if and only if At is a universal solution for
Ks = S , As under M = (, , B). 2
Example 6.9. For a circuit C containing assignments P 1 = 1, P 2 = 1, P 3 = 0, P 4 = P 1 ∧ P 2 , and P 5 = P 3 ∨ P 4 , we depict
the projections over
of unia5 (S ∪ B , As ) and uni (At ):
a5

unia5 (S ∪ B , As )

L

a5 w [ L ]

L

a5

R

R

a5 w [ R ]

L

L, R 

R
a3

a5 w [ L ] w [ L ]

a5 w [ L ] w [ R ]

a5 w [ R ] w [ L ]

a5 w [ R ] w [ R ]

uni (At )

L, R 
L
a1

L, R 

a4

R
a2

L, R 

We explain why the value of P 5 in C is 1 if and only if there is a -homomorphism h from an inﬁnite binary tree unia5 (S ∪
B, As ) to a ﬁnite tree with loops on the leaves uni (At ). First, h(a5 ) = a5 . Then, a5 has two successors in unia5 (S ∪ B, As ),
a5 w [ L ] and a5 w [ R ] , that could be mapped either to a3 or to a4 . Intuitively, this corresponds to the fact that P 5 = P 3 ∨ P 4 ,
therefore in order for the value of P 5 to be 1, at least one of P 3 , P 4 should evaluate to 1. The former option is not good
because the value of P 3 is 0 and a3 has no successors. Therefore we map both a5 w [ L ] and a5 w [ R ] to a4 : h(a5 w [ L ] ) =
h(a5 w [ R ] ) = a4 . Intuitively, this corresponds to the fact that the value of P 4 is 1. Let σ be a5 w [ L ] or a5 w [ R ] . Then σ w [ L ] has
to be mapped to a1 and σ w [ R ] has to be mapped to a2 . This corresponds to the fact that P 4 = P 1 ∧ P 2 , therefore in order
for the value of P 4 to be 1, the values of both P 1 and P 1 should be 1. Finally, since the values of P 1 and P 2 are, in fact, 1,
there are loops on a1 and a2 labeled with L  and R  . So, all successors of σ w [ L ] and σ w [ R ] can be mapped to a1 and a2 ,
respectively. 2
Theorem 6.10. The membership problem for universal solutions with simple ABoxes is PTime-complete.
We conclude this section by addressing the non-emptiness problem. It follows from what is observed after Lemma 6.4
that there exists a universal solution for Ks under M that is a simple ABox iff the (simple) ABox At over
is a universal
solution for Ks under M, where At satisﬁes equations (2) and (3). Obviously, we can construct the required At in PTime,
then it remains to check if it is a universal solution. Moreover, we can adapt the reduction in Lemma 6.8 above to show
that the PTime bound is tight. We obtain the following result.
Theorem 6.11. The non-emptiness problem for universal solutions with simple ABoxes is PTime-complete. Moreover, there is an effective algorithm to compute a universal solution in polynomial time.
6.3. The membership problem for universal solutions with extended ABoxes
In this section, we study the membership problem for universal solutions when extended ABoxes are allowed in the
target, and show that it is NP-complete.
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Assume given a mapping M = (, , B ), a KB Ks = S , As over  , and an extended ABox At over , and let K =
S ∪ B, As . In this setting, existence of -homomorphism from uni (K) to uni (At ) can be still checked in PTime using
the technique of reachability games presented in Section 6.2 (note that for homomorphisms in this direction, there is no
distinction made between the constants and the labeled nulls in At ). Instead, existence of a -homomorphism in the
opposite direction cannot be checked eﬃciently due to the nulls in At . In fact, we show now that the membership problem
for universal solutions with extended ABoxes is NP-hard in data complexity.
Lemma 6.12. Given a KB Ks = S , As , a mapping M, and an extended target ABox At , checking whether At is a universal solution
for Ks under M is NP-hard.
Proof sketch. The proof is by reduction from 3-colorability of undirected graphs, known to be NP-hard. Consider an undirected graph G = (V, E), which we view as a symmetric directed graph, and ﬁx signatures  = { E (·,·)} and
= { E  (·,·)}.
Further, let r , g , b ∈ N a , V ⊆ Nl and

As = { E (r , g ), E ( g , r ), E (r , b), E (b, r ), E ( g , b), E (b, g )},
S = {},
B = { E  E  },







At = { E (r , g ), E ( g , r ), E (r , b), E (b, r ), E ( g , b), E (b, g )} ∪ { E (x, y ) | (x, y ) ∈ E}.
Note that the vertices in G become labeled nulls in At . In the appendix we show that G is 3-colorable if and only if At is
a universal solution for Ks = S , As under M = (, , B ). 2
We provide now a matching upper bound.
Lemma 6.13. The membership problem for universal solutions with extended ABoxes is in NP.
Proof. Given a KB Ks = S , As , a mapping M = (, , B ), and an extended target ABox At , it suﬃces to show that the
existence of a homomorphism from uni (At ) to uni (K), for K = S ∪ B , As , can be checked in NP in the size of Ks , M, and
At (checking the existence of a -homomorphism in the other direction is in PTime, as discussed above). For this, we use
the fact that the image W ⊆ uni (K) of the function h on uni (At ) is bounded by the size of At . Therefore, for each constant
and null in At , one needs to guess its homomorphic image in uni (K) , and then check whether the resulting function is a
homomorphism.
First, if there exists a homomorphism h from uni (At ) to uni (K), then there exists witness W with a number of elements
bounded by the size of At , such that W ⊆ uni (K) and h is a function from uni (At ) to W : take W = h(uni (At ) ).
Second, we show that there exists a witness W such that W ⊆ uni (K) and every x ∈ W is a path of length smaller or
equal 2m, where for x = aw [ S 1 ] · · · w [ S k ] the length of x is k + 1, and m is the size of S ∪ B ∪ At . To this end, let h be a
homomorphism from uni (At ) to uni (K) and W = h(uni (At ) ). Let I W be the sub-interpretation of uni (K) induced by W .
For x, y ∈ W , we say that x is connected to y in I W , if there exists n ≥ 0 and a path x1 , x2 , . . . , xn , xn+1 such that xi ∈ W ,
I

x1 = x, xn+1 = y, and (xi , xi +1 ) ∈ R i W for some role R i , i ∈ {1, . . . , n}. Assume that x ∈ W and the length of x is more than
2m. Then, since W = h(uni (At ) ), we have that x is not connected to any element of ind(As ) in I W . Let C be the maximal
connected subset of W with x ∈ C , i.e., for each y ∈ C , (i) y is connected to y  in I W , for each y  ∈ C , and (ii) y is not
connected to any z ∈ W \ C . Note that C ∩ ind(As ) = ∅. Let y be the path in path(K) of minimal length in C , it exists and is
unique since C ⊆ IW and there are no constants in C . Then for each y  ∈ C , we have that y  = y · w [ R 1 ] · · · w [ R k ] for some
roles R 1 , . . . , R k . Further assume tail( y ) = w [ R ] , and let z be a path of minimal length in uni (K) with tail( z) = w [ R ] . Then
the length of z is bounded by the size of S ∪ B and the length of each z · w [ R 1 ] · · · w [ R k ] for some y · w [ R 1 ] · · · w [ R k ] ∈ C , is
bounded by the size of S ∪ B ∪ At . Now, deﬁne a new function h : uni (At ) → uni (K) such that h (x) = h(x) if h(x) ∈
/ C , and
h (x) = z · w [ R 1 ] · · · w [ R k ] if h(x) = y · w [ R 1 ] · · · w [ R k ] . It is easy to see that h is a -homomorphism from uni (At ) to uni (K).
Now we can take W = h (uni (At ) ), and repeat the above construction until the claim is satisﬁed.
Finally, to verify in NP whether a homomorphism h from uni (At ) to uni (K) exists, it is suﬃcient to guess W of polynomial size and check if uni (At ) can be homomorphically mapped to I W . 2
Thus, we obtain the exact complexity of the membership problem with extended ABoxes.
Theorem 6.14. The membership problem for universal solutions with extended ABoxes is NP-complete.
6.4. The non-emptiness problem for universal solutions with extended ABoxes

We now turn to the non-emptiness problem for universal solutions with null values. This problem turns out to be
harder than the membership problem as now candidate solutions, which can be of exponential size, are not part of the
input. In fact, we show by reduction from the validity problem for quantiﬁed Boolean formulas that checking the existence
of a universal solution is PSpace-hard. We also show an ExpTime upper bound by relying on techniques based on two-way
alternating automata on inﬁnite trees (2ATA). 2ATAs are a generalization of non-deterministic automata on inﬁnite trees whose
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non-emptiness problem is in ExpTime [65]. They are at the basis of a variety of reasoning techniques for description and
modal logics. In particular, due to their ability of traversing trees both downwards and upwards, they are well suited for
handling inverse roles in DL-LiteR . We brieﬂy introduce in Section B.7 the basic notions about inﬁnite trees and 2ATAs and
the notation that we use for them.
The lower bound can be shown (see the appendix) similarly to Theorem 11 in [55] by reduction from the validity
problem for quantiﬁed Boolean formulas, known to be PSpace-complete:
Lemma 6.15. The non-emptiness problem for universal solutions with extended ABoxes in DL-LiteR is PSpace-hard.
As a corollary, we obtain a PSpace lower bound for the non-emptiness problem for universal UCQ-solutions with extended ABoxes by a straightforward reduction from the non-emptiness problem for universal solutions with extended
ABoxes.
Lemma 6.16. The non-emptiness problem for universal UCQ-solutions with extended ABoxes is PSpace-hard.
Proof. Let M = (, , B ) be a mapping, and Ks = S , As a KB over  . We construct Ks and M such that there exists a
universal solution for Ks under M iff there exists a universal UCQ-solution for Ks under M .
Deﬁne M to be (  ,  , B  ), where   extends  with fresh concept and roles names { X 1 | X ∈ } and fresh role names
Q 1 , Q 2 ,  extends
with a fresh role name Q , and B  = B ∪ { X 1  X | X ∈ } ∪ { Q 1  Q , Q 2  Q }. Let Ks = S  , As ,
where As is the union of As , assertions

{ X 1 (a X ) | X ∈

is a concept name} ∪ { X 1 (a X , b X ) | X ∈

is a role name},

for fresh constants a X , b X for each symbol X , and assertions {∃ Q 1 (a Q ), Q 2 (a Q , b Q )}, for fresh constants a Q , b Q . If Ks is
not -safe with respect to M, then S  = S ∪ {∃ Q 1−  ∃ Q 1 }, otherwise S  = S . In the appendix, we prove that Ks and M
are as required. 2
As for the upper bound, we show how to check condition (core) of Lemma 6.4, i.e., whether there exists a ﬁnite subset
D of uni (Ksb ) and a -homomorphism from uni (Ksb ) to its ﬁnite sub-interpretation induced by D. In the following, for an
interpretation U and a ﬁnite subset D of U , we denote with U D the sub-interpretation of U induced by D. We also write
U d if D = {d}. To simplify the presentation, in the rest of this section we tackle a more general problem: given two (simple)
KBs K1 and K2 with canonical models U1 and U2 , and a signature  , decide whether there exists a  -homomorphism
from U1 to U2D , for some ﬁnite subset D of U2 .
As in the case of the membership problem for simple universal solutions in Section 6.2, for such a homomorphism to
exist, (i) an analog of condition (abox1) must hold (cf. Lemma 6.17), and (ii) for each c ∈ ind(K1 ), the tree U1c must be

 -homomorphically embeddable into U2D c , for some ﬁnite subset D c of U2 . To check condition (ii) we adopt 2ATAs; more
precisely, we show how to construct for each constant c ∈ ind(K1 ), an automaton Ac (with Büchi acceptance condition) acD
cepting (inﬁnite) trees that correspond to (the ﬁnite) U2 c . Hence, to verify the existence of the required  -homomorphism,
we solve the non-emptiness problem of Ac , for each constant c. It follows that, if the language accepted by Ac for some
c ∈ ind(K1 ) is empty, then there is no such homomorphism, otherwise we can obtain U2D from the trees accepted by Ac .
Below we show how to construct the automaton Ac for two KBs K1 , K2 , a signature  , and some constant c ∈ ind(K1 ).

In the following, we assume that ind(K2 ) = {a1 , . . . , ana }, wit(K2 ) = { w 1 , . . . , w n w }, and n = max(na , n w ). Denote by U1
and U2 the canonical models, and by G1 and G2 the generating structures of K1 and K2 . We deﬁne the automaton Ac as
the tuple , Q , δ, q0 , F , where the alphabet
is the set

= {root, stop} ∪ {âi | 1 ≤ i ≤ na } ∪ { ŵ i | 1 ≤ i ≤ n w }.
Hence, Ac accepts n-ary trees where each node either corresponds to a constant of K2 , labeled with the symbol âi , or
corresponds to a witness of K2 , labeled with the symbol ŵ i , or is the root of the tree, labeled with root, or is a node
outside the ﬁnite part, labeled with stop. The set Q of states is partitioned into three sets:

Q = {q0 } ∪ Q f ∪ Q h ,
where Q f is the set of states responsible for labeling an input tree T as an appropriate ﬁnite substructure of U2 , and Q h
is the set of states responsible for checking the existence of a homomorphism from U1c into a ﬁnite substructure of U2 . We
deﬁne

Q f = {αi | 1 ≤ i ≤ na } ∪ {ωi | 1 ≤ i ≤ n w },
where the states αi are responsible for labeling T with the constants of K2 , and the states ωi are responsible for labeling T
with the witnesses of K2 . We deﬁne the transition function δ for these states and for the initial state q0 as follows:
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δ(q0 , L ) =

for 1 ≤ i ≤ na ,

δ(αi , L ) =

for 1 ≤ i ≤ n w ,

δ(ωi , L ) =

⎧
⎪
⎨

na

⎪
⎩

i =1

⎧
⎪
⎪
⎨

35


(i , αi ) ∧ (0, qh ), if L = root

⊥,

(4)

otherwise,

( j , ω j ), if L = âi

1≤ j ≤n w ,
a i ;K2 w j

⎪
⎪
⎩⊥,
otherwise,
⎧
⎪
( j , ω j ), if L = ŵ i ,
⎪
⎪
⎪
⎨ 1≤ j ≤n w ,

(5)

⎪
⎪
,
⎪
⎪
⎩
⊥,

(6)

w i ;K2 w j

if L = stop
if L ∈

\ { ŵ i , stop},

where qh is a state from Q h , which we are going to deﬁne below. For now observe that due to the transitions above, a tree
T accepted by Ac will have the symbol root in the root and the symbol âi in the i-th successor of the root. Then, each
of the i-th successors above will have its j-th successor marked with ŵ j whenever ai ;K2 w j . Further, each of the j-th
successors above will have its i-th successor marked with ŵ i whenever w j ;K2 w i , and so on. Note that at some step,
when w j ;K2 w i , a node in T marked with ŵ j can have its i-th successor marked with stop (instead of ŵ i ). This should
mean that this i-th successor is not inside the ﬁnite substructure of U2 to which the homomorphism will map U1c , and
Ac will stop going down T . Note that it is not yet guaranteed that each path in T from the root contains at some point a
node labeled with stop instead of ŵ i . However, if this is not the case, we would have an inﬁnite path in T over which the
automaton passes inﬁnitely often through states ωi . We rule this out by means of an appropriate acceptance condition of
the automaton, which we present below.
Let wit(K1 ) = {u 1 , . . . , um }, and assume that u 0 = c. Now, the set of states Q h is deﬁned as:

Q h = {qh } ∪ {γ ,

χ | 0 ≤  ≤ m} ∪ {κi | 1 ≤  ≤ m, 1 ≤ i ≤ na },

and the transitions for theses states are deﬁned as follows, where 1 ≤  ≤ m and 1 ≤ i ≤ na :


( j , γ0 ), if L = root and c = a j for some j ,
δ(qh , L ) =
otherwise;
⊥,

for t ∈ {a1 , . . . , ana , w 1 , . . . , w n w }, δ(χ , t̂ ) = (0, γ ) ∨
( j , χ ) ∨ (−1, χ );

(7)
(8)

1≤ j ≤n w ,
t ;K2 w j

δ(χ , root) =

na


( j , χ );

(9)

j =1


(i , γ ), if L = root,
δ(κ , L ) =
otherwise;
⊥,
i

for q ∈ Q h ,

(10)

δ(q, stop) = ⊥.

(11)

Next, for 0 ≤  ≤ m and b ∈ {a1 , . . . , ana },
u

δ(γ , b̂) = τb  ∧



(0, χk ) ∧
1≤k≤m,
u   uk

1≤k≤m,
u   uk



ρbu,w,ujk ∧ ( j , γk )

∨

1≤ j ≤n w ,
b ;K2 w j

na


i =1





ρbu,a,iuk ∧ (−1, κki ) ;

and for 1 ≤  ≤ m and v ∈ { w 1 , . . . , w n w },

δ(γ , v̂ ) = τ vu  ∧



(0, χk ) ∧
1≤k≤m,
u   uk

1≤k≤m,
u   uk



ρ vu,w,ujk ∧ ( j , γk ) ∨



(12)





ηuv  ,uk ∧ (−1, γk ) ,

(13)

1≤ j ≤n w ,
v ;K2 w j

where the relations  and  deﬁned between elements s, s ∈ {u 0 , . . . , um } indicate whether the edge between s and s
has a nonempty or empty  -role label, respectively:

s  s
512

if

G
s ;K1 s and r1 (s, s ) = ∅,

and

s  s

if

G
s ;K1 s and r1 (s, s ) = ∅,
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s,s

the functions τts and ρt ,t  , encoding local homomorphism conditions, return true iff s can be mapped to t, and the edge
(s, s ) can be mapped to the edge (t , t  ), respectively:



G2
1
, if tG
 (s) ⊆ t (t )
τ =
⊥, otherwise
s
t

and the function
of w:

η

u ,u 
w


s,s
t ,t 

ρ

=

G2
1


, if rG
 (s, s ) ⊆ r (t , t )
⊥, otherwise



ηuw,u returns true iff the edge (u , u  ) can be “inversely” mapped to the edge ( w , s), for the predecessor s


G2
1

, if { R − | R ∈ rG
 (u , u )} ⊆ r (s, w ) for some s ;K2 w
=
⊥, otherwise,

for s, s as above, t , t  ∈ {a1 , . . . , ana , w 1 , . . . , w n w }, u , u  ∈ {u 1 , . . . , um } and w ∈ { w 1 , . . . , w n w }. This concludes the deﬁnition
of the transition function.
Observe that for each witness u  ∈ wit(K1 ) there are two states in Q h : γ is responsible for checking the existence of
a homomorphic image for the sub-tree generated by u  , and χ is the “expecting state”, which is responsible for nondeterministically ﬁnding a homomorphic image of u  ; moreover for each witness u  ∈ wit(K1 ) and constant ai ∈ ind(K2 ),
there is a state κi used to move from the current constant in K2 via the root to ai , to which u  is mapped. Intuitively, suppose an element cu 1 · · · u k of U1 is homomorphically mapped to the element ai 1 w i 2 · · · w ir of U2 and
u k ;K1 u k+1 . If u k  u k+1 then the element cu 1 · · · u k u k+1 of U1 has to be mapped to an immediate successor
u

u  ,u 

or predecessor of the image of cu 1 · · · u k in U2 . For w ir ;K2 w ir +1 , whenever τ w ik+1 =  and ρ w ikr , w ik+1 = , it is guarr +1
r +1
anteed that the edge (cu 1 · · · u k , cu 1 · · · u k u k+1 ) of U1 can be mapped to the edge (ai 1 w i 2 · · · w ir , ai 1 w i 2 · · · w ir w ir +1 )
u  ,u 

of U2 . Alternatively, if η w ikr k+1 =  then the edge (cu 1 · · · u k , cu 1 · · · u k u k+1 ) can be “inversely” mapped to the edge
(ai 1 w i 2 · · · w ir , ai 1 w i 2 · · · w ir−1 ). If, however, u k  u k+1 then cu 1 . . . u k u k+1 can be mapped to any element of U2 , which
is reﬂected by switching to the state χ .
For the (Büchi) acceptance condition we take F = {γi | 1 ≤ i ≤ m}. Observe that neither the states ωi of Q f nor χl of Q h
are in F . This implies that a tree is rejected if it has an inﬁnite branch all of whose nodes are labeled with ŵ i , or if all
runs on it are such that the mapping of a “disconnected successor” (such as u k+1 with u k  u k+1 in the example above)
is “inﬁnitely postponed”. On the other hand, each accepted tree represents a ﬁnite substructure of U2 to which U1c can be
 -homomorphically mapped. The number of states of the automaton Ac is quadratic and the overall size of the automaton
Ac is polynomial in the combined size of the two generating structures G1 and G2 .
We prove that verifying whether U1 can be  -homomorphically mapped to U2D for some ﬁnite D ⊆ U2 reduces to
checking the non-emptiness problem of Ac .
Lemma 6.17. Let K1 , K2 be KBs and  a signature. There exists a ﬁnite subset D of U2 and a  -homomorphism from U1 to U2D if
and only if
U

U

(abox2) r1 (a, b) ⊆ r2 (a, b), for all a, b ∈ ind(K1 ), and
(aut)
the language of the automaton Ac is non-empty, for each c ∈ ind(K1 ).
Proof sketch. (⇒) Let D ⊆ U2 be ﬁnite, and h a  -homomorphism from U1 to U2D . We construct a labeled tree T =
({1, . . . , n}∗ , V ) where n = max(na , n w ) and show that T ∈ L(Ac ), for each c ∈ ind(K1 ). The labeling function V is deﬁned
as follows:

V ( ) = root;
V (i ) = âi ,
V (i 1 i 2 · · · i r ) = ŵ ir ,
V (x) = stop,

for each ai ∈ D ∩ ind(K2 );
for each ai 1 w i 2 · · · w ir ∈ D ;
for each x ∈ {1, . . . , n}∗ such that V (x) is not otherwise deﬁned.

To show that T ∈ L(Ac ), we construct a run tree ( T r , r) of Ac on T . The idea behind this construction is the following.
∗ , and V (x) = L. Observe that the transition function can be viewed
Assume that y ∈ T r with r
( y ) = (x, q), x ∈ {1, . . . , n}
as a conjunction δ(q, L ) = i i , where each i = j ψ ij . To satisfy δ(q, L ), we construct exactly one child for each i ,
and we satisfy i by choosing exactly one ψ ij from i , making use of the given homomorphism h. Thus, for instance, if

r( y ) = (1 · 2, γ1 ), V (1 · 2) = ŵ 2 , the current path in U1 is cu 1 (this path can be obtained from the path from the root of T r
to y), h(cu 1 ) = a1 w 2 , and u 1  u 3 and h(cu 1 u 3 ) = a1 w 2 w 4 , then we satisfy ψ ij = (4, γ3 ), so y would have a child y  with
r( y  ) = (1 · 2 · 4, γ3 ).
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If, instead, u 1  u 3 and h(cu 1 u 3 ) = a2 , we switch to the “expecting” state χ3 and remain in this state while traversing
the tree {1, . . . , n}∗ from the node 1 · 2 via the root to the node 2. Once node 2 is reached, we switch to the state γ3 .
The choices for satisfying the transition function follow from that. Thus, the run from y continues as: (1 · 2, γ1 ), (1 ·
2, χ3 ), (1, χ3 ), ( , χ3 ), (2, χ3 ), (2, γ3 ).

For the formal deﬁnition of ( T r , r), we refer to the appendix.
(⇐) If the language of Ac is non-empty, then there is a tree T = ({1, . . . , n}∗ , V ) ∈ L(Ac ) and an accepting run ( T r , r) of
Ac over T . We can construct a ﬁnite set D c ⊆ U2 by proving that T encodes a ﬁnite subset of U2 , extracting D c from
it, and deﬁning a  -homomorphism hc from U1c to U2D by induction, based on the choices in T r to satisfy the transition

function. A  -homomorphism from U1 to U2D for D = c D c is deﬁned as the union of hc for each c ∈ ind(K1 ). 2
Example 6.18. Consider M and Ks from Example 5.8, i.e., M = (, , B ), where  = { A , R , S },
= { Q }, and B = { R 
Q , S  Q }, and Ks = S , As , where As = { A (a), S (a, a)} and S = { A  ∃ R , ∃ R −  ∃ R }.
We construct the automaton Aa for K1 , K2 and  , where K1 = S ∪ B , As , K2 = K1 and  = . Moreover, ind(K2 ) =
{a1 }, wit(K2 ) = { w 1 } and wit(K1 ) = {u 1 }, where a1 = a, w 1 = w [ R ] , and u 1 = w [ R ] . Thus n = 1, so Aa accepts trees of
the form ({1}∗ , V ), where V (x) ∈ {root, stop, a1 , w 1 }, and the set of accepting states is F = {γ1 }. Below we depict a tree
T ∈ L(Aa ) with an accepting run over T that starts in r with r(r ) = ( , q0 ).

r
q0

α1
R

ω1
a1

ω1
w1
S
T


1

qh

κ11
γ0

κ11

γ1
γ1

1·1

1·1·1

·
·
·

·
·
·

·
·
·

From T we can extract the ABox At = { Q (a, a), Q (a, n)}, which is also a universal solution for Ks under M.

2

Summing up, we get:
Theorem 6.19. If extended ABoxes are allowed in universal solutions, then the non-emptiness problem for universal solutions is
PSpace-hard and in ExpTime.
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7. Complexity results on UCQ-representability
In this section, we develop techniques and complexity results for the problem of UCQ-representability. More precisely,
we show in Section 7.1 that the membership problem for UCQ-representations is NLogSpace-complete, and then we prove
in Section 7.2 that the same complexity bound holds also for the non-emptiness problem for UCQ -representations.
7.1. The membership problem
One can immediately notice some similarities between the membership problem for UCQ -representations and the membership problem for universal UCQ-solutions, which was shown to be ExpTime-complete in [30]. However, the universal
quantiﬁcation over ABoxes in the deﬁnition of UCQ-representations makes the former problem computationally simpler; in
fact, we prove in this section that this problem is NLogSpace-complete, which coincides with the complexity of TBox reasoning in DL-LiteR [61]. We now list several observations that help to understand this drop in complexity, and also provide
an intuition for the characterization of UCQ-representations that is stated in Lemma 7.1, and which is used to pinpoint the
complexity of the membership problem for UCQ-representations. In the following, assume ﬁxed a mapping M = (, , B ),
a source TBox S , and a target TBox T .
1) For simplicity, we assume ﬁrst that S , B , and T do not contain disjointness axioms. Let As = { A (a)} be a source ABox,
for an atomic concept A, and assume that S ∪ B |= A  B  for some basic concept B  over . Then S ∪ B , As |= B  (a) and,
thus, q = B  (a) evaluates to true over S ∪ B , As . Hence, for T to be a UCQ-representation of S under M, it should be the
case that T ∪ B , As |= q. From Lemma 3.5 it then follows that uni (T ∪ B , As ) |= B  (a), thus, T ∪ B |= A  B  . The converse
can be shown in the same way but starting with the assumption that T ∪ B |= A  B  . It is easy to extend the above
reasoning to the case As = { B (a)} for a basic concept B over  , or As = { R (a, b)} for a basic role R over  . As we quantify
over all possible source ABoxes, we are free to choose any such concept B or role R. Hence, if T is a UCQ-representation
of S under M, then for each basic concept or role X over  and each basic concept or role X  over , it holds that
S ∪ B |= X  X  if and only if T ∪ B |= X  X  . This is the main intuition behind condition (ii) in Lemma 7.1.
2) For the sake of readability, below we denote by Usb and Utb the canonical models of S ∪ B , As and T ∪ B , As ,
respectively. Moreover, for a TBox O , we say that a concept B generates a role R in O , and we write

B ;O R
if for every constant a ∈ N a , it holds that a ; O,{ B (a)} w [ R ] .
Let As = { A (a)} for an atomic concept A ∈  , and assume that A ;S R, S ∪ B |= ∃ R −  B  and S ∪ B |= R  R  , for a
role R over  , a concept B  over , and a role R  over . Then

aw [ R ] ∈ Usb ,

B ∈ t

Usb

(aw [ R ] ), and

Usb

R ∈ r

(a, aw [ R ] ).

Next, for T to be a UCQ-representation of S under M, by Lemma 3.7, it follows that Usb has to be ﬁnitely
-homomorphically equivalent to Utb . Let  be the set containing a and all paths of the form aw [ Q ] in Usb , I the subinterpretation of Usb induced by , and h a -homomorphism from I to Utb . Then h(a) = a and there exists aw [ S ] ∈ Utb ,
for a basic role S over , such that

h(aw [ R ] ) = aw [ S ] ,

B ∈ t

Utb

(aw [ S ] ), and

Utb

R ∈ r

(a, aw [ S ] ),

since the image of aw [ R ] cannot be a constant as ind(As ) = {a} and there are no loops on a in As . By construction of the
canonical model and by the fact that B is a set of inclusions from  to , it follows that T ∪ B |= A  ∃ S, T |= ∃ S −  B  ,
and T |= S  R  . Clearly, given T and B , one can check the existence of such S effectively. On the other hand, if we assume
U
that A ;S R, S ∪ B |= ∃ R −  B  , and S ∪ B |= R  R  for any role R  over (i.e., r sb (a, aw [ R ] ) = ∅), then the homomorphic
U

U

image of aw [ R ] could be any element y in Utb with t sb (aw [ R ] ) ⊆ t tb ( y ). This example provides the intuition behind
condition (iii) in Lemma 7.1.
Observe that it is suﬃcient to consider only chains of roles of length 1. Thus, for example, if A ;S ∪B R and ∃ R − ;S ∪B
Q , for some roles R, Q , then the fact that T is a UCQ-representation for S under M depends on whether T satisﬁes the
condition (iii) for two separate cases:
– As = { A (a)} and A ;S ∪B R,
– As = {∃ R − (a)} and ∃ R − ;S ∪B Q .
Condition (iv) is symmetric to condition (iii) if we start with the assumption A ;T ∪B R  and T |= ∃ R 
R  over
and a concept B  over .

−

 B  for a role

3) To conclude, we analyze the cases when S , B , and T contain disjointness axioms. First, notice that without loss of
generality we can assume that there are no disjointness axioms in S as in the deﬁnition of UCQ-representations, we
consider only ABoxes As that are consistent with S . So we will take into account only disjointness axioms in B and T .
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Then for a source ABox As consistent with S , it is possible that S ∪ B , As is inconsistent due to the disjointness axioms
in the mapping, which will make all possible tuples to be in the answer to every query.
Consider an ABox As = { A (a), C (a)} for atomic concepts A, C over  , and assume that As is consistent with S . Furthermore, assume that the KB S ∪ B , { A (b), C (b)} , for an arbitrary constant b, is inconsistent. Then S ∪ B , As is inconsistent,
and by deﬁnition of certain answers over an inconsistent KB, cert (q, S ∪ B , As ) = AllTup(q) for each target UCQq. Therefore, in order for T to be a UCQ-representation of S under M, T ∪ B , As has to be inconsistent as well. To ensure that
this is the case, we need to check that ( A , C ) is also (T ∪ B )-inconsistent. Similarly but in the opposite direction, if we
start with the assumption that T ∪ B , { A (b), C (b)} is inconsistent, it should be veriﬁed that also {S ∪ B , { A (b), C (b)}} is
inconsistent, for some arbitrary constant b. This is the intuition behind condition (i) in Lemma 7.1.
Finally, we are ready to characterize UCQ-representations. To capture the above intuitions, in the following, for a TBox O ,
we say that a pair ( B , B  ) of basic concepts is O -consistent, if the KB O , { B (a), B  (a)} is consistent, where a is an arbitrary constant, and ( B , B  ) is O -inconsistent otherwise. Similarly, a pair ( R , R  ) of basic roles is O -consistent, if the KB
O, { R (a, b), R  (a, b)} is consistent, where a, b are arbitrary distinct constants, and ( R , R  ) is O -inconsistent otherwise.
Moreover, a concept or role X is O -consistent if ( X , X ) is O -consistent, and O -inconsistent otherwise. Below, we abuse
notation and write gen (O , B (o)) instead of gen ( O , { B (o)} ), and uni (O , B (o)) instead of uni ( O , { B (o)} ), for a TBox O , a
concept B and o ∈ N a .
Lemma 7.1. Given a mapping M = (, , B ), a TBox T over
the following conditions hold:

is a UCQ-representation of a TBox S over  under M if and only if

(i) for each pair of S -consistent concepts or roles X , X  over  , ( X , X  ) is (S ∪ B )-consistent iff ( X , X  ) is (T ∪ B )-consistent;
(ii) for each (S ∪ B )-consistent concept or role X over  and each X  over , S ∪ B |= X  X  iff T ∪ B |= X  X  ;
(iii) for each (S ∪ B )-consistent concept B over  and each role R such that B ;S ∪B R, there exists y ∈ gen (T ∪B, B (o)) , where o is
an arbitrary constant, such that

t

gen (S ∪B, B (o))

( w [R]) ⊆ t

gen (T ∪B, B (o))

( y ),

and r

gen (S ∪B, B (o))

gen (T ∪B, B (o))

(o, w [ R ] ) ⊆ r

(o, y );

(iv) for each (S ∪ B )-consistent concept B over  and each role R such that B ;T ∪B R, there exists y ∈ gen (S ∪B, B (o)) , where o is
an arbitrary constant, such that

t

gen (T ∪B, B (o))

( w [R]) ⊆ t

gen (S ∪B, B (o))

gen (T ∪B, B (o))

( y ), and r

gen (S ∪B, B (o))

(o, w [ R ] ) ⊆ r

(o, y ).

Proof. (⇐) Let the conditions above hold for S , T and B , and let As be an ABox over  such that S , As is consistent.
Moreover, denote by Ksb the KB S ∪ B , As , and by Ktb the KB T ∪ B , As , and let Usb and Utb be the canonical models
of Ksb and Ktb , respectively. Next we show that Ksb and Ktb are -query inseparable.
Observe that condition (i) ensures that for every ABox As over  that is consistent with S , Ksb is consistent iff Ktb
is consistent. Indeed, if Ksb is consistent, then for each pair of basic concepts B , B  over  such that As |= B (a) and
 = S ∪ B , A ∪ { B (a), B  (a)} is consistent, and by monotonicity of ﬁrst-order
As |= B  (a) for some a ∈ ind(As ), the KB Ksb
s
logic we obtain that the KB S ∪ B , { B (a), B  (a)} is also consistent, and thus ( B , B  ) is S ∪ B -consistent. And similarly, for
each pair of basic roles R , R  over  such that As |= R (b, c ) and As |= R  (b, c ) for some b, c ∈ ind(As ), we can derive that
( R , R  ) is S ∪ B -consistent. Then, by (i) for each pair B, B  as above, ( B , B  ) is T ∪ B -consistent, and likewise for each
pair R, R  as above. To see that Ktb is consistent, it suﬃces to observe that the interpretation I deﬁned as the union of
the canonical models uni (T ∪ B , { B (a), B  (a)}) and uni (T ∪ B , { R (b, c ), R  (b, c )}) for B, B  , R, R  , and a, b, c as above, is a
model Ktb . Note that in this paragraph, B and B  can denote the same concept, and R and R  can denote the same role. The
proof can be inverted to show that consistency of Ktb implies consistency of Ksb .
First, assume Ksb is inconsistent, it follows that cert (q, Ksb ) = AllTup(q) for each UCQ q over . By the argument above,
Ktb is inconsistent, so cert(q, Ktb ) = AllTup(q) for each UCQ q over as well, hence Ksb and Ktb are -query inseparable.
Now assume Ksb is consistent. One can show that from (ii) and (iii) it follows that Usb is -homomorphically embeddable into Utb (see Proposition C.1). Since Ktb is consistent, we can apply Lemma 3.7 to obtain that Ktb -query entails Ksb .
On the other hand, one can show that (ii) and (iv) imply that Utb is -homomorphically embeddable into Usb (see Proposition C.2), hence Ksb -query entails Ktb by Lemma 3.7. We obtain again that Ksb and Ktb are -query inseparable.
(⇒) Assume, by contradiction, that one of the conditions (i)–(iv) is not satisﬁed. We produce an S -consistent ABox As
over  and a Boolean CQ q over
such that it is not the case that Ksb |= q iff Ktb |= q.
Assume, ﬁrst, that condition (i) is violated. Then we take As = { B 1 (o), B 2 (o)} for concepts B 1 and B 2 violating it and
q = B 1 (a) for some constant a distinct from o. If ( B 1 , B 2 ) are S ∪ B -consistent, but T ∪ B -inconsistent, it follows that
Ksb |= q and Ktb |= q, and the opposite holds if ( B 1 , B 2 ) are T ∪ B -consistent, but S ∪ B -inconsistent. If (ii) is violated for
roles, the proof is analogous.
Let now condition (ii) be violated for some S ∪ B -consistent concept B over  . Assume there is B  such that S ∪ B |=
U
B  B  and T ∪ B |= B  B  , and consider As = { B (o)} and q = B  (o). Then B  ∈ t sb (o) and B  ∈
/ tUtb (o), so it follows
that Usb |= q and Utb |= q; ﬁnally by Lemma 3.5 it follows Ksb |= q and Ktb |= q. The opposite follows if we assume that
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S ∪ B |= B  B  and T ∪ B |= B  B  , which completes the proof for this case. If condition (ii) is violated for some role, the
proof is analogous.
Next, assume condition (iii) is violated, so there exists an S ∪ B -consistent concept B over  and a role R
gen (Ksb )

such that B ;S ∪B R, and for As = { B (o)} there is no y ∈ gen (Ktb ) such that both t
gen (Ksb )
gen (Ktb )
gen (Ksb )
gen (Ksb )
r
(o, w [ R ] ) ⊆ r
(o, y ). Let B = t
( w [ R ] ), R = r
(o, w [ R ] ), and consider

gen (Ktb )

( w [R]) ⊆ t

( y ) and







q = ∃x



R (o, x) ∧
R  ∈R

B (x) ,
B  ∈B

where B  (x) denotes atom A (x) if B  = A for an atomic concept A, and B  (x) denotes formula ∃x . S (x, x ) if B  = ∃ S for a
role S. Then Usb |= q by mapping the existentially quantiﬁed variable x to ow [ R ] . On the other hand, Utb |= q as there is no
element of Utb to which x could be mapped. Using Lemma 3.5 we obtain that Ksb |= q and Ktb |= q.
The case when condition (iv) is violated is analogous to the case above. This completes the proof. 2
Having devised a characterization of UCQ-representations, we discuss several examples of (non-)UCQ-representations.

= { A  , R  , B  }, and B = { A  A  , ∃ R −  B  }. Moreover, let

Example 7.2. Assume that M = (, , B ), where  = { A , R },
S = { A  ∃ R }.

(a) In Example 5.18 we showed that T = { A   B  } is not a UCQ-representation of S under M. In fact, in this case,
condition (ii) is not satisﬁed, as T ∪ B |= A  B  while S ∪ B |= A  B  .
−
(b) In the same example we showed that also T = { A   ∃ R  , ∃ R   B  } is not a UCQ-representation of S under M. In

this case, condition (iv) is not satisﬁed, as A ;T ∪B R , but there exists no y ∈ gen (S ∪B, A (o)) such that

t

gen (T ∪B, A (o))

( w [R]) ⊆ t

gen (S ∪B, A (o))

gen (T ∪B, A (o))

( y ) and r

gen (S ∪B, A (o))

(o, w [ R  ] ) ⊆ r

gen (S ∪B , A (o))

since neither y = o, nor y = w [ R ] in gen (S ∪B, A (o)) satisfy R  ∈ r

(o, y ),

(o, y ). 2

Example 7.3. Assume that M = (, , B ), where

 = { A, R , S , Q }
and let S = { A  ∃ R , A  ∃ S , ∃ S −  ∃ Q }




T = { A  ∃ S , ∃ S  −  ∃ Q , ∃ Q  −  B }
= {A , B , S , Q }

−



−

B = { A  A , ∃R  B , S  S , Q  Q , ∃ Q  B }
Then T is a UCQ-representation of S under M. We verify that conditions (iii) and (iv) are satisﬁed. First, A ;S ∪B R: we
take w [ Q  ] ∈ gen (T ∪B, A (o)) and it is easy to see that the following is satisﬁed:

t

gen (S ∪B, A (o))

( w [R]) ⊆ t

gen (T ∪B, A (o))

gen (S ∪B, A (o))

( w [ Q  ] ) and r

gen (T ∪B, A (o))

(o, w [ R ] ) ⊆ r

(o, w [ Q  ] ),

gen (S ∪B , A (o))

(o, w [ R ] ) = ∅. Next, A ;S ∪B S and ∃ S − ;S ∪B Q . It should be clear that we take w [ S  ] and w [ Q  ] in
−

and gen (T ∪B,∃ S (o)) respectively to satisfy condition (iii). As for the opposite direction, now differently
−
from Example 7.2, for both w [ S  ] and w [ Q  ] in gen (T ∪B, A (o)) and gen (T ∪B,∃ S (o)) respectively, there exist w [ S ] and w [ Q ]
−
in gen (S ∪B, A (o)) and gen (S ∪B,∃ S (o)) that satisfy condition (iv). Below we provide the graphical representation of S , B
and T , and we illustrate the projections of gen (Ksb ) and gen (Ktb ) on , for Ksb = S ∪ B , A (o) and Ktb = T ∪ B , A (o)
(concept labels of the form ∃ P , ∃ P − for a role P are not shown). Notice that the dashed edge (o, w [ R ] ) represents the fact
gen (Ksb )
that the role type r
(o, w [ R ] ) is empty.
as r

gen (T ∪B , A (o))

B

∃R−
R

∃R

w [R]
B

B

∃Q −
∃Q

Q

Q

∃Q 
∃S−
∃S

S

S

Q

S

Q
w [S ]

w [S]

∃S −

S

∃S
A

A

w[Q ]
B

w[Q ]
B

∃Q  −

A

T

gen (Ksb )

o

S
o

A
gen (Ktb )

2
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Example 7.4. Assume that M = ({ A , B , C , D }, { A  , B  }, B ), where B = { A  A  , B  B  , C  ¬ A  , D  B  }, and let S = { D  C }.
Then T = { A   ¬ B  } is not a UCQ-representation of S under M. To see that, consider source ABox As = { A (a), B (a)}: it is
consistent with S ∪ B , but inconsistent with T ∪ B . So for q = A  (b) where b is a constant distinct from a, S ∪ B , As |= q,
and T ∪ B , As |= q. Let us verify that using the characterization. In fact, although, T satisﬁes condition (i) for the pair
of concepts ( A , D ), which is both S ∪ B -inconsistent and T ∪ B -inconsistent, T violates this condition for the pair ( A , B ),
which is clearly S ∪ B -consistent, however T ∪ B -inconsistent as T ∪ B entails both A  ¬ B  and B  B  . We note that in
general, S is not UCQ-representable under M. 2
Note that the proof of Lemma 7.1 implies an alternative characterization of UCQ-representations in terms of homomorphisms.
Lemma 7.5. A TBox T over
following conditions hold:

is a UCQ-representation of a TBox S over  under a mapping M = (, , B ) if and only if the

– for each ABox As consistent with S , S ∪ B , As is consistent iff T ∪ B , As is consistent;
– for each ABox As consistent with S ∪ B , uni (S ∪ B , As ) is -homomorphically equivalent to uni (T ∪ B , As ).
We can devise an eﬃcient algorithm for checking the membership problem for UCQ-representations from the conditions
in Lemma 7.1. Combining it with the complexity of reasoning in DL-LiteR , we obtain the following complexity bound, which
provides the main result of this section.
Theorem 7.6. The membership problem for UCQ-representations is NLogSpace-complete.
Proof. The lower bound can be obtained by the following reduction from the directed graph reachability problem, which
is known to be NLogSpace-hard: given a graph G = (V, E) and a pair of vertices v k , v m ∈ V, decide if there is a directed
path from v k to v m . To encode the problem, we need a source signature  of concept names { V i | v i ∈ V} and a target
signature
of concept names { V i | v i ∈ V}. Consider S = { V k  V m } ∪ { V i  V j | ( v i , v j ) ∈ E}, B = { V i  V i | v i ∈ V}, and
T = { V i  V j | ( v i , v j ) ∈ E}. One can easily verify that the condition (ii) of Lemma 7.1 is satisﬁed iff there is a directed path
from v k to v m in G, whereas the other conditions of Lemma 7.1 are satisﬁed trivially. Therefore, there is a directed path
from v k to v m in G iff T is a UCQ-representation of S under M = (, , B ). This concludes the proof of the lower bound.
For the upper bound, we show that conditions (i)–(iv) of Lemma 7.1 can be veriﬁed in NLogSpace. It is well known
(see, e.g., [61]), that given a pair B, B  of DL-LiteR concepts, and a TBox O , it can be veriﬁed in NLogSpace, if ( B , B  ) is
O -consistent (using an algorithm for directed graph reachability); the same holds for a pair R, R  of DL-LiteR roles. The
same algorithm can be straightforwardly adopted to check, if O |= B  B  or O |= R  R  . Therefore, clearly, conditions (i)
and (ii) can be veriﬁed in NLogSpace. Conditions (iii) and (iv) can be checked similarly to the proof of Proposition 6.3. 2
7.2. The non-emptiness problem
We start with examples that provide some intuition on how the non-emptiness problem is solved.
Example 7.7. Consider M and the UCQ-representable TBox S from Example 5.17-(3): M = (, , B ), where  = { A , B , C },
= { A  , B  , C  }, and B = { A  A  , B  B  , A  C  }, and S = { A  B }. It follows that S ∪ B |= A  B  . A ﬁrst and obvious
requirement for a UCQ-representation T is that T should entail an axiom of the form D   B  so that T ∪ B |= A  B 
(hence, B |= A  D  ). On the other hand, it could be that B |= D  D  for some D distinct from A, in which case it
follows also T ∪ B |= D  B  . Since we want T to be a UCQ-representation, it should be the case that S ∪ B |= D  B  .
In our case, we can take D  equal to A  or C  , and there exists no such concept D (distinct from A). Hence, there are two
UCQ-representations of S under M, namely { A   B  } and {C   B  }.
Consider now the slightly different B = { A  A  , B  B  , C  A  } from Example 5.17-(4), where we showed that S is not
UCQ-representable. As before, S ∪ B |= A  B  . However now, the only candidate for D  is A  , and there exists a concept D
distinct from A, namely C , such that B |= D  A  . So on the one hand, the only way to have a UCQ -representation T is to
include axiom A   B  in T , but on the other hand since S ∪ B |= C  B  , this axiom cannot be in T . In general, there is no
way to “represent” the inclusion A  B  in the target, so in this case S is not UCQ-representable under M. 2
Example 7.8. Consider M, S and B from Example 7.4 such that S is not UCQ-representable under M. It follows that the
pair of concepts ( A , D ) is S ∪ B -inconsistent as S ∪ B |= A  A  and S ∪ B |= D  ¬ A  . So a candidate UCQ-representation
T should be such that ( A , D ) is T ∪ B -inconsistent. One possible way to achieve that is by having T ∪ B |= D  ¬ A  , and
since D is transferred only to B  through the mapping, it means that T should entail B   ¬ A  , or B   ¬ B  , or A   ¬ A  .
In the ﬁrst case, however, the pair ( A , B ) would be T ∪ B -inconsistent as well, since A  A  and B  B  are in B . Then, for
T to be a UCQ-representation of S under M, ( A , B ) should be S ∪ B -inconsistent, which is not the case. In the second
case, the pair ( B , B ) would be T ∪ B -inconsistent, while it is S ∪ B -consistent. Similarly, we obtain that it cannot be the
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case that T |= A   ¬ A  . In general, it is impossible to have a target TBox T such that ( A , D ) is T ∪ B -inconsistent and T
is a UCQ-representation of S under M, i.e., it is impossible to enforce that concepts A and D “contradict” each other in
the target. 2
We illustrated in the examples above that in order to check whether S is UCQ-representable under M one needs to
verify whether the axioms implied by S ∪ B are “representable”, and whether S ∪ B -inconsistent pairs are “target contradictable”. To formally deﬁne these notions, which are required for the characterization in Lemma 7.13, we ﬁrst introduce
the following notion. We say that a target TBox T is a parsimonious UCQ-representation of S under M, if for every ABox
As over  that is consistent with S , S ∪ B, As -query entails T ∪ B, As . Observe that the empty TBox is a parsimonious UCQ-representation. In the deﬁnitions below, X and Y denote basic concepts or roles over  , and X  denotes a basic
concept or role over .
Deﬁnition 7.9. Inclusion X  X  is representable in S and M, if there exists a (possibly trivial) target axiom α such that,
whenever T is a parsimonious UCQ-representation of S under M, it holds that T  = T ∪ {α } is also a parsimonious
UCQ-representation of S under M, and moreover T  ∪ B |= X  X  .
In this case, we say that X  X  is representable via α .
Deﬁnition 7.10. Pair ( X , Y ) is target contradictable in S and M, if there exists a (possibly trivial) target axiom α such
that, whenever T is a parsimonious UCQ-representation of S under M, it holds that T  = T ∪ {α } is also a parsimonious
UCQ-representation of S under M, and moreover ( X , Y ) is T  ∪ B -inconsistent.
In this case, we say that ( X , Y ) is target contradictable via α .
Our last deﬁnition before we present a characterization of the cases when S is UCQ-representable under M is the
notion of a generating path. In the case a concept B generates a role R in S ∪ B , B ;S ∪B R, existence of a generating
path for ( B , R ) ensures that there exists a parsimonious UCQ-representation T satisfying condition (iii) of Lemma 7.1 for B
O

and R. For a TBox O and a concept B (resp., role R), denote by supO
 ( B ) (resp., sup ( R )) the set of all concepts B (resp.,
roles R  ) over  such that O |= B  B  (resp., O |= R  R  ).
Deﬁnition 7.11. Let B be a concept over  and R a role. A generating path for ( B , R ) in S and M is a sequence C 0 , C 1 , . . . C n
of concepts, with n ≥ 0, such that C 0 = B, and such that for 1 ≤ i ≤ n and 0 ≤ j ≤ n the following holds:
(A) C i = ∃ Q i− for some role Q i such that S ∪ B |= C i −1  ∃ Q i and supS ∪B ( Q i ) = ∅;

(B) for each D j ∈ supS ∪B (C j ), inclusion C j  D j is representable in S and M;
(C) for each S i ∈ supS ∪B ( Q i ), inclusion Q i  S i is representable in S and M;
(D) supS ∪B (∃ R − ) ⊆ supS ∪B (C n ), and if supS ∪B ( R ) = ∅, then n = 1 and supS ∪B ( R ) ⊆ supS ∪B ( Q 1 ).
Example 7.12. Consider M and S from Example 7.3. Then A , ∃ S − , ∃ Q − is a generating path for ( A , R ) in S and M. Below
we represent it graphically, where the supS ∪B labels are shown to the right.

∃Q −
Q

∃S−
S
A

∃Q  −, B
Q

∃S −, ∃Q 
S
A , ∃ S 



To the contrary, for M and S from Example 7.2, there exists no generating path for ( A , R ) in S and M.

2

Having deﬁned all notions above, we provide a characterization of the cases when S is UCQ-representable under M,
which has a similar structure to the characterization of UCQ-representations in Lemma 7.1.
Lemma 7.13. Given a mapping M = (, , B ) and a TBox S over  , S is UCQ-representable under M, if and only if the following
conditions are satisﬁed:
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(I) For each S -consistent pair of concepts or roles X , Y over  , such that ( X , Y ) is S ∪ B -inconsistent, ( X , Y ) is target contradictable
in S and M.
(II) For each S ∪ B -consistent concept or role X over  and each X  over such that S ∪ B |= X  X  , inclusion X  X  is representable in S and M.
(III) For each S ∪ B -consistent concept B over  and each role R such that B ;S ∪B R, there exists a generating path for ( B , R ) in S
and M.
Proof. (⇐) Assume that conditions (I)–(III) are satisﬁed, we construct a TBox T over
and prove that it is a
UCQ-representation for S under M. The required T will be given as the union of the three sets of axioms presented
below. First, let ( B , C ) be an S -consistent and S ∪ B -inconsistent pair of concepts over  , then ( B , C ) is target contradictable by condition (I): assume that ( B , C ) is target contradictable via α , then deﬁne set axi ( B , C ) to be equal to {α }.
Similarly, we deﬁne axi ( R , Q ) = {α } for an S -consistent and S ∪ B -inconsistent pair of roles R , Q over  . Next, take an
S ∪ B -consistent concept B over  , and assume that S ∪ B |= B  C  for C  over , then by condition (II), B  C  is representable in S and M: let axii ( B , C  ) = {α } such that B  C  is representable via α . Similarly, for an S ∪ B -consistent role
R over  and Q  over , such that S ∪ B |= R  Q  . Finally, for each S ∪ B -consistent concept B over  and each role
R such that B ;S ∪B R, deﬁne the set axiii ( B , R ) from the generating path C 0 , . . . , C n for ( B , R ) in S and M given by
condition (III). Take axiii ( B , R ) equal to the set of all axioms α , where C i  D i is representable via α in (B), or Q i  S i is
representable via α in (C). Finally we have:



T =

axi ( X , Y )



∪

X ,Y conc. or roles over ,
S -consistent and
S ∪B-inconsistent



axii ( X , X  ) ∪

axiii ( B , R )

S ∪B-cons. B over ,
B ; S ∪B R

X conc. or role over ,
S ∪B-consistent ,
X  over , S ∪B|= X  X 

Then it immediately follows that T is a UCQ-representation of S under M: On the one hand, by construction, T is
a parsimonious UCQ-representation. On the other hand, the ⇒ directions of conditions (i) and (ii), and condition (iii) of
Lemma 7.1 are satisﬁed by construction of T and by deﬁnition of axi , axii , axiii . From this it follows that for each ABox As
consistent with S , T ∪ B , As
-query entails S ∪ B , As . Hence, indeed, T is a UCQ-representation of S under M.
(⇒) Let T be a UCQ-representation for S under M. It is easy to see that conditions (I) and (II) are satisﬁed.
We show that condition (III) is satisﬁed; assume that B is an S ∪ B -consistent concept over  and B ;S ∪B R for
gen (S ∪B , B (o))

some role R. By condition (iii) of Lemma 7.1 it follows that there exists y ∈ gen (T ∪B, B (o)) such that t
gen (T ∪B , B (o))

t

gen (S ∪B , B (o))

( y ), and r

gen (T ∪B , B (o))

(o, w [ R ] ) ⊆ r

w [ Q 1 ] ; · · · ; w [ Q n ] . Then T ∪ B |= { B  ∃ Q 1 } ∪
gen (S ∪B , B (o))

r

n−1

(o, y ). Assume that y = w [ Q n ] for n ≥ 0, where o ; T ∪B, B (o)
gen (S ∪B , B (o))

−
−


i =1 {∃ Q i  ∃ Q i +1 } ∪ {∃ Q n  B }, for all B ∈ t

(o, w [ R ] ) = ∅ implies n = 1 and T ∪ B |= Q 1 

( w [R]) ⊆

R  for all R 

gen (S ∪B , B (o))

∈r

( w [ R ] ), and

(o, w [ R ] ). One can show by induction
n−1
−
i =1 {∃ S i 

on n that for each i, 1 ≤ i ≤ n, there exist S i over  such that S ∪ B |= S i  Q i and S ∪ B |= { B  ∃ S 1 } ∪
gen (S ∪B , B (o))

∃ S i +1 } ∪ {∃ S n−  B  }, for all B  ∈ t
( w [ R ] ). We deﬁne the sequence C 0 , . . . , C n as C 0 = B, and C i = ∃ S −
i , for
1 ≤ i ≤ n: it can be straightforwardly veriﬁed that C 0 , . . . , C n is a generating path for ( B , R ) in S and M. 2
We now use the above characterization to verify UCQ-representability in the following examples.
Example 7.14. Consider M and S from Example 7.3, that is, M = (, , B ), where

 = { A, R , S , Q }
= { A, B , S , Q }

B = { A  A, ∃R −  B , S  S , Q  Q , ∃ Q −  B }
S = { A  ∃R, A  ∃S, ∃S−  ∃ Q }

Then one can see that conditions (II)–(III) are satisﬁed. Thus, for instance, S ∪ B |= A  ∃ S  and S ∪ B |= ∃ S −  ∃ Q  :
clearly both inclusions are representable in S and M. Then, A ;S ∪B R and A ;S ∪B S, and in both cases there exist
generating paths: A , ∃ S − , ∃ Q − from Example 7.12 and A , ∃ S − , respectively. This conﬁrms that S is UCQ-representable
under M. 2
Example 7.15. Consider M and S from Example 7.2, that is, M = (, , B ), where  = { A , R },
= { A  , R  , B  },
B = { A  A  , ∃ R −  B  }, and S = { A  ∃ R }.
In contrast with the previous example, condition (III) is not satisﬁed. In fact, A ;S ∪B R, however there exists no generating path for ( A , R ) in S and M as we mentioned in Example 7.12. So indeed, S is not UCQ-representable under M. 2
Example 7.16. Consider M and S from Example 5.19–(3), that is, M = (, , B ), where  = { A , B , C },
= { A  , B  },
B = { A  A  , B  B  , C  ¬ A  }, and S = { B  C }. We show that condition (I) is satisﬁed: the pairs ( A , C ) and ( A , B ) are
S ∪ B -inconsistent. As the former pair is already B -inconsistent, this case is not interesting. For the latter pair, one can
easily verify that ( A , B ) is target contradictable in S and M via B   ¬ A  : in particular, T = { B   ¬ A  } is a parsimonious
UCQ-representation, and ( A , B ) is T ∪ B -inconsistent. 2
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Finally, we obtain the complexity bound of the non-emptiness problem for UCQ -representations.
Theorem 7.17. The non-emptiness problem for UCQ-representations is NLogSpace-complete.
Proof. As in the case of Theorem 7.6, the lower bound is shown by a reduction from the directed graph reachability problem, however, we need a slightly more involved encoding. To encode the graph G = (V, E), we use a set
{ V i | v i ∈ V} ∪ { S 1 , F 1 , S 2 , F 2 } of  -concept names and a set { V i | v i ∈ V} ∪ { S  , F  } of -concept names. Consider the TBox

S = { V i  V j | ( v i , v j ) ∈ E} ∪ { S 1  V k , V m  F 1 , S 2  F 2 },
where v k and v m are, respectively, the initial and ﬁnal vertices. Then, let

B = { V i  V i | v i ∈ V} ∪ { S j  S  , F j  F  | j = 1, 2};
we show:
– there is a directed path from v k to v m in G iff there exists a UCQ-representation for S under M = (, , B ).
Indeed, using Lemma 7.13, there exists a representation iff condition (II) is satisﬁed. By the structure of S ∪ B one can
see that this is the case iff inclusion S 2  F  is representable in S and M via S   F  , i.e., iff S ∪ B |= S 1  S  implies
S ∪ B |= S 1  F  , and this holds iff S |= S 1  F 1 . The latter is the case iff there exists a path from v k to v m in G. This
completes the proof of the lower bound.
To show the upper bound, we prove that conditions (I)–(III) of Lemma 7.13 can be checked in NLogSpace. First, one can
derive syntactic conditions that allow one to check whether an inclusion is representable in S and M, and whether a pair
is target contradictable in S and M (see Propositions D.1, D.2, D.3 and D.4). In fact, these conditions can be checked using
a directed graph reachability algorithm, similar to what is done in the proof of Theorem 7.6. The new case is condition (III);
to verify for an S ∪ B -consistent concept B over  and a role R such that B ;S ∪B R, that there exists a generating path
π = C 0 , . . . C n for ( B , R ) in S and M, we can use the following procedure, which runs in NLogSpace. First, we take C 0 = B
and guess whether the path should end here (i.e., n = 0). If we guessed so, it only remains to verify condition (D). This
veriﬁcation can be performed in NLogSpace, similarly to the method described in the proof of Theorem 7.6. If, on the other
hand, we guessed that the path should continue, we guess C 1 = ∃ Q − for some role Q , and verify that conditions (A), (B)
and (C) are satisﬁed. Now, if we guess that the path should stop, it remains to verify condition (D). If, on the contrary,
we guess that the path should continue, we can forget C 0 , guess C 2 , and proceed with it in the same way as we did
with C 1 . Finally, when we reach the concept C n , such that the algorithm guesses to stop, it remains to verify condition (D).
It should be clear that whenever a generating path π = C 0 , . . . C n for ( B , R ) in S and M exists, we can ﬁnd it by the
above non-deterministic procedure. Note that n is bounded by the number of roles in S ∪ B , since every generating path in
which a role appears more than once can be shortened to one in which the subpath between the ﬁrst and last occurrence
of the role is removed (in fact, if C 0 , . . . , C i , . . . , C j , . . . , C n is a generating path for ( B , R ) in S and M, for 0 ≤ i < j and
C i = C j , then it is easy to see that C 0 , . . . , C i −1 , C j , . . . , C n is also a generating path for ( B , R ) in S and M). 2
We conclude this section by observing that the proof of Lemma 7.13 contained an algorithm for computing a
UCQ-representation in the case S is UCQ-representable under M.
8. Concluding remarks and future work
In this article, we have deﬁned the problem of exchanging knowledge between a source and a target KB connected
through a mapping. In particular, we have considered source KBs, target KBs, and mappings speciﬁed in the Description
Logic DL-LiteR , which is the logic underlying OWL 2 QL (one of the three proﬁles of the standard Web Ontology Language
OWL 2), and we have studied some fundamental problems related to the exchange of knowledge in this context. We have
developed novel game- and automata-theoretic techniques, and have provided complexity results for these problems that
range from NLogSpace to ExpTime.
As future work, we ﬁrst note that the complexity of the non-emptiness problem has not been pinpointed in all cases
(see Table 1). In particular, it would be interesting to close the gap between the lower and upper bounds for the complexity of this problem for universal solutions and extended ABoxes, as we currently know it to be PSpace-hard and included
in ExpTime. Moreover, it would also be interesting to establish a lower bound for this problem for the case of universal
UCQ-solutions and simple ABoxes, and to prove it to be decidable for the case of universal UCQ -solutions and extended
ABoxes. Second, the target signature in the non-emptiness problem is allowed to include new concepts or roles neither
in universal solutions nor in universal UCQ-solutions nor in UCQ-representations. The problem of allowing such additional symbols in these constructions is certainly interesting and worth investigating in the future. Third, it is interesting
to study the problem of knowledge exchange for richer ontology formalisms, such as the DLs of the ALC -family, DLs with
number restrictions or functionality, or existential rule languages/Datalog± [66–68]. The aim would be to understand for
which variants of such formalisms the existing techniques can be extended, and which variants instead would require a

521

Communal Assembly Paper

www.daifture.org

M. Arenas et al. / Artiﬁcial Intelligence 238 (2016) 11–62

45

novel approach. For example, the techniques based on reachability games and two-way alternating tree automata, both of
which heavily rely on the canonical model property, can be extended to other Horn DLs, such as DL-LiteH
, ELH, and
horn
Horn-ALCHI , similarly to the approach in [30]. Finally, in this work we have not dealt with other standard data exchange
reasoning tasks, such as composition and inversion of mappings [69,70,31,20,21]. These problems are certainly of interest in
the KB exchange framework, and will be the subject of further investigation.
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Appendix A. Proofs in Section 5
A.1. Proof of Proposition 5.3
Proof. For the sake of contradiction, assume that T is not trivial, that is, there exists an interpretation J  = J , ·J of
such that J  |= T .


Given that S ∪ B , As is consistent, there exists an interpretation I  = I , ·I of ( ∪ ) such that I  |= S ∪ B , As .


I
I
J
J
Then deﬁne interpretations I =  , · of  and J =  , ·
of
as follows: (1) I = J = I ; (2) aI = aJ = aI ,


J
I
I
I
I
for every constant a ∈ N a ; (3) A 1 = A 1 and A 2 = A 2 , for every pair of concept names A 1 ∈  and A 2 ∈ ; and (4) P 1 =




P 1I and P 2J = P 2I , for every pair of role names P 1 ∈  and P 2 ∈ . By deﬁnition of I , J and given that I  |= S ∪ B , As ,
we conclude that I ∈ Mod(Ks ) and (I , J ) |= B .



Without loss of generality, we assume that I ∩ J = ∅. Then deﬁne an interpretation J  of
as follows: (1) J =








I
J
J
I
J
I
J
J
 ∪  ; (2) a = a , for every constant a ∈ N a ; (3) A = A ∪ A , for every concept name A ∈ ; and (4) P =


P I ∪ P J , for every role name P ∈ . Given that (I , J ) |= B , we conclude that (I , J  ) |= B . In fact, for every concept
J
J
J
I  and
inclusion B 1  B 2 ∈ B , where B 1 , B 2 are basic concepts, we have that B I
given that B I
1 ⊆ B2
1 ⊆ B2 , B2 = B2





J
I
BJ
2 = B 2 ∪ B 2 . Moreover, for every concept inclusion B 1  ¬ B 2 ∈ B , where B 1 , B 2 are basic concepts, we have that




J given that B I ⊆ (¬ B )J , (¬ B )J = (¬ B )I and (¬ B )J = (¬ B )I ∪ (¬ B )J
BI
2
2
2
2
2
2
1 ⊆ (¬ B 2 )
1







J
I
(since B J
2 = B2 ∪ B2

and I ∩ J = ∅). Finally, for role inclusions R 1  R 2 and R 1  ¬ R 2 in B , where R 1 , R 2 are basic roles, we conclude
J
I
J  as in the previous two cases.
that R I
1 ⊆ R 2 and R 1 ⊆ (¬ R 2 )
From the results in the previous paragraph, we conclude that J  ∈ SatM (Mod(Ks )) (since J  ∈ SatM (I ) and I ∈
Mod(Ks )). On the other hand, we have that J  |= T , by deﬁnition of J  and given that J  |= T . Thus, we have that
J  |= Kt and, thus, J  ∈
/ Mod(Kt ). Therefore, we conclude that SatM (Mod(Ks )) = Mod(Kt ), which contradicts the fact that
Kt is a universal solution for Ks under M. This concludes the proof of the proposition. 2




Appendix B. Proofs in Section 6
B.1. Proof of Lemma 6.2
Proof. In this proof we assume that Ks = S , As and we denote by Ksb the KB S ∪ B , As .
(⇒) Let At be a universal solution for Ks under M. Then uni (At ) is -homomorphically equivalent to uni (Ksb ): since At
is a solution, there exists I , a model of Ks , such that (I , uni (At )) |= B . Then I ∪ uni (At ) is a model of Ksb , therefore there is
a homomorphism h from uni (Ksb ) to I ∪ uni (At ). As  and are disjoint signatures it follows that h is a -homomorphism
from uni (Ksb ) to uni (At ). On the other hand, as At is a universal solution, J , the interpretation of obtained from uni (Ksb )
is a model of At with a substitution h . This h is exactly a homomorphism from uni (At ) to uni (Ksb ). Thus, we showed
(hom).
For the sake of contradiction, assume that (safe) does not hold, i.e., Ks is not -safe with respect to M, and e.g., (cs)
does not hold, i.e., there is a disjointness axiom in S of the form B  ¬C , such that ( B , C ) is not safe. Then both B and C
are not safe in uni (Ksb ): for some b ∈ B uni (Ksb ) and c ∈ C uni (Ksb ) ,

t

uni (Ksb )

Let h be a

t

(b) = ∅

or

b ∈ Na ,

and

t

uni (Ksb )

(c ) = ∅

or

c ∈ Na .

-homomorphism from uni (Ksb ) to uni (At ) (it exists by (hom)), and h(b) = t and h(c ) = s. Then it follows that

uni (At )

(t ) = ∅

or

b ∈ Na ,

and

t

uni (At )

(s) = ∅

or

c ∈ Na .

of At with a substitution hJ such that J

Take a model J
= {d} (hence, t J = sJ ). Such a model exists because At does
not assert any negative information and the UNA does not hold. First, assume that both b and c are constants (i.e., bJ = c J ).
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Then, obviously there exists no model I of  such that I |= Ks and (I , J ) |= B : in every such I , bI must be equal to c I
which contradicts B  ¬C , and bI ∈ B I and c I ∈ C I . Now, assume that at least b is not a constant and tail(b) = w [ R ] for
uni (K )

sb
some role R over  (hence, b ∈ (∃ R − )uni (Ksb ) and S |= ∃ R −  B). Let B  ∈ t
(b), then by construction of the canonical
−


model, S ∪ B |= ∃ R  B , by homomorphism, B (t ) ∈ At , and by construction of J , B J = {d}. As At is a universal solution,
let I be a model of Ks such that (I , J ) |= B . Then (∃ R − )I is non-empty and (∃ R − )I ⊆ B J . It immediately follows that
d ∈ (∃ R − )I , hence d ∈ B I . By a similar argument, it can be shown that d must be in C I , which contradicts that I is a
model of B  ¬C . Contradiction with At being a universal solution.
Similar to (cs) we can derive a contradiction if assume that (rs) does not hold.
Now, assume (re) does not hold, i.e., B  ¬ B  ∈ B and B uni (Ksb ) = ∅. Note that At is an extended ABox, i.e., it contains
only assertions of the form A (u ), P (u , v ) for u , v ∈ N a ∪ Nl . Take a model J of At such that B J = J . Such J exists as
At contains only positive facts. Since At is a universal solution, there exist a model I of Ks such that (I , J ) |= B . Then,
B I = ∅, and it is easy to see that (I , J ) |= B  ¬ B  because J \ B J = ∅ and B I  J \ B J .
Similar to (ce) we can derive a contradiction if assume that (re) does not hold.
In every case we derive a contradiction, hence Ks is -safe with respect to M.

(⇐) Assume (hom) and (safe) hold. We show that At is a universal solution for Ks under M.
First, At is a solution for Ks under M. Let J be a model of At , and h1 a homomorphism from uni (At ) to J . Furthermore, let h be a -homomorphism from uni (Ksb ) to uni (At ). Then h2 (x) = h1 (h(x)) is a -homomorphism from uni (Ksb )
to J . Let I be the interpretation of  deﬁned as the image of h2 applied to uni (Ks ), i.e., I = h2 (uni (Ks )). Next, deﬁne a
new function h : uni (Ks ) →  ∪ I , where  is an inﬁnite set of domain elements disjoint from I , as follows:
uni (K )

sb
– h (x) = h2 (x) if t
(x) = ∅ or x ∈ N a .
– h (x) = dx , a fresh domain element from , otherwise.

We show that interpretation I  deﬁned as the image of h applied to uni (Ksb ), is a model of Ks and (I  , J ) |= M. It is
straightforward to verify that I  is a model of the positive inclusions in S and (I  , J ) satisfy the positive inclusions from B .
In what follows we prove that I  is a model of the disjointness axioms in S .



Let S |= B  ¬C for basic concepts B , C . By contradiction, assume I  |= B  ¬C , i.e., for some d ∈ I , d ∈ B I ∩ C I .


uni (Ks )
uni (Ks )
uni (Ks )
We deﬁned I as the image of h on uni (Ks ), hence there must exist b, c ∈ 
such that b ∈ B
, c∈C
, and
h (b) = h (c ) = d. Then, since Ks is -safe with respect to M, it follows that ( B , C ) is safe and it cannot be the case that

t

uni (Ksb )

(b) = ∅ or b ∈ N a ,

and

t

uni (Ksb )

(c ) = ∅ or c ∈ N a .

uni (Ksb )

(b) = ∅. Then by deﬁnition of h , h (b) = db ∈  (hence d = db ). In either case c is a con(c ) = ∅, or t
(c ) = ∅, we obtain contradiction with h (b) = db = h (c ) (recall,  and I are disjoint).
stant, or t
Contradiction rises from the assumption I |= B  ¬C .



Next, assume S |= R  ¬ Q for roles R , Q , and I  |= R  ¬ Q , i.e., for some d1 , d2 ∈ I , (d1 , d2 ) ∈ R I ∩ Q I . We


uni (Ks )
uni (Ks )
deﬁned I as the image of h on uni (Ks ), hence there must exist b1 , b2 , c 1 , c 2 ∈ 
such that (b1 , b2 ) ∈ R
,
(c 1 , c 2 ) ∈ Q uni (Ks ) , and h (bi ) = h (c i ) = di for i = 1, 2. Then, since Ks is -safe with respect to M, it follows that ( R , Q ) is
Assume b is a null and t
uni (Ksb )

uni (Ksb )

safe and it cannot be the case that 1) R and Q are not safe, i.e.,

t

uni (Ksb )

uni (Ksb )

or 2) t

(bi ) = ∅ or bi ∈ N a ,
uni (Ksb )

(b2 ) = ∅ and t

and

t

uni (Ksb )

(c i ) = ∅ or c i ∈ N a ,

(c 2 ) = ∅ if b1 = c 1 . Consider the following possible cases:

uni (Ksb )

= ∅. Then by deﬁnition of h , h (b1 ) = db1 ∈  (and d1 = db1 ).
(c 1 ) = ∅, then h (c 1 ) = dc1 = d1 , hence c 1 = b1 and (b1 , b2 ) ∈ R uni (Ks ) , (b1 , c 2 ) ∈ Q uni (Ks ) .
– c 1 is a null and t
uni (Ksb )
uni (Ksb )
Assume b2 is a null and t
(b2 ) = ∅. Then h (b2 ) = db2 ∈  and in either case c 2 is a constant, or t
(c 2 ) = ∅,
uni (Ksb )


or t
(c 2 ) = ∅, we obtain contradiction with h (b2 ) = db2 = h (c 2 ).
– Otherwise we obtain contradiction with h (b1 ) = db1 = h (c 1 ).

– b1 is a null and t

(b1 )
uni (Ksb )

The cases b2 or c i are nulls with the empty -type are covered by swapping R and Q or by taking their inverses.

/ J \ C J . Then there must exist b ∈
Finally, assume B  ¬ B  ∈ B and (I  , J ) |= B  ¬ B  , i.e., for some d ∈ B I , d ∈
uni (Ks )

B
such that h (b) = d. Contradiction with (ce). Similarly, we derive a contradiction with (re) if assume that R  ¬ R  ∈
B and (I  , J ) |= R  ¬ R  .
Therefore, indeed, I is a model of Ks and (I , J ) |= B . This concludes the proof At is a solution for Ks under M.
such that (I , J ) |= M. Then,
Second, At is a universal solution. Let I be a model of Ks and J an interpretation of
since uni (Ksb ) is the canonical model of Ksb , there exists a homomorphism h from uni (Ksb ) to I ∪ J (I ∪ J is a model
of Ksb ). In turn, there is a homomorphism h1 from uni (At ) to uni (Ksb ), therefore h = h ◦ h1 is a homomorphism from
uni (At ) to I ∪ J , and a -homomorphism from uni (At ) to J . Hence, J is a model of At : take h as the substitution for
the labeled nulls. By deﬁnition of universal solution, At is a universal solution for Ks under M. 2
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B.2. Proof of Lemma 6.8
Proof. The proof is inspired by one in [30], but makes use of a reduction from the Circuit Value problem, known to be
PTime-complete [63, Theorem 8.1], instead of a reduction from the Horn Satisﬁability problem. Given a monotone Boolean
circuit C consisting of a ﬁnite set of assignments to Boolean variables P 1 , . . . , P n of the form P i = 0, P i = 1, P i = P j ∧ P k ,
j , k < i, or P i = P j ∨ P k , j , k < i, where each P i appears on the left-hand side of exactly one assignment, check whether the
value P n is 1 in C .
We ﬁx signatures  = { P , L , R } and = { L  , R  }. Let a1 , . . . , an ∈ N a , and consider

As = { P (an )} ∪ { L (ai , ai ), R (ai , ai ) | P i = 1 in C } ∪ { L (ai , a j ), R (ai , ak ) | P i = P j ∧ P k in C }

∪ { L (ai , a j ), R (ai , a j ), L (ai , ak ), R (ai , ak ) | P i = P j ∨ P k in C }
S = { P  ∃ L , P  ∃ R , ∃ L −  P , ∃ R −  P },

B = {L  L , R  R  }

At = { L  (ai , a j ) | L (ai , a j ) ∈ As } ∪ { R  (ai , a j ) | R (ai , a j ) ∈ As }
Note that  , , S , and B do not depend on C , hence the reduction provides a lower bound for data complexity. We show
that the value of P n in C is 1 if and only if At is a universal solution for Ks = S , As under M = (, , B ). Denote by
Ksb the KB S ∪ B, As . Clearly, uni (At ) ⊆ uni (Ksb ) (independently of the value of P n in C ). So, it suﬃces to show that the
value of P n in C is 1 if and only if uni (Ksb ) is -homomorphically embeddable into uni (At ).
contains an inﬁnite binary tree
(⇒) Suppose P n evaluates to 1 in C . Observe that the projection of uni (Ksb ) over
whose root is an , and in which each left edge is labeled with L  and each right edge is labeled with R  . We deﬁne a
an
-homomorphism h from uni (Ksb )an to uni (At ) by induction on the length of σ ∈ uni (Ksb ) . Note that, since
contains
only role names, the local homomorphism condition is trivially satisﬁed.
For the base case, we set h(an ) = an . For the inductive step, assume the value of P i is 1 and we already deﬁned h(σ ) = ai
an
for σ ∈ uni (Ksb ) . Consider the following three cases. First, if P i = P j ∧ P k in C , then At contains assertions L  (ai , a j ) and
R  (ai , ak ), moreover, P j and P k both evaluate to 1: we set h(σ w [ L ] ) = a j and h(σ w [ R ] ) = ak . Second, if P i = P j ∨ P k in C ,
then At contains assertions L  (ai , a j ), R  (ai , a j ) and L  (ai , ak ), R  (ai , ak ), and at least one of P j and P k evaluates to 1, assume
it is P j : we set h(σ w [ L ] ) = a j and h(σ w [ R ] ) = a j . Finally, if P i = 1 in C , then At contains assertions L  (ai , ai ) and R  (ai , ai ):
we set h(σ w [ L ] ) = ai and h(σ w [ R ] ) = ai . Hence, by construction, h is a -homomorphism.
(⇐) Suppose At is a universal solution for Ks under M. Then uni (S ∪ B , As ) is -homomorphically embeddable in
uni (At ). We prove that the value of P n is 1 in C .
Let h be a -homomorphism from uni (Ksb ) to uni (At ). Since uni (Ksb )an is an inﬁnite tree, and the only role cycles that
At contains are loops of the form L  (ai , ai ) and R  (ai , ai ), there exists a bound m such that for each σ = an w [ S 1 ] · · · w [ S m ] ∈
an
uni (Ksb ) with S j ∈ { L , R }, it holds h(σ ) = ai for some i such that P i = 1 in C .
Assume 1 ≤  ≤ m and for each σ = an w [ S 1 ] · · · w [ S  ] with S j ∈ { L , R } and each 1 ≤ i ≤ n, the value of P i is 1 in C
whenever h(σ ) = ai . We verify by induction on  that for each δ = an w [ S 1 ] · · · w [ S −1 ] and each 1 ≤ i ≤ n, the value of P i
is 1 in C whenever h(δ) = ai . Assume that h(δ w [ L ] ) = a j , h(δ w [ R ] ) = ak and the values of P j and P k are 1 in C , moreover
h(δ) = ai . If i = j = k, then obviously the value of P i is 1 in C . Otherwise i = j and i = k. If j = k, then given that h is a
-homomorphism, At contains assertions L  (ai , a j ) and R  (ai , a j ) (hence, As contains assertions L (ai , a j ) and R (ai , a j )). By
construction of As , it follows that there is an assignment P i = P j ∨ P j  in C for some j  . As P j is 1, we obtain that also P i
evaluates to 1. If j = k, then At contains assertions L  (ai , a j ) and R  (ai , ak ), so by construction of As there is an assignment
P i = P j ∧ P k or P i = P j ∨ P k in C . Again it follows that P i evaluates to 1 in C . By induction, P n evaluates to 1 in C . 2
B.3. Proof of Lemma 6.12
Proof. The proof is by reduction from 3-colorability of undirected graphs known to be NP-hard. Consider an undirected
graph G = (V, E), which we view as a symmetric directed graph, and ﬁx signatures  = { E (·, ·)} and = { E  (·, ·)}. Further,
let r , g , b ∈ N a , V ⊆ Nl and

As
S
B
At

=
=
=
=

{ E (r , g ), E ( g , r ), E (r , b), E (b, r ), E ( g , b), E (b, g )},
{},
{ E  E  },
{ E  (r , g ), E  ( g , r ), E  (r , b), E  (b, r ), E  ( g , b), E  (b, g )} ∪
{ E  (x, y ) | (x, y ) ∈ E}.

Note that the nodes in G become labeled nulls in At . We show that G is 3-colorable if and only if At is a universal solution
for Ks = S , As under M = (, , B ).
(⇒) Suppose G is 3-colorable. Then it follows that there exists a function h that assigns to each vertex from V one of
the
 colors {r , g , b} such that if (x, y ) ∈ E, then h(x) = h( y ). Hence h is a homomorphism from G to the undirected graph
{r , g , b}, {(r , g ), ( g , b), (b, r )} .
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We prove that At is a universal solution for Ks under M by employing Lemma 6.2. Obviously, Ks is -safe with respect
to M. Thus, it remains to verify that uni (At ) is -homomorphically equivalent to uni (S ∪ B , As ). First, it is easy to see
that uni (S ∪ B , As ) is -homomorphically embeddable into uni (At ). Second, h is also a homomorphism from uni (At ) to
uni (S ∪ B , As ). Thus At is indeed a universal solution for Ks under M.
(⇐) Suppose now At is a universal solution for Ks under M. Then by Lemma 6.2 it follows that uni (At ) is
-homomorphically equivalent to uni (S ∪ B , As ). Let h be a homomorphism from uni (At ) to uni (S ∪ B , As ). Notice that
uni (S ∪B,As ) = ind(As ), hence h assigns to each labeled null x ∈ uni (At ) some constant a ∈ ind(As ), and it is easy to see
that h is an assignment for the vertices in V that is a 3-coloring of G. 2
B.4. Proof of Lemma 6.15
Proof. The proof is by reduction from the validity problem for Quantiﬁed Boolean Formulas (QBF), known to be
PSpace-complete. Consider a QBF
m

ϕ = Q1 X 1 · · · Qn Xn

Cj
j =1

where Qi ∈ {∀, ∃} and C j , 1 ≤ j ≤ m, are clauses over the variables X i , 1 ≤ i ≤ n.
Let  = { A , Q 0 , Q i , Q ik , R j , P 0 , P i , P ik , R 0j , R ij | j ∈ {1, . . . , m}, i ∈ {1, . . . , n}, k ∈ {0, 1}} where A is a concept name and
the rest are role names. Let S be the following TBox over  for j ∈ {1, . . . , m}, i ∈ {1, . . . , n} and k ∈ {0, 1}:

A  ∃ Q 0−

∃ Q i−−1  ∃ Q ik , if Qi = ∀
∃ Q i−−1  ∃ Q i , if Qi = ∃

Q ik  Q i

∃ Q n−  ∃ R j

A  ∃ P 0−

∃ P i−−1  ∃ P ik

P ik  P i

∃( P i0 )−  ∃ R ij ,
∃( P i1 )−  ∃ R ij ,

∃ R −j  ∃ R j
if ¬ X i ∈ C j

∃( R ij )−  ∃ R ij−1

if X i ∈ C j

(B.1)

(B.2)

and As = { A (a)}.
Further, let = { X i0 , X i1 , T , S j } where X i0 , X i1 are concept names and T , S j are role names, M = (, , B ), and B the
following set of inclusions:

Qi  T
Pi  T

∃( Q ik )−  X ik
∃( P ik )−  X ik

Rj  Sj

−

Pi  S j

R ij  S j

R 0j  S −
j

Then, |= ϕ if and only if uni (S ∪ B , As ) is -homomorphically embeddable into a ﬁnite subset of itself, i.e., if and only if a
universal solution for Ks = S , As under M exists. We show this following the line of the proof of Theorem 11 in the full
version of [55].
(⇒) Suppose |= ϕ . We show that the canonical model uni (S ∪ B , As ) is -homomorphically embeddable into a ﬁnite
subset of itself. More precisely, let us denote with S inf the subset of S consisting of the ﬁrst 6 axioms (B.1), and S ﬁn the
subset of S consisting of the last 6 axioms (B.2). Then uni (S ∪ B , As ) = uni (S inf ∪ B , As ) ∪ uni (S ﬁn ∪ B , As ). In the following
we use Uinf to denote uni (S inf ∪ B , As ), and Uﬁn to denote uni (S ﬁn ∪ B , As ), and show how to construct a -homomorphism
h : Uinf → Uﬁn .
We begin by setting h(a) = a. Then we deﬁne h in such a way that, for each path π in Uinf of length i + 1 ≤ n, h(π )
is a path of the form aw k1 · · · w ki in Uﬁn and it deﬁnes an assignment αh(π ) to the variables X 1 , . . . , X i by taking
[P1 ]

[Pi ]

αh(π ) ( X i ) =  if ki = 1 and αh(π ) ( X i ) = ⊥ if ki = 0, for all 1 ≤ i  ≤ i. Such assignments αh(π ) will satisfy the following:
the QBF obtained from ϕ by removing Q1 X 1 . . . Qi X i from its preﬁx is true under αh(π ) .

(α )

For the paths of length 1 the -homomorphism h has been deﬁned and (α ) trivially holds. Suppose that we have deﬁned h
for all paths in Uinf of length i + 1 ≤ n. We extend h to all paths of length i + 2 in Uinf such that (α ) holds. Let π be a path
of length i + 1. Observe that h(π ) has two successors in Uﬁn : h(π ) · w [ P 0 ] and h(π ) · w [ P 1 ] . Now,
i +1

i +1

π has two successors in Uinf : π · w [ Q 0 ] and π · w [ Q 1 ] . Thus, we set h(π · w [ Q k ] ) = h(π ) · w [ P k ] , for
i +1
i +1
i +1
i +1
k = 0, 1. Clearly, (α ) holds.
– if Qi = ∃ then π has one successor in Uinf : π · w [ Q i+1 ] . Since ϕ is valid, by (α ) the QBF obtained from ϕ by removing
Q1 X 1 . . . Qi X i is true under either αh(π ) ∪ { X i → } or αh(π ) ∪ { X i → ⊥}. We set h(π · w [ Q i+1 ] ) = h(π ) · w [ P k ] where
i +1
k = 1 in the former case, and k = 0 in the latter case. Either way, (α ) holds.

– if Qi = ∀ then

π be a path of length n + 1 in Uinf . By construction, we have that h(π ) = a · w [ P k1 ] · · · w [ P kn ] . Next, on the one
n
1
hand, in Uinf the path π has m inﬁnite extensions of the form π · w [ R j ] · w [ R j ] · · · , for 1 ≤ j ≤ m. On the other hand, by (α ),
Let now
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Fig. 6. The projection of uni (S ∪ B, As ) over

49

for φ = ∃ X 1 ∀ X 2 ∃ X 3 ( X 1 ∧ ( X 2 ∨ ¬ X 3 )).

αh(π ) |= C j for each clause C j , i.e., there is some 1 ≤ i ≤ n such that ki = 1 if X i ∈ C j , or ki = 0 if ¬ X i ∈ C j . For l ≥ 1, denote
by πl the path π · w [ R j ] · . . . · w [ R j ] where w [ R j ] is repeated l times. We now set
h(πl ) = a · w
h(πl ) = a · w
h(πl ) = a · w

k

· ... · w

k

· ... · w

[ P 11 ]
[ P 11 ]
k
[ P 11 ]

· ... · w

k

[ P nn−−l l ]
k

[Pi i ]
k
[Pi i ]

for 1 ≤ l ≤ n − i,

,

· w [ R i ] · . . . · w [ R n−l+1 ] ,
j

for n − i < l ≤ n + 1,

j

· w [ R i ] · w [ R i −1 ] · . . . · w [ R i  ] ,
j

j

j

for n + 1 < l and i  = (n − l + 1) mod 2.

It is immediate to verify that h is a -homomorphism from Uinf to Uﬁn . Since K1 is -safe with respect to M, by Lemma 6.4
we obtain that a universal solution for K1 under M exists.
(⇐) Let h be a -homomorphism from Uinf to Uﬁn . We show that |= ϕ .
Let π = a · w 1 · · · w n be a path of length n + 1 in Uinf . Then its homomorphic image h(π ) must be of the form a ·
w k1 · · · w [ P kn ] . This implies a variable assignment απ : απ ( X i ) =  if ki = 1 and απ ( X i ) = ⊥ if ki = 0, for 1 ≤ i ≤ n. It
[P1 ]

n

is suﬃcient to show that απ |= C j for every 1 ≤ j ≤ m, i.e, the clause C j contains at least one of the literals X i with
απ ( X i ) = , or ¬ X i with απ ( X i ) = ⊥.
Consider a path π · w [ R j ] · . . . · w [ R j ] of length 2n + 2 in Uinf (i.e., w [ R j ] is repeated n + 1 times). Then its h-image in Uﬁn
must be of the form a · w k1 · . . . · w ki · w [ R i ] · w [ R i−1 ] · . . . · w [ R 0 ] for some 1 ≤ i ≤ n. Now, by construction of S , if ki = 0
[P1 ]

(hence,

[Pi ]

j

j

j

απ ( X i ) = ⊥), then C j must contain ¬ X i , otherwise C j must contain X i . 2

We illustrate the above reduction with the following example.
Example B.1. Let us consider the QBF φ = ∃ X 1 ∀ X 2 ∃ X 3 ( X 1 ∧ ( X 2 ∨ ¬ X 3 )), which is valid. A ﬁnite portion of the projection of
uni (S ∪ B , As ) over is depicted in Fig. 6, where each edge
is labeled with T , each edge
is labeled with T , S 1− ,
−
S 2 , and the labels of edges
are shown to the left of each inﬁnite and ﬁnite path. The concept labels of the individuals
(if any) are shown next to them.
Let Uinf be the projection over
of the part of uni (S ∪ B , As ) generated using the axiom templates (B.1) of S ; similarly,
for Uﬁn and the axiom templates (B.2). Note that Uinf is inﬁnite, while Uﬁn is ﬁnite. Intuitively, in Uﬁn , the dashed part
is a full binary tree representing all possible assignments to the variables X 1 , X 2 , X 3 , where edges whose target node is
labeled with X i0 (resp., X i1 ) represent the assignment of 0 (resp., 1) to variable X i . Moreover, each solid part (ending in a
loop) starting at a node labeled X i0 (resp., X i1 ) and labeled with S 1 represents the fact that literal ¬ X i (resp., X i ) appears
in clause C 1 ; analogously for S 2 and C 2 . As for Uinf , the dash-dotted part represents the quantiﬁer preﬁx of φ : if quantiﬁer
Qi is ∃, then there is a single edge at level i (counting from individual a); instead, if quantiﬁer Qi is ∀, then there are two
distinct edges at level i, one whose target node is labeled with X i0 and one whose target node is labeled with X i1 . For each
clause C j , each node at level 3 is the origin of an inﬁnite chain, all of whose edges are labeled with S j .
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The QBF φ is valid, and we show that there is indeed a -homomorphism h from Uinf to Uﬁn (hence, uni (S ∪ B , As ) is
-homomorphically embeddable into Uﬁn ). Therefore, the ABox obtained from Uﬁn is a universal solution for Ks under M.
First, by considering the assignment of 1 to X 1 , we obtain the formula ∀ X 2 ∃ X 3 (1 ∧ ( X 2 ∨ ¬ X 3 )), which is valid. Hence
h maps x = aw [ Q 1 ] to the node in Uﬁn labeled with X 11 . Then, for assignment of 0 to X 2 we obtain ∃ X 3 (0 ∨ ¬ X 3 ), and
for assignment of 1 to X 2 we obtain ∃ X 3 (1 ∨ ¬ X 3 ), which are both valid. Hence h maps y = xw [ Q 0 ] to the successor of
2

h(x) labeled with X 20 and z = xw [ Q 1 ] to the successor of h(x) labeled with X 21 . Finally, in the case where X 2 = 0, for the
2

assignment of 0 to X 3 , we obtain 0 ∨ ¬0, which is valid; instead, in the case where X 2 = 1, any assignment to X 3 , e.g., 1
can be used. Hence h maps u = y w [ Q 3 ] to the successor of h( y ) labeled with X 30 and v = zw [ Q 3 ] to the successor of h( z)
labeled with X 31 . Since for all considered assignments the clauses of φ are satisﬁed, h can indeed map each inﬁnite chain
starting from u and v, to a chain in Uﬁn ending in a loop. For example, the inﬁnite chain starting from v and labeled with
S 1 is mapped to the path in Uﬁn that starts with the dashed edges connecting h( v ) to h( z) and h(x), and continues with
the edge and loop labeled with S 1 . 2
B.5. Proof of Lemma 6.16
Proof. Let M = (, , B ) be a mapping, and Ks = S , As a KB over  . We construct Ks and M such that there exists a
universal solution for Ks under M iff there exists a universal UCQ-solution for Ks under M .
Deﬁne M to be equal to (  ,  , B  ), where   extends  with fresh concept and roles names { X 1 | X ∈ } and fresh
role names Q 1 , Q 2 ,  extends
with a fresh role name Q , and B  = B ∪ { X 1  X | X ∈ } ∪ { Q 1  Q , Q 2  Q }. Let




Ks = S , As , where As is the union of As , assertions

{ X 1 (a X ) | X ∈

is a concept name} ∪ { X 1 (a X , b X ) | X ∈

is a role name},

for fresh constants a X , b X for each symbol X , and assertions {∃ Q 1 (a Q ), Q 2 (a Q , b Q )}, for fresh constants a Q , b Q . If Ks is
not -safe with respect to M, then S  = S ∪ {∃ Q 1−  ∃ Q 1 }, otherwise S  = S . We prove Ks and M are as required.
Assume Ks and M are inconsistent, that is, the KB S ∪ B , As is inconsistent. Then each inconsistent target KB is a
universal solution for Ks under M. On the other hand, Ks and M are inconsistent, and, again, each inconsistent target KB
is a universal UCQ-solution for Ks under M . In what follows, we assume Ks and M are consistent, and Ks and M are
consistent.
Assume there exists a universal solution At for Ks under M. Then Ks is -safe with respect to M, and it is easy to see
that At ∪ { X (a X ) | X ∈ is a concept name} ∪ { X (a X , b X ) | X ∈ is a role name} ∪ { Q (a Q , b Q )} is a universal UCQ-solution
for Ks under M .
Now, assume there exists a universal UCQ-solution Kt = T , At for Ks under M . First, it follows that uni (S  ∪ B  , As )
does not contain an inﬁnite Q -chain starting from a Q , hence S  does not contain the axiom ∃ Q 1−  ∃ Q 1 and Ks is -safe
with respect to M. Second, without loss of generality, we may assume that T does not contain disjointness axioms and At
is closed with respect to T . Finally, uni (Kt ) is ﬁnitely -homomorphically equivalent to uni (S  ∪ B  , As ), so for each concept
name A ∈ , A (a A ) ∈ At and for each role name P ∈ , P (a P , b P ) ∈ At . We show that T is a trivial TBox. By contradiction,
assume α ∈ T is a non-trivial axiom. Consider various cases of α :

α = A  B, for concept name B distinct from concept name A. Then Kt |= B (a A ), however S  ∪ B , As |= B (a A ), hence it

is not the case uni (Kt ) is ﬁnitely -homomorphically equivalent to uni (S ∪ B  , As ). Contradiction.
α = ∃ P  A, for role name P . Then Kt |= A (a P ), however S  ∪ B , As |= A (a P ), hence it is not the case uni (Kt ) is ﬁnitely
-homomorphically equivalent to uni (S  ∪ B  , As ). Contradiction.
α = ∃ P −  A, for role name P . As above, but in this case Kt |= A (b P ) and S  ∪ B , As |= A (b P ).
α = P  R, for role R distinct from role name P . Then Kt |= R (a P , b P ), however S  ∪ B , As |= R (a P , b P ), hence it is not
the case uni (Kt ) is ﬁnitely -homomorphically equivalent to uni (S  ∪ B  , As ). Contradiction.
α = A  ∃ R, for role R. Then there exists σ ∈ uni (Kt ) distinct from a A such that R ∈ runi (Kt ) (a A , σ ). Since in uni (S  ∪
B , As ), a A is not connected to anything, uni (Kt ) is not ﬁnitely -homomorphically embeddable into uni (S  ∪
B , As ). Contradiction.
α = ∃ P  ∃ R, for role R distinct from role name P . Then there exists σ ∈ uni (Kt ) distinct from a P such that R ∈
runi (Kt ) (a P , σ ). If σ = b P then we get a contradiction similar to the case α = P  R. If σ = b P then we get a
contradiction as above.
α = ∃ P −  ∃ R, for role R distinct from P − . As above.
α = ∃ P −  ∃ P , for role name P . Then in uni (Kt ) there exists an inﬁnite P -chain starting from b P , and obviously, it is not
ﬁnitely -homomorphically embeddable into uni (S  ∪ B  , As ). Contradiction.
Therefore, T is a trivial TBox, so we obtain that uni (At ) is ﬁnitely -homomorphically equivalent to uni (S  ∪ B  , As ). Since
uni (At ) is ﬁnite, it follows uni (At ) is -homomorphically equivalent to uni (S  ∪ B  , As ). Let A−
t be the subset of At such
that ind(At ) = ind(As ). It is easy to see that uni (A−
-homomorphically equivalent to uni (S ∪ B , As ), and as Ks is
t ) is
-safe with respect to M, we conclude that A−
t is a universal solution for Ks under M. 2
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B.6. Reachability games on graphs
Reachability games are two-person inﬁnite games. Here we employ the “Spoiler vs. Duplicator” terminology instead of
the standard “Player 0 vs. Player 1” terminology used for instance in [62], as we ﬁnd it more intuitive.
A game is played by two players: Spoiler and Duplicator, and deﬁned by a game arena (or playground) and a winning
condition. A (game) arena is a triple A = (S, D, T), where P = S ∪ D is a ﬁnite set of states, S ∩ D = ∅, and T ⊆ P × P is a
transition relation. The game starts in some state s0 ∈ P, and it is played in turns. In each turn, if the current state s is
in S, then Spoiler chooses some state s ∈ P such that (s, s ) ∈ T, and if the current state s is in D, then Duplicator chooses
some state s ∈ P such that (s, s ) ∈ T. Thus, each play in the game is viewed as a path π , which can be inﬁnite (i.e.,
π = s0 · s1 · s2 · · · , where si ∈ P and (si , si+1 ) ∈ T for every i ≥ 0) or ﬁnite (i.e., π = s0 · s1 · s2 · · · sk ∈ Pk+1 , where (si , si+1 ) ∈ T
for every i ∈ {0, . . . , k − 1} and {s | (sk , s) ∈ T} = ∅).
The winning condition characterizes the plays won by Spoiler. We consider a reachability condition speciﬁed as a set
F ⊆ P of accepting states. Given a winning condition F , a play π is a win for Spoiler iff some state from F occurs in π .
Finally, a reachability game is a pair G = (G, F ) where G is a game arena and F is a reachability condition.
A strategy for Spoiler from state s is a (partial) function f S : P∗ S → P that assigns to each ﬁnite sequence of states
s0 · s1 · · · sk with s0 = s and sk ∈ S, a successor state sk+1 such that (sk , sk+1 ) ∈ T. A play π = s0 · s1 · · · is said to conform
with strategy f S if si +1 = f 0 (s0 s1 . . . si ) for every i ≥ 0 such that si ∈ S. Then, a strategy f S is a winning strategy for Spoiler
from s ∈ P, if every play that conforms with f S and starts in s is a win for Spoiler. The corresponding notions for Duplicator
are deﬁned analogously.
Proposition B.2 ([62,71]). Given a reachability game G = (A, F ) and a state s in A, it can be checked in PTime whether Spoiler (or
Duplicator) has a winning strategy from s.
B.7. Two-way alternating automata
Inﬁnite trees are represented as preﬁx closed (inﬁnite) sets of words over N (the set of positive natural numbers).
Formally, an inﬁnite tree is a set of words T ⊆ N∗ , such that if x · c ∈ T , where x ∈ N∗ and c ∈ N, then also x ∈ T . The
elements of T are called nodes, the empty word  is the root of T , and for every x ∈ T , the nodes x · c, with c ∈ N, are
the successors of x. By convention we take x · 0 = x, and x · i · −1 = x. The branching degree d(x) of a node x denotes the
number of successors of x. If the branching degree of all nodes of a tree is bounded by k, we say that the tree has branching
degree k. An inﬁnite path P of T is a preﬁx closed set P ⊆ T such that for every i ≥ 0 there exists a unique node x ∈ P
with |x| = i. A labeled tree over an alphabet  is a pair ( T , V ), where T is a tree and V : T →  maps each node of T to
an element of  .
Alternating automata on inﬁnite trees are a generalization of nondeterministic automata on inﬁnite trees, introduced in [72].
They allow for an elegant reduction of decision problems for temporal and program logics [73,74]. Let B ( I ) be the set of
positive boolean formulae over I , built inductively by applying ∧ and ∨ starting from  (denoting true), ⊥ (denoting false),
and elements of I . For a set J ⊆ I and a formula φ ∈ B ( I ), we say that J satisﬁes φ if and only if, assigning true to the
elements in J and false to those in I \ J , makes φ true. For a positive integer k, let [k] = {−1, 0, 1, . . . , k}. A two-way
alternating tree automaton (2ATA) running over inﬁnite trees with branching degree k, is a tuple A = , Q , δ, q0 , F , where
 is the input alphabet, Q is a ﬁnite set of states, δ : Q ×  → B ([k] × Q ) is the transition function, q0 ∈ Q is the initial
state, and F speciﬁes the acceptance condition.
The transition function maps a state q ∈ Q and an input letter σ ∈  to a positive boolean formula over [k] × Q .
Intuitively, if δ(q, σ ) = φ , then each pair (c , q ) appearing in φ corresponds to a new copy of the automaton going to the
direction suggested by c and starting in state q . For example, if k = 2 and δ(q1 , σ ) = ((1, q2 ) ∧ (1, q3 )) ∨ ((−1, q1 ) ∧ (0, q3 )),
when the automaton is in the state q1 and is reading the node x labeled by the letter σ , it proceeds either by sending off
two copies, in the states q2 and q3 respectively, to the ﬁrst successor of x (i.e., x · 1), or by sending off one copy in the state
q1 to the predecessor of x (i.e., x · −1) and one copy in the state q3 to x itself (i.e., x · 0).
A run of a 2ATA A over a labeled tree ( T , V ) is a labeled tree ( T r , r) in which every node is labeled by an element of
T × Q . A node in T r labeled by (x, q) describes a copy of A that is in the state q and reads the node x of T . The labels of
adjacent nodes have to satisfy the transition function of A. Formally, a run ( T r , r) is a T × Q -labeled tree satisfying:
–  ∈ T r and r( ) = ( , q0 ).
– Let y ∈ T r , with r( y ) = (x, q) and δ(q, V (x)) = φ . Then there is a (possibly empty) set S = {(c 1 , q1 ), . . . , (cn , qn )} ⊆ [k] × Q
such that:
– S satisﬁes φ and
– for all 1 ≤ i ≤ n, we have that y · i ∈ T r , x · c i is deﬁned (x · c i ∈ T ), and r( y · i ) = (x · c i , qi ).
A run ( T r , r) is accepting if all its inﬁnite paths satisfy the acceptance condition. Given an inﬁnite path P ∈ T r , let inf ( P ) ⊆ Q
be the set of states that appear inﬁnitely often in P (as second components of node labels). We consider here Büchi
acceptance conditions. A Büchi condition over a state set Q is a subset F of Q , and an inﬁnite path P satisﬁes F if
inf ( P ) ∩ F = ∅.
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The non-emptiness problem for 2ATAs consists in determining, for a given 2ATA, whether the set of trees it accepts is
nonempty. It is known that this problem can be solved in exponential time in the number of states of the input automaton A, but in linear time in the size of the alphabet as well as in the size of the transition function of A.
B.8. Proof of Lemma 6.17
Proof. (⇒) Let D ⊆ U2 be a ﬁnite set, and h a  -homomorphism from U1b to U2D . We construct a labeled tree T =
({1, . . . , n}∗ , V ) where n = max(na , n w ) and show that T ∈ L(Ab ). The labeling function V is deﬁned as follows: V ( ) = R
and

V (i ) = âi ,
V (i 1 i 2 · · · i r ) = ŵ ir ,
V (x) = S ,

for each ai ∈ D ∩ ind(K2 )
for each ai 1 w i 2 · · · w ir ∈ D
for each x ∈ {1, . . . , n}∗ such that V (x) was not deﬁned above.

To show that T ∈ L(Ab ), we construct a run tree ( T r , r) of A on T . The tree structure T r and the labeling function r
are deﬁned inductively as follows, where for (x, q) ∈ {1, . . . , n}∗ × Q , f ((x, q)) denotes x, and ( z)q denotes z · · · z, where z is
repeated q times:
–  ∈ T r is the root of T r and r( ) = ( , q0 ),
–  has two children 0 f and 0h such that r(0 f ) = ( , q f ) and r(0h ) = ( , qh ),
– 0 f has children c 1 , . . . , cna such that r(c i ) = (i , αi ),
– for i ∈ {1, . . . , na } and each w j such that ai ;K2 w j , c i has a child c i · w j with r(c i · w j ) = (i · j , ω j ),
– for each node in T r of the form x = c i 1 w i 2 · · · w ir , such that r ≥ 2 and ai 1 w i 2 · · · w ir ∈ D, and each w j such that
w ir ;K2 w j , x has a child x · w j with r(x · w j ) = (i 1 i 2 · · · i r j , ω j ),
– 0h has one child y 0 with r( y 0 ) = (i , γ0 ) where i ∈ {1, . . . , na } is such that b = ai ,
j

– for each node of the form x = y 0 · ( zl1 )q1 · yl1 · ( zl2 )q2 · yl2 · · · ( zlk )qk · ylk , where k ≥ 0, q i ≥ 0, zli denotes xli or kl , and
i
f (r(x)) = j 1 · · · j s with s ≥ 1, and for each v l such that v lk  v l and h(bv l1 · · · v lk v l ) = ai 1 w i 2 · · · w ir ,
– x has a child x · xl with r(x · xl ) = ( j 1 · · · j s , χl );
– if j 1 = i 1 , let t be the number such that j 1 = i 1 , . . . , jt = i t , and
if j 1 = i 1 , let t = 0, then
∗ every node of the form x = x(xl )q , 1 ≤ q ≤ s − t, has one child x · xl with r(x · xl ) = ( j 1 · · · j s−q , χl ),
∗ every node of the form x = x(xl )q , s − t + 1 ≤ q ≤ s − t + r − t has one child x · xl with r(x · xl ) =
( j 1 · · · jt it +1 · · · it +q−(s−t ) , γl ), and
∗ node x = x(xl )s−t +r −t +1 has one child x · yl with r(x · yl ) = (i 1 · · · i r , γl ).
j

– for each node of the form x = y 0 · ( zl1 )q1 · yl1 · ( zl2 )q2 · yl2 · · · ( zlk )qk · ylk , where k ≥ 0, q i ≥ 0, zli denotes xli or kl , and
i
f (r(x)) = i, and for each v l such that v lk  v l , x has a child
– x · yl with r(x · yl ) = (i · j , γl ), if h(bv l1 · · · v lk v l ) = ai w j ,
j

j

j

– x · kl with r(x · kl ) = ( , κl ), if h(bv l1 · · · v lk v l ) = a j .

j

– for each node of the form x = y 0 · ( zl1 )q1 · yl1 · ( zl2 )q2 · yl2 · · · ( zlk )qk · ylk , where k ≥ 0, q i ≥ 0, zli denotes xli or kl , and
i

i 1 · · · i r  for r 

f (r(x)) =
≥ 2, and for each v l such that v lk  v l and h(bv l1 · · · v lk v l ) = ai 1 w i 2 · · · w ir , x has a child x · yl
with r(x · yl ) = (i 1 · · · i r , γl ).
j



– for each node of the form x = y 0 · z1 · · · zq · kl , q ≥ 0 and zi ∈ { y i , xi , kii }, x has one child x · yl with r(x · yl ) = ( j , γk ).
It is easy to see that ( T r , r) is an accepting run of Ab .
(⇐) Assume that the language of Ab is non-empty and T = ({1, . . . , n}∗ , V ) ∈ L(Ab ). Let ( T r , r) be an accepting run of
Ab over T . Denote by U1 and U2 , and by G1 and G2 the canonical and the generating models of K1 and K2 , respectively.
We construct a ﬁnite set D ⊆ U2 and a homomorphism h from U1b to U2D using T and ( T r , r).
Firstly, we prove that T encodes a ﬁnite subset of U2 . We show
(a) for each i ∈ {1, . . . , na }, V (i ) = âi ;
(b) for each k ≥ 2, such that ai 1 w i 2 · · · w ik ∈ U2 , and for each 2 ≤ j < k, V (i 1 · · · i j ) = ŵ i j , then V (i 1 · · · ik ) = ŵ ik or
V (i 1 · · · ik ) = S;
(c) for each inﬁnite path ai 1 · · · w i j · · · ∈ U2 , there exists j ≥ 2, such that V (i 1 · · · i j ) = S.
Proof of (a): by deﬁnition of δ(αi , L ).
Proof of (b): for the sake of contradiction, assume for some ai 1 w i 2 · · · w ik ∈ U2 , k ≥ 2, for each 2 ≤ j < k, V (i 1 · · · i j ) = ŵ i j ,
but V (i 1 · · · ik ) = R or V (i 1 · · · ik ) = âi . Since ( T r , r) is a run over T there exists a path in T r of the form

( , q0 ), ( , q f ), (i 1 , αi 1 ), (i 1 i 2 , ωi 2 ), . . . , (i 1 · · · ik , ωik ).
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Then by deﬁnition of the transition function, both δ(ωik , R ) = ⊥ and δ(ωik , âi ) = ⊥, which contradicts the assumption ( T r , r)
is a run.
Proof of (c): By contradiction, assume that there exists an inﬁnite path ai 1 · · · w i j · · · in U2 , such that for each j ≥ 2,
V (i 1 · · · i j ) = S. Now, since ( T r , r) is a run of Ab over T , there must exist an inﬁnite path π in T r of the form

( , q0 ), ( , q f ), (i 1 , αi 1 ), (i 1 i 2 , ωi 2 ), . . . , (i 1 · · · i j , ωi j ), . . . .
Since inf (π ) ∩ {γ1 , . . . , γn w } = ∅ we obtain a contradiction with the assumption that ( T r , r) is an accepting run. Therefore,
let d ≥ 2 be the depth of S, i.e., for each ai 1 · · · w i j · · · ∈ U2 , for some j ≤ d, V (i 1 · · · i j ) = S. The ﬁnite set D is given by

{ai 1 w i 2 · · · w id−1 ∈ U2 }.

-homomorphism from U1b to U2D by constructing that h. By induction of k, we build

Next, we show there exists a

h(bv l1 · · · v lk ) for each bv l1 · · · v lk ∈ U1 .
Base of induction. First, in T r there must exist a path ( , q0 ), ( , qh ), and as T r is a run, for some i, b = ai , hence this
path continues with (i , γ0 ) (and the current path is ( , q0 ), ( , qh ), (i , γ0 )). Then, δ(γ0 , âi ) is satisﬁed, which means that
b

U2
1
τabi =  and, in turn, tU
 (b ) ⊆ t (ai ), so we can set h (b ) = ai .

Inductive step. Assume h is deﬁned for each path of length k + 1 in U1 , k ≥ 0, let bv l1 · · · v lk ∈ U1 (v l0 denotes b), and
h(bv l1 · · · v lk ) = ai 0 w i 1 · · · w ir , and assume the current path π in T r is of the form
b

( , q0 ), ( , qh ), (i 0 , γ0 ), (x, q)∗ , . . . , (i 0 · · · i r , γk ),
where (x, q)∗ denotes a ﬁnite (possibly empty) sequence of tuples (x, q) with x ∈ {1, . . . , n}∗ and q ∈ {γl , χl , κli | 1 ≤ l ≤
m, 1 ≤ i ≤ na }. Then δ(γk , ŵ ir ) (recall, that i 0 · · · i r ∈ T is labeled with ŵ ir ) is satisﬁed. Now, let v lk ;K1 v lk+1 . If v lk  v lk+1 ,
then at least one of the formulas
vl ,vl

ψ j = ρ w kir , wk+j 1 ∧ ( j , γlk+1 ),
vl ,vl

ψi = ρai k ,ai k+1 ∧ (−1, κli
0

vl ,vl

ψ−1 = η wkir

k +1

k +1

for w ir ;K2 w j ( w i 0 denotes ai 0 ),

), if r = 0,

∧ (−1, γlk+1 ), if r > 0,

is satisﬁed. Assume ψ j is satisﬁed for some j ∈ {1, . . . , n w }: then

vl ,vl

ρ w kir , wk+j 1 = , hence rG1 ( v lk , v lk+1 ) ⊆ rG2 ( w ir , w j ), and the

run is continued with (i 0 · · · i r j , γlk+1 ). Moreover, δ(γlk+1 , ŵ j ) is satisﬁed, so
we can set h(bv l1 · · · v lk+1 ) to be equal to ai 0 w i 1 · · · w ir w j .

vl

τ w kj +1 = , i.e., tG1 ( v lk+1 ) ⊆ tG2 ( w j ). Therefore,

In the case r = 0 and ψi is satisﬁed for some i ∈ {1, . . . , na }, we have that
G

r2 (ai 0 , ai ), and the run is continued with ( , κli
G

k+1

G

vl ,vl

ρai0k ,ai k+1 = , hence rG1 ( v lk , v lk+1 ) ⊆
vl

), (i , γlk+1 ). Moreover, δ(γlk+1 , âi ) is satisﬁed, so τai k+1 = , i.e.,

t1 ( v lk+1 ) ⊆ t2 (ai ). Therefore, we set h(bv l1 · · · v lk+1 ) to be equal ai .
Alternatively, if for r > 0, ψ−1 is satisﬁed, it follows that

vl ,vl

η wkir

k+1

G2
1
= , hence { R − | R ∈ rG
 ( v lk , v lk+1 )} ⊆ r ( w i r −1 , w i r ),

and the run is continued with (i 0 · · · i r −1 , γlk+1 ). Moreover, δ(γlk+1 , ŵ ir −1 ) is satisﬁed, so
G

vl

τ w ikr+−11 = , i.e., tG1 ( v lk+1 ) ⊆

t2 ( w ir −1 ). Therefore, we can set h(bv l1 · · · v lk+1 ) to be equal to ai 0 w i 1 · · · w ir −1 . It concludes the inductive step for the
case v lk  v lk+1 .
Consider now, v lk  v lk+1 . Then the run continues with (i 1 · · · i r , χlk+1 ). Let

(x1 , χlk+1 ), . . . , (x j , χlk+1 ), (x j , γlk+1 )
be a continuation of the current path
G

G

U

vl

π · (i 1 · · · i r , χlk+1 ) in T r , and x j = j 0 · · · j s . Then δ(γlk+1 , ŵ j s ) is satisﬁed, so τ w kjs+1 = ,

and t1 ( v lk+1 ) ⊆ t2 ( w j s ). Since r1 (bv l1 · · · v lk , bv l1 · · · v lk+1 ) = ∅, we can set h(bv l1 · · · v lk+1 ) to be equal to a j 0 w j 1 · · · w j s .
Note that the runs considered in the induction never visit a node labeled with S, otherwise it contradicts the deﬁnition
of a run. Therefore, in such a manner, we can deﬁne h, a  -homomorphism from U1b to U2D . 2
Appendix C. Membership problem for UCQ-representability
Let K = O , A be a consistent KB, a, b ∈ N a ,

σ ∈ uni (K) , and tail(σ ) ;K w [ R ] . We make use of the following properties:

(A) B  ∈ tuni (K) (a) iff A |= B (a) and O |= B  B  , and
R  ∈ runi (K) (a, b) iff A |= R (a, b) and O |= R  R  ;
Proof: ﬁrst, by deﬁnition of the canonical model, B  ∈ tuni (K) (a) if and only if K |= B  (a). Next, assume A |= B  (a), i.e.,
neither B  (a) ∈ A, nor S (a, b) ∈
/ A for B  = ∃ S and some b ∈ N a . Obviously, a ∈ ind(A), so for some concept A, A (a) ∈ A,
or for some role S, S (a, b) ∈ A. By contradiction, assume that O |= A  B  for each A (a) ∈ A, and O |= ∃ S  B  for each
S (a, b) ∈ A. Then there exists a model I of K such that aI ∈
/ B I , which contradicts K |= B  (a). Hence, O |= A  B  for
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some A (a) ∈ A or O |= ∃ S  B  for some S (a, b) ∈ A. The opposite direction is obvious. The proof for R ∈ runi (K) (a, b) is
analogous.
B ∈ tuni (K) (σ w [ R ] ) iff O |= ∃ R −  B, and
R ∈ runi (K) (σ , σ w [ R  ] ) iff O |= R   R.
Proof: Follows from the deﬁnition of the canonical model and the types.
Let a ;K w [ R ] for some basic role R. Then there exists a basic concept B, such that A |= B (a) and B ;O R.
Proof: by deﬁnition of a ;K w [ R ] it follows that K |= ∃ R (a) and R is a minimal with respect to ≤O role among
all { R  | K |= ∃ R  (a)}. By (A) we have that A |= B (a) for some concept B, and O |= B  ∃ R. Now, consider KB B =
O, { B (o)} for some o ∈ N a . Obviously, B |= ∃ R (o), B |= R (o, o), and R is a minimal with respect to ≤O role among all
{ R  | B |= ∃ R  (o)}. Therefore, o ;B w [ R ] , and B ;O R.
Let w S ;K w [ R ] for basic roles S and R. Then ∃ S − ;O R.
Proof: by deﬁnition of w [ S ] ;K w [ R ] it follows that O |= ∃ S −  ∃ R, [ S − ] = [ R ], and R is a minimal with respect to ≤O
role among all { R  | O |= ∃ S −  ∃ R  }. Consider KB B = O , {∃ S − (o)} for some o ∈ N a . The rest of the proof is similar to
the proof of (C).
Let { B 1 , . . . , B n } be a set of basic concepts and O  a TBox such that K B = O , { B 1 (o), . . . , B n (o)} and O ∪ O  , A


are consistent. Assume y ∈ uni (K B ) . If for some δo ∈ uni (O∪O ,A) , { B 1 , . . . , B n } ⊆ tuni (O∪O ,A) (δo ), then there exists
uni (O ∪O  ,A)
δy ∈ 
such that


tuni (K B ) ( y ) ⊆ tuni (O∪O ,A) (δ y )

and



runi (K B ) (o, y ) ⊆ runi (O∪O ,A) (δo , δ y )

(C.1)

Proof: consider the cases of y ∈ uni (K B ) . If y = o, then δ y = δo . Let y = ow [ R 1 ] · · · w [ R m ] for m ≥ 1: then for some 1 ≤
i ≤ n, O |= B i  ∃ R 1 , and for 1 ≤ j < m, O |= ∃ R −
 ∃ R j +1 . Obviously, these entailments are valid in O ∪ O  , so ∃ R 1 ∈
j








uni (O ∪O ,A)
tuni (O∪O ,A) (δo ) and there exists δ1 ∈ uni (O∪O ,A) such that R 1 ∈ runi (O∪O ,A) (δo , δ1 ) and ∃ R −
(δ1 ).
1 ∈ t
uni (O ∪O  ,A)

Moreover, for each 1 ≤ j < m, we have that ∃ R j +1 ∈ t




uni (O ∪O  ,A)

(δ j ) and there exists δ j +1 ∈ 

such that

uni (O ∪O ,A)
R j +1 ∈ runi (O∪O ,A) (δ j , δ j +1 ) and ∃ R −
(δ j +1 ). So we take δ y to be equal to δm . It is easy to see that (C.1)
j +1 ∈ t
is satisﬁed.
(F) concept B is O -inconsistent iff O |= B  C  D for some concept disjointness C  ¬ D ∈ O , or there exist n ≥ 1 and
roles R 1 , . . . , R n such that B ;O R 1 , ∃ R −
;O R i +1 , and
i
– O |= ∃ R n−  C  D, for some concept disjointness C  ¬ D ∈ O , or
– O |= R n  S  Q or O |= R n  S −  Q − , for some role disjointness S  ¬ Q ∈ O .
(G) role R is O -inconsistent iff O |= R  S  Q or O |= R  S −  Q − for some role disjointness S  ¬ Q ∈ O , or one of
∃ R , ∃ R − is O -inconsistent.

Proposition C.1. Let conditions (ii) and (iii) of Lemma 7.1 hold. Further, let As be an ABox over  such that S ∪ B , As and T ∪
B, As are consistent, and let Usb and Utb be their respective canonical models. Then Usb is -homomorphically embeddable into Utb .
Proof. We build a function h from Usb to Utb , which is a -homomorphism from Usb to Utb .
U
U
Base of induction. Initially, for each a ∈ ind(As ) we deﬁne h(a) = a. Let us immediately verify that t sb (a) ⊆ t tb (a). Let
Usb

B ∈ t

(a), it follows by (A) there exists B over  such that As |= B (a) and S ∪ B |= B  B  . Note that B is S ∪ B -consistent,
U
U
then by (ii), T ∪ B |= B  B  , therefore we obtain B  ∈ tUtb (a). The proof of r sb (a, b) ⊆ r tb (a, b) is analogous.
U
sb
Next, assume that σ ∈ 
and σ = aw [ R ] . We show how to deﬁne h(σ ). It follows that a ;Ksb w [ R ] and by (C) we
obtain a concept B over  such that As |= B (a), and B ;S ∪B R. Then B is S ∪ B -consistent, and by (iii) there exists
y ∈ gen (T ∪B, B (o)) such that
t

gen (S ∪B, B (o))

( w [ R ] ) ⊆ tgen (T ∪B, B (o)) ( y ),

and

gen (S ∪B, B (o))

r

(o, w [ R ] ) ⊆ rgen (T ∪B, B (o)) (o, y ).

Since { B } ⊆ tUtb (a), by (E) there exists δ ∈ Utb such that

tgen (T ∪B, B (o)) ( y ) ⊆ tUtb (δ),

and

rgen (T ∪B, B (o)) (o, y ) ⊆ rUtb (a, δ).


As for a TBox O , ABoxes A and A , and x ∈ gen (O,A) , z ∈ uni (O,A ) with x = tail( z), the concept and role types of x and z
coincide, it follows now by transitivity of ‘⊆’ that

t

Usb

(aw [ R ] ) ⊆ tUtb (δ),

and

Usb

r

(a, aw [ R ] ) ⊆ rUtb (a, δ).

Hence, we assign h(σ ) = δ .
Inductive step. We show now how to deﬁne homomorphism for σ w [ R ] ∈ Usb with σ = σ  w [ S ] given that h(σ ) and
h(σ  ) are deﬁned. It follows w [ S ] ;Ksb w [ R ] and S is a basic role over  by the structure of S ∪ B . Moreover, ∃ S − is

S ∪ B -consistent, and by (D), ∃ S − ;S ∪B R. So (iii) is triggered, and there exists y ∈ gen (T ∪B,∃ S
t

gen (S ∪B,∃ S − (o))
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( y ),

and

gen (S ∪B,∃ S − (o))

r
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−
Let B = supB (∃ S − ), C = supB (∃ S ), and S = supB ( S ) (supO
 was deﬁned in Section 7.2). Then uni (S ∪ B , ∃ S (o )) and
uni (T ∪ B , ∃ S − (o)) can be partially depicted as follows. Note that here the presented concept and role labels are not the
exact concept and role types. Moreover, we depict only those individuals and links between them that are guaranteed to
exist given the information at hand. Note also that in the pictures further in this proof, we depict only the necessary bits of
information.

w [R]

y

∃R−

w [S− ]

w [S− ]

∃S, C

R

∃S, C

S, S

∃S−, ∃R, B

S, S

o

o

∃S−, B

gen (S ∪ B, ∃ S − (o))

gen (T ∪ B, ∃ S − (o))

Denote by B(o) assertions B 1 (o), . . . , B m (o) for B i ∈ B, and similarly for C(a). Moreover, denote by S(a, o) assertions
S 1 (a, o), . . . , S k (a, o) for S i ∈ S. There are two possible cases considering that B is a set of inclusions from  to , T
is a TBox over , and S is a role over  .
(I) o ; T ∪B,∃ S − (o) w [ Q 1 ] ; · · · ; w [ Q n ] , n ≥ 0 and Q i are roles over
Then, if n = 0, y = o, otherwise y = w [ Q n ] .

.

Consider KB T , {B(o)} , then we obtain that y ∈ gen (T ,{B(o)}) and

t

gen (T ∪B,∃ S − (o))

Utb

Observe that B ⊆ t
δ ∈ Utb such that

t

gen (T ,{B(o)})

( y) ⊆ t

gen (T ,{B(o)})

( y ),

and

gen (T ∪B,∃ S − (o))

r

gen (T ,{B(o)})

(o, y ) ⊆ r

(o, y ).

(h(σ )), since obviously B ⊆ tUsb (σ ) and h is a homomorphism on σ . Therefore, by (E) we obtain

( y ) ⊆ tUtb (δ), and
U

Utb

As above, it follows t sb (σ w [ R ] ) ⊆ t
be depicted as follows:

gen (T ,{B(o)})

r

(o, y ) ⊆ rUtb (h(σ ), δ).

(δ), and rUsb (σ , σ w [ R ] ) ⊆ rUtb (h(σ ), δ). Hence, we assign h(σ w [ R ] ) = δ . This case can

σ w [R]

∃R−

y = w[Q n ]

w [R]

∃R−

R

∃S−, ∃R, B

R

∃S−, ∃R, B

δ

B
h(σ )

σ = σ  w [S]
S, S

S

B
o

o

gen (S ∪ B, ∃ S − (o))

gen (T , {B(o)})

∃S, C
Usb

(II) o ; T ∪B,∃ S − (o) w [ S − ] ; w [ Q 1 ] ; · · · ; w [ Q n ] , n ≥ 0, Q i are roles over
Then, if n = 0, y = w [ S − ] , otherwise y = w [ Q n ] .

σ

C
h(σ  )

Utb

.

Consider KB T , {C(a), S(a, o)} . Then a ; T ,{C(a),S(a,o)} w [ Q 1 ] ; · · · ; w [ Q n ] , y  ∈ gen (T ,{C(a),S(a,o)}) : if n = 0, y  = a,
otherwise y  = w [ Q n ] , and

t

gen (T ∪B,∃ S − (o))

Utb

As above, C ⊆ t

532

gen (T ,{C(a),S(a,o)})

( y  ),

and

gen (T ∪B,∃ S − (o))

r

(o, y ) ⊆ t

gen (T ,{C(a),S(a,o)})

gen (T ,{C(a),S(a,o)})

(h(σ  )), therefore by (E) we obtain δ ∈ Utb such that t

Observe that if r

y = w [S−],

( y) ⊆ t

gen (S ∪B ,∃ S − (o))

y  = a, and

(o, y  ).

( y  ) ⊆ tUtb (δ).

(o, w [ R ] ) = ∅, it has to be the case that

δ = h(σ  ).
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gen (S ∪B ,∃ S − (o))

gen (T ,{C(a),S(a,o)})
(o, w [ R ] ), it follows R  ∈ r
(o, a), and from the latter, T |= S −
 R  for some S i ∈ S.
i
Utb



As S i ⊆ r (h(σ ), h(σ )), we obtain that R ∈ t (h(σ ), h(σ )).
U
U
U
U
All in all, it follows that t sb (σ w [ R ] ) ⊆ t tb (δ), and r sb (σ , σ w [ R ] ) ⊆ r tb (h(σ ), δ). Hence, we set h(σ w [ R ] ) = δ . We

Let R  ∈ r

Utb

conclude with a graphical representation of this case:
σ w [R]

y

w [R]

∃R−

= w[Q n ]

R
h(σ )
B

∃S−, ∃R, B
σ = σ  w [S]

R

∃S−, ∃R, B

δ

∃R−

S, S

S
o

gen (S ∪ B, ∃ S − (o))

S

C

o

a

∃S, C

gen (T , {C(a), S(a, o)})

In such a way we can deﬁne h(σ ) for each

Usb

σ

C
h(σ  )

Utb

σ ∈ Usb , hence h is a -homomorphism from Usb to Utb . 2

Proposition C.2. Let conditions (ii) and (iv) of Lemma 7.1 hold. Further, let As be an ABox over  such that S ∪ B , As and T ∪
B, As are consistent, and let Usb and Utb be their respective canonical models. Then Utb is -homomorphically embeddable into Usb .
Proof. We build a function h from Utb to Usb , a -homomorphism from Utb to Usb .
U
U
Base of induction. Initially, for each a ∈ ind(As ) we deﬁne h(a) = a. Let us immediately verify that t tb (a) ⊆ t sb (a). Let
U

B  ∈ t tb (a), it follows by (A) there exists B over  such that As |= B (a) and T ∪ B |= B  B  . Then B is S ∪ B -consistent
(recall that Ksb = S ∪ B , As is consistent), so by (ii), S ∪ B |= B  B  , therefore we obtain B  ∈ tUsb (a). The proof of
Utb

(a, b) ⊆ rUsb (a, b) is analogous.
Next, assume σ ∈ Utb and σ = aw [ R ] , we show how to deﬁne h(σ ). It follows that a ;Ktb w [ R ] and by (C) we obtain B
over  such that As |= B (a), and B ;T ∪B R. We are going to show now there exists y ∈ gen (S ∪B, B (o)) such that

r

t

gen (T ∪B, B (o))

gen (T ∪B, B (o))

r

( w [R]) ⊆ t

gen (S ∪B, B (o))
gen (S ∪B, B (o))

(o, w [ R ] ) ⊆ r

( y ), and

(C.2)

(o, y ).

(C.3)

Assume, ﬁrst, R is a role over , and observe that B is S ∪ B -consistent, then by (iv) there exists y ∈ gen (S ∪B, B (o))
satisfying (C.2) and (C.3).
Assume now R is a role over  , then it follows B = ∃ R. Let o ; S ∪B,∃ R (o) w [ Q ] for a role Q over  such that S |= Q  R
(such Q always exists, for instance R itself if it does not have proper subroles). Then we choose y to be w [ Q ] , and show
gen (T ∪B ,∃ R (o))

ﬁrst that (C.2) is satisﬁed. Let B ∈ t

gen (S ∪B ,∃ R (o))

gen (S ∪B ,∃ R (o))

( w [ R ] ), then by (B), T ∪ B |= ∃ R −  B, and as ∃ R − ∈ t

( w [ Q ] ),

by (ii) we obtain that B ∈ t
( w [ Q ] ). In a similar way, we can show that (C.3) is satisﬁed.
To continue the proof consider { B } ⊆ tUsb (a), then by (E) there exists δ ∈ Usb such that tgen (S ∪B, B (o)) ( y ) ⊆ tUsb (δ) and
Utb

rgen (S ∪B, B (o)) (o, y ) ⊆ rUsb (a, δ). It follows now using (C.2) that t
Utb

Usb

(aw [ R ] ) ⊆ tUsb (δ). Analogously using (C.3) one obtains

(a, aw [ R ] ) ⊆ r (a, δ).
Inductive step. We show how to deﬁne homomorphism for σ w [ R ] ∈ Utb with σ = σ  w [ S ] given that h(σ ) is deﬁned.
It follows w [ S ] ;Ktb w [ R ] , therefore T ∪ B |= ∃ S −  ∃ R, and R is a role over
distinct from S − . By (B) it also follows
r

∃ R ∈ tUtb (σ ), and since h is a -homomorphism, ∃ R ∈ tUsb (h(σ )). As As is an ABox over  and S is a TBox over  , there
exists a concept B over  such that B ∈ tUsb (h(σ )) and B |= B  ∃ R. Next, assume that o ; T ∪B, B (o) w [ Q ] for some role
Q such that T ∪ B |= Q  R. Then B is S ∪ B -consistent and B ;T ∪B Q . As above for σ = aw [ R ] , by (vi) there exists
y ∈ gen (S ∪B, B (o)) such that
t

gen (T ∪B, B (o))

(w [Q ]) ⊆ t

gen (S ∪B, B (o))

( y ),

and

gen (T ∪B, B (o))

r

gen (S ∪B, B (o))

(o, w [ Q ] ) ⊆ r

(o, y ).

Again, by (E) we obtain δ in Usb such that tgen (S ∪B, B (o)) ( y ) ⊆ tUsb (δ) and rgen (S ∪B, B (o)) (o, y ) ⊆ rUsb (h(σ ), δ). Observe
that T ∪ B |= Q  R, so the concept and role types of w [ R ] and (o, w [ R ] ) are subsumed by those of w [ Q ] and (o, w [ Q ] )
in gen (T ∪ B , B (o)). Finally, we obtain that tUtb (σ w [ R ] ) ⊆ tUsb (δ) and rUtb (σ , σ w [ R ] ) ⊆ rUsb (h(σ ), δ). Hence, we assign
h(σ w [ R ] ) = δ .
In such a way we can deﬁne h(σ ) for each σ ∈ Utb , hence h is a -homomorphism from Utb to Usb . 2
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Appendix D. Non-emptiness problem for UCQ-representability
Proposition D.1. For a concept B over  and C  over , inclusion B  C  is representable in S and M if and only if there exists B 
over such that B |= B  B  , and for each S -consistent concept D over  :
(H) S ∪ B |= D  B  implies S ∪ B |= D  C  ,
(I) if B  = ∃ Q  − for some role Q  over , then S ∪ B |= D  ∃ Q  implies D ;S ∪B Q for some role Q such that S ∪ B |= { Q 
Q  , ∃ Q −  C  }.
In this case, B  C  is representable by B   C  .
Proof.
(⇐) Let B be a concept over  and C  over , B  = C  , and conditions (H) and (I) are satisﬁed. We show inclusion
B  C  is representable in S and M by B   C  . Take T a parsimonious UCQ-representation for S under M: we prove
T  = T ∪ { B   C  } is a parsimonious UCQ-representation by showing the following is satisﬁed:
– for each S -consistent and T  ∪ B -inconsistent pair of concepts or roles ( X , Y ), it follows ( X , Y ) is S ∪ B -inconsistent,
which corresponds to the ⇐ direction of condition (i) of Lemma 7.1,
– for each S ∪ B -consistent concept or role X over  and each X  over , T  ∪ B |= X  X  implies S ∪ B |= X  X  ,
which corresponds to the ⇐ direction of condition (ii) of Lemma 7.1, and
– condition (iv) of Lemma 7.1.
Observe that from T is a parsimonious UCQ-representation of S under M, it follows the above conditions are already
satisﬁed for T , S and M.
First, for condition (ii) of Lemma 7.1, let D be an S ∪ B -consistent concept over  and E  a concept over
such that
T ∪ B |= D  E  and T ∪ B |= D  E  . Hence, there exists D  over
such that T |= { D   B  , C   E  } and B |= D  D  .
Since T is a parsimonious UCQ-representation and T ∪ B |= D  B  , it follows S ∪ B |= D  B  , so there exists B 1 over 
such that S |= D  B 1 and B |= B 1  B  . Next, B  , C  satisfy condition (H), therefore S ∪ B |= B 1  C  , so there exists C over
 such that S |= B 1  C and B |= C  C  . And we can continue by analogy. To summarize, there exist B 1 , C and E over 
such that


S |= { D  B 1 , B 1  C , C  E }
and B |= { B 1 

B, C

 C , E



(D.1)

E  }. Finally, we obtain that

S ∪ B |= D 

E.

Next, for condition (i), let ( D 1 , D 2 ) be a pair of S -consistent, T ∪ B -consistent and T  ∪ B -inconsistent concepts. For the
sake of contradiction, assume ( D 1 , D 2 ) is S ∪ B -consistent (hence, each D i is S ∪ B -consistent).
Suppose both D i are T  ∪ B -consistent. Without loss of generality, we may assume that for some D  over , T  ∪ B |=
{ D 1  D  , D 2  ¬ D  }. From condition (ii), it follows there exists D over  such that S |= D 1  D and B |= D  D  . Consider
the following cases:
1) T ∪ B |= D 2  ¬ D  (and T ∪ B |= D 1  D  ). Then, either there exist D 2 , F  over such that T |= { D 2  F  , F   ¬ D  } and
B |= D 2  D 2 (see the diagram below), or B |= D 2  ¬ D  . In both cases, ( D , D 2 ) is T ∪ B -inconsistent, so it follows ( D , D 2 )
is S ∪ B -inconsistent. In view of S |= D 1  D, we obtain contradiction with the assumption ( D 1 , D 2 ) is S ∪ B -consistent.
2) T ∪ B |= D 2  ¬ D  . Then, there exists F  over
such that T  ∪ B |= D 2  F  and T |= F   ¬ D  (note, T ∪ B |=
D 2  F  ). From condition (ii), it follows there exists F over  such that S |= D 2  F and B |= F  F  . Now, as ( D , F )
is T ∪ B -inconsistent, it follows ( D , F ) is S ∪ B -inconsistent, which in view of S |= { D 1  D , D 2  F } contradicts the assumption ( D 1 , D 2 ) is S ∪ B -consistent.
F
D

D

S

D 1

D1

F

F
D 2

D2

D

D

D 1

D1

T

S

(1)

D 2

D2

T

(2)

Suppose one of D i is T  ∪ B -inconsistent. Consider the following two cases by (F):
1) for some D  over , T  ∪ B |= { D i  D  , D i  ¬ D  }. The contradiction is obtained similarly as in the case both D i are
T  ∪ B -consistent.
2) there exist n ≥ 1 and distinct roles S 1 , . . . , S n such that D i ;T  ∪B S 1 , ∃ S j − ;T  ∪B S j +1 and T  ∪ B |= S n  R   Q  for
R   ¬ Q  ∈ T , or T  ∪ B |= ∃ S n −  E   F  for E   ¬ F  ∈ T .
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If n = 1 and S 1 is a role over  (i.e., D i = ∃ S 1 and S 1 is S ∪ B -consistent), then from condition (ii), it follows S ∪ B |=
−





1  R  Q or S ∪ B |= ∃ S 1  E  F . In the former case, there exist roles R , Q over  such that S |= S 1  R  Q and B |=
{ R  R  , Q  Q  }; then ( R , Q ) is T ∪ B -inconsistent, since T is a parsimonious UCQ-representation, it follows ( R , Q ) is
S ∪ B -inconsistent. In the latter case, there exist concepts E , F over  such that S |= ∃ S 1 −  E  F and B |= { E  E  , F  F  };
then ( E , F ) is T ∪ B -inconsistent, hence ( E , F ) is S ∪ B -inconsistent. In any case we obtain S 1 is S ∪ B -inconsistent, which
contradicts the assumption D i is S ∪ B -consistent.
If n = 1 and S 1 is a role over , assume T ∪ B |= D i  ∃ S 1 . From condition (ii) it follows S ∪ B |= D i  ∃ S 1 , so there exists
D over  such that S |= D i  D and B |= D  ∃ S 1 . Then D ;T ∪B T  for some role T  (possibly coinciding with S 1 ) such that
T ∪ B |= T   S 1 . In the case T ∪ B |= S 1  R   Q  or T ∪ B |= ∃ S 1 −  E   F  , since T is a parsimonious UCQ-representation,
from condition (iv) it follows there exists a role T such that D ;S ∪B T , and S ∪ B |= T  R   Q  or S ∪ B |= ∃ T −  E   F  .
Again, we obtain that D is S ∪ B -inconsistent, which contradicts the assumption D i is S ∪ B -consistent.
Assume now T ∪ B |= ∃ S 1 −  E   F  (the case T ∪ B |= S 1  R   Q  is not possible). Then it follows T |= {∃ S 1 − 

B , C   E  } and/or T |= {∃ S 1 −  B  , C   F  }, and the role T above is such that S ∪ B |= ∃ T −  B  . If T is over  ,
then S |= ∃ T −  B 1 and B |= B 1  B  for some concept B 1 over  , next we have that T  ∪ B |= B 1  E   F  , so from
condition (ii) it follows S ∪ B |= B 1  E   F  , and as before B 1 is S ∪ B -inconsistent, which contradicts the assumption D i
is S ∪ B -consistent. If T is over , then B  = ∃ T − = ∃ S 1− , and by (I) it follows there exists S 1 such that D ;S ∪B S 1 and
S ∪ B |= { S 1  S 1 , ∃ S 1−  C  }. Since ∃ S 1 − = C  , it follows S 1 is over  , and there exists C over  such that S |= ∃ S 1−  C
and B |= C  C  . Now, we have that T  ∪ B |= C  E   F  , from condition (ii) it follows S ∪ B |= C  E   F  , so as before C
is S ∪ B -inconsistent, which contradicts the assumption D i is S ∪ B -consistent.
For n > 1, we can continue reasoning as for the case n = 1 to obtain a contradiction. Finally, we conclude that D i is
S ∪ B -inconsistent, hence ( D 1 , D 2 ) is S ∪ B -inconsistent.
Let ( S 1 , S 2 ) be a pair of S -consistent, T ∪ B -consistent and T  ∪ B -inconsistent roles (this is the only non-trivial case).
Since T  extends T with a concept inclusion, we have that there exist D 1 , D 2 covering {∃ S 1 , ∃ S 2 } or {∃ S 1− , ∃ S 2− } such
( D 1 , D 2 ) is T  ∪ B -inconsistent and T ∪ B -consistent. By reasoning as above, we obtain ( D 1 , D 2 ) is S ∪ B -inconsistent,
therefore ( S 1 , S 2 ) is S ∪ B -inconsistent.
To show condition (iv) of Lemma 7.1 assume an S ∪ B -consistent concept D over  and a role R such that D ;T  ∪B R
and it is not the case that D ;T ∪B R. Hence, R is a role over , and there exists D  over such that T |= { D   B  , C   ∃ R }
and B |= D  D  . As before, we can conclude there exists (an S ∪ B -consistent) C over  such that B |= C  C  (and S |=
D  C ). It means T ∪ B |= C  ∃ R, therefore either C ;T ∪B R, or C = ∃ Q for some role Q over  such that T ∪ B |= Q  R,
and C ;T ∪B Q . Since T is a parsimonious UCQ-representation, it follows there exists z ∈ gen (S ∪B,C (o)) such that
S

t

gen (T ∪B,C (o))

(x) ⊆ t

gen (S ∪B,C (o))

gen (T ∪B,C (o))

( z) and r

gen (S ∪B,C (o))

(o, x) ⊆ r

(o, z),

gen (T ∪B ,C (o))

with x = w [ R ] or x = w [ Q ] . Observe that R ∈ r
(o, x), which implies that z = w [ S ] for some role S such that
S ∪ B |= C  ∃ S. Now, notice that S ∪ B |= D  ∃ S: we obtain that o ; S ∪B, D (o) w [T ] for some role T (possibly coinciding
with S) such that S ∪ B |= T  S. Finally, we have that

t

gen (T  ∪B, D (o))

( w [R]) ⊆ t

gen (S ∪B, D (o))

gen (T  ∪B, D (o))

( w [T ] ) and r

gen (S ∪B, D (o))

(o, w [ R ] ) ⊆ r

(o, w [T ] ),

so we take y in condition (ii) to be equal to w [ T ] .
Assume now B  = ∃ R − for some role R over , and D is an S ∪ B -consistent concept over  such that D ;T ∪B R.
By condition (ii), it follows S ∪ B |= D  ∃ R. The interesting case to consider is t
gen (T ∪B , D (o))

gen (T ∪B , D (o))

( w [ R ] ) = {∃ R − } (hence,

(o, w [ R ] ) = { R }), as for T it is enough to take y ∈ gen (S ∪B, D (o)) equal to w [ S ] such that D ;S ∪B S and
S ∪ B |= S  R (such S exists: we take S equal to R if D ;S ∪B R). However, given the axiom ∃ R −  C  in T  , we have
gen (T  ∪B , D (o))
gen (T  ∪B , D (o))
t
( w [ R ] ) ⊇ {∃ R − , C  } (note, still r
(o, w [ R ] ) = { R }). As B  and C  satisfy (I) and S ∪ B |= D  ∃ R, it
follows there exists S such that D ;S ∪B S and S ∪ B |= { S  R , ∃ S −  C  }; moreover by C  = ∃ R − and the structure of
S ∪ B it follows S is over  . From the latter we obtain a role Q over  such that S |= S  Q and B |= Q  R, moreover
∃ Q − and Q are S ∪ B -consistent. Now, assume T |= ∃ R −  E  ; then T ∪ B |= ∃ Q −  E  , and since T satisﬁes condition (ii)
gen (S ∪B , D (o))
gen (T  ∪B , D (o))
gen (S ∪B , D (o))
it follows S ∪ B |= ∃ Q −  E  , therefore E  ∈ t
( w [ S ] ). Thus t
( w [R]) ⊆ t
( w [ S ] ), and we
take y = w [ S ] to satisfy condition (iv) of Lemma 7.1.
r

(⇒) Suppose inclusion B  C  is representable in S and M by a target axiom α . Then T = {α } is a parsimonious
UCQ-representation and T ∪ B |= B  C  . If B |= B  C  , we take B  equal to C  : obviously, (H) and (I) are satisﬁed. Now,
assume B |= B  C  . Then it must be the case α is of the form D   C  and B |= B  D  for some concept D  over . So we
take B  equal to D  , and prove below (H) and (I) are satisﬁed.
For (H), let S ∪ B |= D  B  for a S ∪ B -consistent concept D over  . It follows S |= D  B 1 and B |= B 1  B  for
some concept B 1 over  . Consequently, T ∪ B |= B 1  C  , and as T is a parsimonious UCQ-representation, we obtain that
S ∪ B |= B 1  C  . Finally, we proved that S ∪ B |= D  C  .
For (I), assume B  is of the form ∃ Q  − for some role Q  over , and S ∪ B |= D  ∃ Q  . As above, there exists B 1 over  such that B |= B 1  ∃ Q  . Then, B 1 ;T ∪B S  for some role S  (possibly coinciding with Q  ) such that
gen (T ∪B , B 1 (o))

T ∪ B |= S   Q  . By condition (iv) of Lemma 7.1 and Q  ∈ r
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gen (T ∪B , B (o))

gen (S ∪B , B (o))

gen (T ∪B , B (o))

59

gen (S ∪B , B (o))

1
1
1
1
t
(w [S]) ⊆ t
( w [ S ] ) and r
(o, w [ S  ] ) ⊆ r
(o, w [ S ] ). It implies, B 1 ;S ∪B S.
Further, since S ∪ B |= D  B 1 , we have that D ;S ∪B Q for some role Q (possibly coinciding with S) such that
T ∪ B |= Q  S. It is straightforward to verify that S ∪ B |= { Q  Q  , ∃ Q −  C  }. 2

Proposition D.2. For a role R over  and Q  over
such that B |= R  R  , and

, inclusion R  Q  is representable in S and M if and only if there exists R  over

(J) for each S -consistent role S over  , S ∪ B |= S  R  implies S ∪ B |= S  Q  ;
(K) B  , C  satisfy conditions (H) and (I) for B  = ∃ R  , C  = ∃ Q  , and B  = ∃ R  − , C  = ∃ Q  − .
Then, R  Q  is representable by R   Q  .
Proof.
(⇐) Let R be a role over  and Q  over , R  = Q  , and conditions (J) and (K) are satisﬁed. We show inclusion
R  Q  is representable in S and M by R   Q  . Similarly, to the proof of Proposition D.1, take T a parsimonious
UCQ-representation for S under M: we prove T  = T ∪ { R   Q  } is a parsimonious UCQ-representation by showing
the direction of condition (i) stating that for each S -consistent and T  ∪ B -inconsistent pair of concepts or roles ( X , Y ),
( X , Y ) is S ∪ B -inconsistent, the ⇐ direction of condition (ii), and condition (iv) of Lemma 7.1 are satisﬁed.
Satisfaction of conditions (ii) and (i) of Lemma 7.1 can be shown by analogy with the corresponding proofs in Proposition D.1. Note, here for concept inclusions/disjointness axioms we use the fact that ∃ R  , ∃ Q  and ∃ R  − , ∃ Q  − satisfy (H),
and for role inclusions/disjointness axioms we use the fact R  , Q  satisfy (J).
For condition (iv), the interesting case to consider is D ;T ∪B R  , with D an S ∪ B -consistent concept over  ,
gen (T ∪B , D (o))

t

gen (T ∪B , D (o))

( w [ R ] ) = {∃ R  − } and r

gen (T
∃ Q  − } and r

gen (T  ∪B , D (o))

( w [ R ] ) ⊇ {∃ R  − ,


−
(o, w [ R ] ) ⊇
S ∪ B |= D  ∃ R . As ∃ R and ∃ Q  − satisfy (I)
∃ R  , it follows there exists S such that D ;S ∪B S and S ∪ B |= { S  R  , ∃ S −  ∃ Q  − }; moreover

 ∪B , D (o ))

(o, w [ R ] ) = { R  }. Now, given R   Q  ∈ T  , t

{ R  , Q  }. By condition (ii), it follows

and S ∪ B |= D 
by ∃ Q  − = ∃ R  − and the structure of S ∪ B it follows S is over  . From the latter we obtain a role Q over  such
that S |= S  Q and B |= Q  R, moreover ∃ Q − and Q are S ∪ B -consistent. Now, assume T |= ∃ R  −  E  ; then
gen (S ∪B , D (o))

T ∪ B |= ∃ Q −  E  , and since T satisﬁes condition (ii) it follows S ∪ B |= ∃ Q −  E  , therefore E  ∈ t
( w [ S ] ).
gen (S ∪B , D (o))
Similarly, for T  such that T |= R   T  , we can show T  ∈ r
(o, w [ S ] ). Thus, we take y = w [ S ] to satisfy condition (iv) of Lemma 7.1.
(⇒) Suppose inclusion R  Q  is representable in S and M by a target axiom α . Then T = {α } is a parsimonious
UCQ-representation and T ∪ B |= R  Q  . If B |= R  Q  , we take R  equal to Q  : obviously, (J) and (K) are satisﬁed. Now,
assume B |= R  Q  . Then it must be the case α is of the form S   Q  and B |= R  S  for some role S  over . So we take
R  equal to S  , then (J) is shown similarly to (H) in the proof of Proposition D.1, and satisfaction of (K) is shown exactly as
in the proof of ⇒ of Proposition D.1 for B  = ∃ R  , C  = ∃ Q  , and B  = ∃ R  − , C  = ∃ Q  − . 2
Proposition D.3. For roles R 1 , R 2 over  , ( R 1 , R 2 ) is target contradictable in S and M iff either for { R , Q } ⊆ { R 1 , R 2 } there exists
R  over such that
(L) B |= R  R  , and either Q  ¬ R  ∈ B , or there exists Q  over such that B |= Q  Q  and
(a) for each S ∪ B -consistent pair of roles S 1 , S 2 over  it is not the case S ∪ B |= { S 1  R  , S 2  Q  };
(b) for each S ∪ B -consistent concept D over  and each role S such that D ;S ∪B S, it is neither the case S ∪ B |= S  R   Q  ,
nor S ∪ B |= S  R  −  Q  − ,
(M) or B |= R  ¬ R  and inclusion Q  R  is representable in S and M;

−

or for { B , C } ⊆ {∃ R 1 , ∃ R 2 } or {∃ R −
1 , ∃ R 2 } there exists B over

such that

(N) B |= B  B  , and either C  ¬ B  ∈ B , or there exists C  over such that B |= C  C  and
(c) for each S ∪ B -consistent pair of concepts D 1 , D 2 over  it is not the case S ∪ B |= { D 1  B  , D 2  C  };
(d) for each S ∪ B -consistent concept D over  and each role S such that D ;S ∪B S it is not the case S ∪ B |= ∃ S −  B   C  ,
(O) or B |= B  ¬ B  and inclusion C  B  is representable in S and M.
Then ( R 1 , R 2 ) is target contradictable by either R   R  , or Q   ¬ R  in (L), by axiom α , where Q  R  is representable by α in (M),
by either B   B  , or C   ¬ B  in (N), and by axiom α , where C  B  is representable by α in (O).
Proof. (⇐) Let R 1 , R 2 be roles over  and one of the conditions (L), (M), (N), or (O) is satisﬁed. We show ( R 1 , R 2 ) is target
contradictable by α given by each of the conditions. Take T a parsimonious UCQ-representation for S under M: we prove
T  = T ∪ {α } is a parsimonious UCQ-representation, by showing conditions (i), (ii), and (iv) of Lemma 7.1 are satisﬁed (only
the required directions, see the proof of Proposition D.1). That ( R 1 , R 2 ) is T  ∪ B -inconsistent, follows immediately from
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the shape of α and B in each of the cases. Observe that if α is given by one of the conditions (M) or (O), then T  is a
parsimonious UCQ-representation follows from the proof of Propositions D.1 and D.2. As for α given by conditions (L) or (N),
it should be clear that conditions (ii) and (iv) of Lemma 7.1 are satisﬁed, as disjointness axioms do not affect entailments
of the concept and role inclusions. Therefore, below we show T  satisﬁes condition (i).
Assume condition (L) is satisﬁed, and α = Q   ¬ R  (the case α = R   R  is trivial), hence B |= Q  ¬ R  . Let ( D 1 , D 2 )
be a pair of S -consistent, T ∪ B -consistent and T  ∪ B -inconsistent concepts. The case both D i is T  ∪ B -consistent is not
possible due to the shape of α . Then some D i is T  ∪ B -inconsistent, and by (F) it follows there exist n ≥ 1 and distinct
roles S 1 , . . . , S n such that D i ;T ∪B S 1 , ∃ S j − ;T ∪B S j +1 and T ∪ B |= S n  R   Q  or T ∪ B |= S n  R  −  Q  − . In the

following, we consider only T ∪ B |= S n  R   Q  .
For the sake of contradiction, assume D i is S ∪ B -consistent. If n = 1 and S 1 is a role over  (i.e., D i = ∃ S 1 and S 1 is
S ∪ B -consistent), then we obtain contradiction with (a) rised from the assumption D i is S ∪ B -consistent. If n = 1 and S 1
is a role over , then since T is a parsimonious UCQ-representation and D i ;T ∪B S 1 , by condition (iv), we obtain a role
S 1 such that D i ;S ∪B S 1 , and S ∪ B |= S 1  R   Q  : contradiction with (b).
For n > 1, inductively using condition (iv), we obtain roles S 1 , . . . , S n−1 over  and S n such that D i ;S ∪B S 1 , ∃ S −
j ;S ∪B

S j +1 , and S ∪ B |= S n  R   Q  . Then (b) implies that ∃ S n−−1 is S ∪ B -inconsistent, which contradicts the assumption D i is
S ∪ B -consistent. Finally, we conclude that D i is S ∪ B -inconsistent, hence ( D 1 , D 2 ) is S ∪ B -inconsistent.
Let ( S 1 , S 2 ) be a pair of S -consistent, T ∪ B -consistent and T  ∪ B -inconsistent roles. For the sake of contradiction,
assume ( S 1 , S 2 ) is S ∪ B -consistent (and each of S i is S ∪ B -consistent).
Suppose both S i is T  ∪ B -consistent. From the shape of α , without loss of generality, we may assume that T  ∪ B |=
{ S 1  R  , S 2  Q  }. From condition (ii), we obtain S ∪ B |= { S 1  R  , S 2  Q  }, which contradicts (a).
Suppose one of S i is T  ∪ B -inconsistent. Then by (G) either T ∪ B |= S i  R   Q  or T ∪ B |= S i  R  −  Q  − , or
D is T  ∪ B -inconsistent for D = ∃ S i or D = ∃ S −
. In the latter case, we obtain contradiction as in the case ( D 1 , D 2 ) is
i
T  ∪ B -inconsistent. In the former case, from condition (ii), it follows S ∪ B |= S i  R   Q  or S ∪ B |= S i  R  −  Q  − ,
which contradicts (a). Finally, we conclude ( S 1 , S 2 ) is S ∪ B -inconsistent.
Assume condition (N) is satisﬁed, and α = C   ¬ B  (the case α = B   B  is trivial), hence B |= C  ¬ B  . Let ( D 1 , D 2 ) be
a pair of S -consistent, T ∪ B -consistent and T  ∪ B -inconsistent concepts. For the sake of contradiction, assume ( D 1 , D 2 ) is
S ∪ B -consistent (and each of D i is S ∪ B -consistent).
Suppose both D i is T  ∪ B -consistent. From the shape of α , without loss of generality, we may assume that T ∪ B |=
{ D 1  B  , D 2  C  }. From condition (ii), it follows S ∪ B |= { D 1  B  , D 2  C  }: contradiction with (c).
Suppose one of D i is T  ∪ B -inconsistent. By (F), consider T ∪ B |= D i  B   C  . From condition (ii), it follows S ∪
B |= D i  B   C  : contradiction with (c). Now, consider the case there exist n ≥ 1 and distinct roles S 1 , . . . , S n such that
D i ;T ∪B S 1 , ∃ S j − ;T ∪B S j +1 and T ∪ B |= ∃ S n −  B   C  . Inductively using condition (iv), we obtain roles S 1 , . . . , S n−1
over  and S n such that D i ;S ∪B S 1 , ∃ S −
;S ∪B S j +1 , and S ∪ B |= ∃ S n−  B   C  . Then (d) implies that ∃ S n−−1 (or D i
j
if n = 1) is S ∪ B -inconsistent, which contradicts the assumption D i is S ∪ B -consistent. Finally, we conclude that D i is
S ∪ B -inconsistent, hence ( D 1 , D 2 ) is S ∪ B -inconsistent.
Let ( S 1 , S 2 ) be a pair of S -consistent, T ∪ B -consistent and T  ∪ B -inconsistent roles. From the shape of α , it follows D
is T  ∪ B -inconsistent, for D = ∃ S i or D = ∃ S −
and i ∈ {1, 2}. It can be shown D is S ∪ B -inconsistent as above.
i
(⇒) Suppose pair ( R 1 , R 2 ) is target contradictable in S and M by a target axiom α . If ( R 1 , R 2 ) is B -inconsistent, then
there exist R , Q ∈ { R 1 , R 2 } and R  over
such that B |= { R  R  , Q  ¬ R  } (hence, (L) is satisﬁed), or there exist B , C in
{∃ R 1 , ∃ R 2 } or in {∃ R 1 , ∃ R 2 } and B  over such that B |= { B  B  , C  ¬ B  } (hence, (N) is satisﬁed).
Assume ( R 1 , R 2 ) is B -consistent. Then α is a non-trivial axiom, T = {α } is a parsimonious UCQ-representation, and
( R 1 , R 2 ) is T ∪ B -inconsistent.
Suppose α is a role disjointness axiom S 1  ¬ S 2 . Then it follows there exist R , Q ∈ { R 1 , R 2 } and S , T ∈ { S 1 , S 2 } such
that B |= { R  S , Q  T }. So we set R  equal to S and Q  equal to T . We prove (a) and (b) are satisﬁed. For (a), assume
an S ∪ B -consistent pair of roles S 1 , S 2 over  such that S ∪ B |= { S 1  R  , S 2  Q  }. It follows there exist S 11 , S 22 over 
such that S |= { S 1  S 11 , S 2  S 22 } and B |= { S 11  R  , S 22  Q  }. Next, ( S 11 , S 22 ) is T ∪ B -inconsistent, and since T is a
parsimonious UCQ-representation, it follows ( S 11 , S 22 ) is S ∪ B -inconsistent, which contradicts ( S 1 , S 2 ) is S ∪ B -consistent.
Hence, it cannot be the case S ∪ B |= { S 1  R  , S 2  Q  }. For (b), assume an S ∪ B -consistent concept D over  such that
D ;S ∪B S and S ∪ B |= S  R   Q  . If S is over  , then as above, we obtain a contradiction with D being S ∪ B -consistent. If
S is over , it follows S = R  = Q  , and there exists a concept D 1 over  such that S |= D  D 1 and B |= D 1  ∃ S. As above,
( D 1 , D 1 ) is T ∪ B -inconsistent, and since T is a parsimonious UCQ-representation, it follows ( D 1 , D 1 ) is S ∪ B -inconsistent,
which contradicts D is S ∪ B -consistent. Hence, it cannot be the case S ∪ B |= S  R   Q  . In a similar way we obtain a
contradiction if assume S ∪ B |= S  R  −  Q  − . Thus, (L) is satisﬁed.
Suppose α is a role inclusion assertion S 1  S 2 . Then it follows there exist R , Q ∈ { R 1 , R 2 } such that B |= { R  ¬ S 2 ,
Q  S 1 }. So we set R  equal to S 2 , the proof Q  R  is representable by S 1  R  is similar to the proof of ⇒ of Proposition D.2. Thus, (M) is satisﬁed.
−
Suppose α is a concept disjointness axiom D 1  ¬ D 2 . Then it follows there exist B , C in {∃ R 1 , ∃ R 2 } or {∃ R −
1 , ∃ R 2 } and
D , E ∈ { D 1 , D 2 } such that B |= { B  D , C  E }. So we set B  equal to D and C  equal to E. We can prove (c) and (d) are
satisﬁed by analogy with the proof of (a) and (b). Thus, (N) is satisﬁed.

537

Communal Assembly Paper

www.daifture.org

M. Arenas et al. / Artiﬁcial Intelligence 238 (2016) 11–62

61

−
Suppose α is a concept inclusion assertion D 1  D 2 . Then it follows there exist B , C in {∃ R 1 , ∃ R 2 } or {∃ R −
1 , ∃ R 2 } such
that B |= { B  ¬ D 2 , C  D 1 }. So we set B  equal to D 2 , the proof C  B  is representable by D 1  B  is similar to the proof
of ⇒ of Proposition D.1. Thus, (O) is satisﬁed. 2

Proposition D.4. For concepts B 1 , B 2 over  , ( B 1 , B 2 ) is target contradictable in S and M if either for { B , C } ⊆ { B 1 , B 2 } there
exists B  over such that
(P) B |= B  B  , and either C  ¬ B  ∈ B , or there exists C  over such that B |= C  C  and
(c) for each S ∪ B -consistent pair of concepts D 1 , D 2 over  it is not the case S ∪ B |= { D 1  B  , D 2  C  };
(d) for each S ∪ B -consistent concept D over  and each role S such that D ;S ∪B S it is not the case S ∪ B |= ∃ S −  B   C  ,
(Q) or B |= B  ¬ B  and inclusion C  B  is representable in S and M;
or B 1 = ∃ R or B 2 = ∃ R for a role R, and
(R) ( R , R ) is target contradictable in S and M.
Then ( B 1 , B 2 ) is target contradictable by either B   B  or C   ¬ B  in (P), by axiom
and by axiom α such that ( R , R ) is target contradictable by α in (R).
Proof. The proof is similar to the proof of Proposition D.3.

α , where C  B  is representable by α in (Q),

2
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a b s t r a c t
In this paper we study data complexity of answering conjunctive queries over description
logic (DL) knowledge bases constituted by a TBox and an ABox. In particular, we are
interested in characterizing the FOL-rewritability and the polynomial tractability boundaries
of conjunctive query answering, depending on the expressive power of the DL used
to express the knowledge base. FOL-rewritability means that query answering can be
reduced to evaluating queries over the database corresponding to the ABox. Since ﬁrstorder queries can be expressed in SQL, the importance of FOL-rewritability is that, when
query answering enjoys this property, we can take advantage of Relational Data Base
Management System (RDBMS) techniques for both representing data, i.e., ABox assertions,
and answering queries via reformulation into SQL. What emerges from our complexity
analysis is that the description logics of the DL-Lite family are essentially the maximal
logics allowing for conjunctive query answering through standard database technology.
In this sense, they are the ﬁrst description logics speciﬁcally tailored for effective query
answering over very large ABoxes.
© 2012 Elsevier B.V. All rights reserved.

1. Introduction
The idea of using ontologies as a conceptual view over data repositories is becoming more and more popular. For example, in enterprise application integration [1], data integration [2], and the semantic web [3], the intensional level of the
application domain can be proﬁtably represented by an ontology, so that clients can rely on a shared conceptualization
when accessing the services provided by the system. In these contexts, the set of instances of the concepts in the ontology
is to be managed in the data layer of the system architecture (e.g., in the lowest of the three tiers of the enterprise software
architecture), and, since instances correspond to the data items of the underlying information system, such a layer constitutes a very large (much larger than the intensional level of the ontology) repository, to be stored in secondary storage (see,
e.g., [4]).
When clients access the application ontology, it is very likely that one of the main services they need is the one of
answering complex queries over the extensional level of the ontology, which means computing the answers to the queries
that are logically implied by the whole ontology. Here, by ‘complex’ we mean that it does not suﬃce to ask for the instances
of concepts, but we need at least to express conjunctive conditions on the extensional level [5–11]. Given the size of the
instance repository, when measuring the computational complexity of query answering (and reasoning in general) the most
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important parameter is the size of the data. In other words, we are interested in the so-called data complexity of query
answering [12].
In this paper we consider conjunctive queries (CQs) speciﬁed over ontologies expressed in description logics (DLs), and
study the data complexity of the query answering problem. Since an ontology in DL is essentially a knowledge base (KB)
constituted by a TBox and an ABox, the problem we address is the one of computing the answers to a CQ that are logical
consequences of the TBox and the ABox, where complexity is measured with respect to the size of the ABox only. Note
that we borrow the notion of data complexity from the database literature [12], on the premise that an ABox can be
naturally viewed as a relational database. Recently, data complexity has attracted the interest of the DL community, ﬁrst for
reasoning over TBox and ABox (i.e., instance checking, which is the simplest form of query answering) [13,14], and then also
for answering full conjunctive queries [15,16]. This gave rise to the study of DLs for which query answering can be done
eﬃciently in data complexity [17–20], which is a key aspects of the present paper.
Speciﬁcally, we are interested in characterizing the FOL-rewritability and the polynomial tractability boundaries of conjunctive query answering, depending on the expressive power of the DL used to specify the KB. We say that query answering
is FOL-rewritable in a DL L, if for every conjunctive query q over an L TBox T , one can effectively compute a ﬁrst-order
(FOL) query qr such that for all ABoxes A the answers to q with respect to the KB T , A are the same as the answers
to qr over the database corresponding to the ABox A. Since ﬁrst-order queries can be expressed in SQL, the importance
of FOL-rewritability is that, when query answering enjoys this property, we can take advantage of Relational Data Base
Management System (RDBMS) techniques for both representing data, i.e., ABox assertions, and answering queries via reformulation into SQL.1 Notably, in this case, the data complexity of conjunctive query answering over ontologies is the one of
evaluating FOL queries over relational databases, i.e., AC0 [21], a complexity class strictly contained in LogSpace [22].
We are also interested in knowing for which DLs we go beyond FOL. For this purpose, we single out those DLs for which
query answering becomes NLogSpace-hard and PTime-hard, respectively, thus not allowing for FOL-rewritability. From the
complexity characterization of query languages, it follows that those DLs require at least the power of linear recursive
Datalog (NLogSpace), and general recursive Datalog (PTime), respectively. Note that, although very interesting and promising
Datalog engines exist, query optimization strategies for this query language are not suﬃciently mature yet to deal with
complex applications with millions of instances in the extensional level. Finally, we address the problem of going even
beyond PTime, by exhibiting DLs for which query answering is polynomially intractable.
More precisely, the contributions of the paper are the following.

• We discuss DLs for which conjunctive query answering is FOL-rewritable. In this class, we essentially ﬁnd the languages

of the DL-Lite [18] family.2 Notably, the two simplest DLs of this family (namely, DL-LiteR and DL-LiteF ) are rich enough
to express basic ontology languages, e.g., extensions of (the DL subset of) RDFS3 or fragments of OWL 24 ; conceptual
data models, e.g., Entity-Relationship [21]; and object-oriented formalisms, e.g., basic UML class diagrams.5 In fact,
in the present paper we consider a new DL of the DL-Lite family, called DLR-LiteA, , which generalizes both DL-LiteR
and DL-LiteF by allowing for the use of n-ary relations between (instances of) concepts, the speciﬁcation of keys on
relations, combined together (in a controlled way) with inclusions between (projections on) relations, and the use of
conjunctions in the left-hand side of the inclusion assertions constituting the knowledge base TBox. We show that for
such a DL query answering is FOL-rewritable.
• We show that minimal additions to the languages considered above make the data complexity of conjunctive query answering NLogSpace-hard or PTime-hard, thus losing the possibility of reformulating queries in ﬁrst-order logic. In spite
of the fact that for such languages query answering is polynomially tractable (in NLogSpace and PTime, respectively),
these hardness results tell us that for query answering we cannot take advantage of state-of-the-art database query
optimization strategies, and this might hamper practical feasibility for very large ABoxes.
• Finally, we establish coNP-hardness of conjunctive query answering with respect to data complexity for surprisingly
simple DLs. In particular, we show that we get intractability as soon as the DL is able to express simple forms of union.
What emerges from our complexity analysis is that the DLs of the DL-Lite family are DLs that enjoy FOL-rewritability of
conjunctive query answering and that cannot be extended with any construct typical of DLs [23] without losing this property.6 In this sense, the DLs of the DL-Lite family studied here are the maximal logics that allow for answering conjunctive
queries through standard database technology.
The paper is organized as follows. In Section 2 we introduce some preliminary notions on DLs and query answering,
and present the DLs which we deal with in this paper, including DLR-LiteA, . In Section 3 we show that for this DL query
answering and KB satisﬁability are FOL-rewritable. Then, in Section 4 we deal with DLs for which query answering goes

1

We consider here the kernel of the SQL-92 standard, i.e., we see SQL as an implementation of relational algebra.
Not to be confused with the set of DLs studied in [20], which form the DL-Litebool family.
3
http://www.w3.org/TR/rdf-schema/.
4
http://www.w3.org/TR/owl2-overview/.
5
http://www.omg.org/uml/.
6
Actually, our mandatory participation and functionality constructs can be extended to unqualiﬁed number restrictions in a rather straightforward
way [20,24].
2
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beyond LogSpace: we ﬁrst identify DLs for which query answering is NLogSpace-hard; then we characterize DLs for which
query answering is PTime-hard; and ﬁnally we identify DLs for which query answering is coNP-hard. Finally, in Section 5
we overview related work, and in Section 6 we draw some conclusions.
We point out that the present paper is an extended and revised version of [25]. In particular, the logic DLR-LiteA, studied in this paper generalizes the DL-Lite logics considered in [25], since it allows for the use of n-ary relations rather than
binary roles (this case has been only brieﬂy commented in [25]), and for a (controlled) combination of keys on relations
with inclusions between relations (which have been studied separately in [25]). Furthermore, we show here also computational complexity upper bounds for non-FOL-rewritable DLs, which were not considered in [25]. Finally, in the present
paper we provide complete proofs of all the results, and a detailed related work analysis.
2. Preliminaries
Description logics (DLs) [23] are logics that represent the domain of interest in terms of objects, i.e., individuals, concepts,
which are abstractions for sets of objects, and relations among concepts. Relations are typically binary in DLs (they are called
roles), but in this paper we also consider n-ary relations, in the spirit of the DL DLR [5,9].
In the rest of the paper, we implicitly refer to a signature S , and therefore we often omit to refer to it explicitly. The
signature S includes symbols for constants (also called individuals), unary predicates (also called atomic concepts), binary
predicates (also called atomic roles), n-ary (with n  2) predicates (also called atomic relations). The arity of a relation R,
denoted ar( R ), is the number of its arguments, also called its components.
A DL knowledge base (KB) K = T , A over S is a pair formed by a set T of assertions, called TBox, and a set A of
assertions, called ABox. Intuitively, T contains intensional assertions, i.e., axioms specifying general properties of concepts,
roles, and relations, while A contains extensional assertions, i.e., axioms about individual objects.
Deﬁnition 2.1 (Knowledge base). A DL knowledge base over a signature S is a pair K = T , A, where:

• T , called the TBox of K, is a ﬁnite set of intensional assertions (also called TBox assertions) over S ;
• A, called the ABox of K, is a ﬁnite set of extensional assertions (also called ABox assertions) over S of the form:
A (a1 )
P (a1 , a2 )
R (a1 , . . . , an )

(concept membership assertion),
(role membership assertion),
(relation membership assertion),

with A, P , and R denoting respectively an atomic concept symbol, an atomic role symbol, and an n-ary atomic relation
symbol, for n  2, and a1 , . . . , an denoting constant symbols. 2
Informally, a concept membership assertion speciﬁes that an object is an instance of an atomic concept. Analogously, the
other types of membership assertions specify instances of atomic roles and relations.
Later in the paper, we will illustrate the form of TBox assertions. What is important to note here about such assertions is
that they are speciﬁed using not only atomic concepts, roles, and relations, but also complex expressions. Complex concept
expressions are constructed starting from atomic concepts by applying suitable operators. Analogously, for complex roles
and complex relations. Different DLs allow for both different concept and role expressions, and different TBox intensional
assertions. In other words, deﬁning a speciﬁc DL means providing a speciﬁcation of both the language for building complex
expressions, and the language for specifying intensional assertions.
We start with the deﬁnition of the concept, role, and relation expressions allowed in the various DLs considered in this
paper. The whole set of relevant constructs are shown in the following syntactic rules:

C
Q
V

−→
−→
−→

A | ¬ C | C  · · ·  C | C  · · ·  C | ∃ Q | ∃ Q . C | ∀ Q . C | ∃i : R
P | P − | ¬P | ¬P −
R | ¬ R | R [i 1 , . . . , i h ] | ¬ R [i 1 , . . . , i h ],

where

• A denotes an atomic concept, P an atomic role, R an atomic relation, C an arbitrary (i.e., either atomic or complex)
concept, Q an arbitrary role, and V an arbitrary relation. All these symbols will be used with subscripts, when needed.

• In an expression of the form ∃i : R, we have that i ∈ {1, . . . , ar( R )}.
• In an expression of the form R [i 1 , . . . , i h ], we have that i j ∈ {1, . . . , ar( R )}, for each j ∈ {1, . . . , h}, and i j = i  , for j ,  ∈
{1, . . . , h} with j = . Such an expression denotes a relation of arity h whose components are 1, . . . , h, and such that
the component i j of R corresponds to component j of R [i 1 , . . . , i h ]. Notice that, when R has arity n, then R [1, . . . , n]
coincides with R.
The semantics of a DL KB is given in terms of ﬁrst-order interpretations, where an interpretation I = I , ·I  consists of
a non-empty interpretation domain I , and an interpretation function ·I , assigning to each atomic concept A a subset A I
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Table 1
The DL constructs considered in this article with their semantics.
Construct

Syntax

Atomic concept

A

Semantics
A I ⊆ I

Atomic role

P

P I ⊆ I × I

Atomic relation

R

R I ⊆ I × · · · × I

Concept negation

¬C

I \ C I

Concept conjunction

C 1  · · ·  Cn

C 1I ∩ · · · ∩ C nI

Concept disjunction

C 1  · · ·  Cn

C 1I ∪ · · · ∪ C nI

Universal
quantiﬁcation

∀ Q .C

{o | ∀o . (o, o ) ∈ Q I → o ∈ C I }

Unqualiﬁed existential
role quantiﬁcation

∃Q

{o | ∃o . (o, o ) ∈ Q I }

Qualiﬁed existential
role quantiﬁcation

∃ Q .C

{o | ∃o . (o, o ) ∈ Q I ∧ o ∈ C I }

Unqualiﬁed existential
relation quantiﬁcation

∃i : R

{o | ∃o ∈ R I . o[i ] = o }

Inverse role

P−

{(o, o ) | (o , o) ∈ P I }
(I × I ) \ Q I

Role negation

¬Q

Relation projection

R [i 1 , . . . , i h ]

Relation negation

¬V

{o[i 1 , . . . , ih ] | o ∈ R I }
(I × · · · × I ) \ V I

Table 2
The TBox assertions considered in this article with their semantics.
TBox assertion

Syntax

Semantics

Concept inclusion

Cl  Cr

ClI ⊆ CrI

Role inclusion

Ql  Qr

QlI ⊆ QrI

Relation inclusion

Vl  Vr

Role functionality
assertion

(funct Q )

Relation key
assertion

(key j 1 , . . . , j  : V )

VlI ⊆ VrI
∀o1 .∀o2 .∀o3 .
(o1 , o2 ) ∈ Q I ∧ (o1 , o3 ) ∈ Q I → o2 = o3
∀o1 ∈ V I .∀o2 ∈ V I .
o1 [ j 1 , . . . , j  ] = o2 [ j 1 , . . . , j  ] → o1 = o2

of I , to each atomic role P a binary relation P I over I (i.e., a subset of I × I ), and to each n-ary relation R an n-ary
relation R I over I . Also, ·I assigns to each constant a an object aI of I . All the DLs discussed in this paper follow the
I
unique name assumption, and, therefore, if a1 and a2 are different constants, then the objects aI
1 and a2 are different as
well.
In the following, we use o to denote an n-tuple of objects in I , and o[i ], where i ∈ {1, . . . , n}, to denote the i-th
component of o . Also, we will use o[i 1 , . . . , i h ], where i 1 , . . . , i h ∈ {1, . . . , n} and i j = i  , for j ,  ∈ {1, . . . , h} with j = ,
o[i 1 ], . . . , o[i h ]). Finally, for a = (a1 , . . . , an ), where a1 , . . . , an are constants, we use aI as a shortcut for
as a shortcut for (
I ).
(aI
,
.
.
.
,
a
n
1
The semantics of all the constructs that are relevant for this article is shown in Table 1. For each of the constructs, the
table shows its name, its syntax, and its semantics.
We now turn to the deﬁnition of TBox assertions. In this paper, we consider three kinds of TBox assertions:

• Inclusion assertions between concepts, stating that all instances of one concept are also instances of another concept.
Analogous assertions specify inclusions between roles, and inclusions between relations.

• Functional assertions, stating that a role is functional.
• Key assertions, stating that a set of components is a key for a relation.
Table 2 illustrates the various TBox assertions mentioned above, by describing their syntax and their semantics. In particular, the “Semantics” column of the table speciﬁes, for each assertion, which is the condition that an interpretation I
must obey in order to satisfy the assertion. Note that:

• In the concept inclusion assertions, Cl (resp., Cr) denotes a concept used in the left-hand side (resp., right-hand side) of
the inclusion. The distinction between Cl and Cr is motivated by the fact that the constraints that the various DLs put
on the form of concept expressions appearing in one side of the inclusion are often different with respect to those in
the other side. Analogous observation holds for both role and relation inclusions assertions.
• In an expression of the form (key j 1 , . . . , j  : V ), we have that jk ∈ {1, . . . , ar( V )}, for each k ∈ {1, . . . , }, and jk = jm
for each k, m ∈ {1, . . . , } with k = m. In particular, when R is a relation of arity n, in an expression (key j 1 , . . . , j  :
R [i 1 , . . . , i h ]) we have that i 1 , . . . , i h ∈ {1, . . . , n} and j 1 , . . . , j  ∈ {1, . . . , h}.
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We are now ready to complete the deﬁnition of the semantics of KBs. For this purpose, the basic deﬁnitions are as
follows:

• An interpretation I is a model of a TBox assertion α if I satisﬁes α , according to what reported in Table 2.
• An interpretation I is a model of (or equivalently satisﬁes) a membership assertion A (a) if aI ∈ A I . It is a model of
I
I
P (a1 , a2 ) if (a1 , a2 ) ∈ P I , and it is a model of R (a1 , . . . , an ) if (aI
1 , . . . , an ) ∈ R .
A model of a KB K = T , A is an interpretation I that is a model of all assertions in T and A. A KB is satisﬁable if it
has at least one model. A KB K logically implies (an assertion) α , written K | α , if all models of K are also models of α .
Example 2.2. Let us assume that our signature includes the atomic concepts Supplier, Customer, and Product, the ternary
relation supply, and the binary relation clientOf. The following is a TBox T :

∃1:supply  Supplier

(1)

∃2:supply  Customer

(2)

∃3:supply  Product

(3)

Supplier  ¬Product

(4)

Customer  ¬Product

(5)

(key 2, 3: supply)

(6)

Supplier  Customer  ∃1:supply

(7)

Supplier  Customer  ∃2:supply

(8)

supply[1, 2]  clientOf [2, 1].

(9)

In the above TBox, inclusions (1)–(3) specify the domain respectively of the ﬁrst, second, and third component of the
relation supply, with the intended meaning that suppliers provide customers with products. Assertions (4) and (5) impose
that the set of products is disjoint from the set of customers and the set of suppliers, respectively. Assertion (6) imposes
that positions 2 and 3 in supply constitute the key of supply, with the intended meaning that a customer for a certain
product has only one supplier. Assertions (7) and (8) specify that those individuals that are both suppliers and customers
must participate in both the ﬁrst and the second component of the relation supply. Finally, assertion (9) says that each
individual that is a supplier of a customer (for a certain product), has such a customer as a client.
As an example of ABox A, consider

Customer (SmithInc)
Supplier(SmithInc)
clientOf (SmithInc, SmartCompany).

2

In the rest of this paper, each of the DLs that we will refer to will be characterized by the following elements:
1.
2.
3.
4.

the
the
the
the

form of the concept expressions Cl and Cr,
form of the role expressions Ql and Qr,
form of the relation expressions Vl and Vr, and
type of TBox assertions allowed in the DL.

Note that, when in the description of a DL, the second item (resp., the third item) is missing, this means simply that the
DL includes only relations (resp., roles), and not roles (resp., n-ary relations).
2.1. The DL-Lite family
The DL-Lite family [18] is a family of DLs speciﬁcally tailored to capture knowledge representation and ontology languages, while allowing reasoning tasks to be carried out eﬃciently. In particular, the distinguishing feature of the DLs of
this family is that query answering has the same computational complexity as in relational databases, if one measures the
complexity with respect to the size of the ABox only. The goal of this subsection is to provide the deﬁnition of the DLs of
the DL-Lite family.
Table 3 describes the basic members of the DL-Lite family, studied in detail in [18,26]. In all these DLs, only roles (i.e.,
binary relations) are allowed. Note that the symbol (∗) associated to the TBox assertion (funct Q ) of DL-LiteA indicates that
in this DL the following restriction on the use of such assertions holds:
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Table 3
The basic DLs of the DL-Lite family.
DL-Litecore

DL-LiteF

DL-LiteR

DL-LiteA

A | ∃P | ∃P −

Cl

Cl | ¬Cl

Cr
Ql

–

Qr

–

P | P−
Ql | ¬Ql

Vl, Vr

–
Cl  Cr

TBox assertions

Cl  Cr
(funct Ql)

Cl  Cr
Ql  Qr

Cl  Cr
Ql  Qr
(funct Ql)(∗)

Table 4
The DL DLR-LiteA, .
DLR-LiteA,
Cl

A | ∃i : R | Cl1  · · ·  Cln

Cr

A | ∃i : R | ¬ A | ¬∃i : R

Ql, Qr

–

Vl

R | R [i 1 , . . . , i h ]

Vr

Vl | ¬Vl

TBox assertions

Cl  Cr
Vl  Vr
(key j 1 , . . . , j  : Vl)(∗)

(∗) In a DL-LiteA KB K = T , A, for each role P such that in T there is an assertion (funct P ) or (funct P − ), in T there is
no assertion of the form Q  P and no assertion of the form Q  P − .
In other words, functional roles cannot be specialized in the TBox. This restriction is crucial for keeping query answering
eﬃcient, as we will demonstrate in Section 4.
We observe that DL-LiteA , as deﬁned in [18,26], is actually richer than the DL described in Table 3, because it includes
constructs for modeling concept attributes, which are binary relations between concepts and value-domains. However, from
the technical point of view, attributes can be considered essentially as roles, and therefore we ignore them here.
Although much of the technical work done so far on the DL-Lite family deals with the basic members, in this paper we
consider a new member of the family, called DLR-LiteA, , which is characterized by the following features:

•
•
•
•

it
it
it
it

allows for modeling a domain not only in terms of concepts and roles, but also in terms of n-ary relations;
allows for the speciﬁcation of inclusions between (projections of) n-ary relations;
provides the possibility of specifying conjunctions in the left-hand side of inclusions between concepts;
allows for the speciﬁcation of key constraints on (projections of) n-ary relations.

We provide the deﬁnition of DLR-LiteA, in Table 4. In the following, we say that the key assertion (key j 1 , . . . , j  : Vl) is
on relation R if Vl is either R or R [i 1 , . . . , i h ].
Analogously to the case of DL-LiteA , the symbol (∗) associated to the TBox assertion (key j 1 , . . . , j  : Vl) of DLR-LiteA,
indicates that in this DL the following restriction on the use of such assertions holds:

(∗) In a DLR-LiteA, KB K = T , A, for each relation R such that in T there is a key assertion on R, in T there is no
assertion of the form V  R and no assertion of the form V  R [i 1 , . . . , i h ].
In other words, relations occurring in key assertions in T cannot be specialized, i.e., they cannot occur positively in the
right-hand side of inclusion assertions between relations. Observe that the KB discussed in Example 2.2 is a DLR-LiteA, KB.
Hereinafter, we call positive inclusions (PIs) assertions of the form Cl  A, Cl  ∃i : R, Vl  R, and Vl  R [i 1 , . . . , i h ]. Moreover, we call negative inclusions (NIs) assertions of the form Cl  ¬ A, Cl  ¬∃i : R, Vl  ¬ R, and Vl  ¬ R [i 1 , . . . , i h ].
Note that, analogously to DL-LiteA , DLR-LiteA, includes concept attributes, but we ignore them in this paper. It is
immediate to verify that DLR-LiteA, is more expressive than all the basic members of the DL-Lite family. Indeed, although
DLR-LiteA, does not include roles, they can obviously be captured by relations of arity 2. Analogously, constructs like ∃ R
and P − can be easily expressed in terms of the constructs of DLR-LiteA, . We observe that DLR-LiteA, might also be
enhanced with the capability of managing qualiﬁed existential quantiﬁcation on the right-hand side of inclusion assertions
between concepts, i.e., adding to Cr the construct

∃ i : R . A 1 , . . . , A i −1 , A i +1 , . . . , A n ,
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where R is an n-ary relation with no key constraint in T , and A 1 , . . . , A i −1 , A i +1 , . . . , A n are atomic concepts [25]. The
semantics of the above construct is deﬁned as follows. Given an interpretation I , we have that (∃i : R . A 1 , . . . , A i −1 , A i +1 ,
. . . , An )I is



o[i ]  o ∈ R I and o[ j ] ∈ A Ij , for j ∈ {1, . . . , i − 1, i + 1, . . . , n} .



This construct, however, can be simulated by suitably using inclusions between relations and unqualiﬁed existential
quantiﬁcation on relations in inclusions between concepts. More precisely, we can replace each assertion of the form
Cl  ∃i : R . A 1 , . . . , A i −1 , A i +1 , . . . , A n with the assertions

Cl  ∃i : R̂
R̂  R

∃1: R̂  A 1
···
∃i − 1: R̂  A i −1
∃i + 1: R̂  A i +1
···
∃n: R̂  An ,
where R̂ is a fresh n-ary relation. Therefore, in the following we do not explicitly consider qualiﬁed existential quantiﬁcation.
Other logics allowing for different usages of qualiﬁed existential quantiﬁcation will be analyzed in the next sections.
We conclude by emphasizing that DLR-LiteA, is the ﬁrst DL of the DL-Lite family that allows for the use of (i) n-ary
relations, rather than binary roles, (ii) key assertions, rather than simple functionalities, and (iii) conjunctions in the lefthand side of inclusion assertions. Nonetheless, we will show in the next section that for DLR-LiteA, KBs, both query
answering and KB satisﬁability are FOL-rewritable, i.e., such a DL presents the distinguishing fundamental properties of the
DLs of the DL-Lite family (cf. [18]).
2.2. Query answering
By using queries, we can extract information from the extensional level of a KB K expressed in a DL. We start with
a general notion of queries in ﬁrst-order logic, and then we move to the deﬁnition of queries over a DL KB.
A query is an open formula of ﬁrst-order logic with equalities (FOL, in the following). Formally, A FOL query q is an expression of the form

 

x  φ(x) ,
where φ(x) is a FOL formula with free variables x. We call the size of x the arity of q. Given an interpretation I , qI is the
set of tuples of domain elements that, when assigned to the free variables, make the formula φ true in I [21]. A boolean
query is a query that does not involve any free variable (i.e., φ is a closed formula). Given an interpretation I , if a boolean
query q is true in I then qI consists only of the empty tuple, i.e., the tuple of arity 0; instead, if q is false in I then qI is
obviously empty. Finally, a ground query is a boolean query that does not contain any variable.
We are interested in conjunctive queries and unions of conjunctive queries. A conjunctive query (CQ) q is a query of the
form

 

x  ∃y . conj(x, y ) ,
where conj(x, y ) is a conjunction of atoms and equalities, with variables x and y . A union of conjunctive queries (UCQ) Q ,
is a query of the form

 

x 






∃ y i . conji (x, y i ) ,

i ∈{1,...,n}

where each conji (x, y i ) is, as before, a conjunction of atoms and equalities with free variables x and y i . Obviously, the class
of unions of conjunctive queries contains the class of conjunctive queries.
For convenience, we adopt the usual Datalog notation (see e.g., [21]). Namely, a conjunctive query q = {x | ∃y . conj(x, y )}
is denoted as



q x ← conj x , y  ,
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where conj (x , y  ) is the list of atoms in conj(x, y ) obtained after having equated the variables x, y according to the equalities in conj(x, y ). As a result of such equality elimination, we have that x and y  can actually contain constants and multiple
occurrences of the same variable. We call q(x ) the head of q, denoted head(q), and conj (x , y  ) the body, denoted body(q).
Moreover, we call the variables in x the distinguished variables of q and those in y  the non-distinguished variables. If the
query q is boolean, its Datalog notation is q ← conj (y  ).
A union of conjunctive queries

 


Q = x 




∃y i .conji (x, y i )

i ∈{1,...,n}

is denoted in Datalog notation as

Q = {α1 , . . . , αn },
where each αi is the conjunctive query {x | ∃y i . conji (x, y i )} expressed in Datalog notation. Notice that, for an interpretation I , we have that Q I = i ∈{1,...,n} αiI .
The size of a CQ q, denoted with size(q), is the number of atoms occurring in its body when q is given in Datalog
notation. The size, size( Q ), of a UCQ Q coincides with the maximum among the sizes of the CQs contained in Q .
We can now deﬁne queries over a DL KB. We will concentrate on conjunctive queries and unions of conjunctive queries,
only. A conjunctive query over a TBox T is a conjunctive query whose atoms are of the form A ( z) or R ( z1 , . . . , zn ) where A
and R are respectively an atomic concept and a relation of T and z, z1 , . . . , zn are either constants or (possibly non-distinct)
variables. Similarly, we deﬁne unions of conjunctive queries over a TBox T . We also say that a conjunctive query q is speciﬁed
over a KB K = T , A if q is a conjunctive query over T .
The reasoning service we are interested in is (conjunctive) query answering: given a satisﬁable knowledge base K and
a union of conjunctive queries Q (x) over K, return all tuples a of constants in K such that, when substituted to the
variables x in Q (x), denoted q(
a), we have that K | Q (
a), i.e., such that aI ∈ Q I for every model I of K. We denote with
ans( Q , K) the set of such tuples. When the query Q is boolean, ans( Q , K) contains the empty tuple if K | Q , i.e., if Q I
is true in every model I of K, whereas ans( Q , K) = ∅, otherwise.
We point out that deﬁning query answering only for satisﬁable KBs is not a simpliﬁcation. Indeed, from the “ex falso
quod libet” principle, it follows that the answers to a query of arity n posed over an unsatisﬁable KB K would be trivially all
possible tuples of constants in K whose arity is the one of the query. Since we are not interested in getting such answers,
we have deﬁned query answering only over satisﬁable KBs, and we will perform query answering only after a check on the
satisﬁability of the KB at hand.
We observe that query answering (properly) generalizes two well-known reasoning services in DLs. The ﬁrst one is
instance checking, i.e., logical implication of an ABox assertion, which can be expressed as the problem of answering boolean
ground queries whose body contains exactly one ground atom. The second one is retrieval, i.e., determining all individuals
that are logically implied to be instances of a concept, which can be expressed as the problem of answering a unary query
whose body contains exactly one unary atom.
Finally, we refer to data complexity of query answering, which is a notion borrowed from relational database theory [12],
and in the context of DLs is deﬁned as follows. First, we note that there is a decision problem associated with query
answering: ﬁxed a TBox T expressed in a DL L, and a query q, the recognition problem associated to T and q is the decision
problem of checking whether, given an ABox A such that T , A is satisﬁable, and a tuple a of constants, we have that
T , A | q(a). Note that neither the TBox nor the query is an input to the recognition problem.
Let C be a complexity class. When we say that query answering for a certain DL L is in C with respect to data complexity,
we mean that the corresponding recognition problem is in C . Similarly, when we say that query answering for a certain
DL L is C -hard with respect to data complexity, we mean that the corresponding recognition problem is C -hard.
2.3. The notion of FOL-rewritability
We now introduce the notion of FOL-rewritability of query answering and KB satisﬁability. We start by giving the notion
of Q-rewritability of query answering and KB satisﬁability, where Q is a given query language. To this purpose, given
an ABox A (of the kind considered above), we deﬁne the interpretation db(A) = db(A) , ·db(A)  as follows:

• if A = ∅, then db(A) is the set consisting of all constants occurring in A, otherwise, if A = ∅, then db(A) = {c } where
c is some constant symbol,

• adb(A) = a, for each constant a,
• A db(A) = {a | A (a) ∈ A}, for each atomic concept A, and
• R db(A) = {(a1 , . . . , an ) | R (a1 , . . . , an ) ∈ A}, for each n-ary atomic relation R.
Deﬁnition 2.3. Query answering in a DL L is Q-rewritable, if for every TBox T expressed in L and every (conjunctive) query q over T , one can effectively compute a query qr over T , belonging to the query language Q, such that for
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every ABox A, for which T , A is satisﬁable, and every tuple of constants a occurring in A, T , A | q(
a) if and only if
db(A)

adb(A) ∈ qr

. The query qr is called the Q-rewriting of q w.r.t. T .

2

In other words, Q-rewritability of query answering captures the property that we can reduce query answering to evaluating a query belonging to the query language Q over the ABox A considered as a relational database, i.e., over db(A).
Analogously, we can deﬁne Q-rewritability of KB satisﬁability.
Deﬁnition 2.4. KB satisﬁability in a DL L is Q-rewritable, if for every TBox T expressed in L, one can effectively compute
a boolean query qr , over T , belonging to the query language Q, such that for every ABox A, T , A is satisﬁable if and
db(A)

only if qr evaluates to false in db(A), i.e., qr

= ∅. 2

One of the most interesting classes of queries to be considered for Q is that of FOL queries, since, from the practical
point of view, FOL queries correspond to queries expressed in relational algebra (i.e., in SQL). In other words, (the SQL
encoding of) FOL queries can be easily evaluated by an SQL engine over a simple relational database deﬁned by ABox
assertions (i.e., the relational database corresponding to the interpretation db(A) deﬁned above), thus taking advantage of
well-established query optimization strategies supported by current industrial strength relational technology.
Observe that every FOL query can be evaluated in AC0 with respect to data complexity (see e.g., [21]). It follows that,
if query answering (or KB satisﬁability) in L is FOL-rewritable, then query answering (resp., KB satisﬁability) in L is in AC0
w.r.t. data complexity. Vice-versa, if query answering (or KB satisﬁability) is C -hard w.r.t. data complexity for some complexity class C that strictly contains AC0 (e.g., LogSpace, NLogSpace, PTime, coNP, etc.), then it is not FOL-rewritable.
In the following, we study FOL-rewritability of KB satisﬁability only in those cases in which query answering is FOLrewritable. Indeed, checking the satisﬁability of a KB is always needed before answering a query posed over it, and establishing FOL-rewritability of both reasoning services guarantees the possibility of completely relying on relational database
technology to perform them. In all the other cases, we analyze the computational complexity of query answering only.
3. FOL-rewritability in DLR-LiteA,
In this section we provide algorithms that reduce CQ answering and KB satisﬁability in DLR-LiteA, to ﬁrst-order logic
query evaluation, thus showing FOL-rewritability (and therefore membership in AC0 ) of both such reasoning services.
We ﬁrst study query answering and provide an algorithm, called PerfectRef, that takes as input a DLR-LiteA, TBox T and
a union of conjunctive queries Q and returns a union of conjunctive queries Q r , which we show to be the FOL-rewriting
of Q w.r.t. T . In a nutshell, the algorithm compiles in Q r both the query Q and the assertions of T that are relevant to
compute the answers to Q . Notably, we will show that, to obtain Q r , only the PIs explicitly asserted in T have to be taken
into account (see Theorem 3.9).
We then deal with KB satisﬁability, which we in fact reduce to query answering (of a suitable boolean query), and show
that PerfectRef can be used to solve this problem through rewriting into FOL.
From now on, we assume that both PIs and NIs are transformed as described next. As for PIs, we substitute each
occurrence of an atomic concept A with A [1], and each occurrence of a concept of the form ∃i : R with R [i ]. For example, we
transform the inclusion ∃3: R 1  A  ∃2: R 2 in R 1 [3]  A [1]  R 2 [2]. In this way, both positive concept inclusions and positive
relation inclusions in T are speciﬁed according to the following syntax:

S 1 [i 1,1 , . . . , i 1,k ]  · · ·  S h [i h,1 , . . . , i h,k ]  S [i 1 , . . . , ik ],

(10)

where each of S , S 1 , . . . , S h may be an atomic concept or a relation, and k  min(m, m1 , . . . , mh ), with m, m1 , . . . , mh denoting the arities of S , S 1 , . . . , S h , respectively. Notice that, since conjunction in the left-hand side of inclusions is allowed only
in concept inclusions, we have that k > 1 implies h = 1.
We adopt an analogous transformation also for NIs, and write them according to the following syntax:

S 1 [i 1,1 , . . . , i 1,k ]  · · ·  S h [i h,1 , . . . , i h,k ]  ¬ S 0 [i 0,1 , . . . , i 0,k ],

(11)

where S 0 , S 1 , . . . , S h , m0 , m1 , . . . , mh , and k are deﬁned as for positive inclusions. Again, k > 1 implies h = 1.
In the following, we will always use S, possibly with subscripts, to denote either an atomic concept or an atomic relation.
In the former case, we always have ar( S ) = 1.
Example 3.1. The TBox given in Example 2.2 is transformed in the following way:

supply[1]  Supplier[1]

(12)

supply[2]  Customer [1]

(13)

supply[3]  Product[1]

(14)

Supplier[1]  ¬ Product[1]

(15)
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Algorithm PerfectRef( Q , T )
Input: UCQ Q of arity n and size k, DLR-LiteA, TBox T
Output: UCQ Q r
Q r := Q ;
J := { z1 , . . . zk }, with each zi not occurring in Q ;
repeat
Q r := Q r ;
for each CQ q ∈ Q r do
(a) for each g 1 , g 2 in q do
if g 1 and g 2 unify
then Q r := Q r ∪ {τ (reduce(q, g 1 , g 2 ))};
(b) for each g in q do
for each PI I in T do
if I is applicable to g
then Q r := Q r ∪ {atomRewrite(q, g , I , J )};

until Q r = Q r ;
return Q r
Fig. 1. The algorithm PerfectRef.

Customer [1]  ¬ Product[1]

(16)

(key 2, 3: supply)

(17)

Supplier[1]  Customer [1]  supply[1]

(18)

Supplier[1]  Customer [1]  supply[2]

(19)

supply[1, 2]  clientOf [2, 1].

(20)

2

3.1. FOL-rewritability of query answering
In the following, we illustrate PerfectRef from a technical point of view, and show its termination and its correctness.
We start our discussion with some preliminary notions.
We point out that, for technical reasons, PerfectRef works on (unions of) conjunctive queries speciﬁed in Datalog syntax
(see Section 2). We say that an argument of an atom in a query is bound if it corresponds either (i) to a distinguished
variable, or (ii) to a shared variable, i.e., a variable occurring at least twice in the query body (including the case of a variable
occurring more than once in a single atom of the query), or (iii) to a constant. Instead, we say that an argument of an atom
is unbound if it corresponds to a non-distinguished non-shared variable (we use the symbol ‘− ’ to represent unbound
variables).
Deﬁnition 3.2. Given a query atom g = S (x1 , . . . , xn ), where each xi is either a bound term or a ‘− ’, and a positive inclusion
I ∈ T of the form (10), we say that I is applicable to g (on xi 1 , . . . , xik ) if for each  ∈ {1, . . . , n} such that x =− , there
exists p ∈ {1, . . . , k} such that i p = . We say also that the arguments xi 1 , . . . , xik are propagated by I (or that I propagates
xi 1 , . . . , xik ). 2
Roughly speaking, an inclusion I is applicable to an atom g if all bound arguments of g are propagated by I . For example,
the positive inclusion R  [2, 3]  R [1, 2], where R  is of arity 3 and R is of arity 4, is applicable to the atom R (x1 , x2 , − , − ),
where x1 and x2 are bound terms, but it is not applicable to the atom R (x1 , x2 , − , x4 ), since it does not propagate the bound
term x4 . We notice that the PIs of the form Cl  A are always applicable to an atom of the form A (x), disregarding whether
x is equal to − or not.
The algorithm PerfectRef is given in Fig. 1. It is constituted by two main steps, iteratively repeated until a ﬁxpoint
is reached, namely, the reduce step (Step (a)), which realizes some uniﬁcations on the query, and the atom rewrite step
(Step (b)), which rewrites query atoms with respect to applicable PIs. Roughly speaking, in the latter step, PIs are used as
rewriting rules, applied from right to left, which allow one to compile away in the reformulation the intensional knowledge
(represented by T ) that is relevant for answering the query. Notice that each step produces a new CQ which is added to
the set of queries returned by the algorithm.
The algorithm is structurally similar to the PerfectRef algorithm presented in [18] for computing the FOL-rewriting of
a UCQ over either a DL-LiteR or a DL-LiteF TBox. However, differently from [18], both the reduce and the atom rewrite
steps have now to deal with the presence of n-ary relations, both in the query and in the inclusions, and the atom rewrite
step has to properly manage the presence of conjunctions in concept PIs. In particular, atom rewrite turns out to be much
more complicated than the analogous step of the algorithm in [18]. Also, the proofs of termination and correctness of the
algorithm, which we will give later on, are now much more involved due to the presence of n-ary relations and conjunctions
in the left-hand side of inclusion assertions. We now describe more in detail the two steps of the algorithm.
The function reduce takes as input a CQ q and two atoms g 1 and g 2 occurring in the body of q, and returns a conjunctive
query q obtained by applying to q the most general uniﬁer between g 1 and g 2 . We point out that, in unifying g 1 and g 2 , each
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occurrence of the − symbol has to be considered a different unbound variable. The most general uniﬁer substitutes each −
symbol in g 1 with the corresponding argument in g 2 , and vice-versa (obviously, if both arguments are − , the resulting
argument is − ). For example, given the query q(x, w ) ← R (x, y , − , z), R ( w , y , − , z), A ( y ), the uniﬁcation performed by reduce
on the ﬁrst two atoms produces the query q(x, x) ← R (x, y , − , z), A ( y ). Notice that, by virtue of the reduce step, variables
that are bound in q may become unbound in q . The function τ is thus used to guarantee that each unbound variable is
represented by the symbol − . For instance, applied to the query in the example above, τ substitutes the unbound variable z
with − and returns the query q(x, x) ← R (x, y , − , − ), A ( y ). Now, it may be the case that PIs that were not applicable
to atoms of the query q in the input to reduce, may become applicable to atoms of τ (q ). For example, in our ongoing
example, the PI R  [2, 3]  R [1, 2] is applicable to the atom R (x, y , − , − ), obtained through the reduce step, but not to the
atoms R (x, y , − , z) or R ( w , y , − , z).
The function atomRewrite takes as input a CQ q, an atom g (belonging to q), a PI I , and the set J of variables, and returns
a new CQ in which the atom g has been rewritten according to the PI I . Assume that g has the form S (x1 , . . . , xn ), where S
is either an atomic concept or an atomic relation symbol (in the ﬁrst case, n = 1), and that I is speciﬁed in the form (10).
The function atomRewrite substitutes g with

S 1 ( y 1,1 , . . . , y 1,m1 ), . . . , S h ( y h,1 , . . . , y h,mh ),
where, for each j ∈ {1, . . . , h}, m j is the arity of S j , and for each y r ,s different cases are possible, depending on whether I
is an inclusion without conjunctions (either a role or a concept inclusion) (Case (i)), or I is a concept inclusion with
conjunctions that propagates a bound term (Case (ii)), or I is as in Case (ii), but propagates an unbound term (Case (iii)).
More precisely,
(i) if in Eq. (10) we have that h = 1 (and therefore k may be greater than 1), then for each p ∈ {1, . . . , m1 }, y 1, p = xir if
there exists r such that i 1,r = p, otherwise y 1, p = − ;
(ii) if in Eq. (10) we have that k = 1 and h > 1, and in g we have that xi 1 = − , then y 1,i 1,1 = · · · = y h,ih,1 = xi 1 , and all
others y r ,s are − ;
(iii) if in Eq. (10) we have that k = 1 and h > 1 (as for Case (ii)), and in g we have that xi 1 = − , then y 1,i 1,1 = · · · = y h,ih,1 = z,
where z is a symbol from J that does not occur in q, and all other y r ,s are − .
Informally, in Case (i), atomRewrite substitutes the input atom g with a new atom g  , over the predicate S 1 , in which
the terms of g propagated by the inclusion I occur as arguments of S 1 in the positions speciﬁed in the left-hand side of I ,
whereas the other arguments of S 1 are − . For example, if g = R (x, y , − , − ) and I = R  [2, 3]  R [1, 2], in the query returned
by atomRewrite g, is substituted by R  (− , x, y ) (we assume that ar( R  ) = 3).
In Case (ii), atomRewrite substitutes g with a conjunction of atoms over the predicates S 1 , . . . , S h , where each such atom
contains the term xi 1 in the position speciﬁed in the left-hand side of the inclusion I . Other arguments in these atoms are − .
Notice that all such atoms are joined through the variable xi 1 . For example, if g = R (− , y , − , − ) and I = R  [2]  R  [1]  R [2],
in the query returned by atomRewrite, g is substituted by R  (− , y , − ), R  ( y , − ) (we assume that ar( R  ) = 3 and ar( R  ) = 2).
R  and R  are thus joined on y.
Case (iii) is as Case (ii), with the only difference that an unbound term is now propagated. To express the join on the
new atoms introduced by atomRewrite, a new variable not occurring in the query q has to be used. For example, if g =
R (− , − , − , − ) and I = R  [2]  R  [1]  R [2], in the query returned by atomRewrite, g is substituted by R  (− , z, − ), R  ( z, − ),
where z is a new variable not occurring in the query q (to which g belongs). The procedure picks up z from the ﬁxed set J
of variables, which contains only k variable symbols, where k is the size of the query Q given as input to PerfectRef. Using
only variables from J is suﬃcient, since it is possible to show that PerfectRef includes in the ﬁnal rewriting only CQs that
may contain at most k new variable symbols, other than the variables originally occurring in Q plus the − symbol. We will
prove this property in the proof of the termination of PerfectRef.
Example 3.3. Let us consider the query q(x) ← supply(x, y , z), Product( z) posed over the TBox T of Examples 2.2 and 3.1.
The algorithm applies the PI (14) and generates the query q(x) ← supply(x, y , z), supply( w 1 , w 2 , z).7 Applying the reduce
operator to the atoms contained in such a query, with uniﬁer { w 1 /x, w 2 / y }, we then obtain the query q(x) ← supply(x, y , z),
to which the PI (18) can be applied, thus adding to the rewriting the query q(x) ← Supplier(x), Customer(x). We notice that
the use of the reduce function is necessary to generate this query. The evaluation of the last query over the ABox A produces
the set {SmithInc}. Such a set constitutes in fact the set of answers to the input query over the KB T , A. 2
Lemma 3.4. Let T be a DLR-LiteA, TBox, and let Q be a union of conjunctive queries over T . Then, the algorithm PerfectRef( Q , T )
terminates.
Proof. First of all, we notice that the set of terms that occur in the conjunctive queries generated by the algorithm is equal
to the set of variables and constants occurring in Q , plus the symbol − , plus the k new variables of the set J (we recall that
7

In the example, we use new symbols for indicating unbound variables introduced by rewriting steps, rather than the symbol − .
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k is the size of Q , i.e., the maximum number of atoms in a CQ contained in Q ). Indeed, a new variable is introduced in the
rewriting by PerfectRef only when it propagates, through atomRewrite, an unbound term by applying a concept inclusion
with conjunctions (Case (iii) of atomRewrite). This may happen only if the atom to which such inclusion is applied is of
the form S (− , . . . , − ), i.e., its arguments are all unbound, and k is the maximum number of atoms of this form that may
simultaneously occur in a query generated by PerfectRef that takes as input a CQ q of size k. We prove this property by
induction on the size of the query taken as input by PerfectRef.
Base step: Let us assume that PerfectRef takes as input a query q of size equal to 1, i.e., with exactly one atom, and
show that 1 is the maximum number of atoms of the form S (− , . . . , − ) that can simultaneously occur in a query generated
by PerfectRef. Two cases are possible: (1) there is at least a bound argument in the body of q. If such argument is a distinguished variable or a constant, there is no hope to even generate a single atom of the form S (− , . . . , − ), since all bound
arguments are always propagated by the function atomRewrite, and distinguished variables or constants can never be transformed into unbound arguments using the function reduce. If bound arguments are due to self-joins on the only atom of q,
then at least two bound arguments occur in such atom, and therefore the algorithm cannot generate any query whose size
is greater than 1, since PIs with conjunctions can never be applied (i.e., Case (ii) and Case (iii) of atomRewrite, which are the
only cases that produce a query whose size is greater than the size of the input query, cannot be executed). Therefore, the
claim easily follows. (2) the only atom g in the query is already of the form S (− , . . . , − ). The algorithm can generate queries
whose size is greater than 1 only by applying Case (iii) of the function atomRewrite to g, or to an atom obtained from g by
(possibly iteratively) applying Case (i) of atomRewrite. It is easy to see that in each query of size greater than 1 produced
by PerfectRef all atoms are of the form S (− , . . . , − , z, − , . . . , − ), where z is a variable from J . Therefore, a new atom of the
form S (− , . . . , − ) can be generated by PerfectRef only after pairwise uniﬁcations of all such atoms through reduce steps, but
this means that the query that contains such atom cannot contain other atoms at all, and therefore the claim follows.
Inductive step: In the following we denote with q j the query obtained at the j-th iteration of PerfectRef which has taken
as input a CQ q. Furthermore, a conjunction c of atoms in the body of q is called an isolated component of q if there are no
variables that occur both in c and in another atom of q. With a little abuse of notation, we denote with c the boolean query
having c as its body, and call it a sub-query of q. We also say that a (sub-)query qc is generated from a (sub-)query q s if qc
is in the set of queries produced by PerfectRef taking q s as input. Given a query q and a sub-query q s of q, we denote with
q − q s the sub-query obtained by eliminating the atoms in q s from q.
We are now ready to face the inductive step of the proof. The inductive hypothesis establishes that if PerfectRef takes as
input a query whose size is at most k, then it cannot generate a query in which more than k atoms of the form S (− , . . . , − )
occur. Let us now assume that PerfectRef takes as input a query q of size k + 1, and that, by contradiction, PerfectRef
generates a query q j with more than k + 1 atoms of such form. Without loss of generality we assume that q j contains
exactly k + 2 atoms of such form and that it is generated from q j −1 that contains k + 1 atoms of such form. Therefore,
q j = τ (reduce(q j −1 , g 1 , g 2 )), where g 1 and g 2 are atoms of q j −1 that are not in the form S (− , . . . , − ), and q j contains the
atom g = S (− , . . . , − ) which is obtained by the uniﬁcation of g 1 and g 2 . This means that in g 1 and g 2 no constants or distinguished variables occur, and no self-joins are possible (otherwise there should be arguments that cannot be transformed
in unbound arguments after the uniﬁcation), and that, for the same reason, q g = g 1 , g 2 constitutes an isolated component
of q j −1 . We have that q g is generated by an isolated component q s of q. Indeed, at each iteration PerfectRef does not create
atoms that are not obtained from the rewrite or the reduce step, and therefore each sub-query in q j −1 must be generated
from a sub-query of q. Furthermore, q s cannot contain constants, distinguished variables or variables occurring elsewhere in
q − q s , otherwise they should occur also in q g , and q g would no longer be an isolated component of q j −1 . This implies that
q j −1 − q g is an isolated component generated by q − q s . Notice that PerfectRef produces the FOL-rewriting of q if it takes
as input either q or q s and q − q s separately, and the queries in the results that it produces in this second case are then
combined together in all possible ways. Indeed, the only computation that PerfectRef might execute in the former case, but
not in the latter, is the reduction of atoms having all arguments unbound and belonging to the two different components,
but this produces queries that are equivalent to other queries in the rewriting generated in the former case. Now, since
size(q − q s ) = k and q j −1 − ( g 1 , g 2 ) contains k + 1 atoms of the form S (− , . . . , − ), we have reached a contradiction.
We can now prove termination of PerfectRef, for each q and T in input, which indeed follows then from the following
facts:
1. Let n be proportional to the size of the input query Q and to the number of terms occurring in it. The cardinality of
the set of terms that occur in the conjunctive queries generated by the algorithm is then less than or equal to 2n + 1
(as shown above).
2. As a consequence of the above point, the number of different atoms that may occur in a conjunctive query generated by
the algorithm is less than or equal to m · (2n + 1)h , where m is the number of predicate symbols (concepts or relations)
that occur in the signature of the TBox, and h is the maximal arity among the arities of the relations in the signature.
3. The algorithm does not drop queries that it has generated.
Notice that the number of queries of any size that can be constructed using a ﬁxed number of different atoms is ﬁnite.
Therefore, even if the size of queries generated by the algorithm may grow, point 2 above implies that the number of
distinct conjunctive queries generated by the algorithm is ﬁnite, whereas point 3 implies that the algorithm does not
generate a query more than once, and therefore PerfectRef terminates. 2
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We now prove correctness of the algorithm PerfectRef. To this aim we need to ﬁrst introduce the notion of canonical
interpretation. The canonical interpretation of a DLR-LiteA, KB is an interpretation constructed according to the notion of
chase [21]. In particular, we adapt here the notion of restricted chase adopted by Johnson and Klug in [27]. In the following,
we assume to have an inﬁnite set Γ N of constant symbols not occurring in A. We also denote with Γ A the set of constants
occurring in A. Then, our notion of chase is as follows.
Deﬁnition 3.5. Let K = T , A be a DLR-LiteA, KB. Let chase0 (K) = A. For every non-negative integer i, let chasei +1 (K) be
the set of membership assertions obtained from chasei (K) by applying the following rule:
Chase Rule. Suppose that there is a PI I in T of the form (10), and that there is a set of membership assertions
 If there is no membership
F = { S 1 (a1 ), . . . , S h (ah )} ⊆ chasei (K) such that a1 [i 1,1 , . . . , i 1,k ] = · · · = ah [i h,1 , . . . , i h,k ] = b.
 then chasei +1 (K) = chasei (K) ∪ { S (a f )}, where a f is an m-tuple
a) ∈ chasei (K) such that a[i 1 , . . . , ik ] = b,
assertion S (
 and for each p ∈ {1, . . . , m} \ {i 1 , . . . , ik }, a f [ p ] is a fresh constant from Γ N not occurring in
such that a f [i 1 , . . . , ik ] = b,
chasei (K).
Then, we call chase of K, denoted chase(K), the set of membership assertions obtained as the inﬁnite union of all chasei (K),
i.e.,

chase(K) =

chasei (K).

2

i ∈N

In the chase rule above, we also say that the PI I is applied in chasei (K) to the set F of membership assertions.
We point out that in chasei (K) there might be several sets of membership assertions to which a PI is applicable, and
that several PIs might be applicable to a set of membership assertions. Therefore, there might be several ways of generating
chasei +1 (K) from chasei (K) via the chase rule above, and thus a number of syntactically distinct chases might result from
this process. It is however possible to establish a suitable order on the application of the chase rule, in such a way that
the construction process results in a unique chase. Notice that such an order must guarantee that each PI that becomes
applicable at a certain step of the construction of the chase is eventually applied in the construction of the chase. In this
paper, we do not discuss further this aspect, and implicitly consider a ﬁxed ordering on the execution of the chase rules
that guarantees the above properties. For more details on this aspect we refer the reader to [27,18].
With the notion of chase in place, we can introduce the notion of canonical interpretation. We deﬁne the canonical
interpretation can(K) as the interpretation can(K) , ·can(K) , where:

• can(K) = Γ A ∪ Γ N ,
• acan(K) = a, for each constant a occurring in chase(K),
• S can(K) = {(a1 , . . . , am ) | S (a1 , . . . , am ) ∈ chase(K)}, where S as usual is an atomic concept (in this case m = 1) or
an atomic relation of arity m.
We also deﬁne cani (K) = can(K) , ·cani (K) , where ·cani (K) is analogous to ·can(K) but refers to chasei (K) instead of chase(K).
From the fact that chase(K) (and chasei (K)) is unique, it follows that also can(K) (resp., cani (K)) is unique. Notice also that
can0 (K) is tightly related to the interpretation db(A). Indeed, while db(A) ⊆ can(K) , we have that ·db(A) = ·can0 (K) .
In line with similar results on the chase of TGDs, e.g., in database theory [21] and data exchange [28], the following
lemma shows that there is a homomorphism from can(K) to every model of K that preserves the assignment of objects to
concepts and relations.
Lemma 3.6. Let K = T , A be a satisﬁable DLR-LiteA, KB, and let M = M , ·M  be a model of K. Then, there is a function ψ
from can(K) to M such that for each predicate symbol S of arity m in K and each m-tuple of objects o 1 , . . . , om ∈ can(K) ,
if (o1 , . . . , om ) ∈ S can(K) then (ψ(o1 ), . . . , ψ(om )) ∈ S M .
Proof. The proof is by induction on the construction of chase(K), and it is similar to the proof of Lemma 28 in [18], which
states an analogous result for DL-LiteR and DL-LiteF KBs. The main difference is here on the inductive step, in which
according to Deﬁnition 3.5, applicable PIs may present conjunctions of atoms in their left-hand side for the case of concept
inclusions and may involve n-ary relations. 2
The lemma below shows that whenever K is satisﬁable, can(K) is a model of K (and vice-versa).
Lemma 3.7. Let K = T , A be a DLR-LiteA, KB. Then, can(K) is a model of K if and only if K is satisﬁable.
Proof. “⇒” If can(K) is a model of K, then K is obviously satisﬁable.
“⇐” We separately show that can(K) is (i) a model of A, (ii) a model of all PIs in T , (iii) a model of all NIs in T , and
(iv) a model of all key assertions in T .
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Point (i) easily follows by the construction of chase(K) (and in particular, by the fact that A ⊆ chase(K)).
Point (ii) is proved by contradiction. Suppose that a PI (of the form (10)) is not satisﬁed in can(K). This means that there

a1 ), . . . , S h (
ah )} ⊆ chase(K) such that a1 [i 1,1 , . . . , i 1,k ] = · · · = ah [i h,1 , . . . , i h,k ] = b,
is a set of membership assertions F = { S 1 (

 However, this would imply that we
a) ∈ chase(K) such that a[i 1 , . . . , ik ] = b.
and there is no membership assertion S (
a f ) in chase(K), where a f is an m-tuple such that
can apply the chase rule and insert a new membership assertion S (

 and for each p ∈ {1, . . . , m} such that p ∈
a f [i 1 , . . . , ik ] = b,
/ {i 1 , . . . , ik }, a f [ p ] is a fresh constant from Γ N not occurring in
chasei (K). Obviously, this makes the PI satisﬁed, thus leading to a contradiction.
Point (iii) is proved by contradiction. Suppose that a NI (of the form (11)) is not satisﬁed in can(K). This means
a0 ), S 1 (
a1 ), . . . , S h (
ah )} ⊆ chase(K) such that a0 [i 0,1 , . . . , i 0,k ] = · · · =
that there is a set of membership assertions F = { S 0 (
can(K)

ah [i h,1 , . . . , i h,k ]. In other words, for each j ∈ {0, . . . , h}, we have that a j = (a j ,1 , . . . , a j ,m j ) ∈ S j

)I , . . . , ψ(a

. By Lemma 3.6, it follows

I
I
j ,m j ) ) ∈ S j . It is easy to see that the NI is not

that, for each j ∈ {0, . . . , h} and for each model I of K, (ψ(a j ,1
satisﬁed in I , thus implying that no models of K exists and therefore contradicting the assumption, which states that K is
satisﬁable.
Point (iv) is proved by induction on the construction of the chase.
Base step: If K is satisﬁable, then can0 (K) satisﬁes all key assertions in K. Indeed, if we assume by contradiction
that can0 (K) violates a key assertion in K, i.e., an assertion of the form (key j 1 , . . . , j  : V ), where V is either an atomic
a1 ) and R (
a2 ) in A such
relation R or a projection R [i 1 , . . . , i h ] over R, we get that there are two membership assertions R (
that a1 [ j 1 , . . . , j  ] = a2 [ j 1 , . . . , j  ]. Since every model has to satisfy both all ABox assertions and all key assertions in K,
this implies that no model of K exists (remember that we adopt the unique name assumption for the interpretation of the
constants of the KB), thus contradicting the assumption that K is satisﬁable.
Inductive step: By exploiting the inductive assumption that cani (K) satisﬁes all key assertions in K, we show that
cani +1 (K) satisﬁes all key assertions in K, where cani +1 (K) corresponds to chasei +1 (K), i.e., the chase that is obtained
from chasei (K) by application of the chase rule (cf. Deﬁnition 3.5). This means that there exists a set of membership
 and there does not
a1 ), . . . , S h (
ah )} ⊆ chasei (K) such that a1 [i 1,1 , . . . , i 1,k ] = · · · = ah [i h,1 , . . . , i h,k ] = b,
assertions F = { S 1 (

 Then chasei +1 (K) = chasei (K) ∪ { S (a f )}, where a f
a) ∈ chasei (K) such that a[i 1 , . . . , ik ] = b.
exist a membership assertion S (

 and for each p ∈ {1, . . . , m} \ {i 1 , . . . , ik }, a f [ p ] is a fresh constant from Γ N not
is an m-tuple such that a f [i 1 , . . . , ik ] = b,
a f ) cannot cause the violation of a key assertion in cani +1 (K), considering
occurring in chasei (K). We show below that S (
all possible cases:
1. If S is an atomic concept, then no key is deﬁned on S, and therefore the claim trivially follows;
2. If S is a relation and k = 1, then key assertions may be speciﬁed on S, since the PI applied in the chase rule is a concept
inclusion. In the case where there are no key assertions on S, the claim trivially follows. Let us consider instead the
a f ) added to chasei +1 (K) is such that a f
case in which a key is speciﬁed on S. Since k = 1, the membership assertion S (
contains only one non-fresh symbol. Let r be the position of such a symbol, i.e., a f [r ] ∈
/ Γ N . This means that only a key
assertion of the form (key r: V ), where V = S or V = S [i 1 , . . . , i h ], can be violated by cani +1 (K). However, a violation of
c [r ] = a f [r ]. Since S (c ) belongs
this kind would imply that chasei +1 (K) contains a membership assertion S (c ) such that 
a f ) would not have been added to chasei (K)
also to chasei (K), then the chase rule would not have been applied and S (
to obtain chasei +1 (K). Hence, the claim follows also in this case.
3. If S is a relation and k > 1, then the PI applied in the chase rule is a relation inclusion. According to the deﬁnition of
DLR-LiteA, (cf. Table 4), T cannot contain key assertions involving S, and therefore the claim trivially follows. 2
Exploiting Lemma 3.7 and Lemma 3.6, it is possible to prove the following theorem, which is in turn crucial to establish
correctness of the algorithm PerfectRef.
Theorem 3.8. Let K be a satisﬁable DLR-LiteA, KB, and let Q be a union of conjunctive queries over K. Then, ans( Q , K) = Q can(K) .
Proof. The proof is analogous to the proof of Theorem 29 in [18], which states an analogous result for DL-LiteR and DL-LiteF
KBs. 2
We are now able to prove that for every DLR-LiteA, TBox T and UCQ Q over T , the algorithm PerfectRef is well suited
for computing the FOL-rewriting of Q w.r.t. T .
Theorem 3.9. Let T be a DLR-LiteA, TBox, Q a union of conjunctive queries over T , and Q r the union of conjunctive queries returned
by PerfectRef( Q , T ). Then, for every DLR-LiteA, ABox A such that T , A is satisﬁable, we have that ans( Q , T , A) = Q r db(A) .
Proof. We ﬁrst introduce the preliminary notion of witness of a tuple of constants with respect to a conjunctive query.
Given a DLR-LiteA, knowledge base K = T , A, a conjunctive query q(x) ← conj(x, y ) over K, and a tuple t of constants
occurring in K, a set G of membership assertions is a witness of t w.r.t. q if there exists a substitution σ from the variables y
in conj(t , y ) to constants in G such that the set of atoms in σ (conj(t , y )) is equal to G. In particular, we are interested
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in witnesses of a tuple t w.r.t. a query q that are contained in chase(K). Intuitively, each such witness corresponds to
a subset of chase(K) that is suﬃcient in order to have that the formula ∃y . conj(t , y ) evaluates to true in the canonical
interpretation can(K), and therefore the tuple t = t can(K) belongs to qcan(K) . More precisely, we have that t ∈ qcan(K) iff
there exists a witness G of t w.r.t. q such that G ⊆ chase(K). The cardinality of a witness G, denoted by |G |, is the number
of membership assertions in G.
Since K = T , A is satisﬁable, by Theorem 3.8, ans( Q , K) = Q can(K) . Furthermore, Q r db(A) = q̂∈ Q r q̂db(A) , where Q r is
the union of conjunctive queries returned by PerfectRef( Q , T ). Consequently, to prove the claim it is suﬃcient to show that
Q can(K) = q̂∈ Q r q̂db(A) .
“⇐” To prove that

db(A)

can(K)

q̂∈ Q r

q̂db(A) ⊆ Q can(K) , we have to prove that q̂db(A) ⊆ Q can(K) , for each q̂ ∈ Q r . In fact, since

q̂
⊆ q̂
, we will show that q̂can(K) ⊆ Q can(K) . We proceed by induction on the construction of Q r , which is generated by iteratively applying, as long as they are applicable, Step (a) and Step (b) of the algorithm PerfectRef (starting from
the CQs constituting the query Q ).
Base step: It is trivial to see that for each q̂ ∈ Q , it holds that q̂can(K) ⊆ Q can(K) .
can(K)
can(K)
⊆ Q can(K) , and show that qi +1 ⊆ Q can(K)
Inductive step: Given q i ∈ Q r , by inductive hypothesis we assume that q i
by distinguishing between (i) the case in which q i +1 is obtained from q i by means of Step (a) of the algorithm PerfectRef,
and (ii) the case in which q i +1 is obtained from q i by means of Step (b) of the algorithm. In both cases, given a tuple t of
can(K)

constants occurring in K such that t ∈ qi +1 , we have that there exists a witness G of t w.r.t. q i +1 such that G ⊆ chase(K).
As for Case (i), we have that q i +1 = τ (reduce(q i , g 1 , g 2 )), where g 1 , g 2 are two atoms belonging to q i such that g 1 and g 2
can(K)

unify. It is easy to see that in such a case G is also a witness of t w.r.t. qi , and therefore t ∈ qi
. As for Case (ii), it is easy
to see that there exists a set of membership assertions in G to which a PI is applicable (cf. Deﬁnition 3.5), which implies
can(K)
.
that there exists a witness of t w.r.t. q i contained in chase(K). Therefore, t ∈ qi
“⇒” We now prove that Q can(K) ⊆

q̂∈ Q r

q̂db(A) , i.e., that for each tuple t ∈ Q can(K) there exists q̂ ∈ Q r such that

t ∈ q̂db(A) . First, since t ∈ Q can(K) , it follows that there exists a CQ q0 ∈ Q and a ﬁnite number k such that there is a witness G k of t w.r.t. q0 contained in chasek (K). Moreover, without loss of generality, we can assume that every chase rule
used in the construction of chasek (K) is necessary in order to generate such a witness G k , i.e., chasek (K) can be seen as
a (not necessarily connected) directed acyclic graph where: (i) nodes represent all membership assertions in chasek (K),
and (ii) there is an edge from a node f 1 to a node f 2 if f 1 belongs to the set of membership assertions to which a PI is
applied to produce f 2 (via the chase rule). Notice also that, in such a graph, source nodes (i.e., nodes with only outgoing
edges) correspond to membership assertions in A, whereas target nodes (i.e., nodes with only ingoing edges) correspond
to membership assertions in G k . In the following, we say that a membership assertion f is an ancestor of a membership
assertion f  in a set S of membership assertions, if there exist n sets of membership assertions F1 , . . . , Fn such that Fi ⊆ S
for i ∈ {1, . . . , n}, f ∈ F1 , Fn = { f  }, and for each i ∈ {2, . . . , n}, one element belonging to Fi can be generated by applying
a chase rule to Fi −1 , and every element in Fi −1 is necessary for such a chase rule to be applicable. We also say that f 
is a successor of f . Furthermore, for each i ∈ {0, . . . , k}, we denote with G k−i the pre-witness (of depth i) of t w.r.t. q0 in
chasek (K), deﬁned as follows:



G k−i = f ∈ chasek−i (K)  there exists f  ∈ G k s.t. f is an ancestor of f  in chasek (K) and there exists


no successor of f in chasek−i (K) that is an ancestor of f  in chasek (K) .
Now we prove by induction on i that, starting from G k (i.e., i = 0), we can “go back” through the chase rule applications
and ﬁnd a query q̂ in Q r such that the pre-witness G k−i of t w.r.t. q0 in chasek (K) is also a witness of t w.r.t. q̂ (such
a witness is obviously in chasek−i (K)). To this aim, we prove that there exists q̂ ∈ Q r such that G k−i is a witness of t w.r.t. q̂
and size(q̂) = |G k−i |. The claim then follows for i = k, since chase0 (K) = A, and therefore G 0 ⊆ A.
Base step: There exists q̂ ∈ Q r such that G k is a witness of t w.r.t. q̂ and size(q̂) = |G k |. This is an immediate consequence
of the fact that: (i) q0 ∈ Q r , and (ii) Q r is closed with respect to Step (a) of the algorithm PerfectRef. Indeed, if |G k | < size(q0 )
then there exist two atoms g 1 , g 2 in Q and a membership assertion f in G k such that f and g 1 unify and f and g 2 unify,
which implies that g 1 and g 2 unify. Therefore, by Step (a) of the algorithm, it follows that there exists a query q1 ∈ Q r
(with q1 = reduce(q0 , g 1 , g 2 )) such that G k is a witness of t w.r.t. q1 and size(q1 ) = size(q0 ) − 1. Now, if |G k | < size(q1 ),
we can iterate the above argument, thus we conclude that there exists q̂ ∈ Q r such that G k is a witness of t w.r.t. q̂ and
size(q̂) = |G k |.
Inductive step: suppose that there exists q̂ ∈ Q r such that G k−i +1 is a witness of t w.r.t. q̂ and size(q̂) = |G k−i +1 |. Let I be
the PI of form (10) applied to a set of membership assertions in chasek−i (K) to obtain chasek−i +1 (K), i.e., chasek−i +1 (K) =
chasek−i (K) ∪ { S (af )}, where S (af ) is as in Deﬁnition 3.5. Since non-propagated positions in S, i.e., positions that are
outside i 1 , . . . , ik , contain new constants, i.e., constants not occurring elsewhere in G k−i +1 , and since size(q̂) = |G k−i +1 |,
it follows that the variables in q̂ that match with such constants are unbound (notice that this might not hold without
the assumption size(q̂) = |G k−i +1 |). Therefore, by Step (b) of the algorithm, it follows that there exists a query q1 ∈ Q r
such that q1 is obtained via atomRewrite by substituting the atom S (x) in q̂ with its rewriting according to the applied PI,
where S (x) is the atom in q0 to which I is applicable, and G k−i , i.e., the pre-witness of depth i of t w.r.t. q̂, is a witness of t
a f )} ∪ { S 1 (
a1 ), . . . , S h (
ah )}, where each S i (
ai ) is as in Deﬁnition 3.5.
w.r.t. q1 . Notice that G k−i = G k−i +1 \ { S (
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Now, there are two possible cases: either size(q1 ) = |G k−i |, and in this case the claim is immediate; or size(q1 ) > |G k−i |.
This last case arises if and only if some of the membership assertions S 1 (
a1 ), . . . , S h (
ah ) occur both in G k−i and in G k−i +1 .
Without loss of generality we assume that such assertions are S 1 (
a1 ), . . . , S j (
a j ) (notice that size(q1 ) = |G k−i | + j), and that
this implies that there exist j pairs of atoms, denoted g p ,1 , g p ,2 , with p ∈ {1, . . . , j }, in q1 such that S p (
a p ) and g p ,1 unify
and S p (
a p ) and g p ,2 unify, hence g p ,1 and g p ,2 unify. Therefore, by Step (a) of the algorithm iteratively applied to q1 for j
times, it follows that there exists q2 ∈ Q r such that G k−i is a witness of t w.r.t. q2 and size(q2 ) = |G k−i +1 |, which proves the
claim. 2
The following corollary is an immediate consequence of the above theorem.
Corollary 3.10. Let K = T p ∪ Tn ∪ Tk , A be a satisﬁable DLR-LiteA, KB, where T p , Tn , and Tk respectively denote PIs, NIs, and key
assertions in the TBox of K, and let Q be a union of conjunctive queries over K. Then ans( Q , K) = ans( Q , T p , A).
Since the evaluation of a FOL query is in AC0 in data complexity, the following result is an obvious consequence of
Theorem 3.9.
Theorem 3.11. Query answering in DLR-LiteA, is in AC0 with respect to data complexity.
3.2. FOL-rewritability of KB satisﬁability
We now consider KB satisﬁability in DLR-LiteA, , and provide a mechanism to solve it via FOL query evaluation, thus
showing its FOL-rewritability. We start by considering the special case in which no NIs and no key assertions are speciﬁed
over a DLR-LiteA, TBox, and get the following notable result.
Lemma 3.12. Let K = T , A be a DLR-LiteA, KB such that T contains only PIs. Then, K is satisﬁable.
Proof. In the proof of Lemma 3.7 (Point (ii)) we have shown that can(K) satisﬁes all PIs asserted in a DLR-LiteA, KB. The
same proof can be used to show that for each K whose TBox consists of PIs only, can(K) is a model of K, and therefore K
is satisﬁable. 2
Let us now consider generic DLR-LiteA, KBs, i.e., KBs with PIs, NIs, and key assertions. In order to show that KB satisﬁability for KBs expressed in such a language is FOL-rewritable, we ﬁrst introduce the preliminary notions of (boolean) query
associated to a key assertion and of (boolean) query associated to a NI. For ease of exposition, from now on we assume that
a key assertion over a relation R of arity m is always written in the form (key j 1 , . . . , j  : R [1, . . . , m]), i.e., we exploit the
fact that R [1, . . . , m] is equivalent to R to consider only key assertions over projections of atomic relations. In the following,
we make use of CQs and UCQs enriched with inequalities, and express them in Datalog notation, analogously to what we
have done for CQs and UCQs without inequalities.
Deﬁnition 3.13. Let F = (key j 1 , . . . , j  : R [i 1 , . . . , i h ]) be a DLR-LiteA, key assertion, where R is an atomic relation or arity
m, i 1 , . . . , i h ∈ {1, . . . , m}, and j 1 , . . . , j  ∈ {1, . . . , h} (cf. Section 2). Then, the query associated to F is the boolean union of
conjunctive queries with inequalities q F = k∈{i 1 ,...,ih }\{i j ,...,i j } {qk }, where each qk is as follows
1



qk ← R (x1 , . . . , xm ), R ( y 1 , . . . , ym ), xk = yk ,
where xi j = y i j , . . . , xi j = y i j .
1

1





2

For example, given a relation R of arity 4 and the key assertion F = (key 2, 3: R [2, 3, 4]), the query associated to F
is q F = {q ← R (x1 , x2 , x3 , x4 ), R 2 ( y 1 , y 2 , x3 , x4 ), x2 = y 2 }. It is easy to see that a query associated to a key assertion F is
a boolean query whose evaluation over an interpretation I is true if and only if I is not a model of F .
Deﬁnition 3.14. Given a DLR-LiteA, negative inclusion N in the form (11), the query associated to N is a boolean conjunctive
query q N of the form

q N ← S 0 ( z0,1 , . . . , z0,m0 ), . . . , S h ( zh,1 , . . . , zh,mh ),
where for j ∈ {0, . . . , h}, and for  ∈ {1, . . . , m j }, we have that z j , = y r if there exists r ∈ {1, . . . , k} such that i j ,r = ,
otherwise z j , is a variable not occurring elsewhere in q N . 2
For example, given the negative exclusion N = R 1 [1]  R 2 [2]  ¬ R 3 [1], where R 1 is a binary relation and both R 2 and R 3
are ternary relations, the query associated to N is q N ← R 1 ( y 1 , y 2 ), R 2 ( y 3 , y 1 , y 4 ), R 3 ( y 1 , y 5 , y 6 ). It is easy to see that
a query associated to a negative inclusion N is a boolean query whose evaluation over an interpretation I is true if and
only if I is not a model of N.

555

Communal Assembly Paper

www.daifture.org

D. Calvanese et al. / Artiﬁcial Intelligence 195 (2013) 335–360

351

Example 3.15. The queries associated to the NIs (4) and (5) in Example 3.1 are q N ,4 ← Supplier(x), Product(x) and q N ,5 ←
Customer(x), Product(x), whereas the query associated to the key assertion (6) is q F ,6 ← supply(x1 , x2 , x3 ), supply( y 1 , x2 , x3 ),
x1 = y 1 .
The following lemma states that satisﬁability for a DLR-LiteA, KB K = T , A, where T contains only PIs and key
assertions, can be reduced to answering a union of conjunctive queries with inequalities over the ABox A.
Lemma 3.16. Let K = T p ∪ Tk , A be a DLR-LiteA, KB where T p is the set of PIs in K and Tk the set of key assertions in K (i.e.,
K does not contain NIs), and let Q k = F ∈Tk {q F }. Then, K is satisﬁable if and only if A | Q k .
Proof. “⇐” From A | Q k it easily follows that A | Tk . Then, analogously to the proof of Lemma 3.7 (Part (iv)), it can be
shown that chase(T p , A) | Tk and therefore K = T p ∪ Tk , A is satisﬁable, since chase(T p , A) is a model of K.
“⇒” From A | Q k it follows that there exists a key assertion F ∈ Tk such that A | q F , and therefore A ∪ { F } is unsatisﬁable. It is then easy to see that T p ∪ Tk , A is unsatisﬁable (indeed, every interpretation satisfying the ABox necessarily
violates the key assertion F ). 2
Notably, since answering Q k over the ABox A simply amounts to evaluating Q k over db(A), the above lemma actually
says that satisﬁability of a DLR-LiteA, KB without NIs is FOL-rewritable. We notice that in each such knowledge base K
every key assertion can be processed independently, and that there is no interaction between key assertions and PIs that
has to be taken into account to check if K is satisﬁable. Actually, this holds by virtue of the controlled combination of key
assertions and inclusions between relations established for DLR-LiteA, (cf. Section 2).
Let us now consider the impact of NIs on the satisﬁability check. The following lemma states that satisﬁability of a satisﬁable DLR-LiteA, KB K extended with a set of NIs can be reduced to query answering over K.
Lemma 3.17. Let T , A be a satisﬁable DLR-LiteA, KB, let Tn be a set of DLR-LiteA, NIs, and let Q n =
T ∪ Tn , A is satisﬁable if and only if T , A | Q n .

N ∈Tn {q N }.

Then,

Proof. “⇐” We show that if K = T ∪ Tn , A is unsatisﬁable then T , A | Q n . Consider the FOL formula φ obtained as
the conjunction of all the assertions in K, each speciﬁed in FOL, i.e.,

φ=

α∧
α ∈T

β∧

γ.
γ ∈A

β∈Tn

Obviously, if K is unsatisﬁable then φ is unsatisﬁable, and, by the deduction theorem, it follows that

α∧
α ∈T

γ |
γ ∈A



¬β.

β∈Tn

It is easy to see that, due to Theorem 3.8, this holds if and only if there exists a NI N ∈ Tn such that T , A | q N and
therefore T , A | Q n .
“⇒” We show that if T , A | Q n then T ∪ Tn , A is unsatisﬁable. Again, due to Theorem 3.8, if T , A | Q n then there
exists N ∈ Tn such that T , A | q N . This implies that in every model of T , A (which is satisﬁable by the assumption)
there exist some tuples of objects that contradict the NI N, i.e., we have that T , A | ¬ N. By the deduction theorem,
it follows that T ∪ { N }, A is unsatisﬁable, and therefore T ∪ Tn , A is unsatisﬁable. 2
As a consequence of Lemma 3.17 and Lemma 3.12, we have that to establish satisﬁability of a DLR-LiteA, KB K with
no key assertions, it is possible to resort to query answering over satisﬁable KBs. Indeed, let T p be the set of PIs in K,
and Tn the set of NIs in K. We have by Lemma 3.12 that T p , A is satisﬁable, and therefore by Lemma 3.17 we get
that K is satisﬁable if and only if T p , A | Q n . Notice that this means that each NI can be processed independently, and
its interaction with PIs can be considered separately. Notably, by Theorem 3.9, we have that the algorithm PerfectRef can
be used to establish whether T p , A | Q n . This actually implies that KB satisﬁability for DLR-LiteA, KBs with no key
assertions is FOL-rewritable.
Now we are ready to show how to reduce satisﬁability of generic DLR-LiteA, KBs to FOL query evaluation, constructing
on the results given in Lemma 3.12, Lemma 3.16, and Lemma 3.17. To this aim, we make use of the algorithm Consistent,
described in Fig. 2. This algorithm calls the algorithm PerfectRef to compute the FOL-rewriting of the query Q n , representing
the union of all the queries associated to NIs in the KB, and then adds the query Q k to the result of PerfectRef, where Q k
is the union of all the queries associated to key assertions in the KB. The theorem below uses the algorithm Consistent to
state FOL-rewritability of KB satisﬁability in DLR-LiteA, KBs.
Theorem 3.18. Let K = T p ∪ Tn ∪ Tk , A be a DLR-LiteA, KB, where T p , Tn , and Tk respectively denote the set of PIs, NIs, and key
assertions of the TBox, and let Q c be the UCQ with inequalities returned by the algorithm Consistent(K). Then, K is satisﬁable if and
db(A)
only if A | Q c , i.e., Q c
= ∅.
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Algorithm Consistent(K)
Input: DLR-LiteA, KB K = T , A, with set of PIs T p ⊆ T
Output: UCQ Q c
Q n = ∅;
for each NI N ∈ T do
Q n = Q n ∪ {q N };
Q n = PerfectRef( Q n , T p );
Q k = ∅;
for each key assertion F ∈ T do
Q k = Q k ∪ {q F };
return Q c = Q n ∪ Q k
Fig. 2. The algorithm Consistent.

Proof. “⇐” Let Q c = Q k ∪ Q N R , where Q F is the union of all the queries associated to key assertions in T f , and Q nr is
the output of PerfectRef( Q n , T p ), where Q n is the union of all the queries associated to NIs in Tn . From A | Q c it follows
that A | Q k and A | Q nr . From A | Q k it follows that T p ∪ Tk , A is satisﬁable (cf. Lemma 3.16). Also, from A | Q nr
it follows that T p , A | Q n (according to Lemma 3.12 stating that T p , A is satisﬁable, and to Theorem 3.9), and since
T p ∪ Tk , A is satisﬁable, from Corollary 3.10 it follows that T p ∪ Tk , A | Q n . Then, from Lemma 3.17 it follows that
K = T p ∪ Tn ∪ Tk , A is satisﬁable.
“⇒” Suppose by contradiction that A | Q c . This means that A | Q k or that A | Q nr , where Q k and Q nr are as above.
In the former case, from Lemma 3.16 it follows that Tk , A is unsatisﬁable, thus getting a contradiction. In the latter case,
from Theorem 3.9 and Lemma 3.17 it follows that T p ∪ Tn , A is unsatisﬁable, thus getting again a contradiction. 2
As an immediate consequence of Theorem 3.18, we obtain the following result.
Theorem 3.19. KB satisﬁability in DLR-LiteA, is in AC0 with respect to data complexity.
4. Going beyond FOL-rewritability
In the previous section, we have pointed out the importance of languages for which query answering and KB satisﬁability are FOL-rewritable. In this section, we show that, as soon as we consider further, minimal extensions of DLR-LiteA, ,
we cross the boundary of AC0 data complexity. Going beyond AC0 data complexity means actually that we lose the property of FOL-rewritability and therefore query answering requires more powerful engines than those available in standard
relational database technology. An immediate consequence of this fact is that we cannot take advantage anymore of data
management tools and query optimization techniques of current DBMSs.
We point out that the extensions of DLR-LiteA, that we consider in the following present the same behavior also if we
restrict relations to be binary, i.e., if we have only roles. Moreover, such extensions make query answering harder even if
we apply them to the core of DL-Lite. Therefore, in the following, we consider DLs with roles rather than n-ary relations,
and analyze extensions of DL-Litecore , the core language of the DL-Lite family (cf. Section 2). Speciﬁcally, we study the
computational complexity of instance checking and query answering for extensions of DL-Litecore in which the ABox of a KB
is as described in Section 2, while the TBox consists of (i) concept inclusion assertions of the form Cl  Cr, where the syntax
of Cl and Cr is deﬁned case by case, and (ii) possibly, key (actually, functionality) assertions on roles.
We remark that all lower bounds given below hold under LogSpace-reductions.
4.1. NLogSpace-hard DLs
We consider now extensions of DL-Litecore in which the concept inclusion assertions may contain forms of qualiﬁed
existential quantiﬁcation or universal quantiﬁcation on roles, possibly combined with functionality assertions.
Theorem 4.1. Instance checking (and hence query answering) is NLogSpace-hard with respect to data complexity for the cases where

1. Cl −→ A | ∃ P . A
Cr −→ A
TBox assertions: Cl  Cr.
2. Cl −→ A
Cr −→ A | ∀ P . A
TBox assertions: Cl  Cr.
3. Cl −→ A
Cr −→ A | ∃ P . A
TBox assertions: Cl  Cr
557
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Proof. For Case 1, the proof is by a LogSpace reduction from reachability in directed graphs, which is NLogSpace-complete.
Let G = ( N , E ) be a directed graph, where N is a set of nodes and E ⊆ N × N is the set of edges of G, and let s, d be two
nodes in N. Reachability is the problem of checking whether there is a path in G from s to d.
We deﬁne a KB K = T , A, where the TBox T is constituted by a single inclusion assertion

∃P .A  A
and the ABox A has as constants the nodes of G, and is constituted by the membership assertion A (d), and by one membership assertion P (n, n ) for each edge (n, n ) ∈ E. It is easy to see that K can be constructed in LogSpace from G, s, and d.
We show that there is a path in G from s to d if and only if K | A (s).
/ A I . Consider the interpre“⇐” Suppose there is no path in G from s to d. We construct a model I of K such that sI ∈
I
I
I
I
tation I with  = N, n = n for each n ∈ N, P = E, and A = {n | there is a path inG from n to d}. We show that I is
a model of K. By construction, I satisﬁes all membership assertions P (n, n ) and the membership assertion A (d). Consider
an object n ∈ (∃ P . A )I . Then there is an object n ∈ A I such that (n, n ) ∈ P I . Then, by deﬁnition of I , there is a path in G
from n to d, and (n, n ) ∈ E. Hence, there is also a path in G from n to d and, by deﬁnition of I , we have that n ∈ A I .
It follows that also the inclusion assertion ∃ P . A  A is satisﬁed in I .
“⇒” Suppose there is a path in G from a node n to d. We prove by induction on the length  of such a path that
K | A (n). Base case:  = 0, then n = d, and the claim follows from A (d) ∈ A. Inductive case: suppose there is a path in G
of length  − 1 from n to d and (n, n ) ∈ E. By the inductive hypothesis, K | A (n ), and since by deﬁnition P (n, n ) ∈ A,
we have that K | ∃ P . A (n). By the inclusion assertion in T it follows that K | A (n).
For Case 2, the proof follows from Case 1 and the observation that an assertion ∃ P . A 1  A 2 is logically equivalent to
the assertion A 1  ∀ P − . A 2 , and that we can get rid of inverse roles by inverting the edges of the graph represented in the
ABox.
For Case 3, the proof is again by a LogSpace reduction from reachability in directed graphs, and is based on the idea
that an assertion ∃ P . A 1  A 2 can be simulated by the assertions A 1  ∃ P − . A 2 and (funct P − ). Moreover, the graph can be
encoded using only functional roles, and we can again get rid of inverse roles by inverting edges.
More precisely, let G = ( N , E ) be a directed graph and consider the problem of reachability in G between nodes s and d.
We deﬁne the KB K = T , A, where the TBox T is constituted by the assertions

A  ∃ P 1.B

B  ∃ P 1.B

B  ∃ P 2. A

(funct P 1 )

(funct P 2 )

and the ABox A makes use of the nodes in N and the edges in E as constants. Consider a node n of G, and let e 1 , . . . , ek
be all edges of G that have n as their target (i.e., such that e i = (ni , n) for some node ni ), taken in some arbitrarily chosen
order. Then the ABox A contains the following membership assertions:

• P 1 (n, e 1 ), and P 1 (e i , e i +1 ) for i ∈ {1, . . . , k − 1},
• P 2 (e i , ni ), where e i = (ni , n), for i ∈ {1, . . . , k}.
Additionally, A contains the membership assertion A (d). Notice that the assertions in the ABox do not violate the functionality assertions in the TBox. Again, it is easy to see that K can be constructed in LogSpace from G, s, and d. We show that
there is a path in G from s to d if and only if K | A (s).
/ A I . Consider the inter“⇐” Suppose there is no path in G from s to d. We construct a model I of K such that sI ∈
I
pretation I with  = {o} ∪ N ∪ E, and in which each constant of the ABox is interpreted as itself, P 1I and P 2I contain all
pairs of nodes directly required by the ABox assertions, A I contains each node n such that there is a path in G from n
to d, and B I contains all edges (i , j ) such that there is a path in G from j to d. To satisfy the assertion A  ∃ P 1 . B for
those objects n ∈ A I that have no outgoing P 1 edge forced by the ABox (i.e., that have no incoming edge in G), we set
o ∈ B I , (n, o) ∈ P 1I , and (o, o) ∈ P 1I . We use o in a similar way to satisfy the assertions B  ∃ P 1 . B and B  ∃ P 2 . A, by setting (o, o) ∈ P 2I and o ∈ A I . Note that in this way the functionality assertions are not violated. It is easy to see that I is
/ AI .
a model of K, and since there is no path in G from s to d, we have that s ∈
“⇒” Suppose there is a path in G from a node n to d. We prove by induction on the length  of such a path that
K | A (n). Base case:  = 0, then n = d, and the claim follows from A (d) ∈ A. Inductive case: suppose there is a path in G
of length  − 1 from j to d and (n, j ) ∈ E. Let n1 , . . . , nh be the nodes of G such that (ni , j ) ∈ E, up to nh = n and in the
same order used in the construction of the ABox. By the inductive hypothesis, K | A ( j ), and by the assertion A  ∃ P 1 . B,
functionality of P 1 , and the ABox assertion P 1 ( j , (n1 , j )), we obtain that K | B ((n1 , j )). Exploiting B  ∃ P 1 . B, functionality
of P 1 , and the ABox assertion P 1 ((ni , j ), (ni +1 , j )), we obtain by induction on h that K | B ((nh , j )). Finally, by B  ∃ P 2 . A,
functionality of P 2 , and the ABox assertion P 2 ((nh , j ), nh ), we obtain that K | A (nh ), i.e., K | A (n). 2
Note that all the above “negative” results already hold for instance checking, i.e., for the simplest possible queries. Also,
note that in all three cases, we are considering extensions to a minimal subset of DL-Litecore in order to get NLogSpacehardness.
Notably, the above result says that restriction (∗) imposed on DL-LiteA and DLR-LiteA, (cf. Section 2.1) is crucial in
order to guarantee FOL-rewritability of instance checking and query answering. Indeed, consider the DL DL-LiteF ,R that
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is identical to DL-LiteA , except that restriction (∗) is not enforced. We observe that, using a transformation analogous to
the one shown in Section 2.1 to deal with qualiﬁed existential quantiﬁcation, a concept inclusion assertion of the form
A 1  ∃ P . A 2 can be rewritten equivalently into A 1  ∃ P A 2 , P A 2  P , ∃ P −
A 2  A 2 , where P A 2 is a newly introduced role.
Hence, the KB used in the proof of Case 3 of Theorem 4.1 can be rewritten into DL-LiteF ,R , and in the resulting KB
functional roles are also specialized, i.e., such a KB is not a DL-LiteA KB. It follows that, if restriction (∗) does not hold,
instance checking is NLogSpace-hard, and hence not FOL-rewritable. An analogous observation holds for DLR-LiteA, .
Theorem 4.2. Conjunctive query answering is NLogSpace-complete with respect to data complexity for the DLs of Case 1 and Case 2
of Theorem 4.1.
Proof. NLogSpace-hardness was already proved in Theorem 4.1. It remains to show membership in NLogSpace. For Case 1,
it follows from the fact that the DL considered is a sub-logic of the DL called DL-Lite+ in [29], and that conjunctive query
answering in such a DL is NLogSpace-complete with respect to data complexity [29]. For Case 2, membership in NLogSpace
immediately follows from the fact that, as already shown, this case can be reduced to Case 1. 2
We conjecture that also for Case 3 of Theorem 4.1, conjunctive query answering can be done in NLogSpace, and hence
the established lower-bound is tight.
4.2. PTime-hard DLs
Next we show that if we consider further extensions to the logics mentioned in Theorem 4.1, we get even stronger complexity results. In particular, we consider four different cases where query answering (actually, instance checking already)
becomes PTime-hard in data complexity. Note that the PTime-hardness result basically means that we need at least the
power of full Datalog to answer queries in these cases.
We start by considering DLs obtained by adding conjunction in the left-hand side of inclusion assertions for the DLs
considered in Theorem 4.1. Such an addition makes instance checking a PTime-hard problem.
Theorem 4.3. Instance checking (and hence query answering) is PTime-complete with respect to data complexity for the cases where

1. Cl −→ A | ∃ P . A | A 1  A 2
Cr −→ A
TBox assertions: Cl  Cr.
2. Cl −→ A | A 1  A 2
Cr −→ A | ∀ P . A
TBox assertions: Cl  Cr.
3. Cl −→ A | A 1  A 2
Cr −→ A | ∃ P . A
TBox assertions: Cl  Cr

(funct P ).

Proof. We ﬁrst show PTime-hardness.
For Case 1, the proof is by a LogSpace reduction from path system accessibility, which is PTime-complete [30]. An instance
of path system accessibility is deﬁned as PS = ( N , E , S , t ), where N is a set of nodes, E ⊆ N × N × N is an accessibility relation
(we call its elements edges), S ⊆ N is a set of source nodes, and t ∈ N is a terminal node. PS consists in verifying whether t
is accessible, where a node n ∈ N is accessible if n ∈ S or if there exist accessible nodes n1 and n2 such that (n, n1 , n2 ) ∈ E.
We deﬁne the KB K = T , A, where the TBox T is constituted by the inclusion assertions

∃ P 1. A  B1

∃ P 2. A  B2

B1  B2  A

∃ P 3. A  A

and the ABox A makes use of the nodes in N and the edges in E as constants. Consider a node n ∈ N, and let e 1 , . . . , e  be
all edges in E that have n as their ﬁrst component, taken in some arbitrarily chosen order. Then the ABox A contains the
following membership assertions:

• P 3 (n, e 1 ), and P 3 (e i , e i +1 ) for i ∈ {1, . . . ,  − 1},
• P 1 (e i , j ) and P 2 (e i , k), where e i = (n, j , k), for i ∈ {1, . . . , }.
Additionally, A contains one membership assertion A (n) for each node n ∈ S. Again, it is easy to see that K can be constructed in LogSpace from PS. We show that t is accessible in PS if and only if K | A (t ).
“⇐” Suppose that t is not accessible in PS. We construct a model I of K such that t I ∈
/ A I . Consider the interpretation I
I
I
with  = N ∪ E, and in which each constant of the ABox is interpreted as itself, P 1 , P 2I , and P 3I consist of all pairs of
I
nodes directly required by the ABox assertions, B I
1 consists of all edges (i , j , k) such that j is accessible in PS, B 2 consists
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of all edges (i , j , k) such that k is accessible in PS, and A I consists of all nodes n that are accessible in PS union all edges
(i , j , k) such that both j and k are accessible in PS. It is easy to see that I is a model of K, and since t is not accessible
in PS, we have that t ∈
/ AI .
“⇒” Suppose that t is accessible in PS. We prove by induction on the structure of the derivation of accessibility that if
a node n is accessible, then K | A (n). Base case (direct derivation): n ∈ S, hence, by deﬁnition, A contains the assertion
A (n) and K | A (n). Inductive case (indirect derivation): there exists an edge (n, j , k) ∈ E and both j and k are accessible.
By the inductive hypothesis, we have that K | A ( j ) and K | A (k). Let e 1 , . . . , e  be the edges in E that have n as their ﬁrst
component, up to e  = (n, j , k) and in the same order used in the construction of the ABox. Then, by P 1 (e  , j ) in the ABox
and the assertions ∃ P 1 . A  B 1 we have that K | B 1 (e  ). Similarly, we get K | B 2 (e  ), and hence, by B 1  B 2  A, we get
K | A (e  ). By exploiting the ABox assertion P 3 (e i , e i +i ) and the TBox assertions ∃ P 3 . A  A, we obtain by induction on 
that K | A (e 1 ). Finally, by P 3 (n, e 1 ), we obtain that K | A (n).
For Cases 2 and 3, the proof of PTime-hardness follows from Case 1 and observations analogous to the ones for Theorem 4.1.
Finally, membership in PTime immediately follows from the fact that all the three DLs considered are sub-logics of the
DL Horn-SHIQ, and that data complexity of conjunctive query answering in Horn-SHIQ is in PTime with respect to data
complexity [31]. 2
In the presence of inverse roles, already the use of qualiﬁed existential restriction on the left-hand side of inclusion
assertions is suﬃcient to obtain PTime-hardness, as shown by the following theorem.
Theorem 4.4. Instance checking (and hence query answering) is PTime-complete with respect to data complexity for the case where

Cl −→ A | ∃ R . A
Cr −→ A | ∃ P
R
−→ P | P −
TBox assertions: Cl  Cr.
Proof. The hardness part is a consequence of Theorem 4.3, together with the observation that an inclusion assertion of the
form A 1  A 2  A 3 can be encoded by introducing a fresh atomic concept A 123 and a fresh atomic role P 123 , and adding to
the TBox the following inclusion assertions:

A 1  ∃ P 123

−
∃ P 123
. A 2  A 123

∃ P 123 . A 123  A 3 .

I
Indeed, consider an interpretation I that is a model of a TBox enriched with the above assertions, and an object o ∈ A I
1 ∩ A2 .
−
I
I

I

By assertion A 1  ∃ P 123 , since o ∈ A 1 , there is an object o ∈  such that (o, o ) ∈ P 123 . By assertion ∃ P 123 . A 2  A 123 , since

I
I

o ∈ AI
2 , we have that o ∈ A 123 . Hence, by assertion ∃ P 123 . A 123  A 3 , we have that o ∈ A 3 . On the other hand, it is easy to
I
see that if in an interpretation I we have that o ∈
/ AI
/ AI
1 ∩ A 2 , then the above assertions are satisﬁed in I even if o ∈
3.
Membership in PTime immediately follows from the fact that the considered DL is a sub-logic of the DL Horn-SHIQ, and
that data complexity of conjunctive query answering in Horn-SHIQ is in PTime with respect to data complexity [31]. 2

4.3. coNP-hard DLs
Finally, we show three cases where the TBox language becomes so expressive that the data complexity of query answering goes beyond PTime (assuming PTime = NP).
Theorem 4.5. Query answering is coNP-complete with respect to data complexity for the cases where

1. Cl → A
Cr → A | A 1  A 2
TBox assertions: Cl  Cr.
2. Cl → A | ¬ A
Cr → A
TBox assertions: Cl  Cr.
3. Cl → A | ∀ P . A
Cr → A
TBox assertions: Cl  Cr.
Proof. Let us start from coNP-hardness. In all three cases, the proof is an adaptation of the proof of coNP-hardness of
instance checking for ALE presented in [13]. We ﬁrst consider Case 1.
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coNP-hardness of query answering is proved by a reduction from 2 + 2-CNF unsatisﬁability (which is showed to be coNPcomplete in [13]). A 2 + 2-CNF formula on an alphabet P is a CNF formula in which each clause has exactly four literals: two
positive ones and two negative ones, where the propositional letters are elements of P ∪ {true, false}. Given a 2 + 2-CNF
formula F = C 1 ∧ · · · ∧ C n , where C i = L 1i + ∨ L 2i + ∨ ¬ L 1i − ∨ ¬ L 2i − , we associate with it the knowledge base K F = T F , A F 
deﬁned as follows:

T F = { O  At  A f }

A F = A t (true), A f (false),




O 11+ , O 12+ , O 11− , O 12− ,

···




O n1+ , O n2+ , O n1− , O n2− ,




P 1 c 1 , 11+ , P 2 c 1 , 12+ , N 1 c 1 , 11− , N 2 c 1 , 12− ,
···








P 1 cn , n1+ , P 2 cn , n2+ , N 1 cn , n1− , N 2 cn , n2−


.

Intuitively, K F has one constant ij ± for each literal L ij ± in F , one constant c i for each clause C i , and two constants true
and false for the corresponding propositional constants. The atomic roles of K F are P 1 , P 2 , N 1 , and N 2 , used to connect c i
to the constants corresponding to the two positive and to the two negative literals of C i . The atomic concepts of K F
are O , A t , and A f , where O represents all the literals of F , while A t and A f represent the literals that are true and false,
respectively. Note that the ABox A F contains the assertions A t (true) and A f (false) in order to guarantee that in each
model I of K F the constants true and false are interpreted respectively as members of A tI and A If (possibly of both).
Then, we consider the following boolean query q:

q ← P 1 (x, y ), A f ( y ), P 2 (x, z), A f ( z), N 1 (x, w 1 ), A t ( w 1 ), N 2 (x, w 2 ), A t ( w 2 ).
Intuitively, checking whether K F | q (i.e., whether the query evaluates to true in K F ) corresponds to checking whether in
every truth assignment for the formula F there exists a clause whose positive literals are interpreted as false and whose
negative literals are interpreted as true, i.e., a clause that is not satisﬁed. Next we show that the formula F is unsatisﬁable
if and only if K F | q.
“⇒” Suppose that F is unsatisﬁable. Consider a model I of K F (which always exists since K F is always satisﬁable),
and let δI be the truth assignment for F such that δI ( L ) = true iff I ∈ A tI , for every literal L in F (and corresponding
constant  in K F ). Since F is unsatisﬁable, there exists a clause C i that is not satisﬁed by δI , and therefore δI ( L 1i + ) = false,

δI ( L 2i + ) = false, δI ( L 1i − ) = true, and δI ( L 2i − ) = true. By deﬁnition of δI , it follows that in K F the interpretation of the

constants related to c i through the roles P 1 and P 2 is not in A tI , and consequently is in A If , and the interpretation of the

constants related to c i through the roles N 1 and N 2 is in A tI . Thus, there exists a substitution σ that assigns variables in q
to constants in K F in such a way that σ (q) evaluates to true in I (notice that this holds even if the propositional constants
true or false occur in F ). Therefore, since this argument holds for each model I of K F , we can conclude that K F | q.
“⇐” Suppose that F is satisﬁed by some truth assignment δ , and let Iδ be the interpretation for K F deﬁned as follows,
where we use L to denote the literal in F corresponding to constant :

• O Iδ = {Iδ | L occurs in F },
• A tIδ = {Iδ | δ( L ) = true} ∪ {true},
• A If δ = {Iδ | δ( L ) = false} ∪ {false},

• ρ Iδ = {(aIδ , bIδ ) | ρ (a, b) ∈ A F }, for ρ ∈ { P 1 , P 2 , N 1 , N 2 }.
It is easy to see that Iδ is a model of K F . On the other hand, since F is satisﬁable, for every clause in F there exists
a positive literal interpreted as true or a negative literal interpreted as false. It follows that for every constant c i , either one
I
of the roles P 1 or P 2 relates c i to a constant whose interpretation is in A t δ , or one of the roles N 1 or N 2 relates c i to
I

a constant whose interpretation is in A f δ . It follows that the query q evaluates to false in Iδ , and therefore K F | q.
Proofs for Cases 2 and 3 are obtained by analogous reductions from 2 + 2-CNF unsatisﬁability. More precisely, for Case 2
the knowledge base K F = T F , A F  has the same constants and the same atomic roles as for Case 1, and has only the atomic
concepts A t and A f . Then, T F = {¬ A t  A f } and A F is as for Case 1 but without the assertions involving the concept O .
Finally, the query q is as for Case 1.
For Case 3, K F is similar to the one for Case 2. It has the same constants, the same atomic roles plus an extra atomic
role P , and the atomic concepts A and A f . The TBox is T F = {∀ P . A  A f }. The ABox A F is as for Case 2, but without the
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assertion A t (true), which is substituted by the assertion P (true, d), where d is a new constant not occurring elsewhere
in K F . Finally, the query q is as follows

q ← P 1 (x, y ), A f ( y ), P 2 (x, z), A f ( z), N 1 (x, w 1 ), P ( w 1 , w 2 ), N 2 (x, w 2 ), P ( w 3 , w 4 )
Soundness and completeness of the above reductions can be proved as done for the reduction of Case 1.
We point out that the intuition behind the above reductions is that in all three cases it is possible to require a reasoning
by case analysis, caused by set covering assertions. Indeed, whereas in Case 1 we have explicitly asserted O  A t  A f , for
the other cases this can be seen by considering that A t and A f , and ∀ P . A and ∃ P cover the entire domain in Case 2 and
Case 3, respectively.
Finally, membership in coNP follows immediately from the fact that each of the DLs above considered is a sub-logic of the
DL ALCN R, and that conjunctive query answering in ALCN R is coNP-complete with respect to data complexity [32]. 2
5. Related work
The ﬁrst results on decidability of conjunctive query answering over DL knowledge bases in expressive DLs appeared
in [33,5,9]. In particular, [5] proves a 2ExpTime-upper bound in combined complexity for the ALCI and DLR families
of DLs. This upper bound has been extended in [11] to conjunctive query answering in SHIQ. In [34] an analogous
result is presented for the DL SHOQ, which differs from SHIQ since it does not allow for inverse roles, while it allows
for nominals. A 2ExpTime lower bound for conjunctive query answering has been shown for ALCI , while for ALC , i.e.,
dropping inverse roles, the problem is ExpTime-complete [10]. These results are complemented in [16], which shows that
also for SH, i.e., the DL that includes transitive roles but no inverses, conjunctive query answering is 2ExpTime-hard (and
hence 2ExpTime-complete).
The ﬁrst main data complexity results for DLs appeared in [13], where a coNP lower bound for data complexity of instance checking in the DL ALE was shown. [33] gives a coNP upper-bound with respect to data complexity for conjunctive
query answering in a DL with arbitrary inclusion assertions, but lacking inverse roles. In the last decade, there has been a renewed interest in data complexity of conjunctive query answering, both for expressive and novel DLs speciﬁcally designed
to have low data complexity.
A coNP upper bound for data complexity of instance checking in the expressive DL SHIQ has been shown by making
use of a reduction to disjunctive Datalog and then exploiting resolution [35,14,36]. It remains open whether such a technique
can be extended to deal eﬃciently with conjunctive queries for expressive DLs.
In [14], a fragment of SHIQ, called Horn-SHIQ, which subsumes both DL-LiteF and DL-LiteR , is studied and a PTime
upper bound in data complexity for instance checking is shown. Our results, in particular, Theorem 4.4, tell us that instance
checking in Horn-SHIQ is also PTime-hard. Indeed, Horn-SHIQ allows for qualiﬁed existential quantiﬁcation ∃ P . A in
both sides of inclusion assertions and (an extended form) of functionality restrictions.
Building on the techniques presented in [33], coNP-completeness in data complexity of answering conjunctive queries
in SHIQ, which includes inverse roles and number restrictions (which generalize functionality) has been shown in [15].
It is interesting to observe that the results presented here, in particular, Theorem 4.5, tell us that we get coNP-completeness
already for very small fragments of SHIQ.
Concerning less expressive DLs, [37,19] show that conjunctive query answering in the DL EL is tractable, i.e., PTime,
with respect to data complexity. The PTime lower bound follows from Theorem 4.3, which was originally presented in [25].
Instead, conjunctive query answering in the DL EL++ is undecidable, as independently shown in [19,38,37]. Complexity
results and algorithms for query answering in the DL-Lite family of DLs (as described in Section 1) are presented in [18].
This investigation has been extended in [20] to DLs whose concepts are built as boolean combinations of atomic concepts
and projections on roles (actually considered in the more general form of minimal number restrictions). In particular [20]
studies extensions of the DLs of the DL-Lite family with number restrictions, role constructs such as (ir)reﬂexivity and
(a)symmetry, different forms of concept inclusions (corresponding to Horn, Krom, and Boolean formulas), and establishes
both upper and lower bounds for such logics. The FOL-rewritability results rely on a correspondence with ﬁrst-order logic
with unary predicates, and they cover the DL-Lite-variants presented in [18] (over binary relations) extended with number
restrictions, (a)symmetry and (ir)reﬂexivity of roles, and Horn inclusions (which correspond to role conjunction as in [25]).
The paper studies also DLs that are not FOL-rewritable and establishes some lower bound results that are incomparable
to those presented here. We also observe that [39] advocates a new perspective on data complexity of conjunctive query
answering in DLs, by considering the complexity of query answering for TBoxes with speciﬁc properties, as opposed to
considering a speciﬁc TBox language. This allows one, e.g., to rephrase some of the results established in Section 4 on the
border between tractability and intractability.
A technique for optimizing conjunctive query answering in DL-Lite is shown in [40], and in [41–44] algorithms for
optimizing conjunctive query rewriting in DL-Lite are presented.
A recent line of research follows the idea of extending Datalog rules with existential variables in rule heads [45–49,44,50].
Among these approaches, the Datalog± family described in [45,51,52] is closely related to the present paper. Actually,
Datalog± is inspired by the work on DL-Lite, and may be seen as an attempt to generalize the DL-Lite approach to more
expressive ontology languages based on logical rules. In this framework, a lot of attention has been devoted to deﬁne FOLrewritable fragments of Datalog± programs (see, e.g., [49]). In particular, [53] presents a detailed study of the relationship
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Table 5
Data complexity of query answering in description logics.
Cl

Cr
DLR-LiteA,

Data complexity
of query answering

F

R

√a

√a

in AC0

A | ∃P .A

A

–

–

NLogSpace-complete

A

A | ∀P .A

–

–

NLogSpace-complete

A

A | ∃P .A

–

NLogSpace-hard

A | ∃ P . A | A1  A2

A

–

–

PTime-complete

A | A1  A2

A | ∀P .A

–

–

PTime-complete

A | A1  A2

A | ∃P .A

–

PTime-complete

√

√

A | ∃P .A | ∃P −.A

A | ∃P

–

–

PTime-complete

A

A | A1  A2

–

–

coNP-complete

A | ¬A

A

–

–

coNP-complete

A | ∀P .A

A

–

–

coNP-complete

Legend: A (possibly with subscript) = atomic concept, P = atomic role, Cl/Cr =
left/right-hand side of inclusion assertions, F = functionality/key assertions allowed, R = role/relation inclusions allowed. NLogSpace and PTime hardness
results hold already for instance checking.
a
With the proviso that relations involved in key assertions are not specialized.

between the Datalog± family and the DL-Lite family of languages. This paper shows that a particular class of Datalog±
programs, called multi-linear, is actually able to capture the DL DLR-LiteA, presented in Section 2.
Observe also that DL-LiteR captures (the DL-subset of) RDFS extended with participation constraints (i.e., inclusion assertions with ∃ R on the right-hand side). Hence, query answering over an RDFS ontology, even extended with participation
constraints, is FOL-rewritable. Finally, if we move from RDFS to DLP [54], query answering becomes PTime-hard, since DLP
is a superset of the DL in Case 1 of Theorem 4.3.
As for the management of conjunctive queries in implemented DL systems: all the DLs studied in this paper are fragments of expressive DLs with assertions and inverses studied in the 90’s (see [23] for an overview), which are at the base of
current ontology languages such as OWL, and for which optimized automated reasoning systems such as RacerPro,8 Pellet,9
Hermit,10 and Fact++,11 have been developed. Indeed, one could use, off-the-shelf, a system like RacerPro or Pellet to perform instance checking in such DLs. However, none of these systems fully supports conjunctive query answering. Some of
the above systems actually allow users to pose conjunctive queries, but such queries are evaluated under an approximation
of the classical ﬁrst-order semantics of conjunctive queries: in the approximated semantics, existential variables can only be
assigned to explicit individuals of the knowledge base, rather than to arbitrary objects of the interpretation domain.
While the implementation of systems for answering conjunctive queries in DLs under the “real” ﬁrst-order semantics
has been accomplished for DLs of the DL-Lite family [55–57,41,40,58,59] and of the EL family [60,61], for more expressive
DLs the current technology seems not mature yet. Unfortunately, the known reasoning algorithms for answering conjunctive
queries in these DLs, which have been used to characterize computational complexity, are not tailored towards obtaining
eﬃcient implementations, and more research on this is needed.
6. Conclusions
We have presented fundamental results on the data complexity (complexity with respect to the size of the ABox only) of
query answering in DLs. In particular, we have concentrated on the FOL-rewritability boundary of the problem, based on the
observation that, when we go above this boundary, query answering is no longer expressible as a ﬁrst-order logic formula
(and hence an SQL query) over the data. The results provided in this paper are summarized in Table 5.
We are currently following several directions to continue the work reported in this paper. In particular, although here
we focused on data complexity only, we are also working on characterizing the complexity of query answering with respect
to the size of the TBox, with respect to the size of the query, and with respect to combined complexity. Furthermore, while
in this paper we considered conjunctive queries, our general goal is to come up with a clear picture of how the complexity
of query answering is inﬂuenced not only by different TBox languages, but also by different query languages.

8
9
10
11

http://www.racer-systems.com/.
http://clarkparsia.com/pellet/.
http://www.comlab.ox.ac.uk/projects/HermiT/.
http://owl.cs.manchester.ac.uk/fact++/.
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Abstract
In the multi agent path finding problem (MAPF) paths should
be found for several agents, each with a different start and
goal position such that agents do not collide. Previous optimal solvers applied global A*-based searches. We present
a new search algorithm called Conflict Based Search (CBS).
CBS is a two-level algorithm. At the high level, a search is
performed on a tree based on conflicts between agents. At the
low level, a search is performed only for a single agent at a
time. In many cases this reformulation enables CBS to examine fewer states than A* while still maintaining optimality.
We analyze CBS and show its benefits and drawbacks. Experimental results on various problems shows a speedup of
up to a full order of magnitude over previous approaches.

Introduction
In the multi-agent path finding (MAPF) problem, we are
given a graph, G(V, E), and a set of k agents labeled
a1 . . . ak . Each agent ai has a start position si ∈ V and
goal position gi ∈ V . At each time step an agent can either
move to a neighboring location or can wait in its current location. The task is to return a set of actions for each agent,
that will move each of the agents to its goal without conflicting with other agents (i.e., without being in the same location
at the same time) while minimizing a cumulative cost function. The common cost function is the sum over all agents of
the number of time steps required to reach the goal location.
Therefore, both move and wait actions cost 1.0.
MAPF has practical applications in robotics, video
games, vehicle routing etc. (Silver 2005; Dresner and Stone
2008). In its general form, MAPF is NP-complete, because
it is a generalization of the sliding tile puzzle which is known
to be NP-complete (Ratner and Warrnuth 1986).
We assume a centralized computing setting with a single
CPU which needs to solve a MAPF problem. This is logically equivalent to a decentralized setting where each agent
has its own computing power but agents are fully cooperative with full knowledge sharing and free communication.
There are two main approaches for solving the MAPF in
a centralized manner. In the decoupled approach paths are
planned for each agent separately. A prominent example
is HCA* (Silver 2005). Given an agent ordering, a path is
Copyright c 2012, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.
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found for agent ai and then written (reserved) into a global
reservation table. The search for successive agents must
avoid locations and time points that were reserved by previous agents. A similar approach was used for guiding cars
that need to cross traffic junctions (Dresner and Stone 2008).
Other decoupled approaches establish flow restrictions similar to traffic laws, directing agents at a given location to
move only in a designated direction (Wang and Botea 2008;
Jansen and Sturtevant 2008). Decoupled approaches run relatively fast, but optimality and even completeness are not always guaranteed. New complete decoupled algorithms were
recently introduced for trees (Khorshid, Holte, and Sturtevant 2011) and for general graphs (Luna and Bekris 2011).
As we aim at solving the MAPF problem optimally, the
focus of this paper is on the coupled approach. In this approach MAPF is formalized as a global, single-agent search
problem. This formulation could be solved by an A*based algorithm that searches a state space that grows exponentially with the number of agents. Coupled (global)
searches usually return the optimal solution at significant
computational expense. Previous coupled approaches dealt
with the large search space in different ways (Ryan 2008;
2010; Standley 2010; Standley and Korf 2011; Sharon et al.
2011a).
Sharon et al. (2011a; 2011b) showed that the behavior of
optimal MAPF algorithms can be very sensitive to characteristics of the given problem instance such as the topology
and size of the graph, the number of agents, the branching
factor etc. There is no universally dominant algorithm; different algorithms work well in different circumstances.
We present a new algorithm called Conflict Based Search
(CBS). CBS is a continuum of coupled and decoupled approaches. CBS guarantees optimal solutions, like most coupled approaches, but the pathfinding that CBS performs are
strictly single-agent searches, similar to the decoupled approaches. CBS is a two-level algorithm where the high level
search is performed in a constraint tree (CT) whose nodes
include constraints on time and location for a single agent.
At each node in the constraint tree a low-level search is performed to find new paths for all agents under the constraints
given by the high-level node. Unlike A*-based searches
where the search tree is exponential in the number of agents,
the high-level search tree of CBS is exponential in the number of conflicts encountered during the solving process.
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We analyze CBS and study circumstances where CBS is
weak and when it is strong compared to the A*-based approaches. In many cases, CBS outperforms other optimal
solvers by up to a full order of magnitude.

Previous Optimal Solvers
The straightforward direction for optimal MAPF solvers is
to formalize the problem as a global search space and solve
it with A*. The states are the different ways to place the
k agents into the V vertices without conflicts. At the start
(goal) state agent ai is located at vertex si (gi ). Operators between states are all the non-conflicting actions (including wait) that all agents have. Let bbase be the branching factor for a single agent. The global branching factor
is b = O((bbase )k ). All (bbase )k combinations of actions
should be considered and only those with no conflicts are
legal neighbors. Any A*-based algorithm can then be used
to solve the problem.
A common heuristic function for MAPF solvers (Standley 2010; Sharon et al. 2011a) is the sum of individual costs
heuristic (SIC). For each agent ai we assume that no other
agents exist and calculate its optimal individual path cost.
We then return the sum of these costs. For grids with no obstacles this is exactly the Manhattan distance. The costs that
make up the SIC heuristics can be easily precalculated and
stored in k lookup tables, each of size |V |.

Standley’s enhancements
Recently, three methods that substantially improve the basic
A* setting were introduced by (Standley 2010). CBS uses
them so we describe each of them in turn.
Independence detection (ID): ID is a general framework
which runs as a base level and can use any possible MAPF
solver on top of it. Two groups of agents are independent
if there is an optimal solution for each group such that the
two solutions do not conflict. The basic idea of ID is to
divide the agents into independent groups. Initially each
agent is placed in its own group. Optimal solutions are found
for each group separately. Given a solution for each group,
paths are checked to see if a conflict occurs between two (or
more) groups. If so, all agents in the conflicting groups are
unified into a new group. Whenever a new group of k ≥ 1
agents is formed, this new k-agent problem is solved optimally by any MAPF optimal solver. This process is repeated until no conflicts between groups occur. Since the
problem is exponential in k, Standley observed that solving
the largest group dominates the running time of solving the
entire problem, as all others involve smaller groups.
Conflict voidance table (CAT): Within the ID framework,
a MAPF solver for a given group of agents is invoked. Since
many optimal solutions may exist for this group, Standley
suggested using a dynamic lookup table called the conflict
avoidance table (CAT). The CAT stores the location and
time of every agent in every group. Then, when an MAPF
solver is applied for a given group, ties between nodes with
the same f -value are broken in favor of the node that has
fewer entries in the CAT.
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Operator decomposition (OD): While the former two ideas
are general and can be used by any MAPF solver, OD is specific for an A*-based solver. OD reduces the branching factor by introducing intermediate states between the regular
states. Intermediate states are generated by applying an operator to a single agent only. This helps in pruning misleading directions at the intermediate stage without considering
moves of all of the agents (in a regular state).

The Increasing Cost Tree Search (ICTS)
(Sharon et al. 2011a) introduced the increasing cost tree
search (ICTS). ICTS is based on the understanding that a
complete solution for the entire problem is built from individual paths (one for each agent). ICTS divides the MAPF
problem into two levels. At the high-level it searches a tree
called the increasing cost tree (ICT). Each node in this tree
is associated with a vector of costs, one per individual agent.
At the low-level it performs a goal test on the high-level ICT
nodes. Given the cost-per-agent vector it searches over combinations of single-agents paths, each with its cost from the
vector, to either find a non-conflicting solution with these
costs or to verify that such a solution does not exist.
(Sharon et al. 2011a) defined ∆ as the difference between
the optimal solution and the SIC heuristic of the initial state.
ICTS was shown to outperform the A* approaches in cases
where ∆ < k (the number of agents) and vise versa. (Sharon
et al. 2011b) suggested a number of pruning techniques that
allow the high-level to recognize that a given node is not
a goal without invoking the low-level. The best of these
techniques is called ICTS+3E. This enhancement uses information about small groups of up to 3 agents and their
internal conflicts. This is equivalent to an A* search with a
heuristic that is based on similar groups of up to 3 agents,
e.g., in the form of additive PDBs (Felner, Korf, and Hanan
2004). However, efficiently building such heuristics for general MAPF algorithms is an open question.

The Conflict Based Search Algorithm (CBS)
The state space of MAPF is exponential in k the number of
agents. By contrast, in a single-agent pathfinding problem,
(k = 1), and the state space is only linear in the graph size.
CBS solves the MAPF problem by decomposing it into a
large number of single-agent pathfinding problems. Each
problem is relatively simple to solve, but there may be an
exponential number of such single-agent problems.
Definitions for CBS We use the term path only in the context of a single agent and use the term solution to denote a
set of k paths for the given set of k agents. A constraint
for a given agent ai is a tuple (ai , v, t) where agent ai is
prohibited from occupying vertex v at time step t. During
the course of the algorithm agents are associated with constraints. A consistent path for agent ai is a path that satisfies
all its constraints. Likewise, a consistent solution is a solution that is made up from paths, such that the path for agent
ai is consistent with the constraints of ai . A conflict is a tuple (ai , aj , v, t) where agent ai and agent aj occupy vertex
v at time point t. A solution (of k paths) is valid if all its
paths have no conflicts. A consistent solution can be invalid
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if, despite the fact that the paths are consistent with their
individual agent constraints, these paths still have conflicts.
The key idea of CBS is to grow a set of constraints for
each of the agents and find paths that are consistent with
these constraints. If these paths have conflicts, and are thus
invalid, the conflicts are resolved by adding new constraints.
CBS works in two levels. At the high level conflicts are
found and constraints are added. The low-level updates the
agents paths to be consistent with the new constraints. We
describe each part of this process in more detail below.

High-level: Search the Constraint Tree (CT)
At the high-level, CBS searches a constraint tree (CT). A
CT is a binary tree. Each node N in the CT contains
the following fields of data:
(1) A set of constraints
(N.constraints). The root of the CT contains an empty
set of constraints. The child of a node in the CT inherits the
constraints of the parent and adds one new constraint for one
agent. (2) A solution (N.solution). A set of k paths, one
path for each agent. The path for agent ai must be consistent
with the constraints of ai . Such paths are found by the lowlevel
(3) The total cost (N.cost) of the current solution
(summation over all the single-agent path costs). We denote
this cost the f -value of the node.
Node N in the CT is a goal node when N.solution is
valid, i.e., the set of paths for all agents have no conflicts.
The high-level performs a best-first search on the CT where
nodes are ordered by their costs. Ties are broken by using a
conflict avoidance table (CAT) as described above.
Processing a node in the CT Given the list of constraints
for a node N of the CT, the low-level search is invoked. This
search returns one shortest path for each agent, ai , that is
consistent with all the constraints associated with ai in node
N . Once a consistent path has been found for each agent
with respect to its constraints, these paths are then validated
with respect to the other agents. The validation is performed
by simulating the set of k paths. If all agents reach their goal
without any conflict, this CT node N is declared as the goal
node, and the current solution (N.solution) that contains
this set of paths is returned. If, however, while performing
the validation a conflict C = (ai , aj , v, t) is found for two
or more agents ai and aj , the validation halts and the node
is declared as a non-goal node.
Resolving a conflict Given a non-goal CT node N whose
solution N.solution includes a conflict Cn = (ai , aj , v, t)
we know that in any valid solution at most one of the
conflicting agents (ai and aj ) may occupy vertex v at
time t. Therefore, at least one of the constraints (ai , v, t)
or (aj , v, t) must be added to the set of constraints in
N.constraints. To guarantee optimality, both possibilities
are examined and N , is split into two children. Both children
inherit the set of constraints from N . The left child resolves
the conflict by adding the constraint (ai , v, t) and the right
child adds the constraint (aj , v, t).
Note that for a given CT node N one does not have to save
all its cumulative constraints. Instead, it can save only its latest constraint and extract the other constraints by traversing
the path from N to the root via its ancestors. Similarly, with
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Algorithm 1: high-level of CBS
Input: MAPF instance
1 R.constraints = ∅
2 R.solution = find individual paths using the
low-level()
3 R.cost = SIC(R.solution)
4 insert R to O PEN
5 while O PEN not empty do
6
P ← best node from O PEN // lowest solution cost
7
Validate the paths in P until a conflict occurs.
8
if P has no conflict then
9
return P.solution // P is goal
10
C ← first conflict (ai , aj , v, t) in P
11
foreach agent ai in C do
12
A ← new node
13
A.constriants ← P.constriants + (ai , s, t)
14
A.solution ← P.solution.
15
Update A.solution by invoking low-level(ai )
16
A.cost = SIC(A.solution)
17
Insert A to O PEN

the exception of the root node, the low-level search should
only be performed for agent ai which is associated with the
newly added constraint. The paths of other agents remain
the same as no new constraint was added for them.

CBS Example
The high-level of CBS is shown in Algorithm 1. It has the
structure of a best-first search. We cover it using the example in Figure 1(i), where the mice need to get to their
respective pieces of cheese. The corresponding CT is shown
in Figure 1(ii). The root contains an empty set of constraints.
The low-level now returns an optimal solution for each agent
(line 2 of Algorithm 1) , < S1 , A1 , C, G1 > for a1 and
< S2 , B1 , C, G2 > for a2 . Thus, the total cost of this node
is 6. All this information is kept inside this node. The root is
then inserted into the O PEN list and will be expanded next.
When validating the two-agent solution given by the two
individual paths (line 7) a conflict is found when both agents
arrive to vertex C at time step 2. This creates the conflict
(a1 , a2 , C, 2). As a result, the root is declared as non-goal
and two children are generated in order to resolve the conflict (Line 11). The left child, adds the constraint (a1 , C, 2)
while the right child adds the constraint (a2 , C, 2). The lowlevel search is now invoked (Line 15) to find an optimal path
that also satisfies the new constraint. For the left child, a1
must wait one time step either at S1 (or at A1 ) and the path
< S1 , A1 , A1 , C, G1 > is returned for a1 . The path for a2 ,
< S2 , B1 , C, G2 > remains unchanged for the left child.
The total cost for the left child is now 7. In a similar way,
the right child is generated, also with cost 7. Both children
are added to O PEN (Line 17). In the final step the left child
is chosen for expansion, and the underlying paths are validated. Since no conflicts exist, the left child is declared as a
goal node (Line 9) and its solution is returned as an optimal
solution.
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Figure 1: (i) MAPF example (ii) CT (iii) A k-way (top) and binary (bottom) CT (iv) A case where A* outperforms CBS.
Conflicts of k > 2 agents.
It may be the case that
while performing the validation (Line 7) between the different paths a k-agent conflict is found for k > 2. There are
two ways to handle such k-agent conflicts. We can generate
k children, each of which adds a constraint to k − 1 agents
(i.e., each child allows only one agent to occupy the conflicting vertex v at time t). Or, an equivalent formalization
is to only focus on the first two agents that are found to conflict, and only branch according to their conflict. This leaves
further conflicts for deeper levels of the tree.
This is illustrated in Figure 1(iii). The top tree represent
a k-way branching CT for a problem that contains a 3-agent
conflict at vertex v at time t. The bottom tree presents a
binary CT for the same problem. As can be seen the size of
the deepest layer in both trees is similar. The complexity of
the two approaches is the same as they both will end up with
k nodes each with k − 1 new constraints. For simplicity of
description we chose the second option.

Low-level: Find Paths for CT Nodes
The low-level is given an agent, ai , and a set of associated constraints. It performs a search in the underlying
graph to find an optimal path for agent ai that satisfy all
its constraints. Agent ai is solved in a decoupled manner,
i.e., while ignoring the other agents. This search is threedimensional, as it includes two spatial dimensions, and one
dimension of time. Any single agent path-finding algorithm
can be used to find the path for agent ai , while verifying
that the constraints are satisfied. We used A* with a perfect
heuristic in the two spatial dimensions. Whenever a state
x is generated with g(x) = t and there exists a constraint
(ai , x, t) in the current CT node this state is discarded.
A low-level CAT was used for each CT node N . It is initialized by the current paths of node N . When two low-level
states have the same f -values the state with the smallest
number of conflicts in the low-level CAT is preferred. This
results in a higher quality solution (less conflicting agents)
for each high-level node.

Theoretical Analysis: Optimality of CBS
We now prove that CBS will returns an optimal solution if
one exists. First, we provide several supporting claims.
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Definition 1 For given node N in a constraint tree, let
CV (N ) be the set of all solutions that are: (1) consistent
with the set of constraints of N and (2) are also valid (i.e,
without conflicts).
If N is not a goal node, then the solution at N will not be
part of CV (N ) because it is not valid.
Definition 2 For any solution p ∈ CV (N ) we say that
node N permits the solution p.
The root of the CT, for example, has an empty set of constraints. Any valid solution satisfies the empty set of constraints. Thus the root node permits all valid solutions.
The cost of a solution in CV (N ) is the sum of the costs of
the individual agents. Let minCost(CV (N )) be the minimum cost over all solutions in CV (N ).
Lemma 1 The cost of a node N in the CT is a lower bound
on minCost(CV (N )).
Proof: N.cost is the optimal cost of a set of paths that
satisfy the constraints of N . This set of paths is not necessarily a valid solution. Thus, N.cost is a lower bound on the
cost of any set of paths that make a valid solution for N as
no single agent in any solution can achieve its goal faster. 2
Lemma 2 Let p be a valid solution. At all time steps there
exists a CT node N in O PEN that permits p.
Proof: By induction on the expansion cycle: For the base
case O PEN only contains the root node, which has no constraints. Consequently, the root node permits all valid solutions and also p. Now, assume this is true for the first i
expansion cycles. In cycle i + 1, assume that node N , which
permits p, is expanded and its children N10 , N20 are generated.
Any valid solution in V S(N ) must be either in V S(N10 ) or
in V S(N20 ), as any valid solution must satisfy at least one of
the new constraints. 2
Thus, at all times at least one CT node in O PEN permits
the optimal solution (as a special case of Lemma 2).
Theorem 1 CBS returns the optimal solution.
Proof: Consider the expansion cycle when a goal node G
is chosen for expansion by the high-level. At that point
all valid solutions are permitted by at least one node from
O PEN (lemma 2). Let p be a valid solution (with cost c(p))
and let N (p) be the node that permits p in O PEN, Let c(N )
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k
3
4
5
6
7
8
9
10
11
12
13

A*
414
2,843
19,061
64,734
NA
NA
NA
NA
NA
NA
NA

#Generated nodes
A*+OD CBS(hl)
82
7
243
31
556
42
677
42
4,451
287
8,035
308
30,707
740
54,502
1,095
NA
2,150
NA
11,694
NA
22,995

CBS(ll)
229
1,135
1,142
1,465
13,804
13,820
25,722
34,191
69,363
395,777
838,149

A*
14
380
9,522
47,783
NA
NA
NA
NA
NA
NA
NA

Run-Time (ms)
A*+OD
ICTS ICTS3
3
1
1
10
2
1
50
5
5
90
9
10
1,122
92
44
1,756
271
128
7,058
2,926
921
21,334 10,943
2,335
NA 38,776
5,243
NA
NA 25,537
NA
NA 45,994

CBS
2
13
13
16
186
211
550
1,049
2,403
15,272
36,210

Figure 2: Nodes generated and running time on 8x8 grid (left). Success rate (right)

be the cost of node N . c(N (p)) ≤ c(p) (Lemma 1). Since
G is a goal node c(G) is a cost of a valid solution. Since
the high-level search explores solution costs in a best-first
manner we get that c(g) ≤ c(N (p)) ≤ c(p) 2

Comparison with other algorithms
∗

Let C be the cost of the optimal solution, let χ be the set of
nodes with f < C ∗ and let X = |χ|. It is well known that
A* must expand all nodes in χ in order to guarantee optimality. Furthermore, A* is known to be “optimally effective”,
which means that A* expands the minimal number of nodes
necessary to ensure an optimal solution (Dechter and Pearl
1985), for a given h function.
(Sharon et al. 2011a) showed that A* may generate up
to X × (bbase )k nodes while ICTS might generate up to
X × k ∆ nodes. As ICTS also expand all nodes in χ, we
currently limit the discussion to A*. But, what is the size of
set χ? Given a heuristic h and the solution depth d some
prediction algorithms were developed for IDA* but they
are based on sampling (Korf, Reid, and Edelkamp 2001;
Zahavi et al. 2010; Lelis, Zilles, and Holte 2011). The simplest upper bound for X is the entire state space, although
this can bea gross overestimate of X. In the case of MAPF
this is |Vk | = O(|V |k ).
Similar reasoning apply for CBS. Let Υ be the set of
nodes with f < C ∗ in the CT tree and let Y = |Υ|. As
a best-first search guided by f , CBS must expand all the
nodes in Υ. Again, prediction formulas might be developed
but we suffice by giving an upper bound. As the branching
factor of the CT is 2, 2d nodes must be expanded in the worst
case where d is depth of the solution.
At each node of the CT exactly one constraint is added.
In the worst case an agent will be constrained to avoid every
vertex except one at every time step in the solution. The total
number of time steps summed over all agents is C ∗ . Thus,
an upper bound on the number of CT nodes that CBS must
∗
expand is 2|V |×C . For each of these nodes the low-level
is invoked and expands at most |V | (single-agent) states for
each time step. The total number of time steps summed over
all agents is C ∗ . Let Y be the number of states expanded
in the underlying graph (low-level nodes) .Y is bounded by
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∗

2|V |×C × |V | × C ∗ . Again, in practice Y and Y can be
significantly smaller.
A* searches a single search tree and expands X nodes.
CBS performs a high-level search in the CT and then a lowlevel search in the underlying graph and expands a total of
Y low-level states. Thus, if Y << X then CBS will outperform A* and vise versa. We now show special cases where
Y << X (bottleneck) and where X << Y (open space).
This seems to be typical for MAPF, where the topology of
the domain greatly influences the behavior of algorithms.
The main difference between the behavior of the algorithms
in the different cases is the amount of work that needs to be
done before the f -cost of the searches increases. The examples below demonstrate this for simple cases but they can be
easily generalized.
A case where CBS outperforms A* (bottlenecks) Figure 1(i) demonstrates a case where Y << X, i.e., a case
where CBS expands fewer nodes than A*. As detailed
above, CBS generates three CT nodes. At the root, the lowlevel is invoked for the two agents. The low-level search
finds an optimal path for each of the two agents (each of
length 3), and expands a total of 8 low-level nodes for the
CT root. Now, a conflict is found at C. Two new CT
children nodes are generated. In the left child the lowlevel searches for an alternative path for agent a1 that does
not pass through C at time step 2. S1 plus all m states
A1 , . . . , Am are expanded with f = 3. Then, C and G1
are expanded with f = 4 and the search halts and returns
the path < S1 , A1 , A1 , C, G1 >. Thus, at the left child a total of m + 3 nodes were expanded. Similar m + 3 states are
expanded for the right child. Adding all these to the 8 states
expanded at the root we get that a total of Y = 2m + 14
low-level nodes were expanded.
Now, consider A* which is running in a 2-agent state
space. The root (S1 , S2 ) has f = 6. It generates m2 nodes,
all in the form of (Ai , Bj ) for (1 ≤ i, j ≤ m). All these
nodes are expanded with f = 6. Now, node (A1 , C) with
f = 7 is expanded (agent a1 waits at A1 ), Then nodes
(C, G2 ) and (G1 , G2 ) are expanded and the solution is returned. So, in total A* expanded X = m2 + 3 nodes.
For m ≥ 5 this is larger than 2m + 14 and consequently,
CBS will expand fewer nodes. A* must expand the carte-
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k
5
10
15
20
25

den520d
A*
CBS
2,210
1,160
4,992
3,092
5,599
4,204
8,630
7,247
10,266 14,373

ost003d
A*
CBS
1,057
1,026
6,360
4,372
14,822
9,841
20,431 13,196
NA
NA

brc202d
A*
CBS
7,674
7,065
22,149 19,447
41,789 35,630
61,587 56,638
NA
NA

Table 1: Nodes expanded on DAO problems.
sian product of single agent paths with f = 3. By contrast,
CBS only tried two such paths to realize that no solution
of cost 6 is valid. Furthermore, the nodes counted for A*
are multi-agent nodes while for CBS, they are single-agent
states. This is another advantage of CBS – smaller constant
time per node.
A case where A* outperforms CBS (open space) Figure 1(iv) presents a case where Y >> X and A* will
outperform CBS. For this problem the initial SIC heuristic is 8. There are 4 optimal paths for each agent
but each of the 16 paths combinations has a conflict in
one of the gray cells. Consequently, C ∗ = 9 as one
agent must wait at least one step to avoid collision. For
this problem A* will expand 5 nodes with f = 8:
{(D2, C1), (D3, C2), (D3, B1), (C2, B1), (C3, B2)} and
3 nodes with f = 9 {(B3, B2), (A3, B3), (A3, B4)} until
the goal is found and a total of 8 nodes are expanded. Now,
consider CBS. Each agent has 4 different optimal paths. All
16 combinations have conflicts in one of the 4 gray cells
{C2, C3, B2, B3}. Therefore, for f = 8 a total of 16 CT
nodes will be expanded, each will expand 4 single-agent
states to a total of 16 × 4 = 64 low-level nodes. Next, we
consider the goal CT node with f = 9. It will expand 7 new
states. Thus, a total of Y = 71 states are expanded for CBS.
While it is hard to predict the performance of these algorithms in actual domains, the above observations can give
some guidance. If there are more bottlenecks, CBS will have
advantage over the A*-based approaches. If there are more
open spaces, A* will have advantage over CBS. Next we
show experimental results supporting both cases.

Experimental results
We experimented with A*, A* enhanced by OD (denoted
A*+OD), ICTS, ICTS+3E and CBS. All algorithms, except ICTS+3E are based on the SIC heuristic. ICTS+3E
uses more advanced pruning that could potentially apply to
CBS and A* as advanced heuristics in the future. Despite
this, CBS without this advanced heuristic still outperforms
ICTS+3E in many scenarios. In all our experiments we also
tried CBS without the CAT-based tie braking. It was two
times slower than CBS with the CAT-based tie breaking.
Only the stronger version is shown.
8x8 4-connected grid We begin with an 8x8 4-connected
grid where the number of agents increases from 3 to 13. We
followed (Sharon et al. 2011a) and used the ID framework
only in a preprocessing level. We report results for agents
which were all in the same independent group found by ID.
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Figure 3: DAO maps den520d (top), ost003d (middle),
brc202d (bottom) and their success rate
Figure 2(left) presents the number of nodes generated and
the run time averaged over 100 instances. For the case of
CBS both the high-level nodes and low-level states are reported. We set a time limit of 5 minutes. If an algorithm
could not solve an instance within the time limit it was halted
and fail was returned (“NA” in the table). Figure 2(right)
shows the success rate, i.e., the percentage of instances that
could be solved under 5 minutes by the different algorithms
when the number of agents increase. Similar to (Sharon et
al. 2011a) we do not report the number of nodes for the ICTS
variants. This is because this algorithm is not based solely
on search. Clearly, CBS significantly outperforms A* and
A*+OD by up to a full order of magnitude. Note that although CBS sometimes generates more nodes than A*+OD,
it is still faster in many cases due to the fact that the constant
time per node of CBS (single-agent state) is smaller than that
of A*+OD (multiple agents). CBS is faster than ICTS and
ICTS+3E for ≥ 8 and ≥ 9 agents respectively.
DAO maps We also experimented on 3 benchmark maps
from the game Dragon Age: Origins (Sturtevant 2012).
Here we aimed to solve problems with as many agents and
thus the ID framework was activated as an integral part of the
problem solving. In this experiment we show results only for
the three strongest algorithms: A*+OD, ICTS+3E and CBS.
Table 1 shows the number of states expanded by CBS and
by A* for the three DAO maps presented in Figure 3 (left).
Clearly, CBS expands less states than A* in all these cases.
Additionally, recall that the cost of a CBS node expansion is
less than A*. The one exception is the den520d map for 25
agents.
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Figure 3(right) shows the success rates given the number
of agents for the three maps Here the results are mixed and
there is no global winner. One can clearly see that ICTS+3E
is always better than A*+OD. However, the performance of
CBS on these maps supports our theoretical claims that CBS
is very effective when dealing with corridors and bottlenecks
but rather inefficient in open spaces. For den520d(top) there
are no bottlenecks but there are large open spaces; CBS
was third. For ost003d(middle) there are few bottlenecks
and small open spaces; CBS was intermediate. Finally, for
brc202b(bottom) there are many narrow corridors and bottlenecks but very few open spaces, thus CBS was best. Note
that while both den520 and ost003 have open spaces they
differ in the amount of bottlenecks.

Discussion and future work
This paper introduces the CBS algorithm for solving MAPF
problems optimally. CBS is unique in that all low-level
searches are performed as single-agent searches. The performance of CBS depends on the structure of the problem.
We have demonstrated cases with bottlenecks (Figure 1(i))
where CBS performs well, and open spaces (Figure 1(iv))
where CBS performs poorly. Experimental results in testbed
map problems support our theoretical claims. These domains have different rates of open spaces and bottlenecks.
CBS outperforms other algorithms in cases where corridors
and boutlnecks are more dominant.
Recently a number of optimal MAPF solvers have been
introduced, each with pros and cons, but there is no universal winner. We have touched the surface here; further
research is needed on the characteristics of MAPF and how
they influence the behavior of different algorithms.
A number of ongoing directions for CBS include: (1)
Adapting the meta-agent ideas from ICTS+3E. (2) Performing independence detection for CT nodes. (3) Finding admissible heuristics for the CT. (4) The approach of mixing
constraints and search is related to recent work on the theoretical properties of A* and SAT algorithms (Rintanen 2011)
and is an important connection that needs more study. (5)
The relation to CSP solvers is still not deeply known.
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How can a machine learn from experience? Probabilistic modelling provides a framework for understanding what learning is, and has therefore emerged as one of the
principal theoretical and practical approaches for designing machines that learn from
data acquired through experience. The probabilistic framework, which describes how
to represent and manipulate uncertainty about models and predictions, plays a central
role in scientific data analysis, machine learning, robotics, cognitive science, and artificial intelligence. This article provides an introduction to this probabilistic framework,
and reviews some state-of-the-art advances in the field, namely, probabilistic programming, Bayesian optimisation, data compression, and automatic model discovery.

Introduction
The key idea behind the probabilistic framework to machine learning is that learning can be thought
of as inferring plausible models to explain observed data. A machine can use such models to make
predictions about future data, and decisions that are rational given these predictions. Uncertainty
plays a fundamental role in all of this. Observed data can be consistent with many models, and
therefore which model is appropriate given the data is uncertain. Similarly, predictions, about
future data and the future consequences of actions, are uncertain. Probability theory provides a
framework for modelling uncertainty.
This article starts with an introduction to the probabilistic approach to machine learning and
Bayesian inference, and then reviews some of the state-of-the-art in the field. The central thesis
is that many aspects of learning and intelligence depend crucially on the careful probabilistic
representation of uncertainty. Probabilistic approaches have only recently become a main-stream
paradigm in artificial intelligence [1], robotics [2], and machine learning [3, 4]. Even now, there is
controversy in these fields about how important it is to fully represent uncertainty. For example,
1
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recent advances using deep neural networks to solve challenging pattern recognition problems such
as speech recognition [5], image classification [6, 7], and prediction of words in text [8], do not overtly
represent the uncertainty in the structure or parameters of those neural networks. However, my
focus will not be on these types of pattern recognition problems, characterised by the availability
of large amounts of data, but rather on problems where uncertainty is really a key ingredient, for
example where a decision may depend on the amount of uncertainty.
In particular, I highlight five areas of current research at the frontiers of probabilistic machine learning, emphasising areas which are of broad relevance to scientists across many fields: (1) Probabilistic programming—a general framework for expressing probabilistic models as computer programs,
which could have a major impact on scientific modelling; (2) Bayesian optimisation—an approach to
globally optimising unknown functions; (3) Probabilistic data compression; (4) Automating the discovery of plausible and interpretable models from data; and (5) Hierarchical modelling for learning
many related models, for example for personalised medicine or recommendation. While significant
challenges remain, the coming decade promises substantial advances in artificial intelligence and
machine learning based on the probabilistic framework.

1

Probabilistic modelling and the representation of uncertainty

At a most basic level, machine learning seeks to develop methods for computers to improve their
performance at certain tasks based on observed data. Typical examples of such tasks might include
detecting pedestrians in images taken from an autonomous vehicle, classifying gene-expression
patterns from leukaemia patients into subtypes by clinical outcome, or translating English sentences
into French. However, as we will see, the scope of machine learning tasks is even broader than
these pattern classification or mapping tasks, and can include optimisation and decision making,
compressing data, and automatically extracting interpretable models from data.
Data are the key ingredient of all machine learning systems. But data, even so called “Big Data”,
are useless on their own until one extracts knowledge or inferences from them. Almost all machine
learning tasks can be formulated as making inferences about missing or latent data from the observed data—we will variously use the terms inference, prediction or forecasting to refer to this
general task. Elaborating the example mentioned above, consider classifying leukaemia patients
into one of the four main subtypes of this disease, based on each patient’s measured gene-expression
patterns. Here the observed data are pairs of gene-expression patterns and labelled subtypes, and
the unobserved or missing data to be inferred are the subtypes for new patients. In order to make
inferences about unobserved data from the observed data, the learning system needs to make some
assumptions; taken together these assumptions constitute a model. A model can be very simple

2
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and rigid, such as a classical statistical linear regression model, or complex and flexible, such as
a large and deep neural network or even a model with infinitely many parameters. We return to
this point in the next section. A model is considered to be well-defined if it can make forecasts or
predictions about unobserved data having been trained on observed data (otherwise, if the model
can’t make predictions it can’t be falsified, in the sense of Karl Popper, or as Wolfgang Pauli said
the model is “not even wrong”). For example, in the classification setting, a well-defined model
should be able to provide predictions of class labels for new patients. Since any sensible model will
be uncertain when predicting unobserved data, uncertainty plays a fundamental role in modelling.
There are many forms of uncertainty in modelling. At the lowest level, model uncertainty is
introduced from measurement noise, e.g., pixel noise or blur in images. At higher levels, a model
may have many parameters, such as the coefficients of a linear regression, and there is uncertainty
about which values of these parameters will be good at predicting new data. Finally, at the highest
levels, there is often uncertainty about even the general structure of the model: is linear regression
appropriate or a neural network, if the latter, how many layers, etc.
The probabilistic approach to modelling uses probability theory to express all forms of uncertainty
[9]. Probability theory is the mathematical language for representing and manipulating uncertainty
[10], in much the same way as calculus is the language for representing and manipulating rates of
change. Fortunately, the probabilistic approach to modelling is conceptually very simple: probability distributions are used to represent all the uncertain unobserved quantities in a model (including
structural, parametric, and noise-related) and how they relate to the data. Then the basic rules
of probability theory are used to infer the unobserved quantities given the observed data. Learning from data occurs through the transformation of the prior probability distributions (defined
before observing the data), into posterior distributions (after observing data). The application of
probability theory to learning from data is called Bayesian learning (Box 1).
Apart from its conceptual simplicity, there are several appealing properties of the probabilistic
framework for machine intelligence. Simple probability distributions over single or a few variables
can be composed together to form the building blocks of larger more complex models. The dominant paradigm in machine learning over the last two decades for representing such compositional
probabilistic models has been graphical models [11], with variants including directed graphs (a.k.a.
Bayesian networks and belief networks), undirected graphs (a.k.a. Markov networks and random
fields), and mixed graphs with both directed and undirected edges. A simple example of Bayesian
inference in a directed graph is given in Figure 1. As we will see in a subsequent section, probabilistic programming offers an elegant way of generalising graphical models, allowing a much richer
representations of models. The compositionality of probabilistic models means that the behaviour
of these building blocks in the context of the larger model is often much easier to understand than,
say, what will happen if one couples a nonlinear dynamical system (e.g., a recurrent neural network)
3
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to another. In particular, for a well-defined probabilistic model, it is always possible to generate
data from the model; such “imaginary” data provide a window into the “mind” of the probabilistic
model, helping us understand both the initial prior assumptions and what the model has learned
at any later stage.
Probabilistic modelling also has some conceptual advantages over alternatives as a normative theory
for learning in artificially intelligent (AI) systems. How should an AI system represent and update
its beliefs about the world in light of data? The Cox axioms define some desiderata for representing
beliefs; a consequence of these axioms is that ‘degrees of belief’, ranging from “impossible” to
“absolutely certain”, must follow all the rules of probability theory [12, 10, 13]. This justifies the use
of subjective Bayesian probabilistic representations in AI. An argument for Bayesian representations
in AI that is motivated by decision theory is given by the Dutch-Book theorems. The argument
rests on the idea that the strength of beliefs of an agent can be assessed by asking the agent whether
it would be willing to accept bets at various odds (ratios of payoffs). The Dutch-Book theorems
state that unless an AI system’s (or human’s, for that matter) degrees of beliefs are consistent
with the rules of probability it will be willing to accept bets that are guaranteed to lose money
[14]. Because of the force of these and many other arguments on the importance of a principled
handling of uncertainty for intelligence, Bayesian probabilistic modelling has emerged not only as
the theoretical foundation for rationality in AI systems but also as a model for normative behaviour
in humans and animals [15, 16, 17, 18] (but see [19] and [20]), and much research is devoted to
understanding how neural circuitry may be implementing Bayesian inference [21, 22].
Although conceptually simple, a fully probabilistic approach to machine learning poses a number
of computational and modelling challenges. Computationally, the main challenge is that learning
involves marginalising (i.e., summing out) all the variables in the model except for the variables of
interest (c.f. Box 1). Such high-dimensional sums and integrals are generally computationally hard,
in the sense that for many models there is no known polynomial-time algorithm for performing
them exactly. Fortunately, a number of approximate integration algorithms have been developed,
including Markov chain Monte Carlo (MCMC) methods, variational approximations, expectation
propagation, and sequential Monte Carlo [23, 24, 25, 26]. It’s worth noting that computational
techniques are one area where Bayesian machine learning differs from much of the rest of machine
learning: for Bayesians the main computational problem is integration, whereas for much of the
rest of the community the focus is on optimisation of model parameters. However, this dichotomy
is not as stark as it appears: many gradient-based optimisation methods can be turned into integration methods through the use of Langevin and Hamiltonian Monte Carlo methods [27, 28],
while integration problems can be turned into optimisation problems through the use of variational
approximations[24]. We revisit optimisation in a later section.
The main modelling challenge for probabilistic machine learning is that the model should be flexible
4
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enough to capture all the properties of the data required to achieve the prediction task of interest.
One approach to addressing this challenge is to develop a prior that encompasses an open-ended
universe of models that can adapt in complexity to the data. The key statistical concept underlying
flexible models that grow in complexity with the data is nonparametrics.

2

Flexibility through nonparametrics

One of the lessons of modern machine learning is that the best predictive performance is often
obtained from highly flexible learning systems, especially when learning from large data sets. Flexible models can make better predictions because to a greater extent they allow data to “speak for
themselves”.1 There are essentially two ways of achieving flexibility. The model could have a large
number of parameters compared to the data set (for example, the neural network used recently to
achieve near-state-of-the-art translation of English and French sentences is a probabilistic model
with 384 million parameters [29]). Alternatively, the model can be defined using nonparametric
components.
The best way to understand nonparametric models is through comparison to parametric ones. In a
parametric model, there are a fixed finite number of parameters, and no matter how much training
data are observed, all the data can do is set these finitely-many parameters that control future
predictions. In contrast, nonparametric approaches have predictions that grow in complexity with
the amount of training data, either by considering a nested sequence of parametric models with
increasing numbers of parameters or by starting out with a model with infinitely many parameters.
For example, in a classification problem, whereas a linear (i.e., parametric) classifier will always
predict using a linear boundary between classes, a nonparametric classifier can learn a nonlinear
boundary whose shape becomes more complex with more data. Many nonparametric models can be
derived starting from a parametric model and considering that happens as the model grows to the
limit of infinitely many parameters [30]. Clearly, fitting a model with infinitely many parameters
to finite training data would result in “overfitting”, in the sense that the model’s predictions might
reflect quirks of the training data rather than regularities that can be generalised to test data.
Fortunately, Bayesian approaches are not prone to this kind of overfitting since they average over,
rather than fit, the parameters (c.f. Box 1). Moreover, for many applications we have such huge
data sets that the main concern is underfitting from the choice of an overly simplistic parametric
model, rather than overfitting.
A review of Bayesian nonparametrics is outside the scope of this article (see for example [31, 32, 9]),
1

But note that all predictions involve assumptions and therefore the data are never exclusively “speaking for
themselves”.
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but it’s worth mentioning a few of the key models. Gaussian processes (GPs) are a very flexible
nonparametric model for unknown functions, and are widely used for regression, classification, and
many other applications that require inference on functions [33]. Consider learning a function
relating the dose of some chemical to the response of an organism to that chemical. Instead
of modelling this relationship with, say, a linear parametric function, a GP could be used to
directly learn a nonparametric distribution of nonlinear functions consistent with the data. A
notable example of a recent application of Gaussian processes is GaussianFace, a state-of-the-art
approach to face recognition that outperforms humans and deep learning methods [34]. Dirichlet
processes (DPs) are a nonparametric model with a long history in statistics [35] and are used for
density estimation, clustering, time series analysis, and modelling the topics of documents [36]. To
illustrate DPs, consider an application to modelling friendships in a social network, where each
person can belong to one of many communities. A DP makes it possible to have a model where
the number of inferred communities (i.e., clusters) grows with the number of people [37]. DPs have
also been used for clustering gene expression patterns [38, 39]. The Indian buffet process (IBP)
[40] is a nonparametric model which can be used for latent feature modelling, learning overlapping
clusters, sparse matrix factorisation, or to nonparametrically learn the structure of a deep network
[41]. Elaborating the social network modelling example, an IBP-based model allows each person
to belong to some subset of a large number of potential communities (e.g., as defined by different
families, workplaces, schools, hobbies, etc) rather than a single community, and the probability of
friendship between two people depends on the number of overlapping communities they have [42]. In
this case, the latent features of each person correspond to the communities, which are not assumed
to be observed directly. The IBP can be thought of as a way of endowing Bayesian nonparametric
models with “distributed representations” as popularised in the neural network literature [43]. An
interesting link between Bayesian nonparametrics and neural networks is that, under fairly general
conditions, a neural network with infinitely many hidden units is equivalent to a Gaussian process
[44]. Note that the above nonparametric components should be thought of again as building blocks,
which can be composed into more complex models as described in the introduction. The following
section describes an even more powerful way of composing models, via probabilistic programming.

3

Probabilistic Programming

The basic idea in probabilistic programming it to use computer programs to represent probabilistic
models2 [45, 46, 47]. One way to do this is for the computer program to define a generator for
data from the probabilistic model, i.e., a simulator (Figure 2). This simulator makes calls to a
random number generator in such a way that repeated runs from the simulator would sample
2

http://probabilistic-programming.org
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different possible data sets from the model. This simulation framework is more general than the
graphical model framework described previously since computer programs can allow constructs
such as recursion (functions calling themselves) and control flow statements (e.g., if statements
resulting in multiple paths a program can follow) which are difficult or impossible to represent in a
finite graph. In fact, for many of the recent probabilistic programming languages that are based on
extending Turing-complete languages (a class that includes almost all commonly-used languages),
it is possible to represent any computable probability distribution as a probabilistic program [48].
The full potential of probabilistic programming comes from automating the process of inferring
unobserved variables in the model conditioned on the observed data (c.f. Box 1). Conceptually,
conditioning needs to compute input states of the program that generate data matching the observed data. Whereas normally we think of programs running from inputs to outputs, conditioning
involves solving the inverse problem of inferring the inputs (in particular the random number calls)
that match a certain program output. Such conditioning is performed by a universal inference
engine, usually implemented by Monte Carlo sampling over possible executions over the simulator
program that are consistent with the observed data. The fact that defining such universal inference
algorithms for computer programs is even possible is somewhat surprising, but it is related to the
generality of certain key ideas from sampling such as rejection sampling, sequential Monte Carlo
[25], and “approximate Bayesian computation” [49].
As an example, imagine you write a probabilistic program that simulates a gene regulatory model
relating unmeasured transcription factors to the expression levels of certain genes. Your uncertainty
in each part of the model would be represented by the probability distributions used in the simulator.
The universal inference engine can then condition the output of this program on the measured
expression levels, and automatically infer the activity of the unmeasured transcription factors and
other uncertain model parameters. Another application of probabilistic programming implements
a computer vision system as the inverse of a computer graphics program [50].
There are several reasons why probabilistic programming could prove revolutionary for machine
intelligence and scientific modelling.3 Firstly, the universal inference engine obviates the need to
manually derive inference methods for models. Since deriving and implementing inference methods
is generally the most rate-limiting and bug-prone step in modelling, often taking months, automating this step so that it takes minutes or seconds will massively accelerate the deployment of machine
learning systems. Second, probabilistic programming could be potentially transformative for the
sciences, since it allows for rapid prototyping and testing of different models of data. Probabilistic programming languages create a very clear separation between the model and the inference
procedures, encouraging model-based thinking [51].
3

Its potential has been noticed by DARPA which is currently funding a major programme called PPAML.
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There are a growing number of probabilistic programming languages. BUGS, STAN, AutoBayes,
and Infer.NET [52, 53, 54, 55] allow only a restrictive class of models to be represented as compared
to systems based on Turing-complete languages. In return for this restriction, inference in such
languages can be much faster than for the more general languages, such as IBAL, BLOG, Figaro,
Church, Venture, and Anglican [56, 57, 58, 59, 60, 61, 62]. A major emphasis of recent work is on
fast inference in general languages (e.g., [63]). Nearly all approaches to probabilistic programming
are Bayesian since it’s hard to create other coherent frameworks for automated reasoning about
uncertainty. Notable exceptions are systems like Theano, which is not itself a probabilistic programming language but uses symbolic differentiation to speed up and automate optimisation of
parameters of neural networks and other probabilistic models [64].
While parameter optimisation is commonly used to improve probabilistic models, in the next section
we will describe recent work on how probabilistic modelling can be used to improve optimisation!

4

Bayesian optimisation

Consider the very general problem of finding the global maximum of an unknown function which
is expensive to evaluate (say, evaluating the function requires performing lots of computation, or
conducting an experiment). Mathematically, for a function f on a domain X , the goal is to find a
global maximiser x∗ :

x∗ = arg max f (x).
x∈X

Bayesian optimisation poses this as a problem in sequential decision theory: where should one
evaluate next so as to most quickly maximize f , taking into account the gain in information about
the unknown function f [65, 66]? For example, having evaluated at three points measuring the
corresponding values of the function at those points, {(x1 , f (x1 )), (x2 , f (x2 )), (x3 , f (x3 ))}, which

point x should the algorithm evaluate next, and where does it believe the maximum to be? This is
a classic machine intelligence problem with a wide range of applications in science and engineering,
e.g., from drug design to robotics—where the function could be the drug’s efficacy or the speed of
a robot’s gait respectively. Basically, it can be applied to any problem involving the optimisation
of expensive functions; the qualifier “expensive” comes because Bayesian optimisation might use
substantial computational resources to decide where to evaluate next, and these resources have to
be traded off with the cost of function evaluations.
The current best-performing global optimisation methods maintain a Bayesian representation of
the probability distribution over the uncertain function f being optimised, and use this uncertainty
to decide where (in X ) to query next [67, 68, 69]. In continuous spaces, most Bayesian optimi-

sation methods use Gaussian processes (as described in the section on nonparametrics) to model
8
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the unknown function. An illustration of Bayesian optimisation is shown in Figure 3. A recent
high-impact application has been in optimising the training process for machine learning models, including deep neural networks [70]. We can see this and related recent work [71] as further
examples of the application of machine intelligence to improve machine intelligence
There are interesting links between Bayesian optimisation and reinforcement learning (RL). Specifically, Bayesian optimisation is a sequential decision problem where the decisions (choices of x to
evaluate) do not affect the state of the system (i.e., the actual function f ). Such state-less sequential decision problems fall under the rubric of multi-arm bandits [72], a subclass of RL problems.
More broadly, important recent work takes a Bayesian approach to learning to control uncertain
systems [73] (and see the review [74]). Faithfully representing uncertainty about the future outcome
of actions is particularly important in decision and control problems. Good decisions rely on good
representations of the probability of different outcomes and their relative payoffs.
More generally, Bayesian optimisation is a special case of Bayesian numerical computation [75, 76]
which is re-emerging as a very active area of research4 , and also includes topics such as solving
ordinary differential equations and numerical integration. In all these cases, probability theory
is being used to represent computational uncertainty, that is, the uncertainty one has about the
outcome of a deterministic computation.

5

Data Compression

Consider the problem of compressing data so as to communicate it or store it in as few bits are
possible, in such a manner that the original data can be recovered exactly from the compressed data.
Methods for such lossless data compression are ubiquitous in information technology, from computer
hard drives to data transfer over the internet. Data compression and probabilistic modelling are
two sides of the same coin, and Bayesian machine learning methods are increasingly advancing the
state of the art in compression. The connection between compression and probabilistic modelling
was established in Shannon’s seminal work on the source coding theorem [77] which states that the
number of bits required to losslessly compress data is bounded by the entropy of the probability
distribution of the data. All commonly used lossless data compression algorithms (e.g., gzip, etc)
can be viewed as probabilistic models of sequences of symbols.
The link to Bayesian machine learning is that the better the probabilistic model one learns, the
higher the compression rate can be [78]. These models need to be flexible and adaptive, since
different kinds of sequences have very different statistical structure (say, Shakespeare’s plays, or
computer source code). It turns out that some of the world’s current best compression algorithms
4

See http://www.probabilistic-numerics.org/
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(e.g., Sequence Memoizer, and PPM-DP) are equivalent to Bayesian nonparametric models of
sequences, and improvements to compression are being made by understanding better how to
learn the statistical structure of sequences [79, 80]. Future advances in compression will come with
advances in probabilistic machine learning, including special compression methods for non-sequence
data such as images, graphs, and other structured objects.

6

Automatically discovering interpretable models from data

One of the grand challenges of machine learning is to fully automate the process of learning and
explaining statistical models from data. This it the goal of the Automatic Statistician, a system that
can automatically discover plausible models from data, and explain what it has discovered in plain
English [81]. This could be useful to almost any field of endeavour that is reliant on extracting
knowledge from data. In contrast to much of the machine learning literature which has been
focused on extracting increasing performance improvements on pattern recognition problems using
techniques such as kernel methods, random forests, or deep learning, the Automatic Statistician
needs to build models that are composed of interpretable components, and to have a principled
way of representing uncertainty about model structures given data. It also needs to be able to give
reasonable answers not just for big data sets but also for small ones. Bayesian approaches provide
an elegant way of trading off the complexity of the model and the complexity of the data, and
probabilistic models are compositional and interpretable as described previously.
A prototype version of the Automatic Statistician takes in time-series data and automatically
generates 5-15 page reports describing the model it has discovered (Figure 4)5 . This system is
based on the idea that probabilistic building blocks can be composed together via a grammar to
build an open-ended language of models [82]. In contrast to work on equation learning (e.g., [83]),
the models attempt to capture general properties of functions (e.g., smoothness, periodicity, trends)
rather than a precise equation. Handling uncertainty is at the core of the Automatic Statistician; it
makes use of Bayesian nonparametrics to give it the flexibility to obtain state-of-the-art predictive
performance, and the marginal likelihood (Box 1) is the key metric it uses to search the space of
models.
Important earlier work includes statistical expert systems [84, 85] and the Robot Scientist, integrating machine learning and scientific discovery in a closed loop with an experimental platform in
microbiology to automate the design and execution of new experiments [86]. AutoWeka is a recent
project that automates learning classifiers, making heavy use of the Bayesian optimisation techniques described previously [71]. Efforts to automate the application of machine learning methods
5

www.automaticstatistician.com
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to data have recently gained momentum, and may ultimately result in AI systems for data science.

7

Perspectives

The information revolution has resulted in the availability of ever larger collections of data. What
is the role of uncertainty in modelling such “Big Data”? Classical statistical results state that
under certain regularity conditions, in the limit of large data sets the posterior distribution of the
parameters for Bayesian parametric models converges to a single point around the maximum likelihood estimate. Does this mean that Bayesian probabilistic modelling of uncertainty is unnecessary
if you have a lot of data?
There are at least two reasons this is not the case [87]. First, as we have seen, Bayesian nonparametric models have essentially infinitely many parameters, so no matter how much data one has,
their capacity to learn should not saturate, and their predictions should continue to improve.
A second reason is that many large data sets are in fact large collections of small data sets. For
example, in areas like personalised medicine and recommendation systems, there might be a large
amount of data, but there is still a relatively small amount of data for each patient or client,
respectively. To customise predictions for each person it becomes necessary to build a model for
each person—with its inherent uncertainties—and to couple these models together in a hierarchy
so that information can be borrowed from other similar people. We call this the personalisation of
models, and it is naturally implemented using hierarchical Bayesian approaches such as hierarchical
Dirichlet processes [36], and Bayesian multi-task learning [88, 89].
Probabilistic approaches to machine learning and intelligence are a very active area of research with
wide ranging impact beyond traditional pattern recognition problems. As we have outlined, these
problems include data compression, optimisation, decision making, scientific model discovery and
interpretation, and personalisation. The key distinction between problems in which a probabilistic
approach is important and problems which can be solved using non-probabilistic machine learning
approaches is whether uncertainty plays a central role. Moreover, most traditional optimisationbased machine learning approaches have probabilistic analogues which handle uncertainty in a more
principled manner: for example, Bayesian neural networks represent the parameter uncertainty
in neural networks [44], and mixture models are a probabilistic analogue for clustering methods
[78]. While probabilistic machine learning often defines how to solve a problem in principle, the
central challenge in the field is finding how in practice to do so in a computationally efficient
manner [90, 91]. There are many approaches to the efficient approximation of computationally
hard inference problems. Modern inference methods have made it possible to scale to millions of
data points, making probabilistic methods computationally competitive with traditional methods
11
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[92, 93, 94, 95]. Ultimately, intelligence relies on understanding and acting in an imperfectly sensed
and uncertain world. Probabilistic modelling will continue to play a central role in the development
of ever more powerful machine learning and artificial intelligence systems.
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There are two simple rules that underlie probability theory.
P
Sum rule:
P (x) = y∈Y P (x, y)
Product rule: P (x, y) = P (x)P (y|x)
Here x and y correspond to observed or uncertain quantities, taking values in some sets X and
Y, respectively. For example, x and y might relate to the weather in Cambridge and London,
respectively, both taking values in the set X = Y = {rainy, cloudy, sunny}. P (x) corresponds to
the probability of x, which can be either a statement about the frequency of observing a particular
value, or a subjective belief about it. P (x, y) is the joint probability of observing x and y, and
P (y|x) is the probability of y conditioned on observing the value of x. The sum rule states that
the marginal of x is obtained by summing (or integrating for continuous variables) the joint over
y. The product rule states that the joint can be decomposed as the product of the marginal and
the conditional. Bayes rule is a corollary of these two rules:
P (y|x) =

P (x|y)P (y)
P (x|y)P (y)
.
=P
P (x)
y∈Y P (x, y)

We can apply probability theory to machine learning by replacing symbols above: We replace x by
D to denote the observed data, we replace y by θ to denote the unknown parameters of a model,
and we condition all terms on m, the class of probabilistic models we are considering. We thus get:
Learning:
P (θ|D, m) =

P (D|θ, m)P (θ|m)
P (D|m)

P (D|θ, m)
P (θ|m)
P (θ|D, m)

likelihood of parameters θ in model m
prior probability of θ
posterior of θ given data D

For example, the data D might be a time-series of hourly observations of the weather in Cambridge
and London, and the model might attempt to capture the joint weather patterns at both locations
over successive hours, with parameters θ modelling correlations over time and space. Learning is
the transformation of prior knowledge or assumptions about the parameters P (θ|m), via the data
D, into posterior knowledge about the parameters, P (θ|D, m). This posterior is now the prior to
be used for future data. A learned model can be used to predict or forecast new unseen test data,
Dtest , also by simply applying the sum and product rule:
Prediction:
P (Dtest |D, m) =

Z

P (Dtest |θ, D, m)P (θ|D, m) dθ

Finally, different models can be compared by applying Bayes rule at the level of m:
Model Comparison:
P (D|m)P (m)
P (D)
Z
P (D|m) =
P (D|θ, m)P (θ|m) dθ

P (m|D) =

The term P (D|m) is the marginal likelihood or model evidence, and implements a preference for
simpler models known as Bayesian Ockham’s Razor [96, 78, 97].
13
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p(gen pred = T ) = 10-4
genetic
predisposition

p(rare disease = T | gen pred =T) = 0.1
p(rare disease = T | gen pred =F) = 10-6

rare
disease

genetic
markers

symptom

p(symptom = T | rare disease = T) = 0.8
p(symptom = T | rare disease = F) = 0.01

p(gen marker = T | gen pred = T) = 0.8
p(gen marker = T | gen pred = F) = 0.01

Figure 1: A simple example of Bayesian inference applied to a medical diagnosis problem. Here
the problem is diagnosing a rare disease using information from the patient’s symptoms and also
potentially the patient’s genetic marker measurements which indicate predisposition to this disease.
In this example, all variables are assumed to be binary and T and F denote true and false, respectively. The relationships between variables are indicated by directed arrows and the probability
of each variable given other variables they directly depend on is also shown. Yellow nodes denote
measureable variables while green nodes denote hidden variables. Using the sum rule (Box 1), the
prior probability of the patient having the rare disease is p(rare disease = T ) = p(rare disease =
T |gen pred = T )p(gen pred = T )+p(rare disease = T |gen pred = F )p(gen pred = F ) = 1.1×10−5 .
Applying Bayes rule we find that for a patient observed to have the symptom, the probability of
the rare disease is p(rare disease = T |symptom = T ) = 8.8 × 10−4 , while for a patient observed to
have the genetic marker it is p(rare disease = T |gen marker = T ) = 7.9 × 10−4 . Assuming that the
patient has both the symptom and the genetic marker the probability of the rare disease increases
to p(rare disease = T |symptom = T, gen marker = T ) = 0.06. Here we have shown fixed, known
model parameters, i.e., the numbers θ = (10−4 , 0.1, 10−6 , 0.8, 0.01, 0.8, 0.01). However, both these
parameters and the structure of the model, i.e., the presence or absence of arrows and additional
hidden variables, could be learned from a data set of patient records using the methods in Box 1.
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Example Probabilistic Program for a Hidden Markov Model (HMM)
Julia
statesmean = [‐1, 1, 0] # Emission parameters.
initial
= Categorical([1.0/3, 1.0/3, 1.0/3]) # Prob distr of state[1].
trans
= [Categorical([0.1, 0.5, 0.4]), Categorical([0.2, 0.2, 0.6]),
Categorical([0.15, 0.15, 0.7])]
# Trans distr for each state.
data
= [Nil, 0.9, 0.8, 0.7, 0, ‐0.025, ‐5, ‐2, ‐0.1, 0, 0.13]
@model hmm begin # Define a model hmm.
states = Array(Int, length(data))
@assume(states[1] ~ initial)
for i = 2:length(data)
@assume(states[i] ~ trans[states[i‐1]])
@observe(data[i] ~ Normal(statesmean[states[i]], 0.4))
end
@predict states
end

initial

trans

states[1]

states[2]

states[3]

...

data[1]

data[2]

data[3]

...

statesmean

Haskell
Figure

2: (a) A probabilistic program in Julia defining a simple 3-state hidden Markov model
(HMM), inspired by an example in [62]. An HMM is a widely-used probabilistic model for sequential
anglicanHMM :: Dist [n]
and
time series data which assumes the data were obtained by transitioning stochastically between
anglicanHMM = fmap (take (length values) . fst) $ score (length values ‐ 1)
(hmm init
gen)
wherelines define the model parameters and the
a discrete number of hidden states [98].
Thetrans
first
four
states = [0,1,2]
data.
Here trans is the 3 × 3 state-transition matrix, initial is the initial state distribution, and
init = uniform states
$ zipmean
states [0.1,0.5,0.4]
trans 0 = fromList
statesmean
are the
observations for each of the three states; actual observations are assumed
trans 1 = fromList $ zip states [0.2,0.2,0.6]
to trans
be noisy
versions of this mean with Gaussian noise. The function hmm() starts the definition of
2 = fromList $ zip states [0.15,0.15,0.7]
thegenHMM,
drawing
0 = certainly
(‐1) the sequence of states with the @assume statements, and conditioning on the
gen 1 = certainly 1
observed data with the @observe statements. Finally @predict states that we wish to infer the
gen 2 = certainly 0
states
and
data; this::inference
is done automatically via the universal inference engine which reasons
values
= [0.9,0.8,0.7]
[Double]
addNoise
= flip Normal 1
over
the configurations
of this computer program. It would be trivial to modify this program so
score 0 d = d
that
then dHMM
ared (prob
unknown
score
= score parameters
(n‐1) $ condition
. (`pdf`rather
(values than
!! n)) fixed. (b) A graphical model corresponding to
. addNoise dependencies
. (!! n) . snd)
the HMM probabilistic program showing
between the parameters (cyan), hidden state
variables (green) and observed data (yellow). This graphical model highlights the compositional
nature of probabilistic models.
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next
point

new
observ.

Acquisition function

Acquisition function

Posterior

t=4

Posterior

t=3

Figure 3: A simple illustration of Bayesian optimisation in one dimension. The goal is to maximise
some true unknown function f (not shown). Information about this function is gained by making
observations (circles, top panels), which are evaluations of the function at specific x values. These
observations are used to infer a posterior distribution over the function values (shown as mean,
blue line, and standard deviations, blue shaded area) representing the distribution of possible
functions; note that uncertainty grows away from the observations. Based on this distribution over
functions, an acquisition function is computed (green shaded area, bottom panels), which represents
the gain from evaluating the unknown function f at different x values; note that the acquisition
function is high where the posterior over f has both high mean and large uncertainty. Different
acquisition functions can be used such as “expected improvement” or “information-gain”. The peak
of the acquisition function (red line) is the best next point to evaluate, and is therefore chosen for
evaluation (red dot, new observation). The left and right panels show an example of what could
happen after three and four functions evaluations, respectively.
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Abstract. This paper aims to establish a unique Evidential Reasoning (ER) rule to combine
multiple pieces of independent evidence conjunctively with weights and reliabilities. The novel
concept of Weighted Belief Distribution (WBD) is proposed and extended to WBD with Reliability
(WBDR) to characterise evidence in complement of Belief Distribution (BD) introduced in
Dempster-Shafer (D-S) theory of evidence. The implementation of the orthogonal sum operation
on WBDs and WBDRs leads to the establishment of the new ER rule. The most important property
of the new ER rule is that it constitutes a generic conjunctive probabilistic reasoning process, or a
generalised Bayesian inference process. It is shown that the original ER algorithm is a special case
of the ER rule when the reliability of evidence is equal to its weight and the weights of all pieces
of evidence are normalised. It is proven that Dempster’s rule is also a special case of the ER rule
when each piece of evidence is fully reliable. The ER rule completes and enhances Dempster’s
rule by identifying how to combine pieces of fully reliable evidence that are highly or completely
conflicting through a new reliability perturbation analysis. The main properties of the ER rule are
explored to facilitate its applications. Several existing rules are discussed and compared with the
ER rule. Numerical and simulation studies are conducted to show the features of the ER rule.

Keywords: Evidential reasoning, Belief distribution, Dempster-Shafer theory,
Bayesian inference, Multiple criteria decision analysis, Information fusion
1. Introduction
Providing an ER framework for evidence combination and information fusion in an Artificial
Intelligence (AI) system has been an important task and attracted significant interests and
efforts from communities in AI, computing, operational research, decision sciences, system
sciences, control theory, information systems, etc. From all databases in the Web of
Knowledge, the term ER first appeared in a paper published by AI in 1985 (Gordon and
Shortliffe, 1985), although the term might well have been used in other context earlier. In
their paper, Gordon and Shortliffe embraced the use of a D-S scheme for evidenceaggregation processes in a hypothesis space. In another paper published also in AI (Pearl,
1986), it was shown that ER could be conducted in the same hypothesis space using a
Bayesian scheme. However, the two schemes are different, and the nature and significance of
their differences were investigated (Lee, 1988).
The D-S scheme is based on a frame of discernment composed of a set of propositions
that are mutually exclusive and collectively exhaustive (Shafer, 1976). In the D-S scheme,
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basic probabilities can be assigned to not only singleton propositions but also any of their
subsets, thereby allowing a piece of evidence to be profiled by a BD defined on the power set
of the frame of discernment. BD is regarded as the most natural and flexible generalisation of
conventional probability distribution in the sense that the former allows inexact reasoning at
whatever level of abstraction (Gordon and Shortliffe, 1985) and on the other hand reduces to
the latter if basic probabilities are assigned to singleton propositions only. It is in this context
that D-S theory is claimed to generalise Bayesian inference (Shafer, 1976). Indeed such
generalisation differentiates between ignorance (or lack of knowledge, as defined in Section
2.1) and equal likelihood, and does not assume evidence partially in favour of a proposition
to be construed as evidence against the same proposition through the commitment of the
remaining belief to its negation (Gordon and Shortliffe, 1985; Lee, 1988). These attractive
features have motivated the use of D-S theory in many areas like knowledge-based system
(McClean and Scotney, 1997; Denoeux et al., 2008, 2010), pattern recognition (Denoeux and
Zouhal, 2001), information fusion (Lefevre et al., 2002; Smets, 2007; Florea et al., 2009),
Multiple Criteria Decision Analysis (MCDA) and risk analysis (Yang and Singh, 1994; Yang,
2001; Beynon, 2002; Yang and Xu, 2002; Yager, 2004; Xu et al., 2006a; Yang et al., 2006).
The kernel of D-S theory is Dempster’s rule (Dempster, 1967, 1968; Shafer, 1976), which
is rooted in probability theory and constitutes a conjunctive probabilistic inference process.
Indeed it generalises Bayes’ rule and was promoted as the sole Evidence Combination Rule
(ECR) to combine evidence in the D-S framework originally (Shafer, 1976). As it stands
however, Dempster’s rule has no definition and cannot be applied in a special case when two
pieces of evidence are in complete conflict, i.e. with each supporting different propositions.
This lack of definition has led to a counter-intuitive problem when the rule is used to combine
evidence in high (or near complete) conflict (Zadeh, 1984; Murphy, 2000; Haenni, 2005;
Wang et al., 2006). Another concern about Dempster’s rule is that it assumes that each piece
of evidence is fully reliable and can veto any proposition, as discussed in section 2.2 in detail.
This means that if a piece of evidence does not support a proposition at all, that proposition
will be ruled out completely. In other words, Dempster’s rule accumulates consensus support
only and rejects a proposition completely if it is opposed by any evidence, no matter what
support it may get from any other evidence. While this may be acceptable in special cases,
general situations are that multiple pieces of evidence are of a compensatory nature and each
play limited roles or have various degrees of reliabilities in support for and opposition against
propositions (Yang and Xu, 2002; Smarandache and Dezert, 2010).
2

610

Communal Assembly Paper

www.daifture.org

Since the counter-intuitive problem of Dempster’s rule was identified over three decades
ago, a plethora of alternative ECRs have been developed and reviewed in the literature
(Haenni, 2005; Huynh et al., 2006; Florea et al., 2009), each with its own merits as well as
drawbacks. In this paper, it is not intended to provide another full review of these existing
rules. Instead, typical ECRs will be briefly compared to emphasize the motivation of this
research. Existing alternative ECRs are aimed to replace Dempster’s rule for addressing the
counter-intuitive problem and can be differentiated on the basis of how they deal with
conflict among evidence (Florea et al., 2009). Three typical views can be found in the
literature: (1) allocating conflicting beliefs to the frame of discernment as global ignorance
(Yager, 1987), (2) allocating conflicting beliefs to a subset of relevant focal propositions as
local ignorance (Dubois and Prade, 1988) or redistributing it among focal propositions locally
(Smarandache and Dezert, 2006), and (3) modifying initial belief function to better represent
original information without modifying Dempster’s rule (Haenni, 2005).
One common observation of the alternative ECRs is that they are non-probabilistic in the
sense that they change the specificity of evidence in basic probability assignment and/or do
not constitute a Bayesian inference process when used to combine probability information. It
is therefore difficult to interpret the results generated by using the alterative ECRs. A critical
question then arises as to whether it is meaningful to replace Dempster’s rule in situations
where it is applicable, or whether it is sufficient to identify rules to combine pieces of highly
or completely conflicting evidence. A more general question is how to combine pieces of
evidence with various weights and reliabilities that have different meanings. The importance
of a piece of evidence reflects a decision maker’s preferences over the evidence, which is
subjective, depending on who makes the judgement when using the evidence. On the other
hand, reliability is used to measure the quality of a piece of evidence objectively, which is the
inherent property of the information source where the evidence is generated, and is
independent of who may use the evidence (Smarandache et al., 2010).
This paper is aimed to address the above questions and establish a unique rule, referred to
as Evidential Reasoning rule, or ER rule for short, to combine multiple pieces of independent
evidence for generating their joint support for a proposition. A piece of evidence is said to be
independent if the information it carries does not depend on whether other evidence is known
or not. This research is also motivated to investigate the rationale and foundation of the ER
approach, which was developed to support MCDA of a quantitative and qualitative nature
under uncertainty by applying D-S theory (Yang and Singh, 1994; Yang, 2001; Yang and Xu,
3
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2002; Yang et al., 2011), to generalise it for evidence combination in general.
In the ER approach (Yang and Xu, 2002), a basic probability mass is generated by
multiplying the degree of belief by the weight of evidence. The Basic Probability Assignment
(bpa) scheme of the ER approach ensures that the residual support left uncommitted due to
the weight of evidence is made assignable to any singleton propositions and the frame of
discernment, depending upon what propositions other evidence supports. In D-S theory, the
residual support is assigned to a specific proposition: the frame of discernment (Shafer,
1976). This specific assignment does not differentiate between ignorance and the residual
support, whilst the former is an intrinsic property of the evidence and the latter reflects its
extrinsic feature related to its relative importance compared with other evidence. This
indiscrimination changes the specificity of evidence, leading to a dilemma that even if all
pieces of evidence point precisely and unambiguously to a proposition their combined
support for the proposition generated using the Dempster’s rule will still be imprecise or
incomplete.
In this paper, the new ER rule with evidence weight considered (or ER rule with weight in
short) is first established by generalising the above bpa scheme of the ER approach. The first
step of the ER rule is to construct a new WBD as the counterpart of BD for a piece of
evidence to cater for its extrinsic feature of relative importance. The second step is to
implement the orthogonal sum operation to combine the WBDs of multiple pieces of
independent evidence. WBD is then extended to take into account both weight and reliability
by constructing a new WBD with Reliability (WBDR). The new ER rule with both weight and
reliability considered results from implementing the orthogonal sum operation on WBDRs.
No specificity of any evidence is changed in the process of constructing WBD or WBDR. The
ER rule thus constitutes a generic conjunctive probabilistic reasoning process to combine
pieces of independent evidence with various weights and reliabilities.
Since it is based on the orthogonal sum operation, the ER rule is inherently associative
and commutative, meaning that it can be used to combine multiple pieces of evidence in any
order without changing the final results. In this paper, it is proven that the ER rule satisfies
four synthesis axioms that ought to be followed by a rational probabilistic reasoning process
(Yang and Xu, 2002; Huynh et al., 2006). It is shown that the ER algorithm (Yang and Xu,
2002) is a special case of the ER rule when the reliability of evidence is equal to its weight
that is normalised to be relative to each other among all evidence in question. It is proven that
Dempster’s rule is also a special case of the ER rule when each piece of evidence is fully
4
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reliable. In particular, the ER rule completes and enhances Dempster’s rule by identifying,
through a novel reliability perturbation analysis proposed in this paper, how to combine
multiple pieces of independent evidence that are each fully reliable but highly or completely
conflicting with each other. The ER rule is compared with other ECRs that can be used to
combine pieces of evidence with different weights and reliabilities, in particular the PCR5
rule (Smarandache et al., 2010). Comprehensive numerical studies are conducted to validate
and illustrate the potential applications of the ER rule in comparison with other ECRs.
The rest of the paper is organised as follows. In Section 2, the concepts of D-S theory and
Dempster’s rule are briefly introduced, and several other typical ECRs are discussed. In
Section 3, following an investigation into evidence weight and a brief introduction to both the
PCR5 rule and the ER approach, the rationale and process to construct WBD are investigated,
leading to the establishment of the new ER rule with weight. A numerical study is conducted
to compare the ER rule with other ECRs. Section 4 is dedicated to the establishment of the
new ER rule with both weight and reliability considered, and a comprehensive numerical
study is conducted to validate and compare the ER rule with other ECRs. The properties of
the ER rule are explored in Section 5, where it is proven that both the ER approach and
Dempster’s rule are special cases of the ER rule. The reliability perturbation analysis of the
ER rule is reported, resulting in the completion and enhancement of Dempster’s rule for
combination of evidence in high or complete conflict. The simulation study is conducted in
this section to show how the ER rule can be used for conflict resolution with Zadeh’s
example revisited and analysed in detail. The paper is concluded in Section 6.
2. Brief Introduction to D-S Theory and Typical ECRs
The establishment of the new ER rule is based on D-S theory, in particular the concept of BD
and the orthogonal sum operation. It is thus necessary to provide a brief introduction to the
prior knowledge as a basis for later discussions.
2.1

Basic Concepts of D-S Theory

D-S theory was originally investigated in the 1960’s (Dempster, 1967, 1968), formalised in
the 1970’s (Shafer, 1976) and has been researched ever since (Buchanan and Shortliffe, 1984;
Yager, 1987; Shafer and Pearl, 1990; Smets, 1990; Yang and Singh, 1994; Murphy, 2000;
Yang and Xu, 2002; Haenni, 2005; Xu et al., 2006; Florea et al., 2009; Denoeux et al., 2010).
In this subsection, the basic concepts of D-S theory are briefly discussed.
5
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Suppose Θ {T1 ,",T N } is a set of mutually exclusive and collectively exhaustive
propositions, with Ti  T j

 for any i, j {1,", N} and i z j where  is an empty set.

Θ is then referred to as a frame of discernment. A Basic Probability Assignment (bpa) is a
function m : 2Θ o [0, 1] , satisfying (Shafer, 1976)

m()

0 and

¦T

Θ

m(T ) 1

(1)

with 2Θ or Ρ(Θ) representing the power set of Θ , consisting of the 2 subsets of Θ , or
N

Ρ(Θ)

2Θ

{,T1 ,",T N ,{T1 ,T 2 },",{T1 ,T N }, ",{T1 ,",T N 1}, Θ}

(2)

m(T ) is a basic probability mass that is assigned exactly to a proposition T and to no
smaller subset. Basic probability masses assigned to all the subsets of Θ are summed to
unity and there is no belief left to the empty set. In this paper, a basic probability mass
assigned exactly to Θ is referred to as the degree of global ignorance, denoted by m(Θ) ; a
basic probability mass assigned exactly to a smaller subset of Θ except for any singleton
proposition or Θ is referred to as the degree of local ignorance. If there is no local or global
ignorance, a bpa function will reduce to a classical probability function.
Associated with each bpa are a belief measure, denoted by Bel(T ) , and a plausibility
measure, denoted by Pl (T ) , which are defined by the following equations (Shafer, 1976):
Bel (T )

¦

B T

m( B ) and Pl (T )

¦

BT z

(3)

m( B )

Bel(T ) represents all basic probability masses assigned exactly to T and its smaller
subsets, and Pl (T ) represents all possible basic probability masses that could be assigned to

T and its smaller subsets. As such, Bel(T ) and Pl (T ) can be interpreted as the lower and
upper bounds of probability to which T is supported (Yager, 1987; Dubois and Prade, 1991;
Tonon, 2004). The two measures are connected by the following equation (Shafer, 1976)
Pl (T ) 1  Bel (T )

(4)

where T denotes the complement or negation of T . The difference between the belief and
plausibility measures of T describes the degree of ignorance for T .
2.2

Dempster’s Rule

The kernel of D-S theory is Dempster’s rule that was originally adopted as the sole ECR to
combine independent evidence that is fully reliable. By fully reliable evidence, it is meant
that a proposition will not be supported at all if it is ruled out by the evidence. The rule adopts
6
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the orthogonal sum operation to combine evidence, which is rooted in calculating the joint
probability of independent events (Kim and Peal, 1983). With two pieces of independent and
fully reliable evidence represented by two bpas m1 and m2 respectively, for any
proposition T  Θ , Dempster’s rule is given as follows (Shafer, 1976)
0
°
m(T ) [m1  m2 ](T ) ® ¦ B  C T m1 ( B)m2 (C )
°1  ¦
m ( B)m2 (C )
B C  1
¯

T



T z

(5)

where  is the orthogonal sum operator.
Dempster’s rule forms a conjunctive probabilistic reasoning process, takes Bayes’ rule as
a special case, and is both associative and commutative (Shafer, 1976; Kim and Pearl, 1983),
which are among the most important and useful properties for both human and machine
reasoning. It is clear from the multiplication operation in the above equation that Dempster’s
rule provides a process for combining two pieces of non-compensatory evidence, in the sense
that if either of them completely opposes a proposition, the proposition will not be supported
at all, no matter how strongly it may be supported by the other piece of evidence. For
example, if m1 ( B) 0 for any B  T

T , meaning that T is not supported by m1 at all,

the numerator of formula (5) will be zero. In other words, in Dempster’s rule, a proposition
will be supported only if both pieces of evidence each support it to some degrees. Note that
Dempster’s rule is not defined where two pieces of evidence are in complete conflict, or

¦

B C 

m1 ( B )m2 (C ) =1, as in this case the denominator of formula (5) is zero, as is the

numerator. It is shown that Dempster’s rule may lead to a counter-intuitive result when used
to combine highly conflicting evidence (Zadeh, 1979, 1984; Murphy, 2000; Wang et al.,
2006). As mentioned in the literature, because the two pieces of evidence in Zadeh’s example
(Zadeh, 1979, 1984) are both Bayesian and Bayes’s Rule is a special case of Dempster’s rule
(Shafer, 1976), such a counter-intuitive problem is also associated with classical probabilistic
reasoning (Haenni, 2005). It is therefore fundamental to deal with the non-definition and
counter-intuitive problem in the context of probabilistic reasoning.
2.3

Other Typical ECRs for Comparison

To overcome the non-definition and counter-intuitive problem associated with Dempster’s
rule, a plethora of different ECRs have been developed on the basis of various views. Three
different views were outlined in the introduction section. The rest of this section is dedicated
to discussing these different views in some detail.
7
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Yager’s rule (Yager, 1987) can be described by the following equations:

m(T )

¦
m1 ( B)m2 (C )
° B C T
®0
°m (T )m (T ) 
¦B C  m1 ( B)m2 (C )
2
¯ 1

T  Θ,T z 
T 
T Θ

(6)

Different from Dempster’s rule, Yager’s rule is proposed to allocate conflicting beliefs
( ¦BC  m1 ( B )m2 (C ) of Equation (6)) to the frame of discernment, thus avoiding the nondefinition and counter-intuitive problem of Dempster’s rule. However, this solution comes
with high prices. On one hand, it treats two pieces of completely conflicting evidence in the
same way as if there was no evidence at all. On the other hand, because of its way to allocate
conflicting beliefs, it does not constitute a conjunctive reasoning process or the orthogonal
sum operation as Dempster’s rule does, so it is not a probabilistic reasoning process. In other
words, the use of Yager’s rule to combine two pieces of evidence in conflict but with no
ignorance, as represented by a standard probability distribution, will result in a combined
distribution that is not a probability distribution in the sense that it will have global ignorance.
A question then arises as to whether such treatment of conflict is rational or not, as it
introduces ignorance which “invents” uncertainty unnecessarily and could be misleading.
Dubois and Prade’s rule (Dubois and Prade, 1988) can be described as follows

T 
0
°
m(T ) ® ¦ m1 ( B)m2 (C )  ¦ m1 ( B)m2 (C ) T z 
B C T
°B C T
B C 
¯

(7)

Dubois and Prade’s rule can also avoid the non-definition and counter-intuitive problem
associated with Dempster’s rule. Compared with Yager’s rule, it allocates conflicting beliefs
locally in the sense that conflict should be resolved among focal propositions in which the
conflict occurs. This is perhaps a more rational view than treating any conflict as global
ignorance as in Yager’s rule. However, Dubois and Prade’s rule does not constitute a
conjunctive or probabilistic reasoning process either, in the sense that there is no probabilistic
rule to legitimise the conjunctive belief m1 ( B)m2 (C ) for T from the union B C T
with B  C  . If Dubois and Prade’s rule is used only to replace Dempster’s rule for
combining highly or completely conflicting evidence, there are issues about how to combine
evidence with or without high conflict consistently and how to distribute beliefs among focal
propositions for conflict resolution, which will be investigated in next sections.
The PCR5 rule (Smarandache and Dezert, 2006) evolved from Dubois and Prade’s rule
and can be described as follows
8
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T 
0
°
ª m1 (T ) 2 m2 ( B)
m2 (T ) 2 m1 ( B) º
m(T ) ®

m1 ( B)m2 (C )  ¦ «
» T z
°̄B ¦
m2 (T )  m1 ( B) ¼
C T
T  B  ¬ m1 (T )  m2 ( B )

(8)

If the denominator is zero, the fraction will not be taken into account. From Equation (8), it is
clear that apart from inheriting the merits of Dubois and Prade’s rule the PCR5 rule also
proposes a way to redistribute conflicting beliefs locally. Nonetheless, unlike Dempster’s
rule, the PCR5 rule is not a conjunctive or probabilistic reasoning process, nor is it Bayesian
reasoning process when used to combine evidence with no ignorance. Indeed it is termed as a
plausible and paradoxical reasoning process by its authors (Dezert, 2002; Smarandache and
Dezert, 2006). If the PCR5 rule is used for conflict resolution only, there is an issue of how to
interpret and justify the way of proportionally redistributing conflicting beliefs among the
focal propositions concerned. This issue will be investigated in next sections.
The third view (Haenni, 2005) is not to create alternative rules for replacing Dempster’s
rule in situations where it is applicable. Rather, it is only necessary to fix the problem of
Dempster’s rule when used to combine highly or completely conflicting evidence. However,
the two approaches proposed by Haenni (2005) are either to assume that highly conflicting
evidence could be interpreted and represented in different ways or that experts are not fully
reliable. While these approaches are aimed to reduce conflict at the modelling stage, they lead
to changing the specificity of evidence but still do not resolve the problem of how to
consistently combine pieces of fully reliable evidence that are genuinely in high or complete
conflict, or how to ensure that such a combination process still constitutes a probabilistic
reasoning process and keeps intact the most important property of Dempster’s rule that it
generalises Bayes’ rule. These different views will be further investigated in next sections.
3. New ER Rule to Combine Evidence with Weight
To deal with the non-definition and counter-intuitive problem of Dempster’s rule and answer
the questions discussed above, it is helpful to review the origin of D-S theory as described in
Shafer’s book (1976). As explained at the start of the first chapter of the book, D-S theory “is
a theory of evidence because it deals with weights of evidence and with numerical degree of
support based on evidence”. Here the importance of and the difference between the concepts
of evidence weight and evidence support cannot be made clearer. As such, it is fundamental
to start with investigating the key issue of how to deal with evidence weight in an evidence
combination process. A few relevant ECRs are then examined in this section.
9
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3.1 Evidence Weight
What is the weight of evidence and how to quantify it? In Shafer’s book, this question was
first analysed in an intuitive and straightforward manner, though followed by a chapter
(Chapter 5) dedicated to this topic in a rather abstract or theoretical way. Nevertheless, it is
the intuitive explanation of evidence weight as described in Section 1 on Simple Support
Function in Chapter 4 of Shafer’s book (1976) that provides an important hint to answer this
question. In that section, it is stated that in a situation “where the evidence points precisely
and unambiguously to a single non-empty subset A of Θ ”, “we can say that the effect of the
evidence is limited to providing a certain degree of support for A”, denoted by S(A) with

0 d S ( A) d 1 . For such a statement, Shafer used a term “simple support function” to name
S(A) by saying at the end of this section that “indeed, if S(A) is a simple support function
focused on A, then S is the belief function with the basic probability numbers m(A) = S(A),

m(Θ) 1  S ( A) and m(B) = 0 for all other B  Θ ”.
Based on the above arguments, one cannot help but comprehend that S(A) has already
taken into account the weight of evidence, just as mentioned at the beginning of Chapter 5 in
Shafer’s book where it is said that weights of evidence were translated into simple support
functions as discussed in Chapter 4. Following these arguments, let w stand for the weight of
a piece of evidence and p(T ) for the degree of belief to which the evidence points to a
single non-empty subset T of Θ , or the probability to which the proposition T can be
proven when the evidence is gathered, we can have the following relationship among support
function S (T ) , weight w and the degree of belief p(T )

m(T )

S (T )

wp (T ) with 0 d w d 1 , 0 d p(T ) d 1 and

¦T

Θ

p(T ) 1

(9)

What Equation (9) means is that the degree of support for a proposition is proportional to
both the weight of the evidence and the belief degree to which the evidence points to the
proposition. In Shafer’s simple support function, p(T )

is assumed to be one. From

Equation (9), we then get m(T ) w . As investigated in the next two sections, the above ideas
about evidence weight have been embedded in some existing methods. The difference is how
to handle the residual support left by the evidence due to its weight, as measured by 1  w . In
Shafer’s book, the residual support is allocated to Θ , or m(Θ) 1  S (T ) 1  w , as
discussed above. In literature, this idea is generalized and formalized as Shafer’s discounting
method, defined for convenience of discussion as follows.

10
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Definition 1 (Shafer’s discounting) Suppose p(T ) is the degree of belief to which a
piece of evidence points to a proposition T . Let D be a factor that is used to discount

p(T ) , where D ( 0 d D d 1 ) can be interpreted as the reliability or importance of the
evidence, depending upon circumstances in which D is used. Then, Shafer’s discounting
method is defined to generate bpa for the evidence as follows

m(T )

Dp(T )
°
®Dp(T )  (1  D )
°0
¯

T  Θ,T z 
T Θ
T 

with 0 d D d 1

(10)

Shafer’s discounting method changes the specificity of the original evidence in the sense
that as long as 1  D ! 0 , global ignorance is introduced to a belief distribution even when the
evidence points to a proposition T precisely and unambiguously, or p(T ) =1. In other
words, if D  1 there will always be m(Θ) t 1  D ! 0 even if p(T ) 1 . In what follows,
two other schemata for allocating the residual support 1  D are examined and the rationale
of using Equation (9) to assign basic probability mass or the degree of support for a
proposition is discussed in the context of information fusion and multiple criteria decision
analysis, both of which share some common features and requirements.
3.2 Introduction to the PCR5 Rule with Evidence Weight
PCR5 was extended to deal with evidence weight in the context of importance discounting
(Smarandache et al., 2010). In this approach, the weight of a source is characterised by an
importance factor, or w with 0 d w d 1 . In the extended PCR5, the degree of support for a
proposition is given in the same way as in Equation (9), but the residual support is assigned to
the empty set as shown in the follow definition.
Definition 2 (PCR5 importance discounting): Suppose w is the weight of a piece of
evidence. The PCR5 importance discounting method is defined to generate bpa for the
evidence as follows
m(T )

wp (T )
®
¯wp (T )  (1  w)

T  Θ,T z 
with 0 d w d 1
T 

(11)

It is important to note that in Equation (11) bpa is assigned to the empty set. This means
that the distribution generated using Equation (11) is not a probability distribution even when
there is no ignorance in the original evidence, nor is it a belief distribution as defined in D-S
theory because similar to probability theory no belief can be assigned to the empty set in D-S
theory. Indeed, a new theory coined as DSmT (Dezert-Smarandache, 2006) is proposed to
11
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deal with such bpas. In DSmT, the PCR5 rule is modified to handle bpas as generated by
Equation (11), referred to as PCR 5 which is the same as Equation (8) except that m()
is not set to zero and the empty set is treated in the same way as any other subsets of Θ in
the process of evidence combination. This is the only difference between PCR 5 and
PCR5. While this paper is not intended to investigate DSmT in detail, it is worth noting that
PCR 5 does not constitute a probabilistic reasoning process for evidence combination as

discussed in D-S theory or in classical Bayesian probability theory. As such, there is a
question as to how to interpret the results generated by applying PCR 5 . Another concern is
that because the PCR 5 rule does not have the property of commutativity, the final results
generated by the PCR 5 rule depend on the order in which evidence is combined. In DSmT,
much attention is paid to simultaneous combination of evidence.
3.3 Introduction to the ER Approach and Its Weight Handling Method
In the ER approach, the assessment of an alternative on each criterion is regarded as a piece
of evidence; the weight of evidence is equal to the weight of a criterion. Suppose there are a
number of alternatives and each is assessed on L criteria ei (i = 1, …, L) using a common
set of N assessment grades (propositions) T n

(n 1,!, N ) , constituting a frame of

discernment denoted by Θ {T n , n 1,!, N } . If an alternative is assessed to a grade T n on
a criterion ei with a belief degree pn ,i , this assessment can be profiled as a BD defined by:
ei

{(T n , pn ,i ), n 1, ", N ; (Θ, pΘ ,i )}

with 0 d pn,i d 1 ( n 1,", N ),

¦

N

n 1

(12)

pn,i d 1 and pΘ,i 1  ¦n 1 pn,i being the degree of
N

global ignorance.
Suppose wi is the weight of the ith criterion, normalised to represent the relative
importance of the criterion by
0 d wi d 1 for i = 1, …, L and

L

¦w

i

1

(13)

i 1

The ER algorithm can now be briefly summarised and implemented recursively. First, the
basic probability masses for e1 are generated as weighted belief degrees as follows
mn ,1

w1 pn ,1 for n 1,!, N , mΘ ,1

w1 pΘ ,1 , and mP (Θ ),1 1  w1

(14)

Note that mP (Θ ),1 is the remaining support left uncommitted by e1 , coined as the residual
12
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support of e1 that cannot be assigned by e1 alone due to its weight. It is assignable to any
individual and/or subsets of grades, depending upon the nature and weights of other pieces of
evidence. Similarly, basic probability masses for another assessment e2 are generated by
mn, 2

w2 pn, 2 for n 1,!, N , mΘ , 2

w2 pΘ , 2 , and mP (Θ ), 2

1  w2

(15)

The basic probability masses of e1 and e2 are combined into the joint probability
masses for T n , Θ and P(Θ) using the following equations:
{ T n }:

mn ,e ( 2)

{ Θ }:

n = 1, …, N
mΘ , e ( 2) k mΘ ,1mΘ , 2  mΘ ,1mP (Θ ), 2  mP (Θ ),1mΘ , 2

k mn,1mn, 2  mn ,1 (mΘ , 2  mP (Θ ), 2 )  (mΘ ,1  mP (Θ ),1 )mn , 2

{ P(Θ) }: mP (Θ ),e ( 2)

k mP (Θ ),1mP (Θ ), 2

N
§
¨¨1  ¦
© n1

k

N

¦m

t 1, t z n

·
mt , 2 ¸¸
¹

(16a)
(16b)
(16c)

1

(16d)

n ,1

If there are more than two assessments to be combined, Equations (16a) to (16d) can be
rd
repeated to combine the 3 assessment with the previously-combined assessment mn ,e ( 2 ) (n

= 1, ..., N), mΘ ,e ( 2 ) and mP (Θ ),e ( 2 ) , and so on until all assessments are combined recursively.
The combined belief degrees, denoted by pn,e ( 2) and pΘ ,e ( 2 ) for L = 2 without loss of
generality, are generated by reassigning mP (Θ ),e ( 2 ) back to all focal elements of Θ as
follows:
{ T n }:

pn , , e ( 2 )

{ Θ }:

pΘ , e ( 2 )

mn , e ( 2 )
1  mP (Θ ),e ( 2 )

, n =1, ..., N

mΘ , e ( 2 )

1  mP ( Θ ),e ( 2 )
The combined assessment is then profiled by the following combined BD:

e(2)

^(T , p
n

n,e( 2)

(17a)
(17b)

), for n 1, ", N ; (Θ, pΘ ,e ( 2) )`

(18)

The combined BD provides a panoramic view about the overall performance of an
alternative with the degrees of its strengths and weaknesses (represented by the assessment
grades T n ) explicitly measured by the belief degrees. We now show that the above-outlined
original ER algorithm can be rewritten in the same way as given by the following lemma.
Lemma 1. The combined degrees of belief pn,e ( 2) and pΘ ,e ( 2 ) generated using the
original ER algorithm of Equations (12) to (18) can be equivalently rewritten as follows:
13
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pn, e ( 2)
k1

k1mˆ n, e ( 2) for n = 1, .., N, and pΘ ,e ( 2)

§ N
·
¨ ¦ mˆ t , e ( 2 )  mˆ Θ ,e ( 2 ) ¸
©t 1
¹

mˆ n,e ( 2)
mˆ Θ ,e ( 2)

>(1  w )m
>(1  w )m
2

n ,1

2

Θ ,1

k1mˆ Θ ,e ( 2 )

(19a)

1

(19b)

 (1  w1 )mn, 2 @  >mn,1mn , 2  mn,1mΘ , 2  mΘ ,1mn, 2 @
 (1  w1 )mΘ , 2 @  >mΘ ,1mΘ , 2 @

(19c)
(19d)

Proof. See Appendix A–1.
In Equation (19c), there are two square bracket terms. We name the first term as the
bounded sum of individual support from each of the two pieces of evidence e1 and e2 for
the proposition that an alternative is assessed to T n . In other words, it is the sum of the
degree of individual support mn,1 from e1 bounded by (1  w2 ) and the degree of the
individual support mn , 2 from e2 bounded by (1  w1 ) . Note that w1 is the weight of e1
and (1  w1 ) sets a bound on the role that e2 can play in its individual support for a
proposition. The first term implies that the higher the importance of a piece of evidence, the
less room it leaves for the other evidence to play. We name the second square bracket term as
the orthogonal sum of collective support from both e1 and e2 , with mn ,1mn , 2 measuring
the degree of direct or homogeneous support and (mn ,1mΘ , 2  mΘ ,1mn , 2 ) measuring the degree
of intersected or heterogeneous support for the proposition that an alternative is assessed to

T n due to the fact that T n  Θ T n for any n 1,", N and T  P(Θ) T for any

T Θ.
The above discussions show that the combined degree of belief pn,e ( 2) given by
Equation (19a) is equal to the bounded sum of individual support plus the orthogonal sum of
collective support from e1 and e2 for a proposition that an alternative is assessed to T n .
This is an interesting result that we will discuss in more detail in next sections.
3.4 New Weighted Belief Distribution (WBD)
In Equation (12), only global ignorance was taken into account. In general, a piece of
evidence ei can be profiled by a BD, defined as follows
ei

^T , p

T ,i

, T  Θ, ¦T Θ pT ,i

`

1

(20)
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where T , pT ,i

is an element of evidence ei , representing that the evidence points to

proposition T to the degree of

pT , i . T , pT ,i

will be referred to as a focal element of ei

if pT ,i ! 0 . In Equation (20), both global ignorance and local ignorance are taken into
account. Suppose the weight of evidence ei is denoted by wi for i 1,!, L , which are not
necessarily normalised to unity as required in Equation (13).
We are now in a position to generalise the bpa calculation method proposed in the ER
approach, as shown by Equation (14), for assigning basic probability masses generally. First
of all, it is worth noting that the method shown in Equation (14) recognises the difference
between residual support and the degree of global ignorance. In other words, the residual
support of ei is measured by mP (Θ ),i

1  wi , which is not assigned to Θ as global

ignorance and hence is not part of mΘ ,i in ei in both bpa calculation and the process of
combining evidence. The importance of this distinction cannot be overemphasised because
the global ignorance in a piece of evidence is its intrinsic property and has no relevance to
other evidence, whilst the residual support is the extrinsic feature of the evidence and is
incurred due to the relative importance of the evidence compared with other evidence.
Without making this distinction, global ignorance would be introduced into a piece of
evidence even if the evidence originally has no ignorance at all, which would inevitably lead
to the change of the specificity or the distortion of the evidence. Combining distorted
evidence leads to irrational results in the sense that even if all pieces of evidence are given as
precise probability distributions with no ignorance at all their combined results will still have
a degree of global ignorance.
If such distinction is ignored, for example, as in the case of using Shafer’s discounting
method to take into account weights of evidence, we would have to face the question of how
to interpret the results generated. To illustrate the above arguments, suppose the following
two pieces of evidence are given equal weight w1
e1

^( A, 1 - G ), ( B, G )`

and e2

w2 1  J with 0 d J d 1

^( B, G ), (C, 1 - G )`

(21)

where A, B and C are mutually exclusive and collectively exhaustive propositions, and G is
a small positive real number with 0 d G d 1 .
If G is set to be a small number, for example G

0.01 , and Shafer’s method is used to

discount the two pieces of evidence by their weights w1 and w2 , we would have the
following discounted BDs
15
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m1
m2

^( A, 0.99(1  J )), ( B, 0.01(1  J )), ({ A, B, C}, J )`
^( B, 0.01(1  J )), (C, 0.99(1  J )), ({ A, B, C}, J )`

(22)
(23)

where the element { A, B, C} is the frame of discernment representing global ignorance.
If J is taken as a small number, for example J

0.05 , applying Dempster’s rule to

aggregate the above two discounted BDs (22) and (23) will lead to the following result:
m m1  m2

^( A, 0.4819 ), ( B, 0.0107 ), (C, 0.4819 ), ({ A, B, C}, 0.0256 )`

(24)

This result makes sense but is not precise, because the aggregated result of the two pieces
of evidence e1 and e2 with no ignorance at all still includes a belief degree of 0.0256
allocated to the frame of discernment showing a degree of global ignorance, even though the
degree 0.0256 is rather small.
It is easy to show that for any J ! 0 the result generated by combining (22) and (23)
using Dempster’s rule will always lead to similar imprecise results in the sense that the
combined degree of belief in { A, B, C} will always be positive. An extreme case in the
above example is to set G

1 and J ! 0 . In this case, B is surely supported by each of the

two pieces of evidence with no ignorance or ambiguity; however, their combination leads to a
positive degree of belief in { A, B, C} for any J ! 0 , which is obviously irrational. This will
still be the case even if there are many more pieces of evidence surely supporting B.
The above discussions show that it is irrational to assign the residual support specifically
to the frame of discernment. Following similar arguments, it can be asserted that it is
irrational to assign the residual support specifically to only one of other propositions. If
Equation (1) is followed, as is the case in D-S theory, the residual support must not be
assigned to the empty set either. So, it seems that the only appropriate way to allocate the
residual support is to make it assignable to any propositions with no prior specification,
which implies that the residual support should be assigned to the power set of the frame of
discernment instead of specifically to the frame of discernment or any its single subset. The
above discussion leads to the following definition.
Definition 3 (Weighted belief degree) Suppose wi ( 0 d wi d 1) is the weight of evidence
ei defined in Equation (20) with wi =0 and 1 standing for “not important at all” and “the

most important” respectively. The weighted belief degree for ei are then defined as follows
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mT ,i

T 
0
°
®wi pT ,i T  Θ,T z 
°1  w T P(Θ)
i
¯

mi (T )

(25)

The term mT ,i may also be referred to as basic probability mass or the degree of support
for T from ei . Definition 3 generalises the bpa method of the ER approach as shown in
Equation (14) to handle both local and global ignorance. It is worth noting that multiplying
pT ,i by the same weight wi for all T  Θ does not change the relativity property of belief

degree, or m A,i mB ,i

p A,i p B ,i for any A, B  Θ . As such, the specificity of evidence ei

is kept intact. In Definition 3 the residual support (1  wi ) of ei is nominally attached to

P(Θ) without being pre-assigned to any specific proposition of Θ . The residual support can
thus be conjunctively redistributed to all propositions because T  P(Θ) T for any

T  Θ . This can ensure genuine conjunctive reasoning in an evidence combination process.
To facilitate conjunctive reasoning based on Definition 3, evidence profiled by Equation
(20) needs to be represented by a so-called Weighted Belief Distribution (WBD) defined as
follows. First, note from the above discussions that the residual support (1  wi ) of ei is the
amount of remaining support left uncommitted by ei due to its weight. This means that ei
plays only a limited role equal to its weight wi in support for a proposition and the quantity
(1  wi ) sets a bound on the role that another piece of evidence can play with which ei is

combined. The WBD of ei , denoted by mi , is then constructed from its BD by replacing
each belief degree pT ,i with its weighted belief degree mT ,i , and by adding to BD a special
element P(Θ), mP (Θ ),i

mi

^T , m

T ,i

as follows

, T  Θ; P(Θ), mP (Θ ),i

`

(26)

Note that mP (Θ ),i 1  wi is the residual support of evidence ei incurred due to its weight
and there is

¦

T Θ

mT ,i  mP ( Θ ),i = wi

¦T

Θ

pT ,i  (1  wi ) =1 since

¦T

Θ

pT ,i

1 in Equation

(20). It is interesting to note from Definition 3 that the following one-to-one connection
always holds between a BD and its corresponding WBD:
pT ,i

mT ,i
, T  Θ
1  mP (Θ ),i

(27)
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The above analysis shows that a BD (Equation (20)) and its WBD (Equation (26)) are
complementary to each other for representing the same piece of evidence and can be deduced
from each other through Equations (25) and (27). In other words, BD and WBD are the two
sides of the same coin for representing the same piece of evidence. While the BD of a piece
of evidence is used to describe its intrinsic property of how it points to propositions, its
corresponding WBD is used to represent its extrinsic support for propositions in comparison
with other evidence, as discussed in detail later in this paper. A special case of Equation (26)
is when there is no local ignorance. In this case, WBD reduces to the following format:

^T , w p

mi

n

i

T n ,i

, n 1," ,N ; Θ, wi pΘ ,i ; P(Θ), 1  wi

Note that in Equation (28) there is

¦

N

n 1

`

wi pT n ,i  wi pΘ,i  (1  wi ) =1 as

(28)

¦

N

n 1

pT n ,i  pΘ,i 1 .

The original ER algorithm is generated by implementing the orthogonal sum operation on
WBDs, as given by the following theorem.
Theorem 1 (Original ER algorithm). The ER algorithm given by Equations (12)-(18) is
the result of implementing the orthogonal sum operation on WBDs defined by Equation (28)
with

¦

L

i 1

wi 1 .

Proof. See Appendix A–2.
Theorem 1 asserts that to generate the combined belief degrees from two pieces of
independent evidence with their relative weights, the orthogonal sum operation should be
applied to combine their WBDs rather than BDs. This is logical as the former takes into
account interrelationships among evidence whilst the latter does not.
3.5 New ER Rule with Evidence Weight
In Theorem 1, we assumed that there exists no local ignorance in all evidence. In the
following discussions, we drop this assumption by taking into account both global and any
local ignorance. We thus generalise the ER algorithm to the following ER rule.
Theorem 2 (ER rule with weight). Suppose two pieces of independent evidence e1 and

e2 are each profiled by Equation (20) and their WBDs are represented by Equations (25) and
(26). The combined degrees of belief to which both e1 and e2 jointly support proposition

T , denoted by pT ,e ( 2 ) , is given as follows
pT , e ( 2 )

T 
0
° mˆ T , e ( 2)
®
T  Θ, T z 
°̄ ¦ D  Θ mˆ D , e ( 2 )

(29)
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mˆ T ,e ( 2)

>(1  w )m
2

T ,1

 (1  w1 )mT , 2 @ 

¦m

B C T

B ,1

T  Θ

mC , 2

(30)

with w1 and w2 as the weights of evidence e1 and e2 respectively which are not
necessarily normalised, 0 d pT , e ( 2 ) d 1 T  Θ and

¦T

Θ

pT ,e ( 2 )

1.

Proof. See Appendix A–3.
From the proof of theorem 2, it can be noted that mˆ T ,e ( 2 ) measures the amount of total
joint support for proposition T from both e1 and e2 , generated by the conjunction or the
orthogonal sum of the two WBDs for e1 and e2 . Note that the conjunction of a proposition

T with the power set P(Θ) is still itself T . As such, for example, the residual support
(1  w1 ) of evidence e1 is conjunctively redistributed to all the focal elements of e2 . This
ensures that the specificity of a belief distribution is kept intact in the evidence combination
process in the sense that only the focal elements of e1 and e2 will remain as focal elements
after combination. Consequently, in the combination process no belief is distributed to the
empty set that is not a focal element in any legitimate belief distribution.
Theorem 2 reinforces the notion that the combined degree of belief to which two pieces
of independent evidence jointly support a proposition consists of two parts: the bounded sum
of their individual support (the square bracket term in Equation (30)) and the orthogonal sum
of their collective support (the last term of Equation (30)). The rationale of Equation (30) can
be explained as follows. If two pieces of evidence each play limited roles bounded by their
weights, in addition to their collective support, individual support from any evidence should
be counted as part of the combined support in general. If one piece of evidence plays a
dominant role, individual support from the other evidence will be counted only to reinforce
what are already supported by the dominant evidence but not for any other propositions. To
combine more than two pieces of independent evidence, we have the following results.
Corollary 1 (Recursive combination of WBDs). Suppose L pieces of independent
evidence are each profiled by Equation (20) and their WBDs are represented by Equations
(25) and (26). Suppose e(i) denotes the combination of the first i pieces of evidence and
mT ,e (i ) is the probability mass to which T is supported jointly by e(i) , with mT ,e (1)

and mP (Θ ),e (1)

mT ,1

mP (Θ ),1 . The orthogonal sum of the first i WBDs is then given as follows
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mT , e (i )

>m1  "  mi @(T )

mˆ T ,e (i )

>(1  w )m
i

mˆ P (Θ ),e (i )

T , e ( i 1)

T

0
°
mˆ T , e (i )
®
°̄ ¦ D  Θ mˆ D , e (i )  mˆ P (Θ ),e (i )

@ ¦m

 mP (Θ ),e (i 1) mT ,i 

B C T

B , e ( i 1)


(31)

T z
mC ,i , T  Θ

(32)

1  wi mP (Θ ),e (i 1)

(33)

where wi is the weight of ei , which is not necessarily normalised, 0 d mT , e (i ) , mP (Θ ),e (i ) d 1
and

¦T

Θ

mT , e ( i )  mP (Θ ),e ( i )

1 for i

2, !, L recursively.

Proof. See Appendix A–4.
Corollary 2 (Recursive ER rule with weight). The combined degree of belief to which
L pieces of independent evidence ei with weights wi ( i 1,!, L ), which are not
necessarily normalised, jointly support proposition T is given by

pT

pT , e ( L )

T 
0
° mˆ T , e ( L )
®
T z
°̄ ¦ B  Θ mˆ B , e ( L )

with mˆ T ,e ( L ) given by Equations (32) for i

(34)

L , 0 d pT d 1 T  Θ and

¦T

Θ

pT

1.

Proof. See Appendix A–5.
Corollary 1 is established to calculate the probability masses for the combined WBD of
the first i pieces of evidence. It needs to be applied L  1 times in a recursive fashion.
Corollary 2 is established to calculate the belief degrees of the final combined BD after all the
L pieces of evidence are combined, and is applied only once at the end of the recursive
process. Corollary 1 and Corollary 2 constitute the ER rule for combining multiple pieces of
independent evidence under the condition that each piece of evidence plays a limited role
equal to its weight.
3.6 First Numerical Comparison Study
In this section, a simple example (Smarandache et al., 2010) is re-examined to illustrate how
the following three rules deal with evidence weights differently: Dempster’s rule (Equation
(5)) with Shafer’s discounting method of Equation (10), the PCR 5 rule (Equation (8)
except that m() is not forced to 0) with the PCR 5 importance discounting method
given by Equation (11), and the ER rule with weight. The example is re-described using the
notation of belief (probability) distribution defined by Equation (20) as follows.
20

628

Communal Assembly Paper

www.daifture.org

^A, B`

Example 1: Suppose Θ
and e2 given by e1

^ A, 0.8 ,

and there are two pieces of independent evidence e1

B, 0.2 ` and e2

^ A, 0.4 ,

B, 0.6 ` , both of which are

complete without any ignorance, that is they are both Bayesian probability distributions.
Case 1 (no importance discounting). Suppose the two pieces of evidence are both very
important and have the same maximal importance, or w1

w2

1 . The process and results

generated using the three rules are shown in Tables 1. Note that in this case Equation (29)
reduces to Equation (5), so the ER rule reduces to Dempster’s rule. The results generated
by PCR 5 are different from those of Dempster’s rule or the ER rule. This is not surprising
as PCR 5 is not a Bayesian process and adopts a relative weighting scheme to allocate the
conflicting beliefs between A and B, so A and B are given different proportions of the
conflicting beliefs. In Dempster’ rule however, the conflicting beliefs earmarked to the empty
set initially are re-distributed to the propositions A and B by the same proportion of (1-0.56).
Table 1
Dempster’s Rule

Comparison of Three Rules for Case 1

A
B
m1
0
0.8
0.2
m2
0
0.4
0.6
¦C D T m1 (C )m2 ( D) 0.56 0.32 0.12

¦
ER Rule

C D T

m1 (C )m2 ( D )

m
m1
m2
mT ,e ( 2 )

P(Θ)
0
0
0
0
0
0

0
0
0

0.7273
0.8
0.4

0.2727
0.2
0.6

0
0
0
0

0.56
0
0
0

0.32
0.6476
0.8
0.4

0.12
0.3524
0.2
0.6

0
0
0
0

0
0
0
0

0

0.7273

0.2727

0

0

0

0.7273

0.2727

0

0

m
m1
m2

PCR 5 Rule

Θ
0
0

pT ,e ( 2 )

Case 2 (with importance discounting). Now suppose the weights of e1 and e2 are
different and are given for example by w1

w1  w2

0.2 and w2

0.8 . Note that there is

1 in this case as the relative importance of e1 and e2 is taken into account. In

general, this unity constraint does not have to be applied. The process and results generated
using the three rules are shown in Tables 2. It is worth noting that as there is no ignorance in
e1 or e2 , the final result for m(Θ) , the degree of global ignorance generated by Dempster’s

rule, as shown in the Θ column and the fifth row of Table 2, is incurred entirely due to
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using Shafer’s discounting method (Equation (10)), or assigning m( P(Θ)) to Θ so m(Θ)
= m( P(Θ)) . If m( P(Θ)) is then redistributed to A and B, or p(A)

0.3726 /(1  0.1757) = 0.452; p(B)

m( A) /(1  m(Θ)) =

m( B) /(1  m(Θ)) = 0.4517 /(1  0.1757) =0.548, these

results will be the same as those generated by the ER rule, as shown in the last row of Table
2. If there is global ignorance in any evidence however, the separation between m(Θ) and

m( P(Θ)) and the redistribution of m( P(Θ)) become impossible after the combination of
evidence by Dempster’s rule. Without the separation and redistribution, the final results
shown in the fifth row of Table 2 are counter-intuitive as both pieces of evidence e1 or e2
are complete and Bayesian but their combined result becomes incomplete and non-Bayesian.
This example shows that Shafer’s discounting method leads to a non-Bayesian reasoning
process. This also explains why the residual support 1  wi

needs to be earmarked for or

nominally allocated to P(Θ) rather than specifically assigned to any individual element of

P(Θ) a priori.
Table 2
Dempster’s
Rule

¦

C D

Comparison of Three Rules for Case 2
A
B

m1
0
0.16
0.04
m2
0
0.32
0.48
m (C )m2 ( D ) 0.0896 0.3392 0.4112
T 1
m
m1
m2

PCR 5 Rule

¦
ER Rule

C D T

m1 (C )m2 ( D )

m
m1
m2
mT ,e ( 2 )

pT ,e ( 2 )

Θ
0.8
0.2

P(Θ)
0
0
0
0
0
0

0
0.8
0.2

0.3726
0.16
0.32

0.4517
0.04
0.48

0.1600
0.1757
0
0

0.9296
0
0
0

0.0512
0.43
0.16
0.32

0.0192
0.57
0.04
0.48

0
0
0
0

0
0
0.8
0.2

0

0.3726

0.4517

0

0.1757

0

0.452

0.548

0

0

In Table 2, the results generated by the PCR 5 rule are close to those generated by the
ER rule. However, this seems more coincidental for this particular example than general. This
is because when applying PCR 5 to get the bpa of a piece of evidence its specificity is
changed, as beliefs are assigned to the empty set in PCR 5 . However, when applying the
ER rule to get the bpa there is no change of specificity for any evidence. Also, the two rules
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forms different processes with PCR 5 being a non-Bayesian process and the ER rule a
conjunctive probabilistic reasoning process, or a generalised Bayesian reasoning process.
4. New ER Rule to Combine Evidence with Both Weight and Reliability
Shafer’s discounting (Shafer, 1976) has been widely regarded as reliability discounting
(Florea et al., 2009). As discussed in the introduction section, there is clear difference
between evidence importance and evidence reliability. In information fusion, for example, the
importance of an information source is indicated by weight as granted to the source by a
fusion system designer, which can be relative to other information sources; the reliability of
an information source represents its ability to provide correct assessment or solution for a
given problem (Smarandache et al., 2010). In other words, the reliability and importance of a
piece of evidence may not measure the same property of the evidence, and as such they need
to be treated separately in an inference process. In this section, we first review how this was
handled in the enhanced PCR5 rule, which seems to be the closest to what is established in
this paper. We will then enhance the ER rule to deal with both evidence importance and
reliability in a unified and coherent framework of weighted belief distributions with
reliability, followed by a comparison study.
4.1 Introduction to the PCR5 Rule to Combine Evidence with Weight and Reliability
In the enhanced PCR5 rule, weight and reliability are taken into account by using Shafer’s
discounting method to deal with reliability and the PCR5 importance discounting method
(Definition 2) to handle weight (Smarandache et al., 2010). The basic idea is to generate bpa
th

by first discounting the i piece of evidence with its reliability using Shafer’s discounting
method (Equation (10)), followed by discounting the discounted evidence with its weight
using the PCR5 importance discounting method (Equation (11)), with the generated bpa
represented by mri , wi . An alternative way is to change the order of the two types of
discounting, with the generated bpa represented by mwi , ri . In general, it is the case that
mri , wi z mwi , ri , and therefore different methods could be developed to combine these two

types of bpa. Since these methods are fairly similar, we only introduce the first method.
PCR5 Method 1: This method consists of the following steps:
Step 1: Apply Shafer’s discounting method to discount evidence by reliability and then
the PCR5 importance discounting method to further discount the discounted evidence by
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weight, leading to mri , wi T

for all T and i=1, …, L. Then combine mri , wi T

for all i=1,

…, L for each T using PCR 5 , and normalise the combined bpa, which is represented by
mPCR 5,r ,w T .

Step 2: Reverse the order of the first part in Step 1 to get mwi , ri T

for all T and i=1,

…, L. Then repeat the next two parts of Step 1 to get mPCR 5,w,r T .
Step 3: Combine the bpas generated from Step 1 and Step 2 using some combination rule
such as the arithmetic mean operator, to get the final result, given by mPCR5 T .
The above PCR5 method is straightforward and relatively simple if any possible
complexity of the PCR5 rule is taken out of the picture. Since the two discounting methods
each change the specificity of evidence as mentioned above, the process of this method is no
longer Bayesian after the implementation of Shafer’s discounting method for reliability, nor
is it a probable reasoning process as defined in D-S theory after the implementation of the
PCR5 importance discounting method for weight. This reasoning process may be interpreted
as a plausible and paradoxical reasoning process as for the PCR5 rule. So it remains as a
question how to interpret the results generated by using the PCR5 Method 1.
4.2 New ER Rule to Combine Evidence with Weight and Reliability
In section 3.3, the weight of a piece of evidence was used to define WBD for representing the
degree of support to each proposition, with the residual support, measured by 1  wi ,
earmarked to the power set. This approach retains the specificity of the original evidence as
represented by a belief distribution in the processes of both generating bpa and combining
support by the orthogonal sum operation. As such, it is a conjunctive probabilistic reasoning
process or a Bayesian process when used to combine probability distributions.
The role of the residual support can be explained by examining the ER rule. As shown in
Equation (30), the real purpose of the residual support 1  w1 (or 1  w2 ) is to set a bound
within which the other piece of evidence can play a limited role. For example, if 1  w1
there will be (1  w1 )mT , 2

0 . This means that if 1  w1

0,

0 the individual support for T

from the second piece of evidence e2 will not be counted at all, however reliable e2 may
be. At the other extreme, if 1  w1 1 , the individual support from e2 will be fully counted.
The same can be said for the first piece of evidence if 1  w2

0 or 1  w2

1 . This shows
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that the residual support 1  wi acts as the unreliability of the ith piece of evidence. The
above analysis leads to the following more generic definition.
Definition 4 (ER weighting with reliability) Suppose wi is the weight of evidence ei
defined in Equation (20) with 0 d wi d 1 and ri is the reliability of ei with 0 d ri d 1 and
ri =0 and 1 standing for “not reliable at all” and “fully reliable” respectively. The basic

probability masses for ei are then assigned as follows

~
m
T ,i

0
°
®crw,i mT ,i
°c 1  r
i
¯ rw,i

T 
T  Θ, T z 
T P(Θ)

(35)

crw,i 1 1  wi  ri

(36)

~ measures the degree of support for T from e with both the
In Definition 4, m
i
T ,i

weight and reliability of ei taken into account. 1  ri is the unreliability of evidence ei ,
which sets a bound on the role that other evidence can play when combined with ei . In
~
particular, there is m
P ( Θ ),i

for any B  T

~
0 when ri 1 , so any T will be ruled out by ei if m
B ,i

T , whatever support T may get from other evidence. crw,i is a

normalisation factor such that
~
Let w
i

0

¦T

Θ

~ m
~
m
1 given mT ,i
T ,i
P ( Θ ),i

wi pT ,i and

¦T

Θ

pT ,i

1.

~ p and c 1  r
crw,i wi . In Equations (35), crw,i mT ,i is then equal to w
i T ,i
rw, i
i

~ . As such, Equation (35) can be equivalently rewritten as follows
equal to 1 w
i

~
m
T ,i

T 
0
°~
®wi pT ,i T  Θ,T z 
~ T P(Θ)
°1  w
i
¯

(37)

~ acting as a new weight. Hence, c
which is consistent with Definition 3 with w
rw,i also acts
i

as a regulative coefficient to adjust wi according to reliability ri , resulting in a hybrid
~
~ with w
~  w ( c <1) if r  w , w
weight w
i
i
i
i
i
i
rw,i

wi ( crw,i =1) if ri

( crw,i >1) if ri ! wi . Furthermore, if ei is fully reliable, or ri

~ !w
wi , and w
i
i

~
1 , there will be w
i

1 ; if ei

~  1 . Since c t 0 and w t 0 , there is
is not fully reliable, or ri  1 , there will be w
rw, i
i
i
~ t0. w
~ can thus be interpreted as a hybrid weight and reliability coefficient for
always w
i
i
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~ t 0.
ei , or the adjusted weight of ei , to measure the degree of support from ei with 1 t w
i

From Definition 4, a piece of evidence can be represented by

mi

^T , m~

T ,i

~
, T  Θ; P(Θ), m
P ( Θ ),i

`

(38)

The above distribution is called Weighted Belief Distribution with Reliability (WBDR).
It is worth noting that in Definition 4 the original specificity of the belief distribution of
ei as represented by pT ,i is strictly preserved because the following equation always holds
pT ,i

~
m
T ,i
, T  Θ
~
1 m
P ( Θ ),i

(39)

Given the above discussions, the new ER rule with weight and reliability taken into
account results from the orthogonal sum of two WBDRs as follows.
Corollary 3 (ER rule with weight and reliability). Suppose two pieces of independent
evidence e1 and e2 are each profiled by Equation (20) and their WBDRs are represented by
Equation (38). The combined degrees of belief to which e1 and e2 jointly support
proposition T , denoted by pT ,e ( 2 ) , is given by Equation (29) with mˆ T ,e ( 2 ) given by
mˆ T ,e ( 2 )

>(1  r )m

T ,1

2

 (1  r1 )mT , 2 @ 

~
Proof. Note that m
T ,i

¦m

B C T

B ,1

T  Θ

mC , 2

~
crw,i mT ,i for any T  Θ and m
P ( Θ ),i

(40)
crw,i 1  ri

for i=1, 2. The

proof is then the same as for proving Theorem 2 by implementing the orthogonal sum
□

operation on the WBDRs of e1 and e2 with crw,i canceled out in the normalisation.
To combine multiple pieces of evidence, we have the following results.

Corollary 4 (Recursive ER rule with weight and reliability). Suppose L pieces of
independent evidence are each profiled by Equation (20) and their WBDRs are represented by
Equation (38). Suppose e(i) is defined in the same way as in Corollary 1. The combined
degree of belief to which L pieces of independent evidence ei with weight wi and
reliability ri ( i 1,!, L ) jointly support proposition T is given by Equation (34) with
mˆ T ,e ( L ) generated by recursively applying Equation (31) and the following two equations

mˆ T ,e (i )
mˆ P (Θ ),e (i )

>(1  r )m
i

T ,e ( i 1)

@ ¦m

 mP (Θ ),e (i1) mT ,i 

BC T

B ,e ( i 1)

mC ,i , T  Θ

1  ri mP (Θ ),e (i1)

(41)
(42)
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~
Proof. Note that m
T ,i

~
crw,i mT ,i for any T  Θ and m
P ( Θ ),i

crw,i 1  ri

for

i 1,!, L . The proof is then the same as for proving Corollary 1 and Corollary 2 by
implementing the orthogonal sum operation recursively on the WBDRs of ei for i 1,!, L ,
followed by implementing Equation (34) once at the end with crw,i canceled out in the
□

normalisation.

It should be noted that in both Corollary 3 and Corollary 4 the orthogonal sum operation
was used to combine WBDRs. As such, the above ER rule with evidence weight and
reliability constitutes a conjunctive probabilistic reasoning process and is a Bayesian
inference process when used to combine probability information.
We can now calculate overall reliability. Let re ( L ) stand for the combined reliability of
all L pieces of evidence e(L) and we ( L ) for the combined weight of e(L) . From Equations
(36) and (37), we get mP (Θ ),e ( L )

1  re ( L )

1  we ( L )  re ( L ) . With mP (Θ ), e ( L ) generated by

Corollary 4 and we ( L ) judged by the decision maker, we can get re ( L ) as follows
re ( L ) ( we ( L ) )

1  mP (Θ ),e ( L ) 1  we ( L )

1  mP (Θ ),e ( L )

(43)

It should be noted that the above equation does not define the relationship between
reliability and weight. Rather, it is simply deduced to calculate the combined reliability from
the generated residual support mP (Θ ),e ( L ) , which depends on how we ( L ) is judged. If we ( L ) =
re ( L ) , there will be re ( L ) 1  mP (Θ ),e ( L ) . If a precise judgement for we ( L ) cannot be provided,

the range of possible values for we ( L ) can be decided by noting that the maximal value for
we ( L ) is 1 and the minimal value of we ( L ) should not be smaller than the maximum of the

weights of the L pieces of evidence combined. So, in general re ( L ) is given by

>

@

re ( L ) ( we ( L ) )  re ( L ) (1), re ( L ) max^wi ` .

(44)

It is worth noting from Corollary 4 that mP (Θ ),e ( L ) will be zero if and only if any piece of
evidence is fully reliable. From Equation (43), it can then be said that re ( L ) will be one if and
only if any of the L pieces of evidence is fully reliable, and otherwise less than one.
4.3 Second Numerical Comparison Study
From the literature, only the PCR5 Method as summarised in Section 4.1 is found comparable
with the new ER rule in terms of distinctively taking into account both the weight and the
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reliability of evidence in combination. In this section, these two rules are compared using the
same example as examined in the literature (Smarandache et al., 2010).
Suppose Θ

^A, B, C`

with A, B and C mutually exclusive and collectively exhaustive,

and three pieces of independent evidence e1 , e2 and e3 are represented by three belief
distributions as shown by the 2nd to 4th rows of Table 3. Suppose their reliabilities are given

0.8 , r2

by r1
and w3

0.5 and r3

0.2 respectively, and their weights by w1

0.9 , w2

0.3

0.6 respectively.

Table 3
pT ,i



e1
e2
e3

0
0
0

Three pieces of independent evidence
^A, B` ^A, C`
C
A
B
0.8
0.4
0.1

0
0.3
0.3

0
0
0.5

0.1
0.2
0

0.1
0
0

^B, C` ^A, B, C`
0
0.1
0

0
0
0.1

The results generated by using the PCR5 Method 1 were originally provided in tables 5 to
table 7 of the paper authored by Smarandache et al. (2010). These results are rearranged in a
consistent way with the other results of this paper, as shown in Table 4. In rows 2-4 of Table
4 headed by mr1 ,w1 T , mr2 ,w2 T

and mr3 ,w3 T , the reliability-importance discounting is

performed for e1 , e2 and e3 by applying Shafer’s reliability discounting method first
(Equation (10) with D replaced by ri ), followed by applying the PCR5 importance
discounting method (Equation (11)). Similarly, the importance-reliability discounting
(Equation (11) applied first and then Equation (10) with D replaced by ri ) is performed as
shown in rows 5-7 of Table 4 headed by mw1 ,r1 T , mw2 ,r2 T

and mw3 ,r3 T . The results of

Steps 1, 2 and 3 of the PCR5 Method 1 are given by rows 8, 9 and 10 of Table 4 headed by
mPCR5, r , w T , mPCR5, w, r T

and mPCR 5 T

respectively.

The results generated by using the ER rule are shown in Table 5. The support for each
proposition from every piece of evidence is given as bpa generated by using Definition 4, as
~ , m
~
~
and m
respectively. mˆ
and
shown in rows 2-4 of Table 5 headed by m
T ,1

T ,2

T ,3

T ,e ( 2)

mT ,e ( 2 ) , followed by mˆ T ,e ( 3) and mT ,e ( 3) , in rows 5 – 8 of Table 5 are generated by applying

Corollary 3 recursively, and pT ,e (3) in row 9 of Table 5 by using Corollary 4.
Table 4

Results generated by the PCR5 Method
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A

B

C

^A, B` ^A, C`

^B, C` ^A, B, C`

mr1 ,w1 T

0.1

0.576

0

0

0.072

0.072

0

0.18

mr2 ,w2 T

0.7

0.06

0.045

0

0.03

0

0.015

0.15

mr3 ,w3 T

0.4

0.012

0.036

0.06

0

0

0

0.492

mw1 ,r1 T

0.08 0.576

0

0

0.072

0.072

0

0.2

mw2 ,r2 T

0.35

0.06

0.045

0

0.03

0

0.015

0.5

mw3 ,r3 T

0.08 0.012

0.036

0.06

0

0

0

0.812

mPCR 5,r ,w T

0

0.5741

0.0254

0.0182 0.0311 0.0233

0.0032

0.3247

mPCR 5,w,r T

0

0.4927

0.0244

0.0182 0.0464 0.0386

0.0032

0.3765

mPCR 5 T

0

0.5334

0.0249

0.0182 0.0388 0.0310

0.0032

0.3506

~
m
T ,1
~
m

Table 5


A

Results generated by the ER rule
^A, B` ^A, C`
C
B

^B, C` ^A, B, C`

P(Θ)

0

0.6545

0.0000

0.0000 0.0818 0.0818

0.0000

0.0000

0.1818

0

0.1500

0.1125

0.0000 0.0750 0.0000

0.0375

0.0000

0.6250

0

0.0429

0.1286

0.2143 0.0000 0.0000

0.0000

0.0429

0.5714

mˆ T ,e ( 2 )

0

0.5406

0.0288

0.0027 0.0624 0.0450

0.0060

0.0000

0.1000

mT ,e ( 2 )

0

0.6882

0.0367

0.0034 0.0794 0.0573

0.0076

0.0000

0.1273

mˆ T ,e ( 3)

0

0.6490

0.0767

0.0617 0.0683 0.0493

0.0066

0.0076

0.1018

mT ,e ( 3)

0

0.6356

0.0751

0.0604 0.0669 0.0483

0.0064

0.0075

0.0997

pT ,e (3)

0

0.7061

0.0835

0.0671 0.0743 0.0536

0.0071

0.0083

T ,2

~
m
T ,3

The final results of the PCR5 method shown in the last row of Table 4 are significantly
different from those of the ER rule shown in the last row of Table 5. A question arises as to
which results could be trusted and if so why? Comparing the three pieces of evidence given
in rows 2-4 of Table 3 with those of rows 2-4 of Table 4 generated by the reliabilityimportance discounting, it can be noted that the specificity of the original evidence is
changed. For example, e1 does not contain any global ignorance with p^A, B ,C `,1

0 as

shown in the 2nd row and last column of Table 3, but after the discounting there is
mr1 , w1 ^A, B, C`

0.18 as shown in the 2nd row and last column of Table 4. There are similar

specificity changes for e2 and e3 . For e3 , the specificity change leads to difficulty in
interpreting bpa and consequently the final results. This is because e3 does include global
ignorance with p^A, B ,C `,3

0.1 , as shown in the last row and last column of Table 3, which is
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then mixed with the residual support of e3 , or 1  w3 , in the discounting and/or combination
processes. The outcome mr3 , w3 ^A, B, C`

0.492 in the 4th row and last column of Table 4 is

a mix of two different things: global ignorance and residual support. The discounting also
leads to basic probability masses being given to the empty set for e1 , e2 and e3 with
mr1 ,w1 

0.1 , mr2 ,w2 

0.7 and mr3 ,w3 

0.4 as shown in rows 2-4 and column 2 of

Table 4. One of the consequences of these changes of specificity is that the three distributions
shown in rows 2-4 of Table 4 are no longer a belief distribution as defined in D-S theory and
that the numbers in the distributions need to be reinterpreted because they are not probability
as defined in probability theory or belief as defined in D-S theory. There are similar changes
of specificity after the importance–reliability discounting method is employed, as shown in
rows 5-7 of Table 4.
As discussed before, the PCR5 rule is not a probabilistic reasoning process, so the result it
generates is not a probability, nothing to say that the specificity of each piece of evidence has
already been changed even before the PCR5 rule is applied. As such, there is a question as to
how to interpret what the results generated by PCR5 actually mean. By looking at the final
result shown in the last row of Table 4, one obvious concern is that a large portion of the final
result is generated as global ignorance with mPCR5 ^A, B, C`

0.3506 , as shown in the last

row and last column of Table 4. Hence it may be concluded from this final result that:
x

It is most plausible that proposition A is true with a plausibility degree of at least 53.34%,
which could be as high as 95.38%, or (0.5334+0.0388+0.031+0.3506) u 100, and

x

Any other proposition could also be true with a range of plausibility degrees that could be
as high as over 35.06%.

The question is whether such conclusions make sense or not. To answer this question, it is
necessary to look at the original data and use intuitive reasoning qualitatively. It is obvious
from Table 3 that proposition A should be the most likely to occur among all propositions. So
the above first conclusion does make sense. However, is the range of plausibility degrees
[53.34%, 95.38%] appropriate? To answer this question, let’s examine the original and
generated data for

^A, C`, ^B, C`

and

^A, B, C`. In the original data, each of them is only

given a belief degree of 0.1 in e1 , e2 and e3 respectively, or p^A,C `,1
and p^A, B ,C `,3

0.1 , p^B ,C `, 2

0.1

0.1 as shown in Table 3. It thus seems reasonable to expect that none of them

should be given a larger degree of belief than 0.1 in the final results after the three pieces of
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evidence are combined. In the final result shown in the last row of Table 4, there are
mPCR 5 ^A, C` =0.031 and mPCR 5 ^B, C` =0.0032, which look reasonable. However, we have
mPCR5 ^A, B, C` =0.3506, which is much larger than 0.1, inconsistent with the expectation.

A question then arises as to whether it is appropriate to conclude that one would still be
35.06% totally ignorant about which proposition or subset of propositions is true after
combining the three pieces of evidence. In the three original pieces of evidence, only one of
them contains a small portion (10%) of total ignorance, which nevertheless is the least
reliable by far and is not that important either. A commonsense answer to this question seems
to be no, leading to doubt over the accuracy of the PCR5 results. In other words, the range of
plausibility degrees between 53.34% and 95.38% may exaggerate the ambiguity of the
probability to which proposition A is true, even though this range of plausibility might
embrace the true range of the probability. Such exaggeration can also be found for other
propositions, which could be misleading. For example, it does not look rational to conclude
that proposition ^B, C` could be true with a plausibility degree range of 0.0463 (0.0249 +
0.0182 + 0.0032) to as high as 0.4667 (0.0249+0.0182+0.0388+0.031+0.0032+0.3506), since
only e2 points to it with a belief degree of 0.1 and e3 only potentially points to it by a total
degree of 0.1, both of which are much less important or reliable than e1 .
The results shown in Table 5 are straightforward to interpret as the ER rule constitutes a
conjunctive probabilistic reasoning process. In fact, the bpas given in rows 2-4 of Table 5 do
not change the specificity of any evidence at all. For example, the bpa for e1 , as shown in
row 2 of Table 5, was generated for all T  Θ by multiplying the belief degrees shown in
row 2 of Table 3 by the same coefficient crw,1 w1

0.8182 with r1 =0.8, w1 =0.9 and

crw,1 1 1  w1  r1 =0.9091. The residual support for e1 is assigned to the power set, given

by mP (Θ ),1

crw,1 1  r1 =0.9091 u (1–0.8) = 0.1818, shown in the 2nd row and last column of

Table 5. The sum of all elements in this row is one and the corresponding distribution is a
belief distribution. The combined bpa shown by mT ,e ( 2 ) was generated by combining the bpa
for e1 and the bpa for e2 by means of the orthogonal sum of the two WBDRs characterised
~ and m
~
~ . m
by m
T ,1
T ,2
T ,e ( 2 ) is then combined with mT , 3 to generate mT ,e ( 3) , which is then

normalised to finally get pT ,e (3) . So the whole process of combining the three pieces of
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evidence is conjunctive. From this conjunctive probabilistic reasoning process, by looking at
the figures in the last row of Table 5 and using Equation (3), it can be concluded that
x

Proposition A is the most likely to occur with a high probability of 0.7061 to 0.8423;

x

Proposition B is less likely to occur with a low probability of 0.0835 to 0.1732;

x

Proposition C is also less likely to occur with a low probability of 0.0671 to 0.1361;

x

Proposition

^A, B`

has the high degrees of belief and plausibility of 0.8639 and 0.9329

respectively, mainly due to the high probability to which proposition A may occur;
x

Proposition

^A, C`

has the high degrees of belief and plausibility of 0.8268 and 0.9165,

also mainly due to the high probability to which proposition A may occur;
x

Proposition ^B, C` has the low degrees of belief and plausibility of 0.1577 and 0.2939;

x

The degree of the combined global ignorance for proposition Θ

^A, B, C`

is as small

as 0.0083, far less than 0.1 as observed in e3 only, which is significantly lessened by the
other two pieces of more important evidence that do not have any global ignorance;
x

Finally the reliability of the above results of the ER rule ranges from 0.8892 to 0.9003,
generated by using Equations (43) and (44).
The above conclusions seem agreeable with the raw information contained in the three

original pieces of evidence. The final belief distribution generated by the ER rule provides a
panoramic view on the probabilities of the occurrence of propositions, which can lay a solid
foundation for further analysis and decision making.
5. Properties of the new ER Rule
As a conjunctive probabilistic reasoning process, the new ER rule holds a number of
properties. In this section, we first analyse its inherent properties in order to facilitate its
appropriate use. This is followed by showing that both the ER algorithm and Dempster’s rule
are the special cases of the ER rule. We will then identify the missing definition of
Dempster’s rule when pieces of evidence are completely conflicting, and finally show how to
combine highly conflicting evidence through a so-called reliability perturbation analysis.

5.1 Basic Properties of the ER Rule
The ER rule is based on the orthogonal sum operated on WBDs (WBDRs). As such, it inherits
the basic properties of the orthogonal sum operator and is both commutative and associative.
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Note however that these properties prevail only if WBDs (WBDRs) are combined recursively
until all of them are combined before generating the overall combined degree of belief. These
properties ensure that the ER rule can be used to combine multiple pieces of evidence in any
order without changing the final result.
From Equations (30), (32), (40) and (41), it is clear that if a piece of evidence is given a
zero weight by a decision maker then the evidence will not play any role in the process of
evidence combination. This means that adding a piece of evidence with zero weight into a list
of evidence does not affect the combination result, so evidence with zero weight can be
regarded as a neutral element. Note that the above property does not hold for a piece of
evidence with zero reliability unless the evidence is subsequently given zero weight.
However, the combination of two identical pieces of evidence using the ER rule does not
normally produce the same evidence unless they each point to propositions equally. This is
because the ER rule is a conjunctive rule and accumulates joint support. So a proposition with
a high (low) degree of support from each identical piece of evidence will be reinforced
(weakened) more than proportionally. Hence, the ER rule is not an idempotent process.
Apart from the above basic properties, the ER rule also satisfies synthesis axioms (Yang
and Xu, 2002) which any rational reasoning process ought to follow. While these axioms
should hold for a rigorous combination algorithm, an initial study suggested that human
intuition or System 1 thinking (Kahneman, 2011) may not always follow such axioms
(Durbach, 2012). Such violation may be due to various biases and irrationality in human
judgements as studied and reported widely (Bazerman, 2006). The accuracy of mental
information processing under time pressure and participants’ lack of serious responsibility for
the accuracy may also play a part in the reported violation of the axioms. The ER rule is
developed for rational and rigorous reasoning but not as a descriptive model to explain
human judgements. Its rigorous rationality check is thus the focus of this subsection.
We first restate the four synthesis axioms introduced previously (Yang and Xu, 2002) in
the context of BDs and then prove that the ER rule provides a rational reasoning process for
combining multiple pieces of independent evidence, in the sense that it satisfies the axioms.
Axiom 1 (no support): There should be no combined support for a proposition from
multiple pieces of evidence if none of them supports the proposition at all.
Axiom 2 (consensus): There should be full (100%) combined support for a proposition if
all pieces of evidence each fully support the proposition.
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Axiom 3 (locality): There should be full combined support for a set and its subsets of
propositions, but no combined support for any other proposition if all pieces of evidence each
fully support this same set and its subsets of propositions only.
Axiom 4 (non-dominance): There should be some combined support for a proposition if
at least one piece of evidence supports the proposition and no evidence is dominant.
In the rest of this subsection, we show that the ER rule satisfies all the above four
synthesis axioms by proving the following four theorems. Suppose there are L pieces of
independent evidence described by BDs, as defined by Equation (20). Let wi and ri be the
weight and reliability of the ith piece of evidence which satisfies the following conditions
0  wi  1 and 0  ri  1 for any i 1,!, L

(45)

Suppose each piece of evidence plays a limited role and the combination of the L pieces
of evidence is generated by using the ER rule given by Theorem 2, Corollary 1 and Corollary
2, or Corollary 3 and Corollary 4. Let their combined BD be described by
e( L )

^(T , pT ), T  Θ`

(46)

with pT given by Equation (34). Then we have the following results.
Theorem 3 (no support): The ER rule satisfies Axiom 1, that is there will be pT
pB , i

0 for all i 1,!, L and any B  Θ with B  T

0 if

T.

Proof. See Appendix A–6.
Theorem 4 (consensus): The ER rule satisfies Axiom 2, that is if pT ,i 1 and pB ,i
for all i 1,!, L and any B  Θ with B z T , there will be pT

1 and pB

0

0 for any

B  Θ with B z T .
Proof. See Appendix A–7.
Theorem 5 (locality): The ER rule satisfies Axiom 3, that is if all focal elements of the L
BDs and their subsets are denoted by Θ 
there will be pB

0 for any B Θ  and

^B B T
¦T

Θ 

pT

`

B for any pT ,i ! 0, T  Θ, i 1,", L ,
1.

Proof. See Appendix A–8.
Theorem 6 (non-dominance): The ER rule satisfies Axiom 4, that is if there is pT ,i ! 0
for at least one i {1,", L} , there will be pT ! 0 .
Proof. See Appendix A–9.
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5.2 Relationship with the ER Algorithm
The ER algorithm was developed for multiple criteria decision analysis in particular (Yang
and Xu, 2002). The ER rule is established primarily to generalise the ER algorithm for
combination of evidence in general. It is therefore natural to conjecture that the ER algorithm
should be a special case of the ER rule. This is indeed implied in the discussions in the
previous sections. To formalise their relationship, the following corollary is provided.
Corollary 5 (the ER algorithm). The ER algorithm is a special case of the ER rule when
the reliability of each piece of evidence is equal to its weight which is normalised to be
relative to each other as defined by Equation (13).
Proof. This is self-evident by normalising wi so that

¦

L

i 1

wi

1 and letting ri

wi

for all i=1,…, L. Putting the normalised wi and ri into Definition 4 leads to
crw,i

1 1  wi  ri

= 1, so Definition 4 reduces to Definition 3 and the conclusion results

from the proofs of Lemma 1, Theorem 1 and Theorem 2.

□

5.3 Relationship with Dempster’s Rule
Both Dempster’s rule and the ER rule originate from the orthogonal sum with the former
operated on BDs and the latter on WBDs (or WBDRs). It is therefore natural that they should
be closely related to each other. This is indeed the case, and their relationship can be
formalised by the following corollary.
Corollary 6 (Dempster’s Rule). Dempster’s rule is a special case of the ER rule when all
pieces of evidence are each fully reliable, or ri

1 for all i=1,…, L.

Proof. See Appendix A–10.
Corollary 6 provides a basis for identifying the missing definition in Dempster’s rule
when it is used to combine pieces of evidence that are highly or completely conflicting. This
can be achieved by exploring the ER rule through the analysis to be investigated in the rest of
this section. We name it reliability perturbation analysis. The main idea can be traced back to
the interpretation of conflict by Dubois and Prade (1994) that if conflict between two
information sources is high at least one of them may be unreliable. This interpretation was
used to develop robust combination rules (Flora et al., 2009). In this section, high conflict is
treated as doubt over the reliability of information sources. The doubt is explored by means
of perturbing the reliability of evidence as follows.

35

643

Communal Assembly Paper

www.daifture.org

Let V denote the total degree of collective support from two pieces of independent
evidence e1 and e2 that each are assumed to be fully reliable and have the weight of 1, or

V

¦p

B ,1
B C D , D  Θ

(47)

pC , 2

A small V thus means a high level of conflict between e1 and e2 . Suppose W is a small
real number that means “unlikely” cognitively such as W

0.01.

If e1 and e2 are each fully reliable and their collective support to the same proposition
is deemed to be cognitively likely, i.e. V ! W , Dempster’s rule can be applied to combine
their BDs. If they are completely conflicting, i.e. V

0 , it is conjectured that the weighted

average rule should be applied to combine their BDs. This conjecture is based on the
observation that the conjunction of e1 and e2 will be empty if they are completely
conflicting, which is a special case that e1 and e2 are mutually exclusive. It is widely
accepted that the combination of two pieces of mutually exclusive evidence is additive.
If W t V ! 0 , e1 and e2 are deemed to be highly conflicting. In this case, to reflect the
above interpretation of conflict, the reliabilities of e1 and e2 ( ri for i=1, 2) are perturbed
(or reduced slightly) to cast doubt over their reliabilities rather than assume that ri has to
become very small or zero simply because e1 and e2 are in high conflict. For example, the
following reliability perturbation function can be used to analyse conflict resolution,

ri (V )

 bi (W k  V k )
°1 
if W 2 d V d W
with W d bi d 1 W and 0  k d 1
®
1 W k
°̄1  biV k 2
if 0 d V d W 2

(48)

In Equation (48), bi is referred to as a reliability perturbation coefficient, describing the
level of the Decision Maker’s (DM’s) doubt over the reliability of the ith piece of evidence in
light of its high conflict with other evidence and also the DM’s attitudes towards individual
and collective support. A large bi means a big reduction in reliability ri . k is introduced
into the equation to ensure that when V o 0 or V o W , ri (V ) will approach one not faster
than V approaching zero or W . Note that we have ri (V ) =1 at V

0 or V

0 d ri (V )  1 when 0  V  W . Also note that ri (V ) is the smallest at V

W and

W 2 . In other

words, the maximal level of doubt over the reliability of ei is biW k which can happen when

e1 and e2 become unlikely to support a proposition collectively. It should be noted that
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what reliability perturbation function should be used is problem specific. As a rule of thumb,
a reliability perturbation function should be a continuous function having the following
properties: (1) 0 d ri (V ) d 1 ; (2) ri (V ) =1 at V

W ; (3) when V o 0 or V o W ,

0 or V

there should be ri (V ) o 1 at a speed no more than V approaching zero or W .
For the reliability perturbation function given by Equation (48), it can be shown that the
relative weights for e1 and e2 when V o 0 is given by

w1

w1b2 w1b2  w2b1

and w2

w2b1 w1b2  w2b1

Note from Equation (49) that a special case is wi

(49)

¦

wi

L

l 1

wl if all L pieces of evidence

are deemed to be equally reliable, whether they are in high conflict or not.
The above discussions lead to the following more detailed definition of the ER rule to
combine joint support from two pieces of independent evidence that are each fully reliable,

pT , e ( 2 )

T

0
°
§
·
°° ¦ pB ,1 pC , 2 ¨1  ¦ pB ,1 pC , 2 ¸
© B C 
¹
® B C T
°mˆ T , e ( 2) (V ) ¦ mˆ D , e ( 2 ) (V )
D Θ
°
°¯w1 pT ,1  w2 pT , 2

mˆ T ,e ( 2) (V )

> 1  r (V ) m
2

T ,1



T  Θ, V ! W
T  Θ, W t V ! 0
T  Θ, V

 1  r1 (V ) mT , 2 @

¦m

B C T

B ,1

(50)

0

mC , 2 T  Θ

(51)

In Equation (51) ri (V ) is calculated by Equation (48). In Equation (50), the second formula
is the application of Corollary 6, the third formula is the application of the ER rule given by
Corollary 3 for a specific reliability perturbation function ri (V ) , and formula 4 is based on
the above conjecture of the weighted average rule. While the conjecture needs to be proved
rigorously, we will conduct simulation study in next section to show that formula 3 converges
to formula 2 when V o W and to formula 4 when V o 0 . As such, the special case of the
ER rule given by Equations (50) and (51) completes and enhances Dempster’s rule.
Resolution of high conflict among evidence depends on how evidence is gathered and
how the DM responds to a situation where evidence is in high conflict. It is important to
examine these key factors in order to decide what reliability perturbation function should be
used to analyse and resolve conflict. As illustrated by the simulation study reported in next
section, for example, in the function shown in Equation (48), the choice of the parameters bi ,

W and k requires specific knowledge in a problem domain and depends on the interpretation
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of high conflict among evidence. In other words, there is no unique or optimal strategy for
resolution of high conflict among evidence.
5.4 Simulation Study for Conflict Resolution
The proposed reliability perturbation analysis can be used to conduct simulation study to
demonstrate how the ER rule can be used to facilitate resolution of high conflict among
evidence. Since Zadeh’s “counter-intuitive” example (Zadeh, 1979, 1984, 1986) is so
influential that it has put Dempster’s rule in doubt over the last several decades, it seems
necessary to analyse this example in detail to clarify the doubt.
Table 6 show a generalised version of Zadeh’s example with 1 t G t 0 in the table.
Zadeh’s example is a special case with G =0.01. Note from Equation (47) that there is

V G 2 for the example of Table 6. In the long debate over the validity of Dempster’s rule,
there have been two main different types of view, one opposing it and the other supporting it.
The main point of the opposing view is that how on earth proposition B could be surely
supported when each of the two pieces of evidence only points to the proposition with such a
low probability of 0.01. In this view, the probability of 0.01 may already mean “unlikely”. On
the other hand, 0.01 may still mean “likely” in the supporting view. Is either of these views
correct and why? In the ER rule given by Equations (50) and (51), the answer is clear. If

G =0.01 means “unlikely”, then V G 2 104 must mean “highly unlikely”; so it is
inappropriate to apply Dempster’s rule in this case. On the other hand, if G =0.01 means
“likely”, does a probability of 104 still mean “likely”? If not, it is inappropriate to apply
Dempster’s rule either.
Table 6
pT ,i

e1
e2

Two pieces of independent evidence in high conflict
^A, B` ^A, C` ^B, C`

C
A
B
0
0

1 G
0

G
G

0
1 G

0
0

0
0

0
0

^A, B, C`
0
0

The resolution of the above conflict requires extra information from the DM. Without loss
of generality, suppose W

0.01, k 1 , b1

b2 1 and w1

w2 1 . For the example shown

in Table 6, these parameter settings mean that: (1) e1 and e2 are deemed to be equally
reliable although in conflict (or b1
(or V

V G2

G2

b2 1 ); (2) their reliability becomes doubtful at G =0.1

0.01 W ) or less; (3) the most severe doubt is deemed to happen at G =0.01 (or

0.0001 W 2 ) when both e1 and e2 become unlikely to support proposition B; (4)
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any loss of reliability for either e1 or e2 is no more than 1% (or b1W k

b2W k

0.01 ). For

these typical settings, the changes of p A,e ( 2 ) , p B ,e ( 2 ) and pC ,e ( 2 ) with respect to G are
shown in Figure 1, generated by using the third formula in Equation (50) for W t V ! 0 .
As shown but hardly visible in Figure 1, because b1 and b2 are both set to be 1, r1 (V )
and r2 (V ) are only perturbed slightly with 1 t r1 (V ) r2 (V ) t 0.99 ( V

G 2 ), degreasing

when 1  G [0.9, 0.99] ( G [0.01, 0.1] ) monotonically, and increasing for 1  G [0.99, 1]
( G  (0, 0.01, ] ) monotonically. Note that at G =0.01 (or V

0.0001 ), p B ,e ( 2 ) =0.0149 and

p A,e ( 2 ) = pC ,e ( 2 ) =0.4925, and when G o 0 they converge to the same result as generated by

using the weighted average operation (the fourth formula in Equation (50) for V
p B ,e ( 2 ) =0 and p A,e ( 2 ) = pC ,e ( 2 ) =0.5, with w1

w2

0 ), or

0.5 in this case.

r1 (V ) r2 (V )
p B ,e ( 2 )

G

p A, e ( 2 )

0.01

pC ,e ( 2)

(1  G )

Figure 1

Convergence of beliefs with G for b1 = b2 =1

Various types of simulation study can be conducted to validate the ER rule by changing
the settings of the parameters. For example, Figure 2.1 shows the perturbation of the
reliability r1 (V ) ( r2 (V ) ) of e1 ( e2 ) with respect to both b1 ( b2

W

0.01, k 1 , w1

b1 ) and G with

w2 1 , and r1 (V ) = r2 (V ) . The change of the reliability is negligible

for b1 d 1 , becomes greater for large b1 , and is the greatest for b1 100 1 / W .
Figures 2.2 and 2.3 show respectively the changes of p A,e ( 2 ) ( pC ,e ( 2 ) ) and p B ,e ( 2 )
corresponding to Figure 2.1. It is worth noting that the curves in Figures 2.2-2.3 can be
explained as different attitudes towards individual support for A or C and collective
support for B when the two pieces of evidence are in high conflict. A large b1 (e.g.
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100 t b1 ! 0.3 ) can mean an optimistic attitude to individual support and a pessimistic attitude
to collective support; a small b1 (e.g. 0.3 ! b1 t 0 ) can mean exactly the opposite; a
medium b1 of around 0.3 can mean a neutral attitude to both in this example. The curves in
both Figures 2.2 and 2.3 for b1 =0.01 and 100 envelope all the combined beliefs for A, B and
C for all the possible values of b1 . For example, at G =0.01, p A,e ( 2 ) ( pC ,e ( 2 ) ) is between
0.33 for b1

0.01 and 0.495 for b1 100 , and p B ,e ( 2 ) is between 0.01 for b1 100 and

0.34 for b1

0.01 , with p A,e ( 2 ) + p B ,e ( 2 ) + pC ,e ( 2 ) =1.

Figure 2.1

Perturbation of reliability r1 (V ) ( r2 (V )

r1 (V ) ) with G for various b1 ( b2 )

p A,e ( 2) ( pC ,e ( 2) )

G

0.01

(1  G )

Figure 2.2

Convergence of p A,e ( 2 ) ( pC ,e ( 2 ) ) with G for various b1 (= b2 )

The results of Figures 2.1-2.3 can be used to explain how the conflict in Zadeh’s
example, where G =0.01, could be resolved in different ways. For example, the use of the
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PCR5 rule leads to p B ,e ( 2 ) =0.026 and p A,e ( 2 ) = pC ,e ( 2 ) =0.487 (Flora, 2009), which is about the
same as the results of p B ,e ( 2 ) =0.0262 and p A,e ( 2 ) = pC ,e ( 2 ) =0.4869 generated by using the ER
rule with b1

b2 =0.3. This is not surprising as the PCR5 rule employs a proportional strategy

to allocate beliefs in conflict, which is similar to a neutral attitude towards individual and
collective support, although the PCR5 rule is not a probabilistic reasoning process.
p B ,e ( 2 )

G

0.01

(1  G )

Figure 2.3

Convergence of p B ,e ( 2 ) with respect to G for various b1 (= b2 )

r1 (V ) r2 (V )

G

0.01

p A,e ( 2 )

p B ,e ( 2 )

pC ,e ( 2 )

(1  G )

Figure 3

Convergence of beliefs with G for b1 = b2 =1, w1 =1 and w2 =0.5

Figure 3 shows the changes of the combined beliefs with respect to G ( V
different weights of w1 1 and w2

0.5 with W

0.01, k 1 and b1

G 2 ) for the

b2 =1. In this case,

e1 is given a relative weight that is twice as large as that given to e2 , so from Equation (49)

we get w1

0.6667 and w2

0.3333 . As shown in Figure 3, when G o 0 ( V o 0 ),
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p A,e ( 2 ) , p B ,e ( 2 ) and pC ,e ( 2 ) converge to 0.6667, 0 and 0.3333 respectively, just as expected

by the weighted average operation of the fourth formula in Equation (50).
Figure 4 show the same case as Figure 3 except that b1 1 and b2
put in doubt twice as much as e1 , leading to w1

0.8 and w2

2 , so that e2 is

0.2 from Equation (49).

Indeed we have p A,e ( 2 ) =0.8, p B ,e ( 2 ) =0 and pC ,e ( 2 ) =0.2 when G o 0 ( V o 0 ).
r1 (V )

r2 (V )
p B ,e ( 2 )

p A,e ( 2 )

G

0.01

pC ,e ( 2 )

(1  G )

Figure 4

Convergence of beliefs with G for b1 =1, b2 =2, w1 =1 and w2 =0.5

Finally, it is worth illustrating how the ER rule behaves for conflict resolution in Zadeh’s
example at G =0.01 with various speeds of convergence (or various k values). The results are
shown in Table 7, where it is assumed that b1

b2

1, W

0.01 and w1

w2 1 . As shown

in Table 7, for various k, r1 (V ) (= r2 (V ) ) is perturbed very differently, but the values of
p A,e ( 2 ) , p B ,e ( 2 ) and pC ,e ( 2 ) are kept almost unchanged, showing that the convergence is

fairly robust. It can be shown that this is also the case for b1 , b2 t 1 . For small b1 ( b2 ), the
values of p A,e ( 2 ) , p B ,e ( 2 ) and pC ,e ( 2 ) are more sensitive to the value of k, as shown in
Figure 5 for 0.1 t b1

b2 t 0.01 . Note that pC ,e ( 2 ) = p A,e ( 2 ) and p B ,e ( 2 ) =1– p A,e ( 2 ) – pC ,e ( 2 ) .

This shows that it is important to choose an appropriate reliability perturbation function for
conflict resolution if e1 and e2 are still deemed to be highly reliable when in high conflict.
In the above analyses, it should be noted that for small b1 (or b2 ) the change of
reliability for e1 (or e2 ) is negligible, so the reliability is just perturbed rather than
necessarily reduced. In this regard, the use of the ER rule as shown in Equation (50) does not
mean that reliability for any evidence must be sacrificed for conflict resolution. Although the
reliability perturbation analysis leads to the establishment of the ER rule for combining pieces
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of fully reliable evidence that are highly or completely conflicting, the analysis is not a
rigorous proof that the ER rule is the only legitimate probabilistic reasoning process for
combining this type of evidence. To find such a proof or identify any other probabilistic
reasoning processes is a topic for further research.
Convergence of beliefs for various k when bi t1 (bi =1 is used in this table)

Table 7

k
r1 (V ) (= r2 (V ) )
p A,e ( 2 )

1
0.9900

0.8
0.9749

0.6
0.9369

0.4
0.8415

0.2
0.6019

0.1
0.369

0.4925

0.4940

0.4946

0.4948

0.4949

0.495

p B ,e ( 2 )

0.0149

0.0120

0.0108

0.0103

0.0102

0.010

pC ,e ( 2 )

0.4925

0.4940

0.4946

0.4948

0.4949

0.495

p A,e ( 2 )

b1

Figure 5

Convergence of beliefs at G =0.01 for various b1 and k

6. Discussions and Conclusion
In this paper, the unique Evidential Reasoning (ER) rule was established, its inherent
properties were explored in detail, and comprehensive numerical and simulation studies were
conducted to facilitate its comparison with other existing evidence combination rules. The ER
rule reveals that the combined degree of joint support for a proposition from two pieces of
independent evidence constitutes two parts in general: the bounded sum of their individual
support and the orthogonal sum of their collective support. The ER rule is based on the
orthogonal sum operation and thus inherits the basic properties of being associative and
commutative, so that it can be used to combine multiple pieces of evidence in any order
without changing the final results. It was proven that the ER rule satisfies four synthesis
axioms that any rational probabilistic reasoning process should follow. It was shown that the
43

651

Communal Assembly Paper

www.daifture.org

ER algorithm is a special case of the ER rule when the reliability of evidence is equal to its
weight that is normalised to be relative to each other among all pieces of evidence. It was
proven that Dempster’s rule is a special case of the ER rule as well when each piece of
evidence is fully reliable. It was also shown that the ER rule completes and enhances
Dempster’s rule by identifying how to combine multiple pieces of fully reliable evidence that
are highly or completely conflicting through the reliability perturbation analysis proposed in
this paper.
The ER rule advances D-S theory of evidence and the ER approach. On one hand, the
Belief Distribution (BD) introduced in D-S theory was employed as a basis to profile a piece
of evidence; on the other hand, the basic probability assignment method proposed in the ER
approach was generalised to construct a novel Weighted Belief Distribution (WBD) and a
WBD with Reliability (WBDR) for characterising evidence equivalently in complement of
BD. In the process of constructing WBD (or WBDR), the specificity of evidence is kept intact.
It is the implementation of the orthogonal sum operation on WBDs (or WBDRs) that leads to
the establishment of the ER rule. As such, the ER rule constitutes a generic conjunctive
probabilistic reasoning process, or a generalised Bayesian inference process, which is
applicable to combine multiple pieces of independent evidence with different weights and
reliabilities in a wide range of areas such as multiple criteria decision analysis (Wang et al.,
2006a; Xu et al., 2006b; Xu, 2009) and information fusion (Florea et al., 2009). The proposed
reliability perturbation analysis is based on both the interpretation of conflict that if conflict
between two information sources is high at least one of them may be unreliable, and the
conjecture that if two pieces of evidence are in complete conflict the weighted average rule
should be applied to combine their BDs.
The above conjecture is based on the observation that the conjunction of two pieces of
evidence will be empty if they are completely conflicting, which is a special case of mutual
exclusiveness. While it is widely accepted that the combination of two pieces of mutually
exclusive evidence should be additive, the conjecture needs to be proven rigorously, which is
beyond the scope of this paper and requires further research. Nevertheless, the interpretation
of conflict is well researched in literature, and the reliability perturbation analysis led to the
completion and enhancement of Dempster’s rule by exploring doubt over reliability rather
than assuming that the reliability of any evidence has to be sacrificed for conflict resolution.
The development of actual strategies for conflict resolution depends on how evidence is
gathered and whether and by how much the decision maker may have doubt over the
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reliability of the evidence in high conflict. Finally, it should be noted that the ER rule is
applicable only to conjunctive combination of independent evidence. Other rules need to be
established to combine dependent evidence, or for non-conjunctive or mixed combination of
multiple pieces of evidence that may or may not be independent (Denoeux, 2008).
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Appendices
A–1

Proof of Lemma 1

Proof. From Equations (16a), (16b), (19c) and (19d) and as mP (Θ ),1 1  w1 and
mP (Θ ),2 1  w2 , it is clear by rearranging the terms in Equations (16a) and (16b) that there are
mn , e ( 2)

kmˆ n , e ( 2) and mΘ ,e ( 2)

kmˆ Θ ,e ( 2) . As

mt , e ( 2)  mΘ, e( 2)  mP (Θ ),e ( 2)

mˆ n,e ( 2)

kmˆ n,e ( 2)
k

1 (Yang and

N

mn , e ( 2 )
1  mP ( Θ ),e ( 2 )

N

t 1

k ¦t 1 mˆ t , e( 2)  mˆ Θ, e( 2) . From Equation (17a), we then have

Xu, 2002), we get 1  mP (Θ ),e( 2)
pn , e ( 2 )

¦

¦

N

t

mˆ
 mˆ Θ ,e ( 2)
1 t ,e ( 2 )

¦

N

t

mˆ
 mˆ Θ ,e ( 2)
1 t ,e ( 2 )

k1mˆ n,e ( 2)

(A-1-1)

k1mˆ Θ ,e ( 2)

(A-1-2)

Similarly, from Equation (17b), we get
pΘ , e ( 2 )

1  mP ( Θ ),e ( 2 )

mˆ Θ ,e ( 2)

kmˆ Θ ,e ( 2)

mΘ , e ( 2 )

k

¦

N

t

mˆ
 mˆ Θ ,e ( 2)
1 t ,e ( 2 )

¦

N

t

mˆ
 mˆ Θ ,e ( 2)
1 t ,e ( 2 )

□

A–2

Proof of Theorem 1
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Proof. Let mn ,i

wi pn ,i ( n 1,",N ) and mΘ ,i

wi pΘ ,i as the probability masses or the

degrees of support for T n and Θ from the ith piece of evidence. Construct the WBD of the
th
i piece of evidence as mi defined by Equation (28) for all i 1,", L .

Note that T n  Θ T n and T n  P(Θ) T n for any n 1,",N , and Θ  P(Θ) Θ .

2 , first apply the orthogonal sum operation to combine m1 and m2 , leading to the

For i

combined probability masses or degrees of support for T n and Θ , denoted by mˆ n , e ( 2 ) and
mˆ Θ ,e ( 2 ) , and also resulting in the combined residual support for P(Θ) , denoted by mˆ P (Θ ),e ( 2 )

mn ,1mn, 2  mn ,1mΘ , 2  mΘ ,1mn, 2  mn,1mP (Θ ), 2  mP (Θ ),1mn, 2

mˆ n , e ( 2)

>(1  w )m
2

n ,1

 (1  w1 )mn, 2 @  >mn,1mn, 2  mn,1mΘ , 2  mΘ ,1mn, 2 @ , n 1, " N

(A-2-1)

mΘ ,1mΘ , 2  mΘ ,1mP (Θ ), 2  mP (Θ ),1mΘ , 2

mˆ Θ ,e ( 2)

>(1  w )m
2

mˆ P (Θ ),e ( 2)

Θ ,1

 (1  w1 )mΘ , 2 @  >mΘ ,1mΘ , 2 @ , n 1, " N

mP (Θ ),1mP (Θ ), 2

(1  w1 )(1  w2 )

(A-2-2)
(A-2-3)

Now normalise mˆ n , e ( 2 ) , mˆ Θ ,e ( 2 ) and mˆ P (Θ ),e ( 2 ) by a factor k2 , denoted by
mn, e ( 2)

k2 mˆ n, e ( 2) , mΘ ,e ( 2)

k 2 mˆ Θ ,e ( 2) and mP (Θ ),e ( 2)

k2mˆ P (Θ ),e ( 2)

(A-2-4)

so that all the combined probability masses are added to one, or

¦

N

t 1

mt , e ( 2)  mΘ, e( 2)  mP (Θ ),e ( 2)

(A-2-5)

1

leading to
k2

§ N
·
¨ ¦ mˆ t , e ( 2 )  mˆ Θ , e ( 2 )  mˆ P ( Θ ),e ( 2 ) ¸
©t 1
¹

1

(A-2-6)

The result generated by combining two pieces of evidence represented by m1 and m2
can therefore be given by the following combined WBD:

me ( 2)

^(T , m
n

n,e( 2)

), n 1," ,N ; (Θ, mΘ ,e ( 2) ); ( P(Θ), mP (Θ ),e ( 2) )`

(A-2-7)

If there is another piece of evidence, such as m3 , then me ( 2 ) can be combined with m3
to generate a new combined WBD in the same fashion as shown by Equations (A-2-1) to (A2-6) with me ( 2 ) treated as m1 and m3 as m2 . This process can be repeated until all WBDs
are combined.
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To terminate the process, without loss of generality, suppose there are two pieces of
evidence for combination in total, or w1  w2 1 for example. From Equation (27), Equation
(A-2-4) and Equation (A-2-5), the combined BD is then given as follows:

^T , p

e(2)

n

n

`

(A-2-8)

mˆ n , e ( 2)

mn , e ( 2 )

1  mP (Θ ),e ( 2)

¦

N
t

¦

m
 mΘ , e ( 2)
1 t ,e( 2)

mΘ , e ( 2)

pΘ , e ( 2)

¦

, n 1," ,N ; Θ, pΘ ,e ( 2)

mn, e ( 2)

pn , e ( 2)

N

n,e( 2)

N

mˆ
 mˆ Θ , e ( 2)
1 t ,e( 2)

t

mˆ Θ , e ( 2)

mΘ , e ( 2)

¦

1  mP (Θ ),e ( 2)

N
t

, n 1,", N

¦

m
 mΘ , e ( 2)
1 t ,e( 2)

N
t

(A-2-9)

(A-2-10)

mˆ
 mˆ Θ , e ( 2)
1 t ,e( 2)

°
½°
mˆ n , e ( 2 )
mˆ Θ , e ( 2 )
® N
¾ N
¦
mˆ
 mˆ Θ , e ( 2 ) °¿ ¦t 1 mˆ t , e ( 2 )  mˆ Θ , e ( 2 )
n 1 °̄ ¦
t 1 t ,e( 2)
N

p
 pΘ , e ( 2 )
1 n,e( 2)

¦
¦

N

n 1
N
t

mˆ n , e ( 2 )  mˆ Θ , e ( 2 )

 mˆ Θ , e ( 2 )
mˆ
1 t ,e( 2)

(A-2-11)

1

From Lemma 1 and Equations (A-2-9) and (A-2-10), we conclude that the algorithm
composed of Equations (A-2-1)-(A-2-10) is the same as the original ER algorithm given by
□

Equations (12)-(18).
A–3

Proof of Theorem 2

Proof. First, we need to prove that Equations (25), (29) and (30) represent the combined
WBD generated by applying the orthogonal sum to combine the following two WBDs:

mi

^T , m

, T  Θ; P(Θ), mP (Θ ),i

T ,i

`

for i 1, 2

(A-3-1)

wi pT ,i T  Θ and mP (Θ ),i 1  wi . The orthogonal sum operation of m1 and

with mT ,i

m2 for any T  Θ and P(Θ) without normalisation leads to

¦m

mˆ T , e ( 2)

>

mC , 2  mT ,1mP (Θ ), 2  mP (Θ ),1mT , 2

B ,1
B C T ; B ,C  Θ

>(1  w )m
2

mˆ P (Θ ),e ( 2)

T ,1

 (1  w1 )mT , 2 @ 

mP (Θ ),1mP (Θ ), 2

Since m , e ( 2)

¦m

@

mC , 2 , T  Θ

B ,1
B C T ; B ,C  Θ

(1  w1 )(1  w2 )

0 , let mT , e ( 2)

(A-3-2)
(A-3-3)

kmˆ T , e ( 2) T  Θ and mP (Θ ),e ( 2)

kmˆ P (Θ ),e ( 2 ) . We can now

normalise the above combined probability masses so that they are still added to one, or
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¦ kmˆ

D Θ

D ,e ( 2)

 kmˆ P (Θ ),e ( 2 ) 1 , or k

1
¦ mˆ D,e( 2)  mˆ P(Θ),e( 2)

(A-3-4)

D Θ

So
mT ,e ( 2 )

¦ mˆ

D Θ

mˆ T ,e ( 2)
D ,e ( 2 )

 mˆ P (Θ ),e ( 2 )

mˆ P ( Θ ),e ( 2)
¦ mˆ D,e( 2)  mˆ P (Θ ),e( 2)

T  Θ , and mP (Θ ),e ( 2)

(A-3-5)

D Θ

Since each term is non-negative in Equations (A-3-2) and (A-3-3), there are mˆ T ,e ( 2) t 0

T  Θ and mˆ P (Θ ),e ( 2) t 0 . From Equation (A-3-5), we then get
mT ,e ( 2) t 0 T  Θ , mP (Θ ),e ( 2) t 0 and

¦ mT
T
Θ

,e( 2)

 mP (Θ ),e ( 2)

½

mˆ T , e ( 2)
°
°
¾
®
¦
ˆ D , e ( 2)  mˆ P (Θ ),e ( 2 ) °
T  Θ° ¦ m
¿
¯ DΘ
ˆ
ˆ
¦ mT ,e( 2)  mP (Θ ),e( 2)
T Θ
1
¦ mˆ D,e( 2)  mˆ P (Θ ),e( 2)

mˆ P (Θ ),e ( 2)
¦ mˆ D,e( 2)  mˆ P (Θ),e( 2)

D Θ

(A-3-6)

D Θ

which in turn means that there must be
mT , e ( 2 ) d 1 T  Θ and mP (Θ ),e ( 2 ) d 1

(A-3-7)

Note that the normalisation in Equation (A-3-5) is equivalent to that used in Equation (5)
since the orthogonal sum of the two WBDs always leads to the following equation
§
·
¨¨ ¦ mˆ D , e ( 2 )  mˆ P (Θ ),e ( 2 ) ¸¸  ¦ mB ,1mC , 2
© DΘ
¹ B C 

¦m

B C z 

mC , 2 

B ,1

¦m

B C 

mC , 2

B ,1

1

(A-3-8)

Finally, from Equations (27), (A-3-2), (A-3-3) and (A-3-4), the combined degrees of
belief generated from the two BDs e1 and e2 are given by
pT , e ( 2)

mT , e ( 2)
1  mP ( Θ ),e ( 2)

mˆ T , e ( 2)
, T  Θ
¦ mˆ D,e( 2)

kmˆ T , e ( 2)
1  kmˆ P ( Θ ),e ( 2)

(A-3-9)

D Θ

Since mˆ T ,e ( 2) t 0 T  Θ , from Equation (A-3-9) we have pT , e ( 2 ) t 0 T  Θ and
there is

¦ pT ,e( 2)

T Θ


½
° mˆ T ,e ( 2 ) °
¦® ˆ ¾
T Θ ° ¦ m
D ,e ( 2 ) °
¯ D Θ
¿

¦ mˆ T
¦ mˆ

T Θ

D Θ

,e ( 2 )

1

(A-3-10)

D ,e ( 2 )

which in turn means that there must be pT , e ( 2) d 1 T  Θ .

□
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A–4

Proof of Corollary 1

Proof. For i=2, since mT ,e (1)

mT ,1 , mP (Θ ),e (1)

mP (Θ ),1 , Equation (32) is equal to Equation

(30). Therefore, Equation (31) is true with 0 d mT , e ( 2 ) d 1 for any T  Θ , 0 d mP (Θ ),e ( 2) d 1
and

¦T

Θ

mT , e ( 2 )  mP ( Θ ),e ( 2 )

1 according to Theorem 2.

Suppose for i=l, Equations (31), (32) and (33) are also true, that is

>m1  "  ml @(T )

mT ,e (l )

(A-4-1)

with 0 d mT ,e (l ) d 1 for any T  Θ , 0 d mP ( Θ ),e (l ) d 1 and

¦T

Θ

mT , e ( l )  mP ( Θ ), e ( l )

1.

For i=l+1, since the orthogonal sum of WBDs is independent of the order in which they
are combined, we have

>m1  "  ml 1 @(T ) >>m1  "  ml @ ml 1 @(T )

mT ,e (l 1)

(A-4-2)

The above equation means that combining (l+1) WBDs is equal to combining the first l
th
WBDs with the (l+1) WBD. The orthogonal sum of me (l ) and ml 1 without normalisation

leads to

¦m

mˆ T , e ( l 1)

B ,e(l )
B C T ; B ,C  Θ

>(1  w

l 1

mˆ P (Θ ),e (l 1)

>

mC ,l 1  mT , e (l ) mP (Θ ),l 1  mP (Θ ),e (l ) mT ,l 1

@

)mT , e (l )  mP (Θ ),e (l ) mT , l 1 

mP (Θ ),e (l ) mP (Θ ),l 1

Since m , e (l 1)

¦m

B,e(l )
B C T ; B ,C  Θ

@

mC ,l 1 , T  Θ

(1  wl 1 )mP (Θ ),e (l )

0 , let mT ,e (l 1)

kmˆ T ,e (l 1)

(A-4-3)
(A-4-4)

T  Θ and mP (Θ ),e (l 1)

kmˆ P (Θ ),e (l 1) .

Normalise the combined probability masses given by Equations (A-4-3) and (A-4-4) so that
they are still added to one, or

¦ kmˆ

B Θ

B , e ( l 1)

 kmˆ P (Θ ),e (l 1)

1 , so k

1
¦ mˆ B,e(l 1)  mˆ P(Θ),e(l 1)

(A-4-5)

B Θ

We finally have
mT , e (l 1)

mˆ T , e (l 1)
T  Θ and
¦ mˆ B,e(l 1)  mˆ P (Θ ),e(l 1)

B Θ

mP (Θ ),e ( l 1)

mˆ P (Θ ),e (l 1)
¦ mˆ B,e(l 1)  mˆ P(Θ ),e(l 1)

(A-4-6)

BΘ
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Since every term in Equations (A-4-3) and (A-4-4) is non-negative, there must be
mˆ T ,e ( l 1) t 0 T  Θ and mˆ P ( Θ ),e (l 1) t 0 . From Equation (A-4-6), we have mT ,e ( l 1) t 0

T  Θ , mP (Θ ),e (l 1) t 0 and

¦ mT
T
Θ

, e ( l 1)

½

mˆ T , e (l 1)
°
°
¾
®
¦
ˆ B , e (l 1)  mˆ P (Θ ),e (l 1) °
T  Θ° ¦ m
¿
¯ B Θ

 mP (Θ ),e (l 1)

¦ mˆ T
¦ mˆ

T Θ

B Θ

, e ( l 1)

 mˆ P (Θ ),e (l 1)

B , e ( l 1)

 mˆ P (Θ ),e (l 1)

mˆ P (Θ ),e (l 1)
¦ mˆ B,e(l 1)  mˆ P (Θ),e(l 1)

B Θ

1

(A-4-7)

which in turn means that mT ,e (l 1) d 1 T  Θ and mP ( Θ ),e (l 1) d 1 .
A–5

□

Proof of Corollary 2

Proof. Corollary 1 shows that the results generated from the orthogonal sum of the L
WBDs mi are given by Equations (31), (32) and (33) for i

L . From Equations (27), (A-4-

3) and (A-4-5), the combined degrees of belief generated from ei ( i 1, !, L ) are given by
pT ,e ( L )

mT , e ( L )
1  mP (Θ ),e ( L )

kmˆ T , e ( L )
1  kmˆ P (Θ ),e ( L )

mˆ T , e ( L )
, T  Θ
¦ mˆ B,e( L)

(A-5-1)

B Θ

with mˆ T ,e ( L ) given by Equation (A-4-3) for l 1 L , which is the same as Equation (32) for

i

L . From Corollary 1, we have 0 d mT ,e (i ) d 1 T  Θ for any i

2,", L , so there is

mˆ T ,e ( L ) t 0 T  Θ . From Equation (A-5-1), we then have pT , e ( L ) t 0 T  Θ and

¦ pT ,e( L)

T Θ


½
° mˆ T ,e ( L ) °
¦® ˆ ¾
T Θ ° ¦ m
B ,e ( L ) °
¯ B Θ
¿

¦ mˆ T
¦ mˆ

T Θ

B Θ

,e ( L )

(A-5-2)

1

B ,e ( L )

which in turn means that pT , e ( L ) d 1 T  Θ .

A–6

□

Proof of Theorem 3

Proof. Theorem 3 states that there will be no support for a proposition T if no evidence
supports T or any proposition B that includes T (or B  T

T ).
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For L

0 for i 1, 2 and any B  Θ with B  T

2 , suppose pB ,i

B  C T there must be B  T
0 , and also mB ,1

w2 pT , 2

T and C  T T . Therefore, mT ,1
0 and mC , 2

w1 pB ,1

T . Note that if

w1 pT ,1

0 , mT , 2

0 for any other B, C  Θ with

w2 pC , 2

B  C T . From Equation (30) we then have
mˆ T , e ( 2)

>(1  w )m

T ,1

2

 (1  w1 )mT , 2 @ 

¦m

mC , 2

B ,1

B C T

>(1  w2 ) u 0  (1  w1 ) u 0@  ¦ 0 u 0

0

B C T

From Equation (29), there is pT

pT ,e ( 2 )

For L l , suppose it is true that pT

B T

D Θ

pT ,e (l )

mˆ D ,e ( 2 )

0.

0 for any B  Θ with

0 if pB ,i

T and i 1, !, l . From Equation (27) we then have mT ,e (l )
pT ,l 1 1  mP (Θ ),l 1

For L l  1 , note that mT ,l 1
for any C  Θ with C  T
mˆ T , e (l 1)

)mT , e (l )  mP (Θ ),e (l ) mT ,l 1 

>(1  w

) u 0  mP (Θ ),e (l ) u 0 

l 1

pT ,e (l ) 1  mP (Θ ),e (l )

0 and mC ,l 1

pC ,l 1 1  mP (Θ ),l 1

0.

0

T . From Equation (32), we have

>(1  w

l 1

@ ¦m
B C T

@ ¦m

From Equation (34), we have pT

A–7

¦

mˆ T ,e ( 2 )

B C T

B ,e (l )

B , e(l )

u0 0

mˆ T ,e (l 1)

pT , e (l 1)

mC ,l 1

¦

D Θ

mˆ D ,e (l 1)

0.

□

Proof of Theorem 4

Proof. The condition pB ,i
that pD ,i

0 for all i 1,!, L and any B  Θ with B z T means

0 for all i 1,!, L and any D  Θ with D  B

there will be pB

B z T . From Theorem 3,

0 for any B z T .

We now first need to prove that mˆ T ,e ( L ) >0 as generated from Equation (30) or Equation
(32) for i

L . For L

2 , since mT ,1

w1 pT ,1

w1 , mT , 2

w2 pT , 2

w2 and w1 and w2

are given by Equation (45), there must be 1  w2 mT ,1  1  w1 mT , 2 = 1  w2 w1  1  w1 w2

! 0 . From Equation (30), we have mˆ T ,e ( 2) ! 0 .
For i

l , suppose mˆ T ,e (l ) ! 0 , so mT ,e (l ) ! 0 from Equation (31). For i l  1 , since

0  wl 1  1 from Equation (45), there is 1  wl 1 mT ,e (l ) ! 0 . From Equation (32), we then

have mˆ T ,e ( l 1) ! 0 . Thus, there must be mˆ T ,e ( L ) ! 0 for any L t 2 .
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0 for any B  Θ with B z T because

Note from Equation (34) that we have mˆ B ,e ( L )

0 for any B z T . From Equation (34) again, we finally have

pB
pT

mˆ T ,e ( L )
¦ mˆ B,e( L)

pT ,e ( L )

B Θ

A–8

mˆ T ,e ( L )
mˆ T ,e ( L ) 

¦ mˆT

B Θ , B z

mˆ T ,e ( L )

□

1

mˆ T ,e ( L )  0

B ,e ( L )

Proof of Theorem 5

Proof. The definition of Θ  means that it includes any proposition T with a positive
degree of belief from any evidence plus any of its subsets B (or B T

B ). Therefore, if

B Θ  , there will be no belief in B or any proposition D that includes B (or D  B
that is pD ,i

(34) we have mˆ B ,e ( L )

0 for any B  Θ with B Θ  . Since pB

¦

0 for any B  Θ with B Θ  , so

We now show that mˆ P ( Θ ),e ( i ) >0 for any i
L

B  Θ and all i 1,!, L . From Theorem

0 for any D  Θ with D  B

3, we then get pB

B ),

BΘ 

pB ,e ( L ) , from Equation
mˆ B ,e ( L )

0.

2,!, L given that Equation (45) holds. For
mP (Θ ),1mP (Θ ), 2 = (1  w1 )(1  w2 ) ! 0 .

2 , from Equations (25) and (45), we have mˆ P (Θ ),e ( 2)

For L l , suppose mˆ P (Θ ),e (l ) ! 0 . From Equation (31) we have mP (Θ ),e (l ) ! 0 . From
Equations (33) and (45), we then get mˆ P (Θ ),e (l 1)

mP (Θ ),e (l ) mP (Θ ),l 1

mP (Θ ),e (l ) (1  wl 1 ) ! 0 , so

mP ( Θ ),e (l 1) ! 0 from Equation (31). Then mˆ P ( Θ ),e ( i ) >0 and mP (Θ ),e (i ) ! 0 for any i

2,!, L .

Since there must be pT ,i ! 0 for at least one i {1,!, L} with T Θ  , without loss of
generality we can get the ith piece of evidence to be last combined without changing the final
results due to the commutative property of the orthogonal sum operation, so that pT , L ! 0
and mT , L

wL pT , L ! 0 for T Θ  , leading to mP (Θ ), e ( L 1) mT , L ! 0 . Since every other term in

Equation (32) for i
get

¦

BΘ 

¦ pT

T Θ 

L is non-negative, there must be mˆ T ,e ( L ) ! 0 for T Θ  . As such, we

mˆ B ,e ( L ) ! 0 . From Equation (34), we have

¦ pT ,e( L)

T Θ 


½
° mˆ T , e ( L ) °
¦® ˆ ¾
T Θ  ° ¦ m
B,e( L) °
¯ B Θ
¿

¦ mˆ T

¦ mˆ

BΘ 

T Θ 

B,e( L )



,e( L )

¦ mˆ

BΘ 

B ,e ( L )

¦ mˆ T
¦ mˆ
T Θ 

BΘ 

,e( L )

B ,e ( L )

0

1

□
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A–9

Proof of Theorem 6

Proof. If any evidence supports proposition T , we can always leave that evidence to be
last combined without changing the final result due to the commutative property of the
orthogonal sum operation. So we can have pT , L ! 0 from the condition of Theorem 6.
In the proof of Theorem 5, we showed that mˆ P ( Θ ),e ( i ) >0 for any i
(45) holds. From Equation (25), we have mT , L
every other term in Equation (32) for i

2,!, L if Equation

wL pT , L ! 0 , so mP (Θ ),e ( L 1) mT , L ! 0 . Since

L is non-negative, we get mˆ T ,e ( L ) ! 0 . From
□

pT , e ( L ) ! 0 .

Equation (34), we finally have pT

A–10 Proof of Corollary 6
th
Proof. If the i piece of evidence is fully reliable, we will have ri =1. Putting ri =1 for all

i=1,…, L into Equations (35), (36) and then (40) results in

mT ,i

mi (T )

¦m

mˆ T ,e ( 2)

B C T

T  Θ,T z 
T 
T P(Θ)

 pT ,i
°
®0
°0
¯
B ,1

mC , 2

¦p

B C T

B ,1

pC , 2

with 0 d wi d 1

(A-10-1)

T  Θ

(A-10-2)

For the orthogonal sum of two pieces of independent evidence, we always have

¦p

B C D
DΘ

B ,1

pC , 2 

¦p

B C 

B ,1

pC , 2

¦p

B C z 

B ,1

pC , 2 

¦p

B C 

B ,1

pC , 2

1

(A-10-3)

Putting Equations (A-10-1), (A-10-2) and (A-10-3) into Equation (29) leads to

pT ,e ( 2)

0
° ¦ mB ,1mC , 2
° B C T
®
° ¦ mB ,1mC , 2
°¯ BDCΘ D

¦ Tp
¦p

B C

B C z 

B ,1

pC , 2

B ,1

pC , 2

¦ Tp p
1 ¦ p p
B C

B ,1

B C 

C ,2

B ,1

T



T  Θ, T z 

(A-10-4)

C ,2

pT ,e ( 2 ) generated by Equation (A-10-4) is the same as m(T ) generated by Equation (5)

given that mi (T )

pT ,i for any i and T  Θ .

□
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Abstract
We consider the discrete assignment problem in which agents express ordinal
preferences over objects and these objects are allocated to the agents in a fair
manner. We use the stochastic dominance relation between fractional or randomized allocations to systematically define varying notions of proportionality
and envy-freeness for discrete assignments. The computational complexity of
checking whether a fair assignment exists is studied for these fairness notions.
We also characterize the conditions under which a fair assignment is guaranteed
to exist. For a number of fairness concepts, polynomial-time algorithms are
presented to check whether a fair assignment exists. Our algorithmic results
also extend to the case of unequal entitlements of agents. Our NP-hardness result, which holds for several variants of envy-freeness, answers an open question
posed by Bouveret, Endriss, and Lang (ECAI 2010). We also propose fairness
concepts that always suggest a non-empty set of assignments with meaningful
fairness properties. Among these concepts, optimal proportionality and optimal
weak proportionality appear to be desirable fairness concepts.
Keywords: Fair Division, Resource Allocation, Envy-freeness, Proportionality

1. Introduction
A basic yet widely applicable problem in computer science and economics
is to allocate discrete objects to agents given the preferences of the agents over
the objects. The setting is referred to as the assignment problem or the house
allocation problem [see, e.g., 1, 8, 28, 32, 40, 50, 51]. In this setting, there is a set
of agents N = {1, . . . , n}, a set of objects O = {o1 , . . . , om } with each agent i ∈
N expressing ordinal preferences %i over O. The goal is to allocate the objects
among the agents in a fair or optimal manner without allowing transfer of money.
The assignment problem is a fundamental setting within the wider domain of
fair division or multiagent resource allocation [23]. The model is applicable
Email addresses: haris.aziz@nicta.com.au (Haris Aziz), sergeg@cse.unsw.edu.au
(Serge Gaspers), simon.mackenzie@nicta.com.au (Simon Mackenzie),
toby.walsh@nicta.com.au (Toby Walsh)
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to many resource allocation or fair division settings where the objects may be
public houses, school seats, course enrollments, kidneys for transplant, car park
spaces, chores, joint assets of a divorcing couple, or time slots in schedules.
Fair division has become a major area in AI research in the last decade, and
especially the last few years [see, e.g., 3, 12, 13, 14, 15, 18, 23, 25, 29, 37, 44].
In this paper, we consider the fair assignment of indivisible objects. Two
of the most fundamental concepts of fairness are envy-freeness and proportionality. Envy-freeness requires that no agent considers that another agent’s allocation would give him more utility than his own. Proportionality requires
that each agent should get an allocation that gives him at least 1/n of the
utility that he would get if he was allocated all the objects. When agents’ ordinal preferences are known but utility functions are not given, then ordinal
notions of envy-freeness and proportionality need to be formulated. We consider a number of ordinal fairness concepts. Most of these concepts are based on
the stochastic dominance (SD) relation which is a standard way of comparing
fractional/randomized allocations. An agent prefers one allocation over another
with respect to the SD relation if he gets at least as much utility from the former allocation as the latter for all cardinal utilities consistent with the ordinal
preferences. Although this paper is restricted to discrete assignments, using
stochastic dominance to define fairness concepts for discrete assignments turns
out to be fruitful. The fairness concepts we study include SD envy-freeness,
weak SD envy-freeness, possible envy-freeness, SD proportionality, and weak SD
proportionality. We consider the problems of computing a discrete assignment
that satisfies some ordinal notion of fairness if one exists, and the problems of
verifying whether a given assignment satisfies the fairness notions.
Contributions. We present a systematic way of formulating fairness properties
in the context of the assignment problem. The logical relationships between
the properties are proved. Interestingly, our framework leads to new solution
concepts such as weak SD proportionality that have not been studied before.
The motivation to study a range of fairness properties is that, depending on the
situation, only some of them are achievable. In addition, only some of them can
be computed efficiently. In order to find fairest achievable assignment, one can
start by checking whether there exists a fair assignment for the strongest notion
of fairness. If not, one can try the next fairness concept that is weaker than the
one already checked.
We present a comprehensive study of the computational complexity of computing fair assignments under ordinal preferences. In particular, we present
a polynomial-time algorithm to check whether an SD proportional exists even
when agents may express indifferences. The algorithm generalizes the main
result of [46] (Theorem 1) who focused on strict preferences. For the case of
two agents, we obtain a polynomial-time algorithm to check whether an SD
envy-free assignment exist. The result generalizes Proposition 2 in [12] in which
preferences over objects were assumed to be strict. For a constant number of
agents, we propose a polynomial-time algorithm to check whether a weak SD
proportional assignment exists. As a corollary, for two agents, we obtain a
2
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SD EF

Necessary EF

SD Prop

Possible EF

weak SD EF

NC EF

PC EF

Weak SD Prop

Necessary Prop

Possible Prop

Figure 1: Inclusion relationships between fairness concepts. Envy-freeness is abbreviated as
EF and Proportionality is abbreviated as Prop. Possible completion is abbreviated as PC.
Necessary completion is abbreviated as NC. An arrow represents inclusion. For example,
every SD envy-free outcome is also SD proportional. Double lines represent equivalence. For
example, SD EF and Necessary EF are equivalent.

polynomial-time algorithm to check whether a weak SD envy-free or a possible
envy-free assignment exists. Even for an unbounded number of agents, if the
preferences are strict, we characterize the conditions under which a weak SD
proportional assignment exists. We show that the problems of checking whether
possible envy-free, SD envy-free, or weak SD envy-free assignments exist are NPcomplete. The result for possible envy-freeness answers an open problem posed
in [12]. Our computational results are summarized in Table 1.
We show that our two main algorithms can be extended to the case where
agents have different entitlements over the objects or if we additionally require
the assignment to be Pareto optimal. Our study highlights the impacts of
the following settings: i) randomized/fractional versus discrete assignments, ii)
strict versus non-strict preferences, and iii) multiple objects per agent versus a
single object per agent.
Since the fairness concepts we introduce may not be guaranteed to exist,
we suggest possible ways to extend the fairness concepts. Firstly, we consider
the problem of maximizing the number of agents for whom the corresponding
fairness constraint is satisfied. A criticism of this approach is that there can
still be agents who are completely dissatisfied. We then consider an alternative
approach in which the proportionality constraints is weakened in a natural and
gradual manner. We refer to the concepts as optimal proportionality and optimal
weak proportionality. The fairness concepts are not only attractive but we show
that an optimal proportional assignment can be computed in polynomial time
and an optimal weak proportional assignment can be computed in polynomial
time for a constant number of agents.
2. Related work
Proportionality and envy-freeness are two of the most established fairness
concepts. Proportionality dates back to at least the work of Steinhaus [48] in
3
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Weak SD proportional

in P for strict prefs (Th. 7)
in P for constant n (Th. 8)

SD proportional

in P (Th. 6)

Weak SD envy-free

NP-complete (Th. 11)
in P for strict prefs [12]
in P for n = 2 (Cor. 2)

Possible envy-free

NP-complete (Th. 11)
in P for strict prefs
in P for n = 2 (Cor. 2)

SD envy-free

NP-complete even for strict prefs [12]
in P for n = 2 (Cor. 1)

Table 1: Complexity of checking the existence of a fair assignment of indivisible goods for n
agents and m objects. The results in bold are from this paper.

the context of cake-cutting. It is also referred to as fair share guarantee in the
literature [41]. A formal study of envy-freeness in microeconomics can be traced
back to the work of Foley [31].
The computation of fair discrete assignments has been intensely studied in
the last decade within computer science. In many of the papers considered,
agents express cardinal utilities for the objects and the goal is to compute fair
assignments [see e.g., 9, 13, 15, 28, 35, 39, 42, 45]. A prominent paper is that of
Lipton et al. [39] in which algorithms for approximately envy-free assignments
are discussed. It follows from [39] that even when two agents express cardinal
utilities, checking whether there exists a proportional or envy-free assignment
is NP-complete. A closely related problem is the Santa Claus problem in which
the agents again express cardinal utilities for objects and the goal is to compute
an assignment which maximizes the utility of the agent that gets the least
utility [see e.g., 2, 9, 30, 42]. Just as in [12, 46], we consider the setting in which
agents only express ordinal preferences over objects. There are some merits of
considering this setting. Firstly, ordinal preferences require elicitation of less
information from the agents. Secondly, some of the weaker ordinal fairness
concepts we consider may lead to positive existence or computational results.
Thirdly, some of the stronger ordinal fairness concepts we consider are more
robust than the standard fairness concepts. Fourthly, when the exchange of
money is not possible, mechanisms that elicit cardinal preferences may be more
susceptible to manipulation because of the larger strategy space. Finally, it may
be the case that cardinal preferences are simply not available.
There are other papers in fair division in which agents explicitly express ordinal preferences over sets of objects rather than simply expressing preferences
over objects. For these more expressive models, the computational complexity
of computing fair assignments is either even higher [23, 27] or representing preferences require exponential space [3, 20]. In this paper, we restrict agents to
simply express ordinal preferences over objects. Some papers assume ordinal
preferences but superimpose a cardinal utilities via some scoring function [see
4
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e.g., 16]. However, this approach does not allow for indifferences in a canonical way and has led to negative complexity results [8, 26, 33]. Garg et al. [33]
assumed that agents have lexicographic preferences and tried to maximize the
lexicographic signature of the worst off agents. However the problem is NP-hard
if there are more than two equivalence classes.
The ordinal fairness concepts we consider are SD envy-freeness; weak SD
envy-freeness; possible envy-freeness; SD proportionality; and weak SD proportionality. Not all of these concepts are new but they have not been examined
systematically for discrete assignments. SD envy-freeness and weak SD envyfreeness have been considered in the randomized assignment domain [11] but
not the discrete domain. Bogomolnaia and Moulin [11] referred to SD envyfreeness and weak SD envy-freeness as envy-freeness and weak envy-freeness.
SD envy-freeness and weak SD envy-freeness have been considered implicitly
for discrete assignments but the treatment was axiomatic [16, 17]. Mathematically equivalent versions of SD envy-freeness and weak SD envy-freeness have
been considered by Bouveret et al. [12] but only for strict preferences. They
referred to them as necessary (completion) envy-freeness and possible (completion) envy-freeness. A concept equivalent to SD proportionality was examined
by Pruhs and Woeginger [46] but again only for strict preferences. Pruhs and
Woeginger [46] referred to weak SD proportionality simply as ordinal fairness.
Interestingly, weak SD or possible proportionality has not been studied in randomized or discrete settings (to the best of our knowledge).
Envy-freeness is well-established in fair division, especially cake-cutting. Fair
division of goods has been extensively studied within economics but in most of
the papers, either the goods are divisible or agents are allowed to use money to
compensate each other [see e.g., 49]. In the model we consider, we do not allow
money transfers.
3. Preliminaries
An assignment problem is a triple (N, O, %) such that N = {1, . . . , n} is a
set of agents, O = {o1 , . . . , om } is a set of objects, and the preference profile
%= (%1 , . . . , %n ) specifies for each agent i his complete and transitive preference
%i over O. Agents may be indifferent among objects. We denote %i : Ei1 , . . . , Eiki
for each agent i with equivalence classes in decreasing order of preferences.
Thus, each set Eij is a maximal equivalence class of objects among which agent
i is indifferent, and ki is the number of equivalence classes of agent i. If an
equivalence class is a singleton {o}, we list the object o in the list without the
curly brackets. In case each equivalence class is a singleton, the preferences are
said to be strict. For any set of objects O′ ⊆ O, max%i (O′ ) = {o ∈ O′ : o %i
o′ for each o′ ∈ O′ } and min%i (O′ ) = {o ∈ O′ : o′ %i o for each o′ ∈ O′ }.
A fractional assignment p is a (n ×P
m) matrix [p(i)(oj )] such that p(i)(oj ) ∈
[0, 1] for all i ∈ N , and oj ∈ O, and i∈N p(i)(oj ) = 1 for all j ∈ {1, . . . , m}.
The value p(i)(oj ) represents the probability of object oj being allocated to
agent i. Each row p(i) = (p(i)(o1 ), . . . , p(i)(om )) represents the allocation of
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agent i. The set of columns correspond to the objects o1 , . . . , om . A fractional
assignment is discrete if p(i)(o) ∈ {0, 1} for all i ∈ N and o ∈ O.
Example 1. Consider an assignment problem (N, O, %) where |N | = 2, O =
o1 , o2 , o3 , o4 and the preferences of the agents are as follows
1:

o1 , o2 , o3 , o4

2:

o2 , o3 , o1 , o4

Then,
p=



1 0
0 1

0 1
1 0



is a discrete assignment in which agent 1 gets o1 and o4 and agent 2 gets o2 and
o3 .
A uniform assignment is a fractional assignment in which each agent gets
1/n-th of each object. Although we will deal with discrete assignments, the
fractional uniform assignment is useful in defining some fairness concepts. Similarly, we will use the SD relation to define relations between assignments. Our
algorithmic focus will be on computing discrete assignments only even though
concepts are defined using the framework of fractional assignments.
Informally, an agent ‘SD prefers’ one allocation over another if for each object
o, the former allocation gives the agent at least as many objects that are at least
as preferred as o as the latter allocation. More formally, given two fractional
assignments p and q, p(i) %SD
q(i), i.e., agent i SD prefers allocation p(i) to
i
allocation q(i) if
X
X
q(i)(oj ) for all o ∈ O.
p(i)(oj ) ≥
oj ∈{ok :ok %i o}

oj ∈{ok :ok %i o}

He strictly SD prefers p(i) to q(i) if p(i) %SD
q(i) and ¬[q(i) %SD
p(i)]. Ali
i
though each agent i expresses ordinal preferences over objects, he could have a
private cardinal utility ui consistent with %i : ui (o) ≥ ui (o′ ) if and only if o %i
o′ . The set of all utility functions consistent with %i is denoted by U (%i ). When
we consider agents’ valuations according
P to their cardinal utilities, then we will
assume additivity, that is ui (O′ ) = o∈O′ ui (o) for each i ∈ N and O′ ⊆ O.
An assignment p is envy-free if the total utility each agent i gets for his
allocation is at least the utility he would get if he had any another agent’s
allocation:
ui (p(i)) ≥ ui (p(j)) for all j ∈ N.
Note that we sometimes interpret a discrete allocation p(i) as a set, namely the
set of objects allocated to agent i. An assignment is proportional if each agent
gets at least 1/n-th of the utility he would get if he got all the objects:
ui (p(i)) ≥ ui (O)/n.

6
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Note that we require that the assignment is complete, that is, each object is
allocated. In the context of fractional assignments, an assignment is complete
if no fraction of an object is unallocated. In the absence of this requirement a
null assignment is obviously envy-free. On the other hand a null assignment is
not proportional.
When allocations are discrete and when agents may get more than one object, we will also consider preference relations over sets of objects. One way of
extending preferences over objects to preferences over sets of objects is via the
responsive set extension [7]. In the responsive set extension, preferences over
objects are extended to preferences over sets of objects in such a way that a
set in which an object is replaced by a more preferred object is more preferred.
Formally, for each agent i ∈ N , his preferences %i over O are extended to his
preferences %RS
over 2O via the responsive set extension as follows. For all
i
S ⊂ O, for all o ∈ S, for all o′ ∈ O \ S,
(S \ {o}) ∪ {o′ }
S %RS
i

if o′ %i o, and

S ≻RS
S \ {o}.
i
Equivalent, we say that p(i) %RS
q(i) if and only if there is an injection f from
i
q(i) to p(i) such that for each o ∈ q(i), f (o) %i o.
Theorem 1. For discrete assignments p and q, the following are equivalent.
(i) p(i) %SD
q(i).
i
(ii) ∀ui ∈ U (%i ), ui (p(i)) ≥ ui (q(i)).
(iii) p(i) %RS
q(i).
i
Proof. Firstly, (i) and (ii) are known to be equivalent [see e.g., 4, 24, 38].
We now show that (iii) implies (ii). If p(i) %RS
q(i), then we know that for
i
each object allocated to i in q(i), there is an injection which maps the object to
an object in p(i) which is at least as preferred by i. Hence, for each ui ∈ U (%i ),
we have that ui (p(i)) ≥ ui (q(i)).
We now show that (i) implies (iii). Assume that p(i) 6%RS
q(i) . Consider a
i
bipartite graph G = (q(i) ∪ p(i), E) where {o, o′ } ∈ E if o ∈ q(i), o′ ∈ p(i), and
o′ %i o. Since p(i) 6%RS
q(i), G does not have a matching saturating q(i). Then
i
by Hall’s theorem, there exists a set O′ ⊆ q(i) such that |N (O′ )| < |O′ | where
N (O′ ) denote the neighborhood of O′ . Consider an object o ∈ min%i (O′ ). We
can assume without loss of generality that O′ is maximal so that each o∗ ∈ q(i)
such that o∗ %i o is in O′ because this only increases the difference |O′ |−|N (O′ )|.
Note that O′ is then {o′ : o′ %i o} ∩ p(i) and N (O′ ) is {o′ : o′ %i o} ∩ q(i). Since,
|N (O′ )| < |O′ |, we have that
|{o′ : o′ %i o} ∩ p(i)| < |{o′ : o′ %i o} ∩ q(i)| .
But then p(i) 6%SD
q(i).
i
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SD envy-free

necessary envy-free

SD proportional

necessary proportional

necessary completion envy-free

possible envy-free
weak SD envy-free
weak SD proportional

possible completion envy-free
possible proportional

Table 2: Equivalence between different fairness concepts introduced in the literature. All
concepts in the same row are equivalent. For example, weak SD proportional is equivalent to
possible proportional.

4. Fairness concepts under ordinal preferences
We now define fairness notions that are independent of the actual cardinal
utilities of the agents. The fairness concepts are defined for fractional assignments. Since discrete assignments are special cases of fractional assignments,
the concepts apply just as well to discrete assignments. For algorithmic problems, we will only consider those assignments that are discrete. The fairness
concepts that are defined are with respect to the SD and RS relations as well
as by quantifying over the set of utility functions consistent with the ordinal
preferences.
Proportionality.
(i) (a) Weak SD proportionality: An assignment p satisfies weak SD proportionality if no agent strictly SD prefers the uniform assignment
to his allocation:
¬[(1/n, . . . , 1/n) ≻SD
p(i)] for all i ∈ N.
i
(b) Possible proportionality: An assignment satisfies possible proportionality if for each agent, there are cardinal utilities consistent with his
ordinal preferences such that his allocation yields him as at least as
much utility as he would get under the uniform assignment:
For each i ∈ N, there exists ui ∈ U (%i ) such that ui (p(i)) ≥ ui (O)/n.
(ii) (a) SD proportionality: An assignment p satisfies SD proportionality if
each agent SD prefers his allocation to the allocation under the uniform assignment:
p(i) %SD
(1/n, . . . , 1/n) for all i ∈ N.
i
(b) Necessary proportionality: An assignment satisfies necessary proportionality if it is proportional for all cardinal utilities consistent with
the agents’ preferences.1
For each i ∈ N, and for each ui ∈ U (%i ), ui (p(i)) ≥ ui (O)/n.
1 Pruhs

and Woeginger [46] referred to necessary proportionality as “ordinal fairness”.
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Envy-freeness.
(i) (a) Weak SD envy-freeness: An assignment p satisfies weak SD envyfreeness if no agent strictly SD prefers someone else’s allocation to
his:
¬[p(j) ≻SD
p(i)] for all i, j ∈ N.
i
(b) Possible envy-freeness: An assignment satisfies possible envy-freeness
if for each agent, there are cardinal utilities consistent with his ordinal preferences such that his allocation yields him as at least as much
utility as he would get if he was given any other agent’s allocation.
For all i ∈ N, ∃ui ∈ U (%i ) such that ui (p(i)) ≥ ui (p(j)) for all j ∈ N
(c) Possible completion envy-freeness: An assignment satisfies possible
completion envy-freeness [12] if for each agent, there exists a preference relation of the agent over sets of objects that is a weak order consistent with the responsive set extension such that the agent
weakly prefers his allocation over the allocations of other agents. The
concept has also been referred to as not “envy-ensuring” [17].
(ii) (a) SD envy-freeness: An assignment p satisfies SD envy-freeness if each
agent SD prefers his allocation to that of any other agent:
p(i) %SD
p(j) for all i, j ∈ N.
i
(b) Necessary envy-freeness: An assignment satisfies necessary envyfreeness if it is envy-free for all cardinal utilities consistent with the
agents’ preferences.
For each i, j ∈ N, and for each ui ∈ U (%i ), ui (p(i)) ≥ ui (p(j)).
(c) Necessary completion envy-freeness: An assignment satisfies necessary completion envy-freeness [12] if for each agent, and each total
order consistent with the responsive set extension of the agents, each
agent weakly prefers his allocation to any other agents’ allocation.
The concept has also been referred to as not envy-possible [17].
We consider the assignment problem in Example 1 to illustrate some of
the fairness notions.
Example 2. Consider an assignment problem (N, O, %) where |N | = 2,
O = o1 , o2 , o3 , o4 and the preferences of the agents are as follows
1:

o1 , o2 , o3 , o4

2:

o2 , o3 , o1 , o4

Consider the discrete assignment p in which agent 1 gets o1 and o4 and
agent 2 gets o2 and o3 . The assignment p is not SD proportional or
SD envy-free because the fairness constraints for agent 1 are not satisfied.
However, p is weak SD proportional, possible envy-free, and weak SD envyfree.
9
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Possible completion envy-freeness and necessary completion envy-freeness
were simply referred to as possible and necessary envy-freeness in [12]. We will
use the former terms to avoid confusion.
5. Relations between fairness concepts
In this section, we highlight the inclusion relationships between fairness concepts (see Figure 1). Based on the connection between the SD relation and
utilities (Theorem 1), we obtain the following equivalences. The equivalences
are also summarized in Table 2.
Theorem 2. For any number of agents and objects,
(i) Weak SD proportionality and possible proportionality are equivalent;
(ii) SD proportionality and necessary proportionality are equivalent;
(iii) weak SD envy-freeness and possible completion envy-freeness are equivalent;
(iv) SD envy-freeness, necessary envy-freeness and necessary completion envyfreeness are equivalent.
Proof. We deal with each case separately.
(i) The statement follows directly from the characterization of the SD relation.
(ii) The statement follows directly from the characterization of the SD relation.
(iii) If an assignment is weak SD envy-free, then each agent either SD prefers
his allocation over another agent’s allocation or finds them incomparable.
In case of incomparability, the relation can be completed with the agent’s
own allocation being more preferred. Thus the assignment is also possible
completion envy-free. If an assignment is possible completion envy-free,
then either an agent prefers his allocation over another agent’s allocation
with respect to the responsive set extension or finds them incomparable
with respect to the responsive set extension. Hence each agent either
SD prefers his allocation over another agent’s allocation or finds them
incomparable. Thus the assignment is also weak SD envy-free.
(iv) It follows from Theorem 1 that SD envy-freeness and necessary envyfreeness are equivalent. We now prove that SD envy-freeness and necessary completion envy-freeness are equivalent. Note that an agent SD
prefers his allocation over other agents’ allocation if and only if he prefers
his allocation with respect to the responsive set extension over other
agents’ allocation.

10

674

Communal Assembly Paper

www.daifture.org

It is well-known that when an allocation is complete and utilities are additive,
envy-freeness implies proportionality. Assume that an assignment p is envy-free.
Then
for each i ∈ N , ui (p(i)) ≥ ui (p(j)) for all j ∈ N . Thus, n · ui (p(i)) ≥
P
j∈N ui (p(j)) = ui (O). Hence ui (p(i)) ≥ ui (O)/n. We can also get similar
relations when we consider stronger and weaker notions of envy-freeness and
proportionality.
Theorem 3. The following relations hold between the fairness concepts defined.
(i) SD envy-freeness implies SD proportionality.
(ii) SD proportionality implies weak SD proportionality.
(iii) Possible envy-freeness implies weak SD proportionality.
(iv) Possible envy-freeness implies weak SD envy-freeness.
Proof. We deal with the cases separately.
(i) SD envy-freeness implies SD proportionality. Assume an assignment p satisfies SD envy-freeness. Then, by Theorem 2(iv), it satisfies envy-freeness
for all utilities consistent with the ordinal preferences. If an assignment
satisfies envy-freeness for particular cardinal utilities, it satisfies proportionality for the same cardinal utilities. Therefore, p satisfies proportionality for all cardinal utilities consistent with the ordinal preferences.
Hence, due to Theorem 2(ii), it implies that p satisfies SD proportionality.
(ii) SD proportionality implies weak SD proportionality. Assume an assignment p does not satisfy weak SD proportionality. Then, there exists some
agent i ∈ N such that (1/n, . . . , 1/n) ≻SD
p(i). But this implies that
i
¬[p(i) %SD
(1/n,
.
.
.
,
1/n)].
Hence
p
is
not
SD
proportional.
i
(iii) Possible envy-freeness implies weak SD proportionality. Assume an assignment p is not weak SD proportional. By Theorem 2, p is not possible
proportional. Let i ∈ N be an agent such that for all ui ∈ U (%i ) we have
that ui (p(i)) < ui (O)/n. But then, for each ui ∈ U (%i ) there exists an
agent j ∈ N such that ui (p(i)) < ui (p(j)), otherwise n · ui (p(i)) ≥ ui (O).
Hence p is not possible envy-free.
(iv) Possible envy-freeness implies weak SD envy-freeness. Assume that an
assignment p is not weak SD envy-free. Therefore there exist i, j ∈ N
such that p(j) ≻SD
p(i). Due to Theorem 1, we get that for each ui ∈
i
U (%i ), ui (p(j)) > ui (p(i)). Hence p is not possible envy-free.

We also highlight certain equivalences for the special case of two agents.
Theorem 4. For two agents,
(i) proportionality is equivalent to envy-freeness;
11
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(ii) SD proportionality is equivalent to SD envy-freeness;
(iii) weak SD proportionality and possible envy-freeness are equivalent; and
(iv) weak SD envy-freeness and weak SD proportionality are equivalent.
Proof. We deal with the cases separately while assuming n = 2. Since n = 2,
for any agent i, we will denote by −i the other agent.
(i) Proportionality is equivalent to envy-freeness. Since envy-freeness implies
proportionality, we only need to show that for two agents proportionality
implies envy-freeness. Assume that an assignment is not envy-free. Then,
ui (p(i)) < ui (p(−i))

⇔

2 · ui (p(i)) < ui (p(i)) + ui (p(−i))
ui (p(i)) <

⇔

ui (p(i)) + ui (p(−i))
= ui (O)/2.
2

(ii) SD proportionality is equivalent to SD envy-freeness. We note that for n =
2, if an assignment satisfies envy-freeness for particular cardinal utilities,
it satisfies proportionality for those cardinal utilities. Moreover, if an
assignment is SD proportional, it satisfies proportionality for all cardinal
utilities, hence it satisfies envy-freeness for all cardinal utilities and hence
it satisfies SD envy-freeness.
(iii) Weak SD proportionality and possible envy-freeness are equivalent. By
Theorem 3(iii), possible envy-freeness implies weak SD proportionality. If
an assignment satisfies weak SD proportionality, then there exist cardinal
utilities consistent with the ordinal preferences for which proportionality
is satisfied. Hence for n = 2, there exist cardinal utilities consistent with
the ordinal preferences for which envy-freeness is satisfied, which means
that the assignment satisfies possible envy-freeness.
(iv) Weak SD envy-freeness and weak SD proportionality are equivalent. We
have already shown that weak SD proportionality implies possible envyfreeness for n = 2, and that possible envy-freeness implies weak SD envyfreeness. Therefore, it is sufficient to prove that weak SD envy-freeness
implies weak SD proportionality. Assume that an assignment p is not
weak SD proportional. Then, there exists at least one agent i ∈ {1, 2}
such that
Sk
j
k
[
j=1 Ei
≥ (
Eij ) ∩ p(i)
2
j=1
for all k ∈ {1, . . . , ki } and
Sk

j=1

2

Eij

> (

k
[

Eij ) ∩ p(i)

j=1

12
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for some k ∈ {1, . . . , ki }. But this implies that
k
[

Eij ∩ p(−i) ≥ (

j=1

k
[

Eij ) ∩ p(i)

j=1

for all k ∈ {1, . . . , ki } and
k
[

Eij

∩ p(−i) > (

j=1

k
[

Eij ) ∩ p(i)

j=1

for some k ∈ {1, . . . , ki }. Thus p(−i) ≻SD
p(i) and hence p is not weak
i
SD envy-free.

In the next examples, we show that some of the inclusion relations do not
hold in the opposite direction and that some of the solution concepts are incomparable. Firstly, we show that SD proportionality does not imply weak SD
envy-freeness.
Example 3. SD proportionality does not imply weak SD envy-freeness. Consider the following preference profile:
1:

{a, b, c}, {d, e, f }

2:
3:

{a, b, c, d, e, f }
{a, b, c, d, e, f }

The allocation that gives {a, d} to agent 1, {b, c} to agent 2 and {e, f } to agent 3
is SD proportional. However it is not weak SD envy-free since agent 1 is envious
of agent 2. Hence it also follows that SD proportionality does not imply possible
envy-freeness or SD envy-freeness.
Next, we show that weak SD envy-freeness neither implies possible envyfreeness nor weak SD proportionality.
Example 4. Weak SD envy-freeness neither implies possible envy-freeness nor
weak SD proportionality. Consider an assignment problem in which N = {1, 2, 3},
and there are 4 copies of A, 6 copies of B, 1 copy of C and 1 copy of D. Let
the preference profile be as follows.
1:
2:

A, B, C, D
{A}, {B, C, D}

3:

{B}, {A, C, D}.

Clearly p, the assignment specified in Table 3 is weak SD envy-free. Assume
that p is also possible envy-free. Let u1 be the utility function of agent 1 for
13
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1
2
3

A

B

C

D

1
3
0

1
0
5

1
0
0

1
0
0

Table 3: Discrete assignment p in Example 4

which he does not envy agent 2 or 3. Let u1 (A) = a; u1 (B) = b; u1 (C) = c;
and u1 (D) = d. Since A ≻1 B ≻1 C ≻1 D, we get that
a > b > c > d.

(1)

Since p is possible envy-free, u1 (p(1)) ≥ u1 (p(2)) iff a + b + c + d ≥ 3a iff a ≤
b+c+d
which implies a < 3b
2
2 . Since p is possible envy-free, u1 (p(1)) ≥ u1 (p(3))
iff a + b + c + d ≥ 5b iff a + c + d ≥ 4b. Since a > b > c > d, it follows that
a > 2b. This is a contradiction since both a < 3b
2 and a ≥ 2b cannot hold.
Now we show that weak SD envy-freeness does not even imply weak SD proportionality. Assignment p is weak SD envy-free. If it were weak SD proportional
then there exists a utility function u1 such that u1 (a) + u1 (b) + u1 (c) + u1 (d) ≥
4u1 (a)+6u1 (b)+u1 (c)+u1 (d)
which means that u13(a) + u1 (b) ≤ 2u13(c) + 2u13(d) which
3
a
2c
is equivalent to 3 + b ≤ 3 + 2d
3 . But this is not possible because of (1).
Since, we have shown that weak SD envy-freeness is not equivalent to possible envy-freeness, and since we showed in Theorem 2(iii) that weak SD envyfreeness is equivalent to possible completion envy-freeness, this means that possible envy-freeness and possible completion envy-freeness are also not equivalent
to each other. We now point out that possible envy-freeness does not imply SD
proportionality.
Example 5. Possible envy-freeness does not imply SD proportionality. Consider an assignment problem with two agents with preferences 1 : {a}, {b, c} and
2 : {a, b, c}. Then the assignment in which 1 gets a and 2 gets b and c is possible
envy-free. However it is not SD proportional, because agent 1’s allocation does
not SD dominate the uniform allocation.
Finally, we note that all notions of proportionality and envy-freeness are
trivially satisfied if randomized assignments are allowed by giving each agent
1/n of each object. As we show here, achieving any notion of proportionality is
a challenge when outcomes need to be discrete.
Next, we study the existence and computation of fair assignments. Even
the weakest fairness concepts like weak SD proportionality may not be possible
to achieve: consider two agents with identical and strict preferences over two
objects. This problem remains even if m is a multiple of n.
Example 6. A discrete weak SD proportional assignment may not exist even

14
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if m is a multiple of n. Consider the following preferences:
1:
2:

{a1 , a2 , a3 , a4 }, {b1 , b2 }
{a1 , a2 , a3 , a4 }, {b1 , b2 }

3:

{a1 , a2 , a3 , a4 }, {b1 , b2 }

If all agents get 2 objects, then those agents that have to get at least one object
from {b1 , b2 } will get an allocation that is strictly SD dominated by (1/3, . . . , 1/3).
Otherwise, at least one agent gets at most one object, and is therefore strictly
SD dominated by the uniform assignment.
If m is not a multiple of n, then an even simpler example shows that a weak
SD proportional assignment may not exist. Consider the case when all agents
are indifferent among all objects. Then the agent who gets less objects than m/n
will get an allocation that is strictly SD dominated by (1/n, . . . , 1/n).
6. Computational Complexity
In this paper, we consider the natural computational question of checking
whether a discrete fair assignment exists and if it does exist then to compute it.
The problem of verifying whether a (discrete or fractional) assignment is fair is
easy for all the notions we defined.
Remark 1. It can be verified in time polynomial in n and m whether an assignment is fair for all notions of fairness considered in the paper. For possible
envy-freeness, a linear program can be used to find the ‘witness’ cardinal utilities
of the agents.
Remark 2. For a constant number of objects, it can be checked in polynomial
time whether a fair discrete assignment exists for all notions of fairness considered in the paper. This is because the total number of discrete assignments is
nm .
We note that if the assignment is not required to be discrete, then even
SD envy-freeness can be easily achieved [38]. Finally, we have the following
necessary condition for SD proportional and hence for SD envy-free assignments.
Theorem 5. If p is a discrete SD proportional assignment, then m is a multiple
of n and each agent gets m/n objects.
Proof. If p is an SD proportional assignment, then the following constraint is
satisfied for each agent i ∈ N .
|p(i) ∩ O| ≥

|O|
m
= .
n
n

Each agent must get m/n objects. If p is discrete, each agents gets m/n objects
only if m is a multiple of n.

15
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6.1. SD proportionality
In this subsection, we show that it can be checked in polynomial time whether
a discrete SD proportional assignment exists even in the case of indifferences.
The algorithm is via a reduction to the problem of checking whether a bipartite
graph admits a feasible b-matching.
Let H = (VH , EH ) be an undirected graph with vertex capacities b : VH →
N0 and edge capacities c : EH → N0 where N0 is the set of natural numbers
including
P zero. Then, a b-matching of H is a function m : EH → N0 such
that
m(e) ≤ c(e) for all
e∈{e′ ∈EH :v∈e′ } m(e) ≤ b(v) for each v ∈ VH , and
P
e ∈ EH . The size of the b-matching m is defined as e∈EH m(e). We point
out that if b(v) = 1 for all v ∈ VH , and c(e) = 1 for all e ∈ EH then a
maximum size b-matching is equivalent to a maximum cardinality matching. In
a b-matching problem with upper and lower bounds, there further is a function
a : VH →
PN0 . A feasible b-matching then is a function m : EH → N0 such that
a(v) ≤ e∈{e′ ∈EH :v∈e′ } m(e) ≤ b(v) for each v ∈ VH , and m(e) ≤ c(e) for all
e ∈ EH . If H is bipartite, then the problem of computing a maximum weight
feasible b-matching with lower and upper bounds can be solved in strongly
polynomial time [Chapter 35, 47].
Theorem 6. It can be checked in polynomial time whether a discrete SD proportional assignment exists even if agents are allowed to express indifference
between objects.
Proof. Consider (N, O, %). If m is not a multiple of n, then by Theorem 5,
no discrete SD proportional assignment exists. In this case, in each discrete
assignment p, there exists some agent i ∈ N who gets less than m/n objects.
Thus, the following does not hold: p(i) %SD
(1/n, . . . , 1/n). Hence we can
i
now assume that m is a multiple of n i.e., m = nc where c is a constant.
We reduce the problem to checking whether a feasible b-matching exists for a
graph G = (V, E). Recall that ki is the number of equivalence classes of agent
i. For each agent i, and for each ℓ ∈ {1, . . . , ki } we introduce a vertex viℓ .
For each o ∈ O, we create a corresponding vertex with the same name. Now,
V = {vi1 , . . . , viki : i ∈ N } ∪ O. The graph G is bipartite with independent sets
O and V \ O. Let us now specify the edges of G:
• for each i ∈ N , ℓ ∈ {1, . . . , ki } and o ∈ O we have that {viℓ , o} ∈ E if and
Sℓ
only if o ∈ j=1 Eij .

We specify the lower and upper bounds of each vertex:
 Pℓ

j
Pℓ−1
j=1 |Ei |
• a(viℓ ) =
− j=1 a(vij ) and b(viℓ ) = ∞ for each i ∈ N and
n
ℓ ∈ {1, . . . , ki };

• a(o) = b(o) = 1 for each o ∈ O.
For each edge e ∈ E, c(e) = 1.
16
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Now that (V, E) has been specified, we check whether a feasible b-matching
exists. If so, we allocate an object o to an agent i if the edge incident to o that is
included in the matching is incident to a vertex corresponding to an equivalence
class of agent i. We claim that a discrete SD proportional assignment exists if
and only if a feasible b-matching exists. If a feasible b-matching exists, then each
o ∈ O is matched so we have a complete assignment.
For each
agent i ∈ N , and
lP
m
ℓ
j
ℓ
for each Ei , an agent is allocated at least
j=1 Ei /n objects of the same
or more preferred equivalence class. Thus, the assignment is SD proportional.
On the other hand if a discrete SD proportional assignment p exists, then
ℓ
p(i) %SD
(1/n, . . . , 1/n)
i
m for each equivalence class Ei , an agent
lP implies that
ℓ
j
is allocated at least
j=1 Ei /n objects from the same or more preferred
equivalence class as Eiℓ . Hence there is a b-matching in which the lower bound
of each vertex of the type viℓ is met. For any remaining vertices o ∈ O that
have not been allocated, they may be allocated to any agent. Hence a feasible
b-matching exists.

6.2. Weak SD proportionality
In the previous subsection, we examined the complexity of checking the
existence of SD proportional discrete assignments. In this section we consider
weak SD proportionality.
Theorem 7. For strict preferences, a weak SD proportional discrete assignment
exists if and only if one of two cases holds:
(i) m = n and it is possible to allocate to each agent an object that is not his
least preferred object;
(ii) m > n.
Moreover, it can be checked in polynomial time whether a weak SD proportional discrete assignment exists when agents have strict preferences.
Proof. If m < n, at least one agent will not get any object. Hence there exists
no weak SD proportional discrete assignment. Hence m ≥ n is a necessary
condition for the existence of a weak SD proportional discrete assignment.
Let us consider the case of m = n. Clearly each agent needs to get one object.
If an agent i gets an object that is not the least preferredPobject o′ , then his
allocation p(i) is weak SD proportional. The reason is that o≻o′ p(i)(o) = 1 >
|{o : o ≻ o′ }| /n. Hence the following does not hold: (1/n, . . . , 1/n) %SD
p(i).
i
On the other hand, if i gets the least preferred object, his allocation is not weak
SD proportional since (1/m, . . . , 1/m) ≻SD
p(i). Hence, we just need to check
i
whether there exists a discrete assignment in which each agent gets an object
that is not least preferred. This can be solved as follows. We construct a graph
(V, E) such that V = N ∪ O and for all i ∈ N and o ∈ O, {i, o} ∈ E if and only
if o ∈
/ min%i (O). We just need to check whether (V, E) has a perfect matching.
If it does, the matching is a weak SD proportional discrete assignment.
17
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If m ≥ n + 1, we show that a weak SD proportional discrete assignment
exists. Allocate the most preferred object to the agents in the following order
1, 2, 3, . . . n, n, n − 1 . . . , 1, . . . . Then each agent i ∈ {1, . . . , n − 1} gets in the
worst case his i-th most preferred object. This worst case occurs if agents
preceding i pick the i − 1 most preferred objects of agent i. Even in this worst
case, since 1 > i/n, we have that the allocation of agents in {1, . . . , n−1} is weak
SD proportional. As for agent n, in the worst case he get his n-th and n + 1st
most preferred objects. Since 2 ≥ nn + n1 , by Lemma 1 we get that the allocation
of agent n is also weak SD proportional. This completes the proof.
Indifferences result in all sorts of challenges. Some arguments that we used
for the case for strict preferences do not work for the case of indifferences. The
case of strict preferences may lead one to wrongly assume that given a sufficient
number of objects, a weak SD proportional discrete assignment is guaranteed to
exist. However, if agents are allowed to express indifference, this is not the case.
Consider the case where m = nc + 1 and each agent is indifferent among each
of the objects. Then there exists no weak SD proportional discrete assignment
because some agent will get fewer than m/n objects. We first present a helpful
lemma which follows directly from the definition of weak SD proportionality.
Lemma 1. An assignment p is weak SD proportional if and only if for each
i ∈ N,
P
′
′
′
(i)
o′ %o p(i)(o ) > |{o : o % o}| /n for some o ∈ O; or
P
′
′
′
(ii)
o′ %o p(i)(o ) ≥ |{o : o % o}| /n for all o ∈ O.

We will use Lemma 1 in designing an algorithm to check whether a weak
SD proportional discrete assignment exists when agents are allowed to express
indifference.
Theorem 8. For a constant number of agents, it can be checked in polynomial
time whether a weak SD proportional discrete assignment exists even if agents
are allowed to express indifference between objects.
Proof. Consider (N, O, %). We want to check whether a weak SD proportional
discrete assignment exists. By Lemma 1, this is equivalent to checking whether
there exists a discrete assignment p, where for each i ∈ N , one of the following
ki conditions holds: for l ∈ {1, . . . , ki },

o∈

X

Sl

p(i)(o) >

j
j=1 Ei

Sl

j=1

Eij

n

(2)

or the following (ki + 1)-st condition holds
p(i) ∼SD
(1/n, . . . , 1/n).
i

(3)

18
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The (ki + 1)-st condition only holds if each Eij is a multiple of n for j ∈
{1, . . . , ki }.
We need to check whether there exists a discrete assignment in
Q which for
each agent one of the ki +1 conditions is satisfied. In total there are ni=1 (ki +1)
different ways in which the agents could be satisfied. We will now present an
algorithm to check if there exists a feasible weakly SD proportional discrete
assignment in which for each agent i, a certain condition among the ki + 1
conditions is satisfied. Since n is a constant, the total number of combinations
of conditions is polynomial.
We define a bipartite graph G = (V, E) whose vertex set is initially empty.
For each agent i, if the condition number is ℓ ∈ {1, . . . , ki } then we add a vertex
viℓ . If the condition number is ki + 1, then we add ki vertices — Bij for each
Eij where j ∈ {1, . . . , ki }. For each o ∈ O, we add a corresponding vertex with
the same name. The sets O and V \ O will be independent sets in G. We now
specify the edges of G.
Sℓ
• {viℓ , o} ∈ E if and only if o ∈ j=1 Eij for each i ∈ N , ℓ ∈ {1, . . . , ki } and
o ∈ O.
• {Bij , o} ∈ E if and only if o ∈ Eij for each i ∈ N , j ∈ {1, . . . , ki }, and
o ∈ O.
We specify the lower and upper bounds of each vertex.

 Sℓ
| j=1 Eij |
+ 1 and b(viℓ ) = ∞ for each i ∈ N and ℓ ∈ {1, . . . , ki };
• a(viℓ ) =
n
• a(Bij ) = b(Bij ) =

|Eij |
n

. for each Bij ;

• a(o) = b(o) = 1 for each o ∈ O.
For each edge e ∈ E, c(e) = 1. For each n-tuple of satisfaction conditions,
we construct the graph as specified above and then check whether there exists
a feasible b-matching. A weak SD proportional discrete assignment exists if and
onlyQ
if a feasible b-matching exists for the graph corresponding
to at least one of
Q
the ni=1 (ki + 1) combinations of conditions. Since ni=1 (ki + 1) is polynomial
if n is a constant and since a feasible b-matching can be checked in strongly
polynomial time, we can check the existence of a weak SD proportional discrete
assignment in polynomial time.
6.3. Envy-freeness
In this section, we examine the complexity of checking whether an envy-free
assignment exists or not. Our positive algorithmic results for SD proportionality
and weak SD proportionality help us obtain algorithms for SD envy-freeness and
weak SD envy-freeness when n = 2.
From Theorem 6, we get the following corollary.
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Corollary 1. For two agents, it can be checked in polynomial time whether a
discrete SD envy-free assignment exists even if agents are allowed to express
indifference between objects.
Proof. For two agents, SD proportionality implies SD envy-freeness, and by
Theorem 3, SD envy-freeness implies SD proportionality.
Corollary 1 generalizes Proposition 10 of [12] which stated that for two agents
and strict preferences, it can be checked in polynomial time whether a necessary
envy-free discrete assignment exists.
Similarly, from Theorem 8, we get the following corollary.
Corollary 2. For two agents, it can be checked in polynomial time whether a
weak SD envy-free or a possible envy-free discrete assignment exists.
Proof. For two agents, weak SD proportional is equivalent to weak SD envy-free
and possible envy-free (Theorem 4).
We prove that checking whether a (weak) SD envy-free or possible envyfree discrete assignment exists is NP-complete. The complexity of the second
problem was mentioned as an open problem in [12]. Bouveret et al. [12] showed
that the problem of checking whether a necessary envy-free discrete assignment
exists is NP-complete. The statement carries over to the more general domain
that allows for ties. We point out that if agents have identical preferences, it can
be checked in linear time whether an SD envy-free discrete assignment exists
even when preferences are not strict. Identical preferences have received special
attention within fair division [see e.g., 19].
Theorem 9. For agents with identical preferences, an SD envy-free discrete
assignment exists if and only if each equivalence class is a multiple of n.
Even n is not constant but preferences are strict, it can be checked in time
linear in n and m whether a complete weak SD envy-free discrete assignment
exists. This follows from an equivalent result in [12] for possible completion
envy-freeness and the fact that weak SD envy-freeness is equivalent to possible completion envy-freeness (Theorem 2(iii)). We use similar arguments as
Bouveret et al. [12] for possible envy-freeness.
Theorem 10. For strict preferences, it can be checked in time linear in n and
m whether a possible envy-free discrete assignment exists.
Proof. We reuse the arguments in the proof of [12, Proposition 4]. Let the
number of distinct top-ranked objects be k. If m < 2n − k, then there is at
least one agent who receives one object that is not his top-ranked o and no
further items. Thus he necessarily envies the agent who received o and hence
there cannot exist a possible envy-free discrete assignment. If m ≥ 2n − k,
then we run the following algorithm. (1) For each of the k top-ranked objects,
allocate it to an agent that ranks it first. Denote by N ′ the set of agents that
have not yet received an object, and order them arbitrarily. (2) Go through
20
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the n − k agents in N ′ in ascending order and ask them to claim their most
preferred item from those still available. (3) Go through the agents in N ′ again,
but this time in descending order, and ask them to claim their most preferred
item from those still available. The agents who got their most preferred object
do not envy any other agent if they have sufficiently high utility for their most
preferred object. For the remaining agents, who have received two objects each,
no agent i strictly SD prefers another agent j’s current allocation: even if j
(who had an earlier first turn) received a more preferred first object, i strictly
prefers his second object to j’s second object (in case j received a second object).
Therefore, there exist cardinal utilities consistent with the ordinal preferences
where the agents in N ′ put high enough utility for the second object they get
so that they are not envious of other agents even if the other agent gets all
the unallocated objects. Therefore the unallocated objects can be allocated in
an arbitrary manner among the remaining agents and the resulting complete
discrete assignment is still possible envy-free.
Bouveret et al. [12] mentioned the complexity of possible completion envyfreeness for the case of indifferences as an open problem. We present a reduction
to prove that for all notions of envy-freeness considered in this paper, checking
the existence of a fair discrete assignment is NP-complete.
Theorem 11. The following problems are NP-complete:
(i) check whether there exists a weak SD envy-free (equivalently possible completion envy-free) discrete assignment,
(ii) check whether there exists a possible envy-free discrete assignment, and
(iii) check whether there exists an SD envy-free discrete assignment.
Proof. Membership in NP is shown by Remark 1. To show hardness we use a
reduction from X3C (Exact Cover by 3-sets). In X3C, the input is a ground set
S and a collection C containing 3-sets of elements from S, and the question is
whether there exists a subcollection X ⊆ C such that each element of S is contained in exactly one of the 3-sets in X. X3C is known to be NP-complete [36].
Consider an instance (S, C) of X3C where S = {s1 , ..., s3q } and C = {c1 , ..., cl }.
Without loss of generality, l ≥ q. We construct the following assignment problem (N, O, %) where N = {a1 , ..., a40l } is partitioned into three sets N1 , N2 and
N3 with |N1 | = l, |N2 | = 30l, |N3 | = 9l and O = {o1 , ..., o120l } is partitioned
into three sets O1 , O2 and O3 with |O1 | = 3l, |O2 | = 90l and |O3 | = 27l. The
set O1 is partitioned into two sets, O1S and O1B , the first one corresponding to
the set of elements of S in the X3C instance and the second being a ‘buffer’ set.
We have |O1S | = 3q and |O1B | = 3l − 3q. We associate each cj ∈ C with the j-th
agent in N1 . With each cj ∈ C we also associate nine consecutive agents in N3 .
The preferences of the agents are defined as follows:
i : O2 ∪ ci , (O1 \ci ) ∪ O3 for i ∈ N1
i : O2 , O1 ∪ O3 for all i ∈ N2
21
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i : f (i), O\f (i) for i ∈ N3
The function f : N3 → 2O is such that it ensures the following properties:
For each of the three elements e of cj , three out of the nine agents associated
with cj list e as a second choice object, and list cj \{e} as first choice objects.
Let us label these three agents a1 , a2 and a3 . The sets of objects f (a1 ), f (a2 )
and f (a3 ) each exclude a distinct 13 of the buffer objects O1B . f (a1 ), f (a2 )
and f (a3 ) each contain 2/3 of the elements of OB . The 1/3 elements that are
excluded from each of these sets must be distinct i.e., elements that f (a1 ) does
not contain are contained in f (a2 ) and f (a3 ), and vice versa.
For each i ∈ N3 , f (i) ∩ (O2 ∪ O3 ) = Of . Let Of contain 32 of the elements of
O2 and 23 of the elements of O3 . Consider a discrete assignment that is weak
SD envy-free or possible envy-free or SD envy-free. We can make the following
observations:
(i) Agents in N2 are allocated all objects from O2 and none from O\O2 . To
show this, first consider the case where 30l or more objects from O2 are
assigned to N \N2 . In this case, at least one agent in N2 is envious of
an agent from N \N2 : there will be an agent b1 in N \N2 with three or
more objects from O2 , and there will be an agent b2 in N2 with at most
three elements, at most two of which are from O2 . This is because if an
agent has more than three objects, another has at most two and if they all
have three, some of those will be objects from O1 , and at least one agent
from N2 will have a second choice object. For all considered notions of
envy-freeness b2 will be envious of b1 .
If 0 < z1 < 30l objects from O2 are assigned to N \N2 , we have three
cases:
(a) z2 < z1 objects from O\O2 are assigned to N2 . In this case an agent
from N2 has two or less objects, which implies he will be envious of
others in N2 .
(b) z2 = z1 objects from O\O2 are assigned to N2 . To not be envious of
each other agents from N2 will each receive two first choice objects
and one second choice object. At least one agent from N1 will receive
at least three objects from O2 , making agents in N2 envious of him.
(c) z2 > z1 objects from O\O2 are assigned to N2 . In this case all agents
from N2 are given three or four objects. If an agent has two, he will
be envious as before. There are not enough objects left for each
agent in N \N2 to receive three or more objects. Therefore one of
these agents, labelled b1 only has two items. Even if those two items
are most preferred items, he will be envious of at least one agent in
N1 because to any agent in N \N2 the ratio of most preferred items
assigned to N1 is higher than 31 . This implies at least one agent in
N1 will have two most preferred items according to b1 , and since all
in N2 have at least three objects, b1 is envious of that agent.
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(ii) Each agent in N2 is allocated exactly three objects. Since as shown above
all and only O2 objects go to N2 , not all agents in N2 can have four
objects. Therefore if one has four, those without four objects will envy
him since they value all objects from O2 the same.
(iii) Each agent in N2 ∪ N1 has three objects. This is because if an agent in
N2 ∪N1 has four or more objects, another has two or less. The argument in
the first observation still applies, and therefore this agent will be envious
of at least one agent from N2 .
(iv) Agents in N1 will not be assigned any objects from O3 since they all
consider them to be second choices. To not envy agents in N2 agents in
N1 have three of their preferred choices.
(v) Each agent in N2 ∪ N3 are given two of N3 ’s common preferred choices,
and one of their second choices. This is the only way to avoid envy from
an element of N3 to at least one element of N2 ∪ N3 : if an element of N2
has two or three of N3 second choices, then another has three preferred
choices, and therefore at least one of N3 will be envious of him. If an
agent in N3 has three preferred choices, then at least one has only one
preferred choice, and will be envious of the agent with three preferred
choices.
(vi) An agent from N1 does not have objects from O1S and also O1B , since
otherwise at least one agent from N3 will be envious of him. This is
because of the conditions satisfied by f . There are at least three agents in
N3 who see the one or two selected elements from the three-set associated
to the N1 agent as first choice objects. For any set of elements of size two
or less in O1B , at least one of these three agents considers said set to be
composed of first choice object. Therefore, there is at least one agent in
N3 who will be envious of an agent in N1 who selects both from O1S and
O1B , since he sees this agent as having three preferred choices whilst he
only has two (according to the previous observation).
If there exists an exact cover of S by a subset of C, then there is an SD
envy-free discrete assignment since agents corresponding to elements of C used
for the cover will be given their preferred items from O1S and the others will be
given items from O1B .
If there does not exist an exact cover of S by a subset of C then there does
not exist a weak SD envy-free discrete assignment (equivalently an assignment
in which no agent strictly prefers another agent’s allocation with respect to
responsive preferences). This is because even if all the previous conditions are
respected, at least one agent from N1 gets a second choice object and is envious
of agents from N2 . This follows from the fact that no matter which agents of
N1 we assign buffer objects to, the remaining agents are not able to cover O1S
with their sets of most preferred objects. This completes the proof.
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In view of Theorem 1, the proof above also shows that when agents have
responsive preferences over sets of objects, then checking whether there exists
an envy-free (weak or strong) allocation is NP-complete. Another corollary is
that is if agents have cardinal utilities 1 or 0 for objects, then checking whether
there exists an envy-free assignment is NP-complete.
7. Extensions
In this section, we consider two extensions of our results: (i) additionally
requiring Pareto optimality and (ii) handling varying entitlements. We show
that our algorithmic results can be extended in both cases.
7.1. Additionally requiring Pareto optimality
We focussed on fairness and only required a weak form of efficiency that
each object is allocated. In this subsection, we seek discrete assignments that
are both fair and Pareto optimal.
Let (N, O, %) be an assignment problem. A discrete assignment q Pareto
dominates a discrete assignment p if q(i) %SD
p(i) for all i ∈ N and q(i) ≻SD
i
i
p(i) for some i ∈ N . We also say that q is a Pareto improvement over p. A
discrete assignment p is Pareto optimal if there exists no discrete assignment q
that Pareto dominates it.
Example 7. Consider the following assignment problem:
1:

{a, b, c}, {d, e, f }

2:

{d, e, f }, {a, b, c}

The discrete assignment that gives {b, c, f } to agent 1 and {d, e, a} to agent 2
is SD proportional. However it is not Pareto optimal since it is SD-dominated
by the assignment in which agent 1 gets {a, b, c} and agent 2 gets {d, e, f }.
Let (N, O, %) be an assignment problem and p be a discrete assignment.
We will create an auxiliary assignment problem and assignment where each
agent is allocated exactly one object. The clones of an agent i ∈ N are the
agents in Ni′ = {io : o ∈ O and p(i)(o) = 1}. The cloned assignment problem
corresponding toSassignment problem (N, O, %) and assignment p is (N ′ , O, %′ )
such that N ′ = i∈N Ni′ . and for each io ∈ N ′ , %′io =%i . The cloned assignment
of p is the discrete assignment p′ in which p′ (io )(o) = 1 if p(i)(o) = 1 and
p′ (io )(o) = 0 otherwise.
A cloned assignment can easily be transformed back into the original assignment where each agent i ∈ N is allocated all the objects assigned by p′ to the
clones of i.
Lemma 2. A discrete assignment is Pareto optimal if and only if its cloned
assignment is Pareto optimal for the cloned assignment problem.
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Proof. Let (N, O, %) be an assignment problem and p be a discrete assignment.
We will prove that p is not Pareto optimal if and only if its cloned assignment
p′ is not Pareto optimal for the cloned assignment problem (N ′ , O, %′ ).
For the backwards direction, assume that p′ is not Pareto optimal for (N ′ , O,
′
% ). Then, there exists another discrete assignment p′∗ in which each of the
cloned agents get at least as preferred an object and at least one agent gets
a strictly more preferred object. But if p′∗ is transformed into the discrete
assignment p∗ for the original assignment problem, then p∗ Pareto dominates p.
For the forward direction, assume that p is not Pareto optimal. Then, there
exists another discrete assignment p∗ that Pareto dominates it. But this implies
that the cloned assignment of p∗ also Pareto dominates p′ in (N ′ , O, %′ ) (modulo
name changes among clones).
Lemma 3. If a discrete assignment is not Pareto optimal, a Pareto improvement that is Pareto optimal can be computed in polynomial time.
Proof. We first take the assignment problem and the given discrete assignment
and construct the corresponding cloned assignment problem and cloned assignment. For such a cloned discrete assignment, a Pareto optimal Pareto improvement can be computed in polynomial time [see e.g., 6]. The updated cloned
assignment is then transformed back into an assignment for the original assignment problem.
Remark 3. A Pareto improvement over a weak SD proportional or SD proportional discrete assignment is weak SD proportional or SD proportional, respectively. Therefore, if a (weak) SD proportional discrete assignment exists then
there also exists a Pareto optimal and (weak) SD proportional discrete assignment.
Based on Lemma 3 and Remark 3 we obtain the following theorems.
Theorem 12. If a Pareto optimal and SD proportional discrete assignment
exists, it can be computed in polynomial time.
Theorem 13. For a constant number of agents, if a Pareto optimal and weak
SD proportional discrete assignment exists, it can be computed in polynomial
time.
7.2. Unequal entitlements
Throughout this paper, we assumed that each agent has the same entitlement
to the objects. However, it could be the case that an agent i ∈ N has entitlement
ei . There can be various reasons for unequal entitlements. An agent may be
given more entitlement for the resources to reward his contributions and effort
in obtaining the objects for the set of objects. Entitlements can also be used
to model justified demand. For example, if an agent represents a different
number of sub-agents, the agent who represents more sub-agents may have more
entitlement. Unequal entitlements have been considered in the fair division
literature (see, e.g., [22, page 44].
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In the case of unequal entitlements, proportionality and envy-freeness can
be redefined:
X
ei
ui (p(i)) ≥ P
ui (o) for each i ∈ N
j∈N ej
o∈O

for proportionality and

ui (p(i)) ≥

ei
ui (p(j)) for each i, j ∈ N
ej

for envy-freeness. For envy-freeness, the idea is that if agent i has half the entitlement of agent j, then i will only be envious of agent j if agent’s j allocation
gives agent i more than twice the utility agent i has for his own allocation.
Just like possible and necessary fairness is defined for equal entitlements, the
definitions can be extended for the case of unequal entitlements. Hence possible and necessary proportionality and envy-freeness are natural ordinal notions
that can also take into account entitlements. Our two algorithms for possible
and necessary proportionality can also be modified to cater for entitlements by
replacing 1/n with P ei ej whenever a matching lower bound is specified for a
j∈N
vertex.
Theorem 14. For a constant number of agents, it can be checked in polynomial
time whether a possible proportional discrete assignment exists even if agents
have different entitlements.
Theorem 15. It can be checked in polynomial time whether a necessary proportional discrete assignment exists.
8. Fairness Concepts that Guarantee the Existence of Fair Outcomes
We observed that there are instances where even the weakest fairness notions such as weak SD proportionality cannot be guaranteed. Hence the fairness notions considered are not proper solution concepts. In this section, we
propose fairness concepts that always suggest a non-empty set of assignments
with meaningful fairness properties.
8.1. Maximal and Maximum Fairness
We first seek a way out by considering corresponding solution concepts that
maximize the number of agents being satisfied with their allocation. The idea
has been used in matching theory where for example if a stable matching does
not exist, then one may aim to minimize the number of unstable pairs (see, e.g.,
[10]). For each fairness notion X ∈ {SD envy-freeness, weak SD envy-freeness,
possible envy-freeness, SD proportionality, weak SD proportionality}, we define
the following concepts:
(i) Maximum X: a discrete assignment p satisfies Maximum X if it maximizes
the total number of agents for which the fairness condition according to
X is satisfied.
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(ii) Maximal X: a discrete assignment p satisfies Maximal X if the fairness
condition according to X cannot be be satisfied for any more agents while
maintaining the fairness condition for agents who are satisfied by p.
The following lemmas are useful in relating the complexity of fairness concept
X with Maximum X and Maximal X. The proofs are straightforward.
Lemma 4. If there exists a polynomial-time algorithm to compute a discrete
assignment that is Maximum X then there exists a polynomial-time algorithm
to compute a discrete assignment satisfying X if one exists.
Proof. Simply compute the Maximum X and check whether the fairness condition is satisfied for each agent. If not, then the fairness condition cannot be
satisfied for each agent and hence no X discrete assignment exists.
Corollary 3. Computing a maximum SD envy-free discrete assignment is NPhard.
Lemma 5. If there exists a polynomial-time algorithm to check whether a discrete assignment satisfying X exists, then the problem of computing a Maximal
X discrete assignment can also be solved in polynomial time.
Proof. We describe the reduction. Initialize S, the set of agents for which the
fairness condition can be met, to the empty set. Check whether there exists an
agent j ∈ N \ S that can be moved to S such that there still exists a discrete
assignment that satisfies the fairness condition according to X for agents in S.
If yes, then move j to S. Repeat the process until the set S cannot be grown.
Hence S is the maximal set of agents that can be satisfied.
Corollary 4. A maximal SD proportional discrete assignment can be computed
in polynomial time.
Corollary 5. A maximal weak SD proportional discrete assignment can be computed in polynomial time if n is a constant.
Figure 2 illustrates the polynomial-time reductions between computational
problems for fairness concept X ∈ {envy-freeness, proportionality, SD envy–
freeness, weak SD envy-freeness, possible envy-freeness, weak SD proportionality, SD proportionality}.
8.2. Optimal proportionality
A possible criticism of maximal and maximum fairness is that the fairness
constraint of each agent is strong enough so that it is not possible to satisfy it
for each agent. Hence those agents that do not have their fairness constraints
satisfied may not view the assignment as fair from their perspective. To counter
this criticism, we weaken the fairness constraint in a uniform way which leads
to attractive fairness concepts called optimal proportionality and optimal weak
proportionality. The concepts are similar to egalitarian equivalence rule for
continuous resource settings [43]. For continuous settings, an allocation satisfies
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MaximalX

ExistsX

MaximumX
Figure 2: Polynomial-time reductions between computational problems for fairness concept
X ∈ {envy-freeness, proportionality, SD envy–freeness, weak SD envy-freeness, possible envyfreeness, weak SD proportionality, SD proportionality}.

egalitarian equivalence if each agent is indifferent between his allocation and
the reference resource bundle. Since we consider only ordinal preferences, we
exploit the SD relations to define suitable concepts. Moreover, since we consider
discrete assignments, we relax the requirement of each agent’s allocation being
equivalent to the reference allocation.
We say that an assignment satisfies 1/α proportionality if
(1/α, . . . , 1/α) for all i ∈ N.
p(i) %SD
i
We note that 1/n proportionality is equivalent to SD proportionality. An assignment satisfies optimal proportionality if
p(i) %SD
(1/α, . . . , 1/α) for all i ∈ N.
i
for the smallest possible α. We will refer to the smallest such α as α∗ and call
1/α∗ as the optimal proportionality value.
We point out that Theorem 6 can be generalized from 1/n proportionality
to 1/α proportionality for any value of α:
Theorem 16. It can be checked in polynomial time whether a discrete 1/α
proportional assignment exists even if agents are allowed to express indifference
between objects.
Proof. The algorithm and proof is identical to that of the algorithm in the proof
of Theorem 6. The only difference is that for each
 Pℓ i ∈ N
and ℓ ∈ {1, . . . , ki }, the
j
Pℓ−1
j=1 |Ei |
ℓ
lower bound of each vertex is set to a(vi ) =
− j=1 a(vij ) instead
α
 Pℓ

j
P
j
j=1 |Ei |
of
− ℓ−1
j=1 a(vi ).
n
The algorithm in the proof of Theorem 16 can be used to check the existence
of a 1/α proportional assignment for different values of α. However, among other
cases, if m < n, then we know that a 1/α proportional assignment does not exist
for any finite value of α. We first characterize the settings that admit a 1/α
proportional assignment for some finite α.
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Lemma 6. α∗ is finite iff there exists an assignment in which each agent gets
one of his most preferred objects.
Proof. In case each agent gets one of his most preferred objects, proportionality
is satisfied for α∗ = mn. If α∗ is finite, then each agent’s proportionality
constraint with respect to the first equivalence class is satisfied. Hence for some
finite α∗ ,
|E 1 |
p(i) ∩ Ei1 ≥ ∗i .
α
Hence each i gets at least one of his most preferred objects.
Since α is a positive real in the interval (0, ∞], it appears that even binary
search cannot be used to find the optimal proportional assignment in polynomial
time. Next, we show that interestingly we only need to check a polynomial
number of values of α to find the optimal proportional assignment.
Theorem 17. An optimal proportional assignment can be computed in polynomial time even if agents are allowed to express indifference between objects.
Proof. If there exists no assignment in which each agent gets one of his most
preferred objects, then α∗ is infinite. This means the first proportionality constraint of agents cannot be simultaneously satisfied for a finite α∗ . In that case
any arbitrary assignment satisfies optimality proportionality with α∗ = ∞. In
case there exists an assignment in which each agent gets one of his most preferred
objects, then α∗ is finite. We show how to compute such an α∗ as well as the
assignment corresponding to it. An assignment p satisfies 1/α proportionality
if for each i ∈ N and each k ∈ {1, . . . , ki },
p(i) ∩

k
[

Eij

≥

|

j=1

Sk

j=1

Eij |

α

.

(4)

Since ki ≤ m, there are in total mn such constraints. Since the left hand side
of each such constraint is an integer, the overall constraint is tight if
& Sk
'
k
[
| j=1 Eij |
j
p(i) ∩
Ei =
.
α
j=1
If the value of α is such that no proportionality constraint is tight then this
means that α is not optimal. Therefore, we can restrict our attention to those
values of α for which at least one of the constraints of the type in (4) is tight.
When a constraint is tight, both sides of the constraint take one of the values
from the set {1, . . . , m}. No constraint can take value 0 because we know that
α∗ is finite and that there exists an assignment in which each agent gets one of
his most preferred objects. For the tight constraint
p(i) ∩

k
[

j=1

Eij

=

|

Sk

j=1

α

Eij |

∈ (ℓ, ℓ + 1]
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for some ℓ ∈ {0, . . . , m − 1}. This constraint is tight for one of the following
values of α:
( Sk
)
| j=1 Eij |
: ℓ ∈ {0, . . . , m − 1}
ℓ+1
It follows that if we restrict α to those values for which at least one proportionality constraint is tight, then we just need to consider at most nm2 values
of α all of which are rationals. For each of these values, we check whether a 1/α
proportional assignment exists or not. The smallest α for which a 1/α proportional assignment exists is the optimal α = α∗ . The assignment is the optimal
proportional assignment.
We note that if an SD proportional assignment exists, then it is also an
optimal proportional assignment.
Theorem 18. SD proportionality implies optimal proportionality irrespective
of whether the assignments are discrete or not.
Proof. Assume that assignment p is SD proportional not an optimal proportional assignment. Then, we know that it is 1/n proportional. Assume for
contradiction that p is 1/α proportional for α < n. But this means that for
each i ∈ N , the following constraint is satisfied.
|p(i) ∩ O| ≥

|O|
.
α

|O|
|O|
Since α < n, it follows that |O|
α > n . But if each agent gets more than n
objects, then the number of objects is more than |O| which is a contradiction.

We show that even if an SD proportional assignment does not exist, an
optimal proportional assignment suggests a desirable allocation of objects.
Example 8. Assume that the preferences of the agents are as follows.
1:

{o1 , o2 , o3 }

2:

{o1 , o2 , o3 }

Since m is not a multiple of n, an SD proportional assignment does not exist.
Now consider the assignment p that gives two objects to one agent and one
object to the other. It is an optimal proportional assignment where the optimal
proportionality value is 1/3.
Optimal proportionality seems to be a useful fairness concept for ordinal
settings. It guarantees the existence of an assignment that satisfies a fairness
notion along the lines of proportionality. If each agent cannot get a most preferred object, then the optimal proportionality value reached is 1/∞ = 0. If the
optimal proportionality value is 0, then one can modify the preference profile by
30

694

Communal Assembly Paper

www.daifture.org

gradually merging the first few equivalence classes of the agents. If m > n, then
after merging enough equivalence classes of the agents, one can ensure that the
optimal proportional value for the modified profile is finite. An optimal proportional assignment for the modified preference profile stills seems to constitute a
desirable and fair assignment for the original preference profile. We note that in
contrast to the ordinal setting, when agents have cardinal utilities, even checking
whether there exists a proportional assignment is NP-complete [15, 39].
8.3. Optimal weak proportionality
Just like the concept of SD proportionality can be used to define optimal
proportionality, weak SD proportionality can be used to define optimal weak
proportionality. We say that an assignment satisfies 1/β weak proportionality if
(1/β, . . . , 1/β) ⊁SD
p(i) for all i ∈ N.
i
We note that 1/n weak proportionality is equivalent to weak SD proportionality.
An assignment satisfies optimal weak proportionality if
(1/β, . . . , 1/β) ⊁SD
p(i) for all i ∈ N.
i
for the infimum of the set {β | ∃ a 1/β weak proportional assignment}. We
will refer to the infimum as β ∗ and call 1/β ∗ as the optimal weak proportionality
value.
We point out that Theorem 8 can be generalized from 1/n proportionality
to 1/β proportionality for any value of β:
Theorem 19. For a constant number of agents, it can be checked in polynomial
time whether a 1/β weak proportional discrete assignment exists even if agents
are allowed to express indifference between objects.
Proof. The algorithm and proof is identical to that of the algorithm in the proof
of Theorem 8. The only difference in the algorithm is in the lower bounds of
vertices.
 Sℓ

| j=1 Eij |
ℓ
• a(vi ) =
+ 1 and b(viℓ ) = ∞ for each i ∈ N and ℓ ∈ {1, . . . , ki };
β
• a(Bij ) = b(Bij ) =

|Eij |
β

. for each Bij ;

• a(o) = b(o) = 1 for each o ∈ O.

The algorithm in the proof of Theorem 19 can be used to check the existence
of a 1/β weak proportional assignment for different values of β. However, among
other cases, if m < n, then we know that a 1/β weak proportional assignment
does not exist for any finite value of β.
Lemma 7. For any assignment setting, β ∗ ≥ 1.
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Proof. Assume for contradiction that β ∗ < 1. This means that there exists
a discrete assignment p such that for each
agent i ∈ N , either p(i) ∼SD
i
Sk
S
| j=1 Ei |
k
(1/β ∗ , . . . , 1/β ∗ ) or p(i) ∩ j=1 Eij >
for
some
k.
Note
that
the
β∗

former condition is not feasible because it means that p(i) ≻RS
O. For the
Sk
Sk i
j
∗
latter condition, since β < 1, therefore p(i) ∩ j=1 Ei > | j=1 Eij |. But this
is a contradiction.
Next, we characterize those assignment settings for which β ∗ is finite.
Lemma 8. β ∗ is finite if and only if m ≥ n.

Proof. If β ∗ is finite, then at least one of each agent’s weak β ∗ proportionality
constraint is satisfied. This implies that each agent gets at least one object
which means that m ≥ n.
Assume that m ≥ n. Hence there exists an assignment in which each agent
gets one object. In the worst case, some agent i ∈ N gets only one object that
is also his least preferred. Even then p(i) ≻SD
(1/β, . . . , 1/β) if 1/β < 1/m.
i
Hence p is weak 1/β weak proportional for any finite β > m.
Next, we show that if the number of agents is constant, an optimal weak
proportional assignment can be computed in polynomial time.
Theorem 20. If the number of agents is constant, a discrete optimal weak
proportional assignment can be computed in polynomial time even if agents are
allowed to express indifference between objects.
Proof. If m < n, then by Lemma 8, β ∗ is infinite and at least one agent cannot
get an object. In that case, any assignment satisfies 1/∞ weak proportionality.
If m ≥ n, then by Lemma 8, β ∗ is finite, we show how to compute such a β ∗ as
well as the assignment corresponding to it. Assume that β ∗ is such that there
exists at least one i ∈ N such that p(i) ∼SD
(1/β ∗ , . . . , 1/β ∗ ). In this case, for
i
each j ∈ {1, . . . , ki } i gets

|Eij |
β∗

objects from p(i) ∩ Eij . Since |Eij | ∈ {1, . . . , m}

and |p(i) ∩ Eij | ∈ {1, . . . , m}, β ∗ takes one of at most O(m2 ) values from set
{a/b : a, b ∈ {1, . . . , m}, a > b}.
Now let us assume that β ∗ is such that there exists no i ∈ N such that
p(i) ∼SD
(1/β ∗ , . . . , 1/β ∗ ). In that case for each agent i ∈ N , an assignment p
i
satisfies 1/β proportionality if for each i ∈ N and some k ∈ {1, . . . , ki },
p(i) ∩

k
[

Eij

>

j=1

|

Sk

j=1

Eij |

β

.

(5)

For an arbitrarily small rational ǫ > 0, this constraint is equivalent to
& Sk
'
k
[
| j=1 Eij |
j
p(i) ∩
Ei ≥
.
β−ǫ
j=1
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Since ki ≤ m, there are in total mn such constraints. Since the left hand
side of each such constraint is an integer, the overall constraint is tight if
& Sk
'
k
[
| j=1 Eij |
j
p(i) ∩
Ei =
.
(6)
β−ǫ
j=1
If the value of β − ǫ is such that no proportionality constraint is tight then
this means that β − ǫ is not optimal. Therefore, we can restrict our attention
to those values of β − ǫ for which at least one of the constraints of the type in
(6) is tight. When a constraint is tight, both sides of the constraint take one of
the values from the set {1, . . . , m}. For the tight constraint,
p(i) ∩

k
[

j=1

Eij

=

|

Sk

j=1

Eij |

β−ǫ

∈ (ℓ, ℓ + 1]

for some ℓ ∈ {0, . . . , m − 1}. This constraint is tight for one of the following
values of β − ǫ:
( Sk
)
| j=1 Eij |
: ℓ ∈ {0, . . . , m − 1}
ℓ+1
It follows that if we restrict β − ǫ to those values for which at least one
proportionality constraint is tight, then we just need to consider at most nm2
values of β − ǫ all of which are rationals. We can informally consider these
values as the values of β because β − ǫ is a tiny perturbation of β. For each
of the values, we check whether a 1/β proportional assignment exists or not.
Similarly, for each of the values from the set β ∈ {a/b : a, b ∈ {1, . . . , m}, a > b},
we check whether a β weak proportional assignment exists or not. The smallest
β for which a 1/β assignment exists is β ∗ .
It remains open whether the theorem above can be generalized to the case
where the number of agents is not constant. We note that whereas an SD
proportional assignment is an optimal proportional assignment (Theorem 18),
a weak SD proportional assignment may not be an optimal weak proportional
assignment.
Example 9. Assume that the preferences of the agents are as follows.
1:
2:

o1 , o2 , o3 , o4 , o5
{o2 , o3 }, {o1 , o4 , o5 }

Note that the discrete assignment p that gives {o2 , o3 } to agent 1 and the other
objects to agent 2 is weak SD proportional. In fact it is not only 1/2 weak
proportional but (3/5 − ǫ) weak proportional where ǫ > 0 is arbitrarily small. It
is not 1/β weak proportional for 1/β < 3/5.
We now consider a discrete assignment q, that gives {o1 } to agent 1 and the
other objects to agent 2. It is easily seen that q is (1−ǫ) weak proportional where
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697

Communal Assembly Paper

www.daifture.org

ǫ > 0 is arbitrarily small. Since the weak SD proportional assignment p is not
1/β weak proportional for 1/β < 3/5 but there exists another discrete assignment
q that is (1 − ǫ) weak proportional, it shows that a weak SD proportional discrete
assignment may not be an optimal weak proportional assignment.
Next, we provide further justification for optimal weak proportionality. Optimal weak proportionality is equivalent to an established fairness concept called
maximin defined for a restricted domain. When n = m and preferences of agents
are strict, Brams and King [21] defined an assignment satisfying maximin if it
maximizes the minimum rank of items that any player receives. We show that
for n = m and strict preferences, maximin is equivalent to optimal weak proportional.
Theorem 21. For n = m and strict preferences, maximin is equivalent to
optimal weak proportional.
Proof. Assume that each agent gets an object that is at least his k-th ranked
object. Then the assignment satisfies 1/(k − ǫ) weak proportionality for some
arbitrarily small ǫ > 0. We now assume that an assignment satisfies 1/(k − ǫ)
weak proportionality for some arbitrarily small ǫ > 0. In that case we know
that each agent gets an object that is k-th or higher ranked.
9. Conclusions
We have presented a taxonomy of fairness concepts under ordinal preferences,
and identified the relationships between the concepts. Compared to refinements
of the responsive set extension to define fairness concepts [12], using cardinal
utilities and the SD relation to define fairness concepts not only gives more
flexibility (for example reasoning about entitlements) but can also be convenient
for algorithm design.
A problem with the fairness concepts presented in the paper was that the
set of fair outcomes is not guaranteed to be non-empty. In view of this we highlighted in Section 8 how alternative notions of maximal and maximum fairness
are useful and how the respective computational problems are related to each
other. Another possible way to circumvent non-existence of SD proportional or
weak SD proportional assignments is to define less stringent notions by replacing the reference vector ( n1 , . . . , n1 ) with a reference vector with 1/n replaced
by some constant. We show that an optimal proportional discrete assignment
can be computed in polynomial time whereas an optimal weak proportional discrete assignment can be computed in polynomial time if the number of agents
is bounded. Both fairness notions appear to promising solution concepts for
fair division of indivisible objects. They are also compatible with Pareto optimality. The optimal notions can be be further refined with respect to leximin
refinements.
There are number of directions for future research. The complexity of finding a weak SD proportional discrete assignment remains open for an unbounded
number of agents with non-strict preferences. The complexity of checking
34
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whether an SD envy-free assignment exists for a bounded number of agents
is open. It will be interesting to see how various approximation algorithms
in the literature designed to reduce envy or maximize welfare fare in terms of
satisfying ordinal notions of fairness (see, e.g., [9, 13, 39]). Examining other
dominance notions may also be fruitful [34]. Another avenue for positive algorithmic results is to consider parameterized algorithms. Finally, strategic
aspects of ordinal fairness is another interesting direction for future research.
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In: Barberà, S., Hammond, P. J., Seidl, C. (Eds.), Handbook of Utility
Theory. Vol. II. Kluwer Academic Publishers, Ch. 17, pp. 893–977.
[8] Baumeister, D., Bouveret, S., Lang, J., Nguyen, N.-T., Nguyen, T.-T.,
Rothe, J., Saffidine, A., 2014. Axiomatic and computational aspects of
scoring allocation rules for indivisible goods. In: Proceedings of the 5th
International Workshop on Computational Social Choice (COMSOC).
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Abstract
Planning optimal paths for large numbers of robots is computationally expensive. In this paper, we introduce a new framework for multirobot path planning called subdimensional expansion, which initially plans for each robot
individually, and then coordinates motion among the robots as needed. More
specifically, subdimensional expansion initially creates a one-dimensional search
space embedded in the joint configuration space of the multirobot system.
When the search space is found to be blocked during planning by a robotrobot collision, the dimensionality of the search space is locally increased to
ensure that an alternative path can be found. As a result, robots are only
coordinated when necessary, which reduces the computational cost of finding
a path. We present the M* algorithm, an implementation of subdimensional expansion that adapts the A* planner to perform efficient multirobot
planning. M* is proven to be complete and to find minimal cost paths. Simulation results are presented that show that M* outperforms existing optimal
multirobot path planning algorithms.
Keywords: Motion and Path Planning, Multiagent System
1. Introduction
Multirobot systems offer flexibility, sensor coverage, and redundancy,
which makes them attractive for tasks such as surveillance, search and rescue,
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and warehouse automation. Exploiting the benefits of multirobot systems
requires addressing a multitude of issues including task assignment, communication, synchronization of world models, and the coordination of large
numbers of robots, in addition to all the challenges that face single robot
systems.
In this paper, we focus on issues surrounding planning paths for large
numbers of robots. Such issues center on the fundamental trade-off between
path quality and computational cost. The trade-off is illustrated by the
differences between coupled and decoupled approaches to multirobot path
planning. Coupled approaches use the high-dimensional joint configuration
space of a multirobot system1 as the search space, and can find paths that are
collision-free and minimal cost, i.e. optimal, but at high computational cost
[1, 2]. For example, finding optimal paths for multirobot systems on graphs
is known to be NP-hard [3]. Decoupled algorithms explore a low dimensional
search space to coordinate the motion of robots on paths computed for each
robot individually; they can rapidly find paths for large numbers of robots,
but are not guaranteed to find a path for all solvable problems [4, 5, 6, 7, 8].
In this paper, we introduce a new approach that combines the advantages
of coupled and decoupled algorithms called subdimensional expansion. Subdimensional expansion is not a specific algorithm, but rather a method for
manipulating the search spaces of existing search algorithms to decrease the
computational cost of solving multirobot path planning problems. Subdimensional expansion starts by finding a path for each robot in its individual
configuration space. Combining the individual paths of each robot defines a
one-dimensional search space for the full multirobot system embedded in the
joint configuration space. When robots are found to collide in the multirobot
search space, subdimensional expansion locally grows the dimensionality of
the search space to allow an alternative path for the colliding robots to be
found with coupled planning. Although the search space may grow to cover
the entire joint configuration space in the worst case, for many problems
subdimensional expansion can construct a low dimensional search space that
1

In a slight abuse of terminology, we define the configuration space of a multirobot
system as the Cartesian product of the free configuration spaces of the individual robots.
The free configuration space of a robot is the space of all positions that a robot can occupy
without colliding with itself or an obstacle. We use the term “joint” configuration space to
emphasize that we are referring to the configuration space of the entire system, not that
of a single robot.
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allows for efficient computation of a high quality path.
This paper combines and extends results previously published in conference papers [9, 10]. We describe an implementation of subdimensional
expansion for planning on arbitrary graphs called M* 2 . M* uses A* [1] as
the underlying planner that both computes paths for individual robots to
guide the construction of the multirobot search space, and explores the multirobot search space to find a path for the entire system. M* is guaranteed to
find the optimal path. Several improved versions of M* are described which
further reduce the dimensionality of the search space and reduce the time
required to explore the search space. Simulation results are presented that
show that M* has better performance than existing optimal multirobot path
planning algorithms.
2. Prior Work
We place multirobot path planning algorithms on a continuum between
coupled and decoupled approaches. Coupled planning algorithms search the
joint configuration space of the multirobot system, guaranteeing that the
optimal path will be found. Decoupled approaches, on the other hand, compute paths seperately for individual robots, then adjust the paths to avoid
collisions. Decoupled approaches generally can not guarantee that a path
will be found, much less the optimal path.
2.1. Coupled Multirobot Path Planning
A straightforward multirobot path planner could use standard A* [1] to
find a path for a multirobot system, resulting in a simple, coupled planner. However, the exponential growth in the number of possible joint actions
would render such an approach computationally infeasible as the number of
robots increases. Operator Decomposition (OD) [2] and Enhanced Partial
Expansion A* (EPEA*) [12, 13] are lazy variants of A* designed for multirobot path planning which delay enumerating paths that are expensive based
on a heuristic, thereby dramatically reducing the effective branching factor
of multirobot systems. Iterative Deepening A* (IDA*) is a general purpose
heuristic depth-first search algorithm, which can be applied to the problem of
finding optimal paths for systems of multiple robots. However, it is effective
2

M* has previously been used as the name of an unrelated opponent modeling search
algorithm [11]
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only when robots are packed densely enough that only a few robots can move
at any time [14].
Probabilistic planners were developed to find paths for robot mechanisms
with many internal degrees of freedom, for which deterministic planners such
as A* were unable to find paths in a reasonable amount of time. The suitability of probabilistic planners for high-dimensional planning has led to the
development of coupled algorithms that use probabilistic planners directly to
explore the joint configuration space of multirobot systems [15, 16, 17, 18].
The shear size of the joint configuration space of multirobot systems limits such approaches to relatively small numbers of robots. MA-RRT* [19],
dRRT [20], and sPRM [21] are probabilistic planning algorithms customized
for multirobot path planning that decouple planning to avoid robot-obstacle
and robot-robot collisions, resulting in substantial reductions in the computational cost of finding paths.
An alternate approach to coupled planning is to recast the multirobot
path planning problem as a Boolean Satisfiability (SAT) problem, for which
there are very efficient general-purpose solvers. The multirobot path planning
problem can be recast as a SAT problem by creating a set of Boolean variables
to track the location of each robot, and adding terms to the Boolean formula
to enforce collision avoidance, defining a logical formula for which the solver
tries to find a valid assignment of truth values [22, 23, 24, 25, 26]. SAT
planners have also been used to find shortcuts to reduce the cost of nonoptimal paths computed by rule-based planners [27, 28].
2.2. Decoupled Multirobot Path Planning
Decoupled approaches compute paths separately for individual robots,
then adjust the paths to avoid collisions. Because the search for both the individual robot paths and the necessary adjustments to avoid collisions are performed in low-dimensional search spaces, decoupled approaches can rapidly
find paths for systems containing many robots [6, 7]. Velocity planners fix
the paths that will be followed by each robot, then find a velocity schedule
along those paths that avoids collisions [5, 29, 30, 31, 32, 33, 34]. Priority
planners assign a priority to each robot, then plan for individual robots in
decreasing order of priority, treating higher priority robots as moving obstacles [4, 35, 36, 37, 38, 39]. The choice of priority ordering is critical, leading
to a number of heuristics for choosing priority orders that are likely to lead
to a solution [38, 40, 41]. Turpin et al. [42, 43] showed that for permutation invariant multirobot path planning, where any robot can move to any
5
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goal location, there is a polynomial time algorithm for choosing an assignment of robots to goals and a priority order that is guaranteed to produce
a solution. The drawback of decoupled algorithms is that the search spaces
employed represent only a small portion of the joint configuration space, and
thus decoupled algorithms are not guaranteed to find a path for all solvable
problems [18], excepting permutation invariant multirobot path planning.
2.3. Intermediate Multirobot Path Planning
Several approaches have been developed that lie between coupled and
decoupled approaches: they allow for more rich robot-robot behaviors than
can be achieved with decoupled planners, while avoiding planning in the joint
configuration space.
Rule based approaches use a set of stereotyped behaviors to govern robotrobot interactions, and can find paths in polynomial time. The existence of
polynomial time algorithms for non-optimal multirobot path planning was
first proved by Wilson [44] and Kornhauser et al. [45]. Gabriele and Helmert
[46] brought this early work back to the attention of the planning community,
and worked to adapt the proofs of Kornhauser et al. [45] into a practical planning algorithm. Several approaches to rule based path planning have been
developed. Warehousing approaches shift robots into configurations which
will not interfere with the motion of other robots [47, 48]. Push and Swap
[49, 50] Push and Rotate [51], and the Tree-Based Agent Swapping Strategy
algorithm [52] utilize behaviors that exchange the positions of two robots
without disturbing other robots. While these algorithms are guaranteed to
find paths in polynomial time, the stereotyped behaviors induced by the rules
can lead to low quality paths. In particular, only a few robots are typically
allowed to move at any given time. Parallel Push and Swap (PPAS) [53] is
a variant of Push and Swap which allows all robots to move simultaneously,
significantly reducing the typical makespan of plans, i.e. the time required
for the last robot to reach its goal.
An alternative approach followed by dynamically coupled algorithms is
to grow the search space during path planning, so that the search space
can initially be very small, then grow only where necessary. Al-Wahedi [54]
presented an approach in which paths are found separately for each robot,
followed by coupled planning in a window around conflicts, but does not
return optimal paths. The work of van den Berg et al. [55] shows how to
identify the minimal sets of robots which must execute a cooperative path
instead of sequentially executing single robot paths. The Increasing Cost
6
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Tree Search (ICTS) [56] limits the cost that can be incurred by an individual
robot, then uses pairwise tests to determine for which robots the cost limits
must be raised. Conflict-Based Search (CBS) [57] constructs a set of constraints when planning for individual robots to find optimal solutions without
exploring higher-dimensional spaces. Enhanced CBS (ECBS) [58] is a variant
of CBS that can rapidly find near optimal solutions to problems involving
large numbers of robots. Independence Detection (ID) [2] and Meta-Agent
Conflict-Based Search (MA-CBS) [59] initially attempt to find a path using
decoupled planning approaches, but revert to coupled planning for subsets of
robots for which the decoupled planner cannot find paths. In the worst case,
the search spaces constructed by dynamically coupled algorithms may cover
the entire joint configuration space, but for most problems a substantially
smaller search space suffices.
3. Subdimensional Expansion
In multirobot path planning there is an inherent trade-off between path
quality and the computational cost of finding a path. However, in many
problem instances of interest, the multirobot path planning problem naturally decomposes into small subproblems, which permits optimal paths3 to
be found at low computational cost. Specifically, if the interactions between
robots are sparse, the multirobot path planning problem can be split into two
parts: planning paths for individual robots and optimally resolving conflicts
between robots.
Subdimensional expansion is a framework for multirobot path planning
that exploits the aforementioned natural decomposition to find optimal paths
at low computational cost. Subdimensional expansion begins by computing
an individual policy for each robot. The individual policy specifies the individually optimal path from each point in the free configuration space of a
robot to its goal configuration, neglecting the presence of other robots. The
path of the multirobot system induced by each robot obeying its individual policy is termed the joint policy path. Robot-robot collisions are likely
present in the joint policy path.
Subdimensional expansion then uses the individual policies to guide the
construction of a search space of variable dimensionality, embedded in the
3

An optimal path is a collision-free path which minimizes some cost function.

7

711

Communal Assembly Paper

www.daifture.org

joint configuration space of the system, in which to coordinate the motion of
the multirobot system and resolve any conflicts. Subdimensional expansion
makes the optimistic assumption that the joint policy path is collision free
until there is evidence otherwise, and thus each robot is initially restricted to
obeying its individual policy. The resulting search space is one-dimensional,
as the only free parameter is for how long to follow the individual policies,
and planning is fully decoupled, i.e. each robot follows an independently
computed plan. An underlying planner, such as A*, is then employed to find
an optimal path in the search space. When the underlying planner encounters
a robot-robot collision, the involved robots are permitted to diverge from
their individual policies, locally increasing the dimensionality of the search
space. In the region of increased dimensionality, planning is conducted as
a search over the joint actions of the robots involved in the collision, i.e.
coupled planning for those robots.
Two constructs, the backpropagation set and the collision set, are employed to ensure that the search space is only expanded where and as much
as necessary. Subdimensional expansion only expands the search space when
the underlying planner finds a collision, but to ensure that a path can be
found the search space must be expanded along all paths explored by the underlying planner that lead to the collision. The backpropagation set is used
to propagate information about a collision back along all explored paths leading to the collision. The backpropagation set of a point q in the search space
is the set of all points for which the underlying planner has considered q
as a possible successor. For instance, if the underlying planner is A*, when
a vertex is expanded it is added to the backpropagation set of each of its
out-neighbors, whereas if RRT is employed as the underlying planner the
backpropagation set of a configuration contains its parent in the search tree.
Subdimensional expansion uses the collision set to aggregate information
about collisions and to determine the local dimensionality of the search space.
The collision set C of a given point q in the search space is the set of robots
involved in a collision either at q or at some point on a path passing through
q that has been explored by the underlying planner. If a configuration has
not been visited by the underlying planner, its collision set is empty. The
collision set is computed using the backpropagation set. If the collision set Ck
of a configuration qk changes, including the first time the underlying planner
visits a configuration at which a robot-robot collision occurs, then the robots
in Ck are added to the collision set of each point in the backpropagation set
of qk . In addition, if a new configuration ql is added to the backpropagation
8
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Figure 1: Geometric visualization of the search space as embedded in the joint configuration space. The circle represents the goal configuration. The cube represents a region of
the search space in which the collision set contains three robots, while the square denotes
a region where the collision set contains two robots. The lines denote the joint paths for
the multirobot system induced by the individual policies, which connect configurations on
the periphery of the higher-dimensional regions of the search space to the goal.

set of qk , then the robots in Ck are added to Cl . Note that the above rules
imply that the collision set is a function of the current state of search, and
the collision set of any given point in the search space will only grow as the
search progresses.
Robots in the collision set are known to collide with other robots if restricted to their individually optimal paths, but there is no evidence that
robots outside the collision set will collide while obeying their individual policies. Therefore to ensure that a collision-free path can be found, the search
space must include any possible joint action for the robots in the collision
set, while the robots not in the collision set obey their individual policies.
The result is a local increase in the dimensionality of the search space, but
the search space will likely still be of lower dimensionality than the joint configuration space in which the search space is embedded. Because the search
space is embedded in the joint configuration space, each point in the search
space fully defines the configuration of the system, regardless of the local
dimensionality of the search space. A locally low dimensional search space
just restricts which paths of the system will be explored by the underlying
planner.
Although the search space constructed by subdimensional expansion is
embedded in a high-dimensional space and is thus hard to visualize, the
geometry of the search space can still be succinctly described, and provides
an alternate way of understanding subdimensional expansion. The search
space will have the appearance of a set of elongated “tubes” of decreasing
9
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Figure 2: Example of the working of subdimensional expansion. Robots r1 , r2 , r3 start at
A1, C1, and A3 respectively, with goal configurations B2, B1 and C3.

(a) Policy for r1

(b) Policy for r2

(c) Policy for r3

Figure 3: Subdimensional expansion starts by computing a individual policy for each
robot. The optimal action for a robot at each configuration is indicated by arrows. The
loop at the goal state indicates that the robot should seek to remain at its goal.

dimensionality embedded in the joint configuration space, extending from the
initial configuration towards the goal (Figure 1). Each tube grows around an
explored path or set of paths that lead to a robot-robot collision, and thus
the interior of each tube consists of states with non-empty collision sets. The
surface of each tube are covered with one-dimensional “hairs” that extend
towards the goal. Each hair is the joint policy path leading from a state on
the surface of the tube with an empty collision set to the goal. The search
space starts as a single hair, which thickens and branches as robot-robot
collisions are found.
To better illustrate the workings of subdimensional expansion, we present
an example for multirobot path planning on graphs. Planning is done using
the M* algorithm, an implementation of subdimensional expansion that uses
10
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A* as the underlying planner. M* will be described in detail in section 4, but
for the purposes of this example, M* can be described as being equivalent to
running A* on a small search graph which grows every time a robot-robot
collision is found.
Consider a team of three robots, r1 , r2 , r3 , which move on a graph representing a 4 connected grid. The X coordinates of the graph labeled with
letters, while the Y coordinates are labeled with numbers. Robot r1 starts at
the initial configuration vs1 = A1 and has the goal vf1 = B2. Robots r2 and
r3 have initial configurations vs2 = C1 and vs3 = A3, and goal configurations
vf2 = B2 and vf3 = C3 respectively (Figure 2). The initial configuration of
the multirobot system is denoted (A1, C1, A3), while the goal configuration is
(B2, B1, C3) The robots incur a cost of 1 for any action, including remaining
in place, but the robots can wait at their goal for zero cost.
Subdimensional expansion begins by computing an individual policy for
each robot (Figure 3). The choice of policies is not unique. For instance,
an alternate policy for r1 would be to move up from A1 rather than right.
Choice of individual policies is discussed in section 5.4.
Once the individual policies are computed, search for the multirobot system can commence. M* maintains an open list of candidate nodes which are
explored in order of f-value, the sum the cost to reach a node and a heuristic cost-to-go. When search begins the open list only contains the initial
configuration, with an empty collision set (Figure 4). An empty collision
set means that every robot obeys its individual policy. Therefore, when the
initial configuration is expanded, there is only one neighbor, (B1, B1, B3)
(Figure 4a). At (B1, B1, B3) robots r1 and r2 are in collision, which triggers
a collision set update. The initial configuration is in the backpropagation
set of (B1, B1, B3), (Figure 4b), so r1 and r2 are added to the collision set
of the initial configuration, which implicitly modifies the search graph. To
allow the modified search graph to be explored, the initial configuration is
added back to the open list (section 4.2).
In the second iteration of M*, the initial configuration is once more taken
from the open list, and expanded (Figure 5). This time, r1 and r2 are in the
collision set of the initial configuration, so only r3 is restricted to its individual
policy. As a result, the initial configuration now has nine neighbors (Figure
5a), including (B1, B1, B3). The backpropagation set of each neighbor contains only the initial configuration, as the only paths that have been explored
lead from the initial configuration to one of its neighbors (Figure 5b). The initial configuration has an empty backpropagation set, because no paths have
11
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Neighbors of Expanded State
(B1, B1, B3)

Post Expansion Open List
Coordinate
f-value Collision set
(A1, C1, A3)
5
{1, 2}

Collision Set = ∅
(a) Configuration at Step 1

(b) Search tree after expansion.
Figure 4: (a) Example of the workings of subdimensional expansion. The robots start at
(A1, C1, A3) and have the goal (B2, A2, C3). The grid on the left shows the configuration
that is expanded by M* in step one. The arrows show the actions that M* considers for
each robot. The tables on the right enumerate the resulting neighboring configurations,
and the state of the open list after the expansion and collision set update are completed.
(b) In the search tree solid arrows point from a vertex to its successor states
while dashed lines point from a vertex to the elements of its backpropagation set. The
vertex expanded in step one is bolded.
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Neighbors of Expanded State
(B1, B1, B3),(A2, B1, B3),(A1, B1, B3)
(B1, C2, B3),(A2, C2, B3),(A1, C2, B3)
(B1, C1, B3),(A2, C1, B3),(A1, C1, B3)

Collision Set = {1, 2}

Post Expansion Open List
Coordinate
f-value Collision set
(A2, B1, B3)
5
∅
6
∅
(A1, B1, B3)
(B1, C1, B3)
6
∅
6
∅
(A2, C1, B3)
7
∅
(B1, C2, B3)
(A2, C2, B3)
7
∅
(A1, C1, B3)
7
∅
8
∅
(A1, C2, B3)
(a) Configuration at Step 2

(b) Search tree after expansion.
Figure 5: (a) Example of the workings of subdimensional expansion. The robots start at
(A1, C1, A3) and have the goal (B2, A2, C3). The grid on the left shows the configuration
that is expanded by M* in step two. The arrows show the actions that M* considers for
each robot. The tables on the right enumerate the resulting neighboring configurations,
and the state of the open list after the expansion and collision set update are completed.
(b) In the search tree solid arrows point from a vertex to its successor states
while dashed lines point from a vertex to the elements of its backpropagation set. The
vertex expanded in step two is bolded.
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Neighbors of Expanded State
(A2, B1, C3)

Collision Set = ∅

Post Expansion Open List
Coordinate
f-value Collision set
(B2, B1, C3)
5
∅
6
∅
(A1, B1, B3)
(B1, C1, B3)
6
∅
6
∅
(A2, C1, B3)
7
∅
(B1, C2, B3)
(A2, C2, B3)
7
∅
(A1, C1, B3)
7
∅
8
∅
(A1, C2, B3)
(a) Configuration at Step 3

(b) Search tree after expansion.
Figure 6: (a) Example of the workings of subdimensional expansion. The robots start at
(A1, C1, A3) and have the goal (B2, A2, C3). The grid on the left shows the configuration
that is expanded by M* in step three. The arrows show the actions that M* considers for
each robot. The tables on the right enumerate the resulting neighboring configurations,
and the state of the open list after the expansion and collision set update are completed.
(b) In the search tree solid arrows point from a vertex to its successor states
while dashed lines point from a vertex to the elements of its backpropagation set. The
vertex expanded in step three bolded.
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Neighbors of Expanded State

Collision Set = ∅

Post Expansion Open List
Coordinate
f-value Collision set
(A1, B1, B3)
6
∅
6
∅
(B1, C1, B3)
(A2, C1, B3)
6
∅
7
∅
(B1, C2, B3)
7
∅
(A2, C2, B3)
(A1, C1, B3)
7
∅
(A1, C2, B3)
8
∅
(a) Configuration at Step 4

(b) Search tree after expansion.
Figure 7: (a) Example of the workings of subdimensional expansion. The robots start at
(A1, C1, A3) and have the goal (B2, A2, C3). The grid on the left shows the configuration
that is expanded by M* in step four. The arrows show the actions that M* considers for
each robot. The tables on the right enumerate the resulting neighboring configurations,
and the state of the open list after the expansion and collision set update are completed.
(b) In the search tree solid arrows point from a vertex to its successor states
while dashed lines point from a vertex to the elements of its backpropagation set. The
vertex expanded in step four is bolded.
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been explored that lead to the initial configuration, and thus collisions at one
of the neighbors cannot be propagated to the collision set of a different neighbor. The only robot-robot collision occurs at (B1, B1, B3), and the involved
robots have already been added to the collision set of the initial configuration, the only state in the backpropagation set of (B1, B1, B3). Therefore,
no further modification of the collision sets is required. The collision-free
neighbors are then added to the open list and sorted by f-value.
In the third iteration, the most promising vertex is (A2, B1, B3) (Figure
6). (A2, B1, B3) was never previously expanded, and thus has an empty
collision set, and therefore a single neighbor (B2, B1, C3), the goal configuration. The goal configuration is collision free, and thus is added to open
list. Note that in the counterfactual case that the neighbor of (A2, B1, B3)
had contained a robot-robot collision, the involved robots would be added to
the collision sets of both (A2, B1, B3) and (A1, C1, A3).
In the fourth iteration, the goal configuration has the lowest f-value of
any vertex in the open list, and is thus expanded (Figure 7), which indicates
that the optimal path has been found.
4. M*
In this section the M* algorithm will be described in detail. M* is an
implementation of subdimensional expansion for multirobot path planning
when the configuration space of each robot can be described by a graph. M*
uses A* [1] as the underlying planner, because A* is optimal, meaning it finds
optimal paths, and complete, meaning that it will take finite time to either
find a path or determine that no path exists. M* will be shown to have the
same optimality and completeness properties as A*. The section will end
with a discussion of the performance of M*.
4.1. Problem Definition
Consider a system of n robots ri indexed by the set I = {1, . . . , n}.
Let the free configuration space of ri be represented by the directed graph
Gi = {V i , E i }. V i is the set of vertices in Gi , each of which represents a
configuration of ri . E i is the set of directed edges, each of which represents
an action that transitions ri from one configuration to another. Each edge
is associated with a positive cost. Each robot has an initial configuration
vsi ∈ V i and a goal configuration vfi ∈ V i .
16
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Symbol
r

Meaning

i

ith robot
i

G

Graph representing configuration space of ri

vi

Vertex in Gi representing a configuration of ri

vsi

Initial configuration of ri

vfi

Goal configuration of ri

G

Graph representing joint configuration space of system

v

Vertex in G representing a configuration of the multirobot system

vs

Initial configuration of multirobot system

vf

Goal configuration of multirobot system

vki

Configuration of ri at joint configuration specified by vk

π(vk , vl )

Path for the multirobot system connecting vk to vl

g(π(.))

Cost of specified path

Ψ(vk )

Set of robots that collide at vk
Table 1: Symbol definitions for multirobot path planning on graphs
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The joint configuration space which describes the state of the entire multirobot system is represented by the tensor product of the individual robot
graphs G = G1 × · · · × Gn , with vertex set V and edge set E. Recall that
the tensor product of two graphs, Gi × Gj , has the vertex set V i × V j . Two
vertices (vki , vkj ) and (vli , vlj ) in V i × V j are connected by an edge in the product graph if the edge eikl connecting vki to vli is present in E i and the edge
ejkl connecting vkj to vlj is present in E j . Note that G may contain vertices at
which robots collide.
Let Πi denote the set of all valid paths in Gi , where a valid path consists
of a sequence of vertices such that each vertex in the sequence is an outneighbor of its predecessor in Gi . Π = Π1 × · · · × Πn denotes the set of all
paths in G. Let π i (vk , vl ) denote a path in Gi from vk to vl . The cost of a
single robot path g i : Πi 7→ R+ is the sum of the costs of the edges traversed
in the path. The cost g : Π 7→ R+ of a path π(vk , vl ) in G is the sum of
the costs of the corresponding single robot paths π i (vki , vli ), where vki is the
position of ri at the joint configuration vk ,
X
g(π(vk , vl )) =
g i (π i (vki , vli )).
(1)
i∈I

The task of M* is to find an optimal, collision-free path from the joint
initial configuration vs = vs1 × · · · × vsn to the joint goal configuration vf =
vf1 × · · · × vfn , denoted π∗ (vs , vf ). To determine where robots collide with one
another, we define a collision function Ψ : V → P(I) which returns the set
of robots in collision at a given vertex, with P(I) denoting the power set of
I which contains all subsets of I. What constitutes a collision depends on
the problem instance being solved, and may represent a physical collision,
a contention for a shared resource, or some other conflict. Note that Ψ(vk )
describes the robots which are locally in collision at vk , whereas Ck collects
all collisions occurring at a successor of vk on some path explored by the
underlying A* planner, thus Ψ(vk ) ⊆ Ck . For the purpose of description,
only collisions at vertices will be considered, as collisions taking place during
the traversal of edges can be modeled by inserting additional vertices into
the graph.
The notation in this paper can get complex, due to the number of different
objects that the text must describe, and the number of different spaces in
which said objects may lie. To make the notation more comprehensible, a
standard format is employed. The symbol xyz refers to an object of type x,
where z is a label for the specific object instance, and y ⊂ I is robot or set
18
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Symbol

Meaning

φi

Individual policy for ri

πφi (v i , vfi )

Path for ri induced by its individual policy from v i to vfi

πφ (v, vf )

Path the for multirobot system induced by each robot obeying
its individual policy from v to vf

π∗ (vk , vl )

Minimal cost, collision-free path connecting vk to vl

Ck

Collision set at vk

Vknbh

Limited neighbors of vk

h(vk )

Heuristic cost-to-go from vk to vf
Table 2: Symbol definitions for M*

of robots which are described by x. For instance, vki refers to a vertex k
describing the configuration of robot ri . The symbols xik and xjk refer to the
components of xk describing robots i and j respectively. The symbols i, j, k
and l are reserved for short term indexing, and are reused throughout the
paper in different contexts. The definitions of symbols used in the problem
definition are summarized in Table 1.
4.2. Algorithmic Description
M* is broadly similar to A* [1] in implementation. The primary difference
is that M* restricts the set of possible successors of a vertex based on the
collision set. Only robots in the collision set are allowed to consider any
possible action; all other robots must obey their individual policies (Figures
4-7). A more detailed description follows.
M* is most easily described as a set of modifications to A*. Recall that
A* maintains an open list of vertices vk to explore. Each vertex represents
one point in the joint configuration space of the multirobot system, specifying
the configuration of every robot. These are sorted by f-value, which is the
sum of a g-value and a heuristic cost. The g-value is the cost of the cheapest
path to vk found thus far, and is therefore an upper bound on g(π∗ (vs , vk )).
The heuristic cost, h(vk ), is a lower bound on the cost of the optimal path
from vk to the goal, i.e. h(vk ) ≤ g(π∗ (vk , vf )). At each iteration, the vertex
vk with the smallest f-value in the open list is expanded. Each neighbor vl
of vk is added to the open list if the path reaching vl via vk is cheaper than
19
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the current g-value of vl . The process continues until the goal vertex vf is
expanded, which indicates that an optimal path to the goal has been found
for the multirobot system.
Prior to planning for the multirobot system, M* computes the individual
policies φi : V i → V i for each robot, where φi (v i ) is the successor of v i along
the minimal cost path to vfi for robot ri , ignoring robot-robot interactions. φi
can be efficiently computed by Reverse Resumable A* [8]. The path induced
by φi from v i is denoted πφi (v i , vfi ). The joint policy φ : V → V moves each
individual robot along its individual policy, with the joint policy path induced
by φ from v denoted πφ (v, vf ). Computing the individual policies permits
the efficient computation of the highly informative Sum of Individual Costs
(SIC) heuristic, which is commonly employed for multirobot path planning
[14, 2, 12]. The SIC heuristic evaluated at vk is the sum of the costs of the
individually optimal paths of all robots
h(vk ) = g(πφ (vk , vf )) ≤ g(π∗ (vk , vf )).

(2)

The primary difference in implementation between M* and A* lies in the
expansion step: while A* considers all neighbors of a vertex vk for addition
to the open list, M* only considers a subset of the neighbors of vk , denoted
the limited neighbors. The limited neighbors Vknbh are the set of neighbors of
vk which can be reached from vk when each robot not in the collision set Ck
of vk moves according to its individual policy. A robot in the collision set of
vk is allowed to move to any neighboring state in the robots individual graph
Gi . More formally, the limited neighbors Vknbh are the set of neighbors vl of vk
such that the i’th component of vl satisfies one of two properties: i) if i ∈ Ck
then vli is an out-neighbor of vki , or ii) if i 6∈ Ck then vli is the individually
optimal successor of vki according to φi . If there is a robot-robot collision at
vk then Vknbh = ∅ to prevent paths from passing through collisions.
(
Vknbh =

vl

n

eikl

i

∈ E , i ∈ Ck
vli = φi (vki ), i ∈
/ Ck

)
(3)

The collision sets of each vertex must be updated whenever M* finds a new
path to a robot-robot collision. To this end, M* maintains a backpropagation
set for each vertex vk , which is the set of all vertices vl that were expanded
while vk was an element of Vlnbh . The backpropagation set is thus the set
of neighbors of vk through which the planner has explored a path to vk .
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Algorithm 1 Pseudocode for collision set backpropagation
Require: vk , Cl , open
{vk - vertex in the backpropagation set of vl }
{Cl - the collision set of vl }
{open- the open list for M*}
if Cl 6⊆ Ck then
S
Ck ← Ck Cl
if ¬(vk ∈ open) then
open.insert(vk ) {If the collision set changed, vk must be re-expanded}
for vm ∈ vk .back set do
backprop(vm , Ck ,open)
M* propagates information about a collision at vk by adding the robots in
Ψ(vk ) to the collision set of each vertex vl in the backpropagation set of
vk . The robots in Cl are then added to the collision set of each vertex in
the backpropagation set of vl , with the process repeating recursively until
a vertex vm is reached with Ψ(vk ) ⊆ Cm . Because Vlnbh is dependent on
Cl , changing Cl adds new paths through vl to the search space. To allow
these new paths to be explored, vl is added to the open list (Algorithm 1).
Pseudocode for M* is provided in Algorithm 2.
4.3. Completeness and Cost Optimality
In this section, M* will be shown to be both complete and optimal. The
description of M* given in 4.2 is well suited to implementation, but provides
only a local description of the operation of M*, which is not optimal for
proving global properties. In the following subsection, a global description
of M* is provided which is more suited to proving properties of the M*
algorithm, with a focus on the search space that is constructed by M*. M*
will be shown to be equivalent to alternating between running A* on a search
graph, and expanding the search graph based on collisions found by A*. As
a result, demonstrating that the construction of the search graph takes finite
time and that the search graph will eventually contain the optimal path, if
extant, is sufficient to prove that M* is complete and optimal.
4.3.1. Alternative Graph-Centric Description
M* differs from A* solely in the use of the limited neighbors when expanding a vertex and the presence of the backprop function (Algorithm 1).
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Algorithm 2 Pseudocode for M*
{Define default values for vertices}
for all vk ∈ V do
vk .cost ← MAXCOST
vk .back set ← ∅
Ck ← ∅
{Initialize search}
vs .cost ← 0
open ← {vs }
while open.empty() == False do
vk ← open.pop() {Get cheapest vertex}
if vk = vf then
{A solution has been found}
return back track(vk ) {Reconstruct the optimal path by following
the back pointers}
for vl ∈ Vknbh do
vl .back set.append(v
k ) {Add vk to the back propagation list}
S
Cl ← Cl Ψ(vl )
{Update collision sets, and add vertices whose collision set changed
back to open}
backprop(vk , Cl ,open)
if Ψ(vl ) = ∅ and vk .cost+f (ekl ) < vl .cost then
{vk is the cheapest route to vl }
vl .cost ← vk .cost+f (ekl )
vl .back ptr ← vk {Track the best path to vl }
open.insert(vl )
return No path exists
The backprop function does nothing unless a new path to a collision is found.
Therefore, between discoveries of new paths to collisions, M* behaves exactly
like A* running on a search graph Gsch which is a subgraph of the configuration graph G that represents the joint configuration space.
The search graph Gsch consists of three subgraphs: the explored graph
exp
G , the neighbor graph Gnbh , and the policy graph Gφ (Table 3). Gexp is
the portion of G which has been searched by M*, Gnbh represents the limited
neighbors of the vertices in Gexp , and Gφ consists of the paths induced by
φ that connect vertices in Gnbh to vf . Only Gexp is explicitly constructed,
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Symbol

Name

Meaning

G

Configuration
graph

Joint configuration
space

Gsch

Search graph

Current search graph

Graph that is being
searched

Gexp

Explored graph

Explicitly
constructed by M*

Vertices in the open
list

Gnbh

Neighbor graph Gexp plus limited
neighbors

Gφ

Policy graph

A* equivalent

Vertices in the open
list plus their
out-neighbors

Individually optimal
paths starting from
Gnbh \ Gexp
Table 3: Search graph symbols

with Gnbh and Gφ being implicitly defined by Gexp and the collision sets of
the vertices in Gexp .
We now describe the explored graph Gexp , neighbor graph Gnbh , and
policy graph Gφ in greater detail. The vertex set of Gexp consists of all
vertices which have been added to the open list. When a vertex vk ∈ Gexp
is expanded, its limited neighbors Vknbh are added to the open list, and thus
to the vertex set of Gexp . The edges connecting vk to each of its limited
neighbors are added to the edge set of Gexp .
The collision set of a vertex is a function of the paths that have been
explored by the underlying planner. Gexp contains all such paths, and therefore encodes all the information required to compute the collision set of any
vertex vk .
[

Ψ(vl ) vk ∈ Gexp
Ψ(vk )
vl ∈Vk
Ck =
(4)

exp
∅
vk ∈
/G

where Vk = {vl | ∃π(vk , vl ) ⊆ Gexp } is the set of vertices to which there exists
a path from vk in Gexp . If vk ∈
/ Gexp , then M* has never visited vk , and
thus vk has not been explicitly constructed and thus Ψ(vk ) has not yet been
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computed. In accordance to the optimistic assumption, vk is assumed to be
collision-free, and Ck is initialized as the empty set. Therefore, a path in
Gsch may contain a vertex vk in Gsch \ Gexp at which robots collide. However,
vk must be added to the open list, and thus to Gexp , before any such path
could be returned. At that point, Ψ(vk ) would be computed, leading to the
out-neighbors of vk being removed from Gsch , as per the definition of the
limited neighbors.
The neighbor graph Gnbh
is the subgraph of the configuration graph
k
sch
G that represents the limited neighbors of vk ∈ Gexp . Gnbh
contains vk ,
k
nbh
nbh
.
Let Gnbh =
,
and
the
edges
leading
from
v
to
the
vertices
in
V
V
k
k
Sk
nbh
exp
⊂ Gnbh .
vk ∈Gexp Gk , and therefore G
Because Ck = ∅ for all vk which are not in the explored graph Gexp ,
search from vk ∈ Gnbh \ Gexp will proceed along πφ (vk , vf ) until either vf or
a vertex in Gexp 4 is reached. The resulting path segment is denoted πφ (vk ),
and is represented as a subgraph Gφk , whose vertex set is the set of vertices in
πφ (vk ), and whose edge set contains each edge connecting a vertex in πφ (vk )
S
to its successor. Let the policy graph be defined as Gφ = vk ∈Gnbh \Gexp Gφk .
Gsch can now be defined as the union of Gexp , the subgraph explored by
M*; Gnbh , the limited neighbors of vertices in Gexp ,;and Gφ , the individually
optimal paths connecting vertices in Gnbh \ Gexp to vf . By the definitions of
Gexp , Gnbh and Gφ , vertices and edges shift from Gφ to Gnbh , and from Gnbh
to Gexp as search progresses. However, Gsch as a whole only changes when
the collision set of a vertex in Gsch changes. See Figure 8 for an illustration
of how the subgraphs change over time.
4.3.2. Proof of Optimality and Completeness
As demonstrated in the previous section, M* can be treated as alternating
between exploring the search graph Gsch with A* and modifying Gsch based
on the partial search results. Because A* is complete and optimal [1], M*
is complete and optimal if Gsch will contain π∗ (vs , vf ) and no cheaper path
after a finite number of modifications or, if π∗ (vs , vf ) does not exist, Gsch will
be modified at most a finite number of times.
4

If πφ (vk , vf ) encounters a vertex in the explored graph Gexp , then there may be some
vl ∈ πφ (vk , vf ) such that Ψ(vl ) 6= ∅, with vl ∈ Gexp . In such a case, πφ (vk , vf ) is not
wholly within Gsch . For this reason, only the portion of πφ (vk , vf ) prior to reaching a
vertex in Gexp is considered.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

Figure 8: The above figures depict how the explored graph Gexp and the search graph
Gsch evolve in the configuration space. Vertices are represented as circles, with arrows
representing directed edges. Gexp is depicted by solid lines, while Gsch \ Gexp is depicted
by dashed lines. G \ Gsch is represented by dotted lines, with edges suppressed for clarity.
A vertex is given a bold outline when it is expanded, while filled circles represent vertices
with known robot-robot collisions. vs is in the upper left, while vf is in the bottom right.
In (a), (b), and (c), the most promising vertex in the open list is expanded, until a
collision is found. Gnbh is updated to reflect the new collision sets in (d). The policy
graph Gφ is updated in (e). In (f) a vertex is re-expanded, having been added back to
the open list when its collision set was changed. (g), (h), and (i) see the most promising
vertices in the open list expanded, until vf is expanded, indicating that a path has been
found.
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We proceed by showing that if no solution exists, M* will terminate in
finite time without returning a path. We then show that M* will eventually
find the optimal path if one of two conditions always hold: Gsch contains the
optimal path, or Gsch contains an unexplored path containing a robot-robot
collision which costs no more than the optimal path. We complete the proof
by showing that at least one of the two conditions always holds.
Lemma 1. If no solution exists, M* will terminate in finite time without
returning a path.
Proof. Assume no solution exists. As part of M*, A* is run on the search
graph Gsch . A* will explore all of Gsch in finite time and conclude that no
solution exists, except if the A* search is interrupted by a modification of
Gsch . Gsch is only modified when the collision set of at least one vertex in
Gsch is changed. Each modification adds one or more robots to the collision
set, and thus each collision set can be modified at most n − 1 times; the first
modification must add at least two robots. Therefore, Gsch can be modified at
most (n − 1) ∗ |V | times. Thus if no solution exists, M* will always terminate
in finite time.
We now show that M* will never return an invalid path containing a
robot-robot collision. A vertex vk has out-neighbors only if it is collision
free, unless vk is not in the explored graph Gexp . Before M* will return a
path passing through vk , vk must be added to the open list, and thus to Gexp .
When vk which is not collision free is added to the open list, Gsch is modified
to remove all out-neighbors of vk , which removes any path passing through
vk from Gsch . Therefore, M* will never return a path passing through a state
at which robots collide. Thus, if no solution exists, M* will terminate in
finite time without returning a path .
Next, assume that an optimal collision-free path from vs to vf exists, i.e.
the configuration graph G contains an optimal path π∗ (vs , vf ).
Lemma 2. If an optimal path exists, M* will find the optimal path in finite
time if one of two cases always hold
Case 1: The search graph Gsch contains an optimal path, π∗ (vs , vf )
Case 2: The search graph Gsch contains a path π(vs , vc ) such that
g (π (vs , vc ))+h(vc ) ≤ g(π∗ (vs , vf )), and ∃ vb ∈ π(vs , vc ) such that Ψ(vc ) 6⊆ Cb
Case 2 implies the existence of a path which has not been explored by M*
that leads to a robot-robot collision at vc , and which costs no more than
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π∗ (vs , vf ). If the path had been explored, vb and vc would have been added
to the open list and thus to the explored graph Gexp . In this case, Cb would
include all robots involved in the collision at vc , i.e. the robots in Ψ(vc ).
To prove lemma 2, we proceed by showing that if case 1 holds, the optimal
path will be found unless a cheaper path containing a collision exists in the
search graph Gsch , i.e., case 2 holds (Lemma 3). We then show that M* will
never explore a suboptimal path to the goal as long as case 2 holds (Lemma
4), and that case 2 will not hold after finite time (Lemma 5). We conclude
by proving that either case 1 or case 2 will always hold, demonstrating that
the optimal path will be found (Lemma 7).
Lemma 3. If the search graph Gsch contains an optimal path ( i.e. case 1
holds), M* will find the optimal path, unless case 2 also holds.
Proof. If case 1 holds, running A* on Gsch will find π∗ (vs , vf ) in finite
time, unless there exists a cheaper path πcheaper (vs , vf ) ⊆ Gsch , which we now
show would satisfies the conditions for case 2 to hold. Because π∗ (vs , vf )
is a minimal cost collision-free path, πcheaper (vs , vf ) must contain a robotrobot collision. Therefore a vertex vk ∈ πcheaper (vs , vf ) must exist such that
Ψ(vk ) 6= ∅, and by (2) g(πcheaper (vs , vk ))+h(vk ) < g(π∗ (vs , vf )). The existence
of a path through vk implies that vk ∈
/ Gexp , as a vertex containing robotrobot collisions has its outneighbors removed when added to the explored
graph Gexp . Therefore, Ck = ∅ by (4). Since Ψ(vk ) 6⊆ Ck , vk fulfills the roles
of both vb and vc in the definition of case 2. As a result, if case 1 holds, M*
will find π∗ (vs , vf ), unless case 2 also holds5 .
Lemma 4. If the search graph Gsch contains an unexplored path cheaper than
g(π∗ (vs , vf )) ( i.e. case 2 holds), M* will not return a suboptimal path.
Proof. If case 2 holds, then π(vs , vc ) will be explored by A* and added to
the explored graph Gexp before A* finds any path to vf that costs more than
g(π∗ (vs , vf )) [1]. Adding π(vs , vc ) to Gexp will modify Cb . Gsch will then be
modified to reflect the new limited neighbors of vb and A* will be restarted.
Therefore, M* will never return a suboptimal path as long as case 2 holds .
5

We note that if the equality g (π (vs , vc )) + h(vc ) ≤ g(π∗ (vs , vf )) holds for case 2, then
M* may find the optimal path while both case 1 and case 2 hold. We gloss over this point
in the main text, as it ultimately does not change the logic of the proof.
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Lemma 5. The search graph Gsch will cease to contain any unexplored path
cheaper g(π∗ (vs , vf )) ( i.e. case 2 will cease to hold) after finite time.
Proof. For case 2 to hold, there must be at least one vertex vb such that Cb
is a strict subset of I. Gsch can be modified at most (n−1)∗|V | times before all
collision sets are equal to I. Therefore, after a finite number of modifications
of Gsch case 2 cannot hold. A* will fully explore any finite graph in finite
time, implying that the time between any two successive modifications of
Gsch is finite. Therefore, case 2 will not hold after finite time .
With these auxillary results in hand, the proof of lemma 2 is as follows.
If case 1 holds, then M* will find the optimal path in finite time, unless
case 2 also holds (Lemma 3). While case 2 holds, M* will not return a
suboptimal path (Lemma 4), and case 2 cannot hold after finite time (Lemma
5). Therefore, after finite time, only case 1 will hold, implying that M* will
find the optimal path in finite time.
To complete the proof of the completeness and optimality of M*, we
must show that case 1 or case 2 will always hold. To do so, we first need an
auxiliary result (Lemma 6) showing that the optimal path for some subset
of robots costs no more than the joint path taken by those robots in the
optimal, joint path for the entire set of robots. The auxiliary result is used
to demonstrate that an optimal path can be found by combining optimal
paths for disjoint subsets of robots.
Let πΩ0 (vk , vf ) be the path constructed by combining the optimal path for
a subset Ω ⊂ I of robots with the individually optimal paths for the robots
in I \ Ω.
Lemma 6. If the configuration graph contains an optimal path π∗ (vk , vf ),
then ∀Ω ⊂ I, g(πΩ0 (vk , vf )) ≤ g(π∗ (vk , vf ). Furthermore, if Ω1 ⊂ Ω2 , then
g(πΩ0 1 (vk , vf )) ≤ g(πΩ0 2 (vk , vf )).
Proof. If π∗ (vk , vf ) from an arbitrary vk to vf exists in G, then for any
subset of robots Ω there exists an optimal path π∗Ω (vkΩ , vfΩ ) which costs no
more than the path taken by those robots in π∗ (vk , vf ). Let Ω = I \ Ω
be the complement of Ω and πφΩ (vkΩ , vfΩ ) be the path for the robots in Ω
induced by each robot obeying its individual policy. πφΩ (vkΩ , vfΩ ) costs no more
than the paths taken by the robots in Ω in π∗ (vk , vf ) by the construction
of the individual policies. A path for all robots in I, πΩ0 (vk , vf ), is then
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constructed by having each robot in Ω follow its path in π∗Ω (vkΩ , vfΩ ), while
each robot in Ω follows its path in πφΩ (vkΩ , vfΩ ). Since the individual path for
each robot in πΩ0 (vk , vf ) costs no more than the path for the same robot in
π∗ (vk , vf ), g(πΩ0 (vk , vf )) ≤ g(π∗ (vk , vf )). By the same logic, if Ω1 ⊆ Ω2 , then
g(πΩ0 1 (vk , vf )) ≤ g(πΩ0 2 (vk , vf )) .
Lemma 7. The search graph Gsch will always contain an optimal path ( i.e.
case 1 will hold) or an unexplored path which costs no more than the optimal
path ( i.e. case 2 will hold) at all points in the execution of M*.
Proof. We proceed by showing that the limited neighbors of each vertex in
Gsch are sufficient to construct either the optimal path, or some unexplored,
no more expensive path. Consider the vertex vk ∈ Gsch with collision set
Ck . The successor of vk in πC0 k (vk , vf ), vl , is a limited neighbor of vk by
the definition of the limited neighbors (2). Since Cl ⊆ Ck by (4), Lemma 6
implies
g(πC0 k (vk , vl )) + g(πC0 l (vl , vf )) ≤

g(πC0 k (vk , vf )) ≤ g(π∗ (vk , vf ))

(5)

We apply the above bound vertex by vertex from the initial vertex to show
that a path π 00 (vs , vf ) ∈ Gsch can be constructed which satisfies either case
1 or case 2. The successor of the m’th vertex vm in π 00 (vs , vf ) is the successor of vm in πC0 m (vm , vf ). Applying (5) gives the bound g(π 00 (vs , vf )) ≤
g(πC0 s (vs , vf )) ≤ g(π∗ (vs , vf )). If π 00 (vs , vf ) = π∗ (vs , vf ) then case 1 is satisfied. Otherwise, there is a vertex vc ∈ π 00 (vs , vf ) such that Ψ(vc ) 6= ∅. Let
vb be the predecessor of vc , which implies that vc lies in πC0 b (vb , vf ). Then
Ψ(vc ) 6⊆ Cb , because by construction the robots in Cb do not collide with
one another in πC0 b (vb , vf ). By (2), g(π 00 (vs , vc )) + h(vc ) ≤ g(π 00 (vs , vf )) ≤
g(π∗ (vs , vf )), which implies case 2 is satisfied.
There is an edge case which must be considered if case 1 does not hold. If
00
π (vs , vf ) contains a vertex vk 6∈ Gexp with a successor vl ∈ Gexp , Cl may not
be a subset of Ck , because no path exists from vk to vl in the explored graph
Gexp , so the bound given by (5) does not apply. However, in this case the
path induced by φ from vl must terminate at some vertex vc with Ψ(vc ) 6= ∅.
We construct a new path by following π 00 (vs , vf ) to vl , and then following
πφ (vl , vf ) to vc . The sum of the cost of this path and h(vc ) must be less than
g(π∗ (vs , vf )), and Ψ(vc ) 6⊆ Ck , so case 2 still holds .
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Theorem 1. M* is complete and optimal.
Proof. If the configuration graph G does not contain an optimal path, then
M* will terminate in finite time without returning an invalid path (Lemma
1). If G does contain an optimal path, then the search graph must always
contain either the optimal path, or an unexplored path which costs no more
than the optimal path (Lemma 7), which implies that then M* will find
the optimal path in finite time (Lemma 2). M* will thus find the optimal
path in finite time, if one exists, or terminate in finite time if no path exists.
Therefore, M* is complete and optimal .
4.4. Performance Analysis
Consider M* running on a worst case problem where every robot interacts
with every other robot. Over time, the collision sets will grow until each
collision set contains every robot, at which point M* will reduce to A*. The
question is then how much additional overhead M* imposes in the most
difficult problem instances compared to A*. M* may expand each vertex
up to n times; once when the collision set is empty, and once when the
collision set contains 2, . . . , n robots, where n is the total number of robots.
The computational cost of expanding a vertex with a given collision set C is
proportional to the number of limited neighbors b|C| , where b is the number
of outneighbors of each vertex in the individual robot graphs. Normalized to
the cost of a single A* expansion, bn , the total cost of all M* expansions of
a given vertex is
n+1
 i X
n  i
n
X
1 − 1b
1
b
1
≤
=
≤
(6)
1
b
b
b
−
1
1
−
b
i=0,
i=0,i6=1
using rules for the sum of finite and infinite geometric series. Therefore,
repeated M* expansions of a given vertex do at most a constant factor more
work than a single A* expansion of the same vertex.
Updating the collision set of a vertex takes time linear in the number
robots, and the collision set of each vertex may be updated at most (n − 1)
times, and thus total complexity of maintaining the collision sets may be
O(n2 |V |), where |V | is the total number of vertices in the configuration
graph. |V | is exponential in the number of robots. In practice the cost of
maintaining the collision set is not significant.
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5. Variants of M*
Several variants of M* with improved performance have been developed.
Recursive M* (rM*) breaks the collision set into independent subsets of
robots that can be planned for separately, reducing the maximum dimensionality of the search space. Inflated M* uses an inflated heuristic function
to reduce planning time, but returns a path costing up to a specified factor
more than the optimal path. ODM* and EPEA* replace A* with Operator Decomposition (OD) [2] and Enhanced Partial Expansion A* (EPEA*)
[12], variants of A* tuned for multirobot path planning. Recursive versions of
ODM* and EPEM* can be created, resulting in ODrM* and EPEM*, as well
as their inflated variants. Finally, the performance of M* is sensitive to choice
of individual policies. The Meta-Agent Conflict Based Search framework [59]
can be employed to optimize the individual policies using rapid, decoupled
planning for individual robots, before applying ODrM* or EPErM* to sets
of robots requiring coupled planning.
5.1. Recursive M*
The M* algorithm described in 4.2 performs coupled planning for all
robots in the collision set, even when the collision set consists of spatially
separated subsets of robots. rM* finds an optimal, collision-free path for each
such subset via a recursive call to rM*. Such paths constrain the motion for
each subset of robots in the same fashion that the individual policies constrain
the motion of individual robots. By separating the planning for independent
subsets of robots, the worst case computational cost of rM* is exponential
in the size of the largest set of mutually colliding robots, rather than in the
total number of robots found to collide with other robots.
Implementing recursive M* requires few modifications to basic M*. The
collision set for vk in rM* becomes a collection of the largest disjoint sets that
can be formed from the collisions reachable from vk in Gexp . For example, if
collisions involving the sets of robots {1, 2}, {2, 3}, and {4, 5} can be reached
from vk , then Ck = {{1, 2, 3}, {4, 5}}, instead of {1, 2, 3, 4, 5} as would be the
case in basic M*. If ri is not in any element of Ck then it obeys its individual
policy φi , as in M*. Otherwise, ri follows the optimal path for the subset
of robots in Ck to which it belongs, as computed by a recursive call to rM*.
The exception is if Ck = {I}, in which case V̂k is computed as usual for M*,
using I as the collision set. This functions as the base case of the recursive
calls to rM*.
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Recursive M* retains the optimality and completeness properties of M*.
Each disjoint set of colliding robots can be thought of as a single, highdimensional meta-agent. The recursive calls to rM* then serve to compute
the individual policy for each meta-agent. With these concepts in place, the
proofs in section 4.3.2 apply to rM*.
5.2. Inflated M*
One problem with the basic M* implementation is that every time a new
robot is involved in a collision, it is added to the collision set of vs . Unless
g(π∗ (vs , vf )) = g(π φ (vs , vf )), vs must then be re-expanded at a computational
cost that is exponential in the size of Cs . Inflating the heuristic by multiplying
the heuristic by some  > 1 is known to significantly decrease the time A*
requires to find a solution in many cases [60, 61, 62, 63, 64]. Furthermore,
the resultant path will cost no more than  · g(π∗ (vs , vf )) [65]. The logic in
Section 4.3.2 can be extended to show that M* has the same sub-optimality
bound when used with an inflated heuristic.
An inflated heuristic benefits M* in two fashions. First of all, an inflated
heuristic biases the search towards the leaves of the search tree close to the
goal, where a solution is more likely to be found quickly, which is the source
of benefit in inflated A*. In addition, the vertices near the leaves of the search
tree will generally have smaller collision sets. Therefore, an inflated heuristic
will bias search to occur in a region of the search space of low dimensionality.
5.3. Replacements for A*
A* is fundamentally limited for multirobot path planning because the
number of out-neighbors of a single vertex increases exponentially with the
number of robots. A* adds all out-neighbors of a vertex to the open list, even
if many will never be expanded. As a result, A* will run out of memory when
dealing with systems containing even moderate numbers of robots. Operator
Decomposition (OD) [2] and Enhanced Partial Expansion A* (EPEA*) [12]
are variants of A* which delay instantiating expensive neighbors, thus reducing the effective branching factor of the graph. Replacing A* in M* with OD
and EPEA* results in the ODM* and EPEM* algorithms, respectively.
5.3.1. ODM*
In ODM*, A* is replaced as the underlying planner by Operator Decomposition, a variant of A* developed explicitly for multirobot path planning. OD mitigates the problem of growth in the number of out-neighbors
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Figure 9: Operator Decomposition is used to solve a simple, 2 robot path planning problem
(a), where the robots move from vertices A1 and C1 to the goals B1 and C0. Initially, the
search tree contains a single, standard vertex {A1, C1} (b). When {A1, C1} is expanded,
four intermediate vertices, denoted by dashed lines, are generated to represent the possible
actions of the first robot. The intermediate vertex with the lowest f-value is selected for
expansion. Three vertices are created, representing the actions of robot 2 which do not
collide with the new position of robot 1. Since the new position of all robots has been
specified, these are standard nodes. The goal vertex {B1, C0} has the lowest remaining
f-value, and is expanded next, indicating that a path has been found. [56, adapted]
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by procedurally generating the out-neighbors so that low cost neighbors are
generated first, and high-cost neighbors may never be instantiated. OD generates two types of search vertices; standard and intermediate. A standard
vertex represents the configuration of all robots in the system. When a standard vertex is expanded, OD generates intermediate vertices which specify
all possible actions for the first robot. The cost and heuristic cost-to-go of
the intermediate vertices are updated to reflect the new position of the first
robot; then the intermediate vertices are added to the open list. When an
intermediate vertex is expanded, additional intermediate vertices specifying
the action of the next robot are generated. Standard vertices are generated
once actions are assigned for the last robot. This procedure results in the
creation of standard vertices which represent heuristically promising actions,
such as each robot moving directly towards its goal, before instantiating any
less promising vertices. Typically fewer total vertices are created, reducing
the computational cost of finding a path.
Figure 9 illustrates the vertex expansion of operator decomposition for a
problem involving two robots. When coupled with an admissible heuristic,
operator decomposition is complete and optimal with respect to path cost.
Thus, ODM* is also guaranteed to find optimal paths.
5.3.2. EPEM*
In EPEM*, A* is replaced as the underlying planner by Enhanced Partial
Expansion A*, a variant of A* that has been applied to single- and multiagent planning [12]. EPEA* seeks to eliminate the generation of excess nodes,
which have a f-value larger than the cost of the optimal path and thus will
never be expanded.
EPEA* sorts the open list based on the sum of the f-value of a vertex
and an offset, ∆f (v), which is initially set to zero. When EPEA* expands a
vertex vk , it employs a domain specific Operator Selection Function (OSF) to
instantiate only those neighbors of vk whose f-value is equal to f (vk )+∆f (vk ).
∆f (vk ) is then incremented, and vk is added back to the open list. As a result,
no excess nodes will ever be generated.
For multirobot path planning, EPEA* uses an OSF which generates
neighbors of a vertex vk in a two step process: allocating costs to specific
robots and generating neighbors. The offset of vk can be interpreted as an
excess cost compared to the heuristically optimal neighbor of vk . In the
first step of expansion, EPEA* allocates individual robots a specific amount
of excess to incur. All neighbors of vk that match the allocation of excess
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cost are then generated, and added to the open list. This is more efficient
than a direct search over all possible neighbors. Felner et. al. [12] report
that EPEA* outperforms A* and OD when solving dense multirobot path
planning problems.
5.4. Policy Optimization
The performance of M* is very sensitive to the choice of individual policies
when many optimal paths exist for each robot. One choice of individual
policies may result in few collisions, while another choice may result in a large
number of robots colliding at a single bottleneck, preventing a solution from
being found in reasonable time. Therefore, it may be desirable to optimize
the choice of individual policies prior to starting M* search.
Meta-Agent Conflict-Based Search (MA-CBS) [59] is a planning framework introduced by Sharon et. al. based on their Conflict-Based Search
(CBS) planning algorithm [57], and generalizes the earlier Independence Detection (ID) algorithm by Standley [2]. Conflict-Based Search explores a
space of constraints on individual robots, rather than the joint configuration
space of the system. Each search node contains a set of constraints and the
optimal path for each robot subject to the constraints. The constraints prohibit individual robots from occupying a specific position at a specific time
that would lead to interference with another robot.
At each step, the search node with the smallest total path cost is checked
for collisions between the constrained paths of the individual robots. If no
collisions are detected, then the optimal solution has been found. If a collision
is found between two robots at position q and time t, the search tree branches.
Two new nodes are created, each with an added constraint prohibiting one
of the involved robots from occupying q at time t. New paths are then
computed for each of the involved robots that obey the newly expanded set
of constraints. When planning for an individual robot, conflicts with paths
of other robots are used for tie breaking: i.e. paths which do not conflict
with the paths of other robots are preferred, but no additional cost will be
incurred to avoid such conflicts.
While the search space for constrained planning is of constant dimensionality, the set of possible constraints grows exponentially. As a result,
CBS performs poorly when there are many alternate paths which require a
large number of constraints to cover. In such cases, it is more efficient to
use coupled search to find a path for the effected robots. MA-CBS [59] is an
extension of CBS in which robots are permanently merged into a meta-agent
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when the number of mutual constraints generated exceeds a merge threshold
B. Within a meta-agent, planning is conducted using a coupled planning
algorithm respecting the constraints placed on the meta-agent. Internal constraints upon the constituent robots are removed when they are merged into
a meta-agent, although the new meta-agent inherits constraints that resulted
from collisions with agents not included in the meta-agent. MA-CBS with a
given merge threshold B is denoted as MA-CBS(B). Typically, smaller values of B work better in more open environments with many alternate paths,
resorting to coupled search earlier, while larger values of B work better in
more constrained environments. MA-CBS(0) is equivalent to ID [59].
Using ODrM* as the coupled planner for MA-CBS results in the MACBS+ODrM* algorithm. The individual policies computed for ODrM* respect the constraints imposed on the meta-agent, and attempt to minimize
conflicts with robots not in the meta-agent. In this fashion, the individual
policies are optimized to minimize robot-robot conflicts.
ODrM* and MA-CBS complement each other well. MA-CBS can minimize the total number of collisions via rapid, decoupled search, and is effective in narrow bottlenecks which pose a problem for ODrM*, while ODrM*
is more suited to open regions than other coupled planners, as ODrM* will
reject alternate, low cost paths which cannot resolve collisions.
6. Comparison of M* and Similar Algorithms
M*, EPEA*, OD, ID and MA-CBS all exploit the same natural decomposition of the multirobot path planning problem by exploring paths that
minimize the costs incurred by individual robots before considering more
expensive paths. As a result, there are a number of similarities in these algorithms. This section will describe how M* differs from the other algorithms,
and where M* can show a performance improvement.
EPEA* and OD are both approaches that intelligently search the joint
configuration space. While EPEA* and OD can delay instantiating unpromising vertices, they cannot identify and exclude unnecessary portions
of the joint configuration space. By tracking which robots collide where, M*
can construct a search space that excludes unnecessary regions of the joint
configuration space. Consider a 3 robot example, where r1 and r2 must swap
positions in a narrow corridor, while r3 is alone in an open room (Figure 10a).
Clearly, r2 needs to wait for r1 to enter the alcove, or vice versa. However,
such a path would have a greater f-value than the initial state. Therefore,
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(a) Configuration

(b) EPEA* Search Tree

(c) M* Search Tree

Figure 10: Illustrative example of the computation benefit of M* compared with A*, OD,
or EPEA*. (a) Robots start at vs1 , vs2 , and vs3 and move to vf1 , vf2 and vf3 respectively.
(b) EPEA* must construct a search tree containing multiple alternate paths before it can
consider moving r1 into the alcove. (c) M* does not need to consider alternate paths for
r3 before M* can consider moving r1 into the alcove.

before OD or EPEA* could consider such a path, they must first examine all
optimal alternate paths for r3 , even though none of those paths could possibly resolve the conflict (Figure 10b). In the case of M*, r3 is not involved in
any collision, and thus will remain restricted to its individually optimal path
(Figure 10c). M* can therefore proceed immediately to considering alternate
paths for the robots involved in the collision, rather than waisting time on
alternate paths for r3 .
MA-CBS, ID and rM* share a common purpose: splitting the multirobot system into independent subsets of robots. The approach rM* takes
to splitting the system is less sophisticated than that employed by ID and
MA-CBS. When rM* detects a collision between two robots, it immediately
merges them to form a meta-agent, instead of checking whether choosing a
different individual policy of one of the robots could avoid the collision, as
MA-CBS or ID would do. However, rM* has much more fine-grained control over the merging of robots. Once rM* resolves a collision between the
agents composing a meta-agent, it splits the meta-agent back into individual robots, whereas once MA-CBS or ID generates a meta-agent, it remains
merged. The local merging of rM* will typically not reduce the peak dimensionality of the search space, as vs accumulates all collisions and must
be re-expanded if g(π∗ (vs , vf )) > f (vs ). However, it will reduce the number of vertices at which the search space will have maximal dimensionality.
Furthermore, the fine-grained nature of rM* allows it to be used within the
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Figure 11: A typical four-connected grid world with 32x32 cells for a test run including
40 robots. Colored circles represent the initial positions of the robots, while goal positions
are marked with colored stars. Unfilled circles represent the obstacles.

MA-CBS or ID frameworks as the coupled planner, thus gaining the benefit
of both the more sophisticated policy optimization performed by MA-CBS
and ID, and the local merging of agents that rM* provides.
7. M* Results
To validate the performance of M* on systems of up to 200 robots, we
turn to simulation. All simulations were implemented in python and run on
a computer with an Intel Core i5-2500 processor clocked at 3.30 GHz (Turbo
Boost disabled) with 8 GB of RAM. The test environment was a 32x32, fourconnected grid of cells, with a 20% probability of a given cell being marked as
an obstacle, as in [2] (Figure 11). Unique initial and goal positions for each
robot were chosen randomly within the same connected component of the
workspace. Any action by an individual robot, including waiting, incurred a
cost of one, although a robot could wait at its assigned goal with zero cost.
The existence of a wait action implies the presence of a self-loop for each
vertex vk ∈ Gi , so that vk is its own out-neighbor.
Each trial was given 5 minutes to find a solution. 100 random environments were tested for a given number of robots. We present the percentage
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Figure 12: Results for A*, OD,EPEA*, M*, ODM*, and EPEM* (a) and rM*, ODrM*,
and EPErM* (b). The plots on top illustrate the percentage of trials in which a solution
was found within 5 minutes, in a 32x32 four-connected grid world. The bottom graphs
the median time to solution.

of trials that were successful within 5 minutes as well as the median time
required to find solutions. Run time is plotted on a logarithmic scale.
7.1. M*, Operator Decomposition and rM*
We start by comparing A*, OD, EPEA*, M*, EPEM*, ODM*, rM*,
ODrM* and EPErM* (Figure 12). The plateauing of the median time to
solution plots is the result of at least 50% of trials reaching the 5 minute
time limit. Python’s CPU time function has a resolution of one millisecond,
resulting in solutions that take less than one millisecond being reported as
taking zero time, which cannot be represented on a logarithmic plot.
As expected, A* demonstrated the worst performance, being unable to
find solutions for problems of 10 or more robots. A* was limited by the exponential growth in the number of neighbors of a given vertex as the number
39
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Algorithm

Largest Collision Set

Largest Independent Subset
of the Collision Set

M*

9

ODM*

15

EPEM*

15

rM*

16

9

ODrM*

25

16

EPErM*

25

16

Table 4: Number of robots in the largest collision set encountered in a problem solved
by M*, ODM*, EPEM*, rM*, ODrM*, and EPErM* for systems of up to 40 robots in
a 32x32 grid world. For rM*, ODrM*, and EPErM* the size of the largest independent
subset of the collision set for which coupled planning was successfully performed is also
reported.

of robots increases. OD, EPEA*, M*, ODM* and EPEM* all show roughly
similar performance. M* solved the most problems with 15 robots, but decayed in performance rapidly until it underperformed all other algorithms at
20 robots. OD generally underperformed EPEA*, M*, ODM*, and EPEM*,
while EPEA* unexpectedly showed the best performance for problems involving 20 robots.
The recursive variants of M* showed noticeable improvement over the
non-recursive approaches, and solved twice as many problems involving 20
robots as EPEA* (Figure 12b). Recall that rM* uses A* as the underlying
planning algorithm, so that rM* typically expands more vertices than ODrM*
or EPErM*. Thus, we expected ODrM* to solve more instances within
the given time limit. ODrM* and EPErM* solved twice as many problems
involving 25 robots as basic rM*. The near identical performance of ODrM*
and EPErM* can be accounted for by the similarity in performance of OD
and EPEA*.
The degree to which M* and its variants can solve problems which involve
dense interactions between many robots can be measured by the maximum
size of the collision set of vs encountered during a successful trial (Table
4). Recall that the collision set of vs accumulates all robots found to collide
with another robot at any point in the search. However, if g(π∗ (vs , vf ) =
g(πφ (vs , vf ) then vs may not be expanded with its largest collision set, de40
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pending on how ties are broken when vertex f-values are compared. ODM*,
ODrM*, EPEM*, and EPErM* were able to handle larger collision sets than
M* and rM*, which is to be expected because OD and EPEA* could solve
problems involving more robots than A*.
The recursive implementations solved problems in which roughly twice as
many total robots were involved in collisions as the equivalent non-recursive
implementation. This is because the recursive implementations split the collision set into independent subsets of robots, for which coupled planning is
performed separately. The largest independent subset of the collision set
in the recursive implementations were equivalent in size to the largest collision sets for which the non-recursive implementations found solutions. Thus,
while recursive implementations could solve problems involving more total
robots, the number of robots which could interact in a single region of the
workspace, and thus require coupled planning, was determined by the underlying planner.
7.2. Policy Optimization
We now present simulation results using the MA-CBS planning framework, and demonstrate that integrating ODrM* or EPErM* provides state of
the art results for optimal multirobot path planning. MA-CBS is parametrized
by a merge threshold which must be tuned to a specific problem’s characteristics. MA-CBS+OD, MA-CBS+EPEA*, MA-CBS+ODrM*, and MACBS+EPErM* were tested with merge thresholds of 3, 10, 30, 100, 300,
1000 and 3000. MA-CBS+ODrM* and MA-CBS+EPErM* performed best
with a merge threshold of 1000, while MA-CBS+OD and MA-CBS+EPEA*
performed best with a merge threshold of 3000.
The planning results for CBS, equivalent to MA-CBS(∞), MACBS(3000)+OD, MA-CBS(3000)+EPEA*, MA-CBS(1000)+ODrM*, and
MA-CBS(1000)+EPErM* are given in figure 13. CBS outperformed MACBS(3000)+OD, MA-CBS(3000)+EPEA*, which is not surprising given
that the environment is very cluttered, which is where CBS is known
to perform best [59]. The greater planning power of M* allowed MACBS(1000)+ODrM* and MA-CBS(1000)+EPErM* to substantially outperform CBS, while the performance of MA-CBS(1000)+ODrM* and MACBS(1000)+EPErM* were nearly identical. We note that on 8-connected
grids, where there are more alternate paths, the performance benefit of MACBS+ODrM* over CBS and MA-CBS+OD becomes even more substantial
[10].
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Figure 13: Results for CBS, MA-CBS(10)+OD, MA-CBS(20)+ODrM*, and MACBS(30)+EPErM*. The plot on top illustrate the percentage of trials in which a solution
was found within 5 minutes, in a 32x32 four-connected grid world. The bottom graphs
the median time to solution.

7.3. Inflated Heuristics
We tested A*, M*, EPEA* and variants of M* with a heuristic inflated
by a factor of 1.1 (Figure 14a). All algorithms were thus guaranteed to find
a path costing no more than 10% more than that of the optimal solution.
Inflated A* was still unable to find solutions for systems of 10 or more robots,
as each vertex has ten million neighbors. While the success rate for inflated
OD, inflated EPEA* and inflated M* all improved, M* benefited substantially more from an inflated heuristic than OD or EPEA* did. Basic inflated
M* was held back by inefficient neighbor generation for larger collision sets,
and thus performed on par with inflated EPEA*, but inflated ODM* and
inflated EPEM* solved problems involving roughly twice as many robots.
The inflated heuristic concentrates search on the leaves of the search graph
nearest to the goal, providing a benefit to EPEA*, OD and M*. However,
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Figure 14: Results for A*, OD, M*, ODM*, rM* and ODrM* with a heuristic inflated
by 10% (a) and extended results to 100 robots for inflated ODM*, inflated rM*, inflated
ODrM*, and MA-CBS+ODrM*(20) without an inflated heuristic (b). The plots on top
illustrate the percentage of trials in which a solution was found within 5 minutes, in a
32x32 four-connected grid world. The bottom graphs the median time to solution.

such leaves will also have smaller collision sets, reducing the dimensionality
of the search space for M*, and accounting for the greater reduction in computation time for inflated ODM* and inflated EPEM* compared to inflated
OD or inflated EPEA*.
Inflated rM*, ODrM* and EPErM* show further improvements in performance, as expected (Figure 14b). Inflated ODrM* and EPErM* were able
to find solutions more quickly, in more cases, and with a simpler implementation than MA-CBS(1000)+ODrM*, reflecting the computational benefits
of relaxing the requirement to find optimal cost paths, even if only slightly.
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Figure 15: Results for MA-CBS(1000)+EPErM*, inflated EPErM* with inflation factors
of 1.1, 3, and 10, and Parallel Push and Swap (PPAS). The plot on top illustrate the
percentage of trials in which a solution was found within 5 minutes, in a 32x32 fourconnected grid world. The bottom graphs the median time to solution. The failures of
PPAS were due to the implementation being tested crashing.

7.4. Comparison to Rule-Based Approaches
M* and inflated M* can find optimal or bounded suboptimal paths to
problems involving many robots, but in the worst case the computational
complexity of M* is still exponential in the number of robots. This raises the
question of what benefits M* conveys in practice in comparison to polynomialtime, rule based approaches which do not provide bounds on path cost. To
this end, we compared variants of M* against a C++ implementation of Parallel Push and Swap (PPAS) graciously provided by Sajid et al. [53]. The
PPAS code was not optimized for performance or run time
Four variants of M* are used as points of comparison, MACBS(1000)+EPErM*, which produces optimal paths, and inflated EPErM*
with inflation factors of 1.1, 3, and 10. The performance of inflated ODrM*
was essentially the same as EPErM*, so results for ODrM* are omitted. The
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Figure 16: Path costs for MA-CBS(1000)+EPErM*, inflated EPErM* with inflation factors of 1.1, 3, and 10, and Parallel Push and Swap (PPAS). The plot on top shows the
mean cost of the paths successfully found by the algorithms. The bottom plots show the
mean makespan (time until all robots reach their goal). (a) Results for trials of up to 40
robots. (b) Results for trials of up to 200 robots.

failures of PPAS were the result of the implementation tested crashing. While
PPAS has only been shown to be complete on trees, the observed failures are
most likely the result of bugs in the provided code. All successful runs of
PPAS terminated in under 6 seconds.
The mean path cost and mean makespan (time until all robots reach
their goals) of paths found by PPAS and M* variants are shown in figure 16.
PPAS consistently found paths of substantially greater cost than those found
by EPErM* variants, demonstrating the benefits of approaches which bound
path cost. Note that the cost bounds on inflated EPErM* are loose; while
EPErM* ( = 10) could potentially find paths that cost ten times the minimal
cost, it generally finds substantially cheaper paths. The results are slightly
distorted by the fact that the mean cost and makespan are only computed
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Figure 17: Results for fully coupled tests on a 4-connected, 4x4 grid world, with (a)
optimal and (b) suboptimal and non-optimal algorithms. The plot on top illustrate the
percentage of trials in which a solution was found within 5 minutes, in a 32x32 fourconnected grid world. The bottom graphs the median time to solution.

for trials for which a given algorithm was able to find a solution. As a result,
the mean makespan for EPErM* ( = 1.1) appears to decline for instances
involving more than 50 robots (Figure 16b), but this is an artifact of EPErM*
( = 1.1) only solving the easier instances of those problems. However, the
success rates of PPAS and EPErM* ( = 10) are similar enough, especially
up to 150 robots, for the cost comparisons to be valid.
7.5. Fully Coupled Tests
In the previously discussed simulations, the environment was comparatively open, allowing a substantial degree of decoupling between robots. To
examine the performance of M* in fully coupled environments, a series of

46

750

Communal Assembly Paper

www.daifture.org

tests were run in a 4x4 gird world with up to 15 robots, equivalent to the 15
puzzle.
Six optimal approaches were tested, EPEM*, EPErM*, CBS, MACBS(1000)+EPErM*, EPEA*, and MA-CBS(1000)+EPEA*6 (Figure 17a).
There is a general trend that the more aggressively an algorithm exploits
decoupling between robots, the worse its performance. EPErM* is out performed by EPEM*, and EPEA* outperforms both EPEM* and CBS. MACBS(1000)+EPEA* does outperform EPEA* for 13 robots, which we interpret as MA-CBS slightly simplifying some problems before falling back on
EPEA*.
Five bounded suboptimal methods were tested; inflated EPEA*, inflated
OD, inflated EPEM*, inflated EPErM*, all with an inflation factor of  = 10.
The bounded suboptimal methods were tested against PPAS, a non-optimal,
rule based method. PPAS can find solutions much faster than any of the
bounded suboptimal methods, but fails on all of the 15 robot problems, because PPAS makes the assumption that there are always at least two free
vertices. The failures of PPAS at 10 robots were due to bugs in the implementation that was tested. Inflated EPErM* performed the worst of any of
the bounded suboptimal methods, due to the overhead of computing paths
for disjoint subsets of robots that were later invalidated due to collisions
with other robots. Inflated OD outperforms inflated EPEA*, which may be
surprising given the performance of those algorithms with a lower inflation
factor of  = 1.1 (Figure 14a). However EPEA* generates all neighboring
vertices of a given f-value at once, while OD iteratively generates the neighboring vertices. High inflation factors bias search towards the goal, causing
OD to behave in a more depth-first manner, effectively generating a single
neighbor for a given state at a time. Goldenberg et al. [66] described but
did not implement optimal-generation variants of EPEA* which may mitigate the reduced performance of EPEA* with large inflation factors. Inflated
ODM* and EPEM* are roughly a constant factor slower than inflated OD,
but have similar success rates. Note that even with a high inflation factor OD
substantially underperforms inflated EPErM* in less cluttered environments;
in the 32x32 grid environment inflated OD with  = 10 performs roughly on
par with EPErM*  = 1.1.
6

The results for MA-CBS for fully coupled problems are insensitive to the merge threshold chosen for MA-CBS
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8. Conclusions and Further Work
In this paper, we presented subdimensional expansion, a method for constructing low-dimensional search spaces tailored to specific multirobot path
planning problems. We implemented subdimensional expansion using A* as
the underlying planning algorithm, resulting in the M* algorithm. While
the performance of M* and its variants are marginal on fully coupled problems, in the more expansive environments for which M* was designed, M*
provides considerable improvements in performance for finding minimal cost
paths for multirobot systems compared to the existing state of the art. Furthermore, inflated M* can solve large problems involving 200 robots, and
produce paths that cost significantly less than those generated by existing
rule based planners which can also solve such large problems.
In our future work, we will consider several extensions of subdimensional
expansion. Barer et al. [58] recently published a bounded-suboptimal variant of CBS termed ECBS which can outperform inflated ODrM*/EPErM*
when small inflation factors are used. We believe that combining ECBS and
inflated EPErM* will result in further performance improvements, similar to
the improvements in optimal path planning seen in MA-CBS+ODrM*. Minimal cost paths for multirobot systems often feature robots passing very close
to one another. Minor errors in plan execution can thus result in collisions, or
time consuming reactive collision avoidance, which may invalidate the entire
plan. Subdimensional expansion can be extended to account for uncertainty
in plan execution by utilizing a collision function which treats each robot
as occupying a distribution of possible states. The collision sets would then
track the probability of a collision occurring, with the dimensionality of the
search space increased when the probability of a collision rises above some
threshold value.
While subdimensional expansion is currently formatted for multirobot
systems, we plan to extend the concept of subdimensional expansion to
other high-dimensional systems. There are some single robot systems with
high-dimensional configuration spaces which can be decomposed into semiindependent subspaces in a similar manner to how multirobot systems can
be decomposed into individual robots. For instance, changing the motion of
joints of a robot arm distal to a collision cannot resolve said collision. The
challenge will lie in identifying how a decomposition into largely independent
subsystems can be performed for systems without the natural structure of
multirobot systems.
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[35] M. Cáp, P. Novák, M. Selecký, J. Faigl, J. Vokı́nek, Asynchronous Decentralized Prioritized Planning for Coordination in Multi-Robot System, in: IEEE/RSJ International Conference on Intelligent Robots and
Systems, ISBN 9781467363587, 3822–3829, 2013.
[36] V. R. Desaraju, J. P. How, Decentralized path planning for multi-agent
teams with complex constraints, Autonomous Robots 32 (4) (2012) 385–
403, ISSN 0929-5593.
[37] R. Regele, P. Levi, Cooperative multi-robot path planning by heuristic
priority adjustment, in: IEEE/RSJ International Conference on Intelligent Robots and Systems, Ieee, ISBN 1-4244-0258-1, 5954–5959, 2006.
[38] J. van den Berg, M. Overmars, Prioritized Motion Planning for Multiple
Robots, in: Proceedings of the IEEE/RSJ International Conference on
Intelligent Robots and Systems, Edmonton, Alberta, Canada, 2217–
2222, 2005.
[39] A. Geramifard, P. Chubak, V. Bulitko, Biased Cost Pathfinding., in:
AAAI Conference on Artificial Intelligence and Interactive Digital Entertainment, Marina del Rey, California, ISBN 978-1-57735-235-8, 112–
114, 2006.
[40] S. Buckley, Fast motion planning for multiple moving robots, in: Proceedings of IEEE International Conference on Robotics and Automation,
vol. 1, 322–326, 1989.
[41] B. Maren, B. Wolfram, T. Sebastian, Constraint-based Optimization
of Priority Schemes for Decoupled Path Planning Techniques, KI 2001:
Advances in Artificial Intelligence (2001) 78—-93.
[42] M. Turpin, N. Michael, V. Kumar, Trajectory Planning and Assignment in Multirobot Systems, in: International Workshop on Algorithmic
Foundations of Robotics (WAFR), 2012.
[43] M. Turpin, N. Michael, V. Kumar, Concurrent Assignment and Planning
of Trajectories for Large Teams of Interchangeable Robots, in: IEEE
International Conference on Robotics and Automation, Karlsruhe, Germany, ISBN 9781467356428, 834–840, 2013.

53

757

Communal Assembly Paper

www.daifture.org

[44] R. M. Wilson, Graph puzzles, homotopy, and the alternating group,
Journal of Combinatorial Theory, Series B (1974) 86–96.
[45] D. Kornhauser, G. Miller, P. Spirakis, Coordinating pebble motion on
graphs, the diameter of permutation groups, and applications, in: Proceedings of the 25th Symposium on Foundations of Computer Science
(FOCS), Singer Island, FL, USA, 241–250, 1984.
[46] R. Gabriele, M. Helmert, Non-Optimal Multi-Agent Pathnding Is Solved
(Since 1984), in: Symposium on Combinatorial Search, 173–174, 2012.
[47] M. Peasgood, J. McPhee, C. Clark, Complete and Scalable Multi-Robot
Planning in Tunnel Environments, in: Proceedings of the First IFAC
Workshop on Multivehicle Systems, Bahia, Brazil, 75–80, 2006.
[48] K. Wang, A. Botea, MAPP: A Scalable Multi-Agent Path Planning
Algorithm with Tractability and Completeness Guarantees, Journal of
Artificial Intelligence Research 42 (2011) 55–90.
[49] R. Luna, K. Bekris, Push and swap: Fast cooperative path-finding with
completeness guarantees, in: Proceedings of the International Joint Conference on Artificial Intelligence (IJCAI), Barcelona, Spain, 294–300,
2011.
[50] A. Krontiris, R. Luna, K. E. Bekris, From Feasibility Tests to Path
Planners for Multi-Agent Pathfinding, in: Proceedings of the Sixth International Symposium on Combinatorial Search, 114–122, 2013.
[51] B. de Wilde, A. W. ter Mors, C. Witteveen, Push and rotate: cooperative multi-agent path planning, in: Proceedings of the 12th International
Conference on Autonomous Agents and Multiagent Systems (AAMAS),
Saint Paul, Minnesota, 87–94, 2013.
[52] M. Khorshid, R. Holte, N. Sturtevant, A polynomial-time algorithm for
non-optimal multi-agent pathfinding, in: Proceedings of the Symposium
on Combinatorial Search, Barcelona, Spain, 76–83, 2011.
[53] Q. Sajid, R. Luna, K. E. Bekris, Multi-Agent Pathfinding with Simultaneous Execution of Single-Agent Primitives, in: Proceedigns of the Fifth
Annual Symposium on Combinatorial Search, 88–96, 2012.

54

758

Communal Assembly Paper

www.daifture.org

[54] K. Al-Wahedi, A Hybrid Local-Global Motion Planner for Multi-Agent
Coordination, Master’s thesis, Case Western Reserve University, 2000.
[55] J. van den Berg, J. Snoeyink, M. Lin, D. Manocha, Centralized Path
Planning for Multiple Robots: Optimal Decoupling into Sequential
Plans, in: Proceedings of the Robotics: Science and Systems, vol. 2,
2009.
[56] G. Sharon, R. Stern, M. Goldenberg, A. Felner, The increasing cost
tree search for optimal multi-agent pathfinding, in: Proceedings of the
Twenty-Second International Joint Conference on Artificial Intelligence,
AAAI Press, San Francisco, CA, USA, 662–667, 2011.
[57] G. Sharon, R. Stern, A. Felner, N. Sturtevant, Conflict-based search for
optimal multi-agent path finding, in: Proceedings of the AAAI Conference on Artificial Intelligence, Toronto, Ontario, Canada, 2012.
[58] M. Barer, G. Sharon, R. Stern, A. Felner, Suboptimal Variants of the
Conflict-Based Search Algorithm for the Multi-Agent Pathfinding Problem, in: Proceedings of the Sixth International Symposium on Combinatorial Search, 2014.
[59] G. Sharon, R. Stern, A. Felner, N. Sturtevant, Meta-Agent ConflictBased Search For Optimal Multi-Agent Path Finding, in: Proceedings
of the Symposium on Combinatorial Search, Niagara Falls, Ontario,
Canada, 2012.
[60] I. Pohl, The avoidance of (relative) catastrophe, heuristic competence,
genuine dynamic weighting and computational issues in heuristic problem solving, in: Proceedings of the 3rd International Joint Conference
on Artificial Intelligence, 12–17, 1973.
[61] B. Bonet, H. Geffner, Planning as heuristic search, Artificial Intelligence
129 (1-2) (2001) 5 – 33, ISSN 0004-3702.
[62] R. Korf, Linear-space best-first search, Artificial Intelligence 62 (1)
(1993) 41 – 78, ISSN 0004-3702.
[63] J. Pearl, Heuristics: Intelligent Search Strategies for Computer Problem
Solving, Addison-Welsley, 1984.

55

759

Communal Assembly Paper

www.daifture.org

[64] J. Gaschnig, Performance measurement and analysis of certain search
algorithms, Ph.D. thesis, Carnegie-Mellon University, 1979.
[65] H. Davis, A. Bramanti-Gregor, J. Wang, The advantages of using depth
and breadth components in heuristic search, Methodologies for Intelligent systems 3 (1989) 19–28.
[66] M. Goldenberg, A. Felner, N. Sturtevant, Optimal-Generation Variants
of EPEA*, in: Proceedings of the Sixth International Symposium on
Combinatorial Search, Leavenworth, Washington, USA, 89–97, 2013.

56

760

Communal Assembly Paper

www.daifture.org

Accepted Manuscript
Coalition structure generation: A survey

Talal Rahwan, Tomasz P. Michalak, Michael Wooldridge, Nicholas R. Jennings

PII:
DOI:
Reference:

S0004-3702(15)00119-8
http://dx.doi.org/10.1016/j.artint.2015.08.004
ARTINT 2876

To appear in:

Artificial Intelligence

Received date:
Revised date:
Accepted date:

3 October 2014
30 July 2015
13 August 2015

Please cite this article in press as: T. Rahwan et al., Coalition structure generation: A survey, Artificial Intelligence (2015),
http://dx.doi.org/10.1016/j.artint.2015.08.004

This is a PDF file of an unedited manuscript that has been accepted for publication. As a service to our customers we are providing
this early version of the manuscript. The manuscript will undergo copyediting, typesetting, and review of the resulting proof before it is
published in its final form. Please note that during the production process errors may be discovered which could affect the content, and all
legal disclaimers that apply to the journal pertain.

761

Communal Assembly Paper

www.daifture.org

Coalition Structure Generation: A Survey$
Talal Rahwan†a , Tomasz P. Michalak†b,c , Michael Wooldridgeb , Nicholas R. Jenningsd,e
a

Masdar Institute of Science and Technology, UAE
Department of Computer Science, University of Oxford, UK
c
Institute of Informatics, University of Warsaw, Poland
d
School of Electronics & Computer Science, University of Southampton, UK
e
Department of Computing & Information Technology, King Abdulaziz University, Saudi Arabia
b

Abstract
The coalition structure generation problem is a natural abstraction of one of the most important challenges
in multi-agent systems: How can a number of agents divide themselves into groups in order to improve their
performance? More precisely, the coalition structure generation problem focuses on partitioning the set of
agents into mutually disjoint coalitions so that the total reward from the resulting coalitions is maximized.
This problem is computationally challenging, even under quite restrictive assumptions. This has prompted
researchers to develop a range of algorithms and heuristic approaches for solving the problem eﬃciently.
This article presents a survey of these approaches. In particular, it surveys the main dynamic-programming
approaches and anytime algorithms developed for coalition structure generation, and considers techniques
speciﬁcally developed for a range of compact representation schemes for coalitional games. It also considers
settings where there are constraints on the coalitions that are allowed to form, as well as settings where the
formation of one coalition could inﬂuence the performance of other co-existing coalitions.
Keywords: Coalitional Games, Set Partitioning, Coalition Structure Generation

1. Introduction
The multi-agent systems research ﬁeld is concerned with understanding and building systems containing
multiple autonomous software entities (called agents) that may have diﬀerent preferences, goals, beliefs,
and capabilities [85]. One of the key objectives of the multi-agent systems domain is to build agents that
can take joint, coordinated actions, for example to improve their performance, or to achieve goals that are
beyond the capabilities of individual agents. Such interaction may be useful both in cases where the agents
are cooperative (i.e., their goal is to maximize some overarching system-wide objective) as well as cases
where they are selﬁsh (i.e., each agent acts in its own best interests, regardless of the consequences on other
agents).
The way the agents are organized in a system inﬂuences, or even governs, their interaction. For example,
if the agents are organized hierarchically, then an agent would only be able to coordinate with its parent
and/or children in the hierarchy. Clearly, there are many alternative organizational paradigms (not just
hierarchies), each with their own strengths and weaknesses [32]. One such paradigm, which has received
much attention in the literature, involves the formation of coalitions, i.e., groups of agents that typically
exhibit the following characteristics: Firstly, they are goal-directed and short-lived; they are formed with a
$
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purpose in mind and dissolve when that purpose no longer exists, or when they cease to suit that purpose.
Secondly, coordination occurs among members of the same coalition, but not among members of diﬀerent
coalitions. Thirdly, the organizational structure within each coalition is usually ﬂat (rather than hierarchical,
for example).
A wide range of potential applications of coalition formation have been considered in the literature.
For example, by forming coalitions: autonomous sensors can improve their surveillance of certain areas
[31]; virtual power plants can reduce the uncertainty of their expected energy output [13]; cognitive radio
networks can increase their throughput [38]; and buyers can obtain lower prices through bulk purchasing
[39]. It should be noted, however, that the coalition structure generation problem, being an abstraction,
only serves as a ﬁrst step towards understanding and building real-world solutions (as is the case with
many research topics in cooperative game theory, where the focus on abstraction means that the solutions
disregard much domain-speciﬁc information that may be critical when solving real-world problems).
Generally speaking, the coalition-formation process involves three main activities [78]:
• Forming a coalition structure. This activity involves each agent joining a coalition.1 This is done
either endogenously (by the agents deciding autonomously among themselves using some bargaining
procedure), or exogenously (e.g., by a system designer). The resulting set of coalitions is called
a coalition structure. Typically, we are interested in the coalition structure that maximizes social
welfare, or minimizes the agents’ incentive to deviate from their coalitions.
• Solving the optimization problem of each coalition. This activity addresses the following question: How
should the members of a coalition coordinate their activities such that the performance of the coalition
is maximized?
• Dividing the reward of each coalition among its members. If the beneﬁts of cooperative action are
accrued to a coalition as a whole, then the members of that coalition will need to agree on how to
divide these beneﬁts amongst themselves. Typically the goal is to do this in such a way as to satisfy
certain desirable criteria, such as fairness (where each agent’s reward reﬂects its contribution to the
game), or stability (where no group of agents can selﬁshly beneﬁt by forming their own coalition). In
this context, a solution concept speciﬁes (i) which coalitions to form, and (ii) how the payoﬀ of every
formed coalition is divided among its members.
In this article, we focus on the problem of identifying coalition structures that maximize social welfare.
While the relevance of this problem is clear when the agents are cooperative, it is perhaps less so when
the agents are selﬁsh. The main relevance in the latter setting arises when we need to compute solution
concepts that inherently require the agents to be partitioned optimally. This is the case, for instance, with
the core—one of the key solution concepts in coalitional game theory [24, 29]. According to this scheme, for
any division of rewards to be stable, a necessary condition is that the agents form a social welfare-maximizing
coalition structure (see, e.g., [16], Proposition 2.21). In other words, computing a stable outcome implies
solving the coalition structure generation problem. Other fundamental game theoretic contexts where the
solution to this problem may be useful are the Price of Anarchy and the Price of Stability. Speciﬁcally, in
the coalitional game context, the Price of Anarchy is deﬁned as the ratio between the worst stable2 coalition
structure and the welfare-maximizing coalition structure [35]. Similarly, the Price of Stability is deﬁned as
the ratio between the best stable coalition structure and the welfare-maximizing coalition structure [3].
1

Games with overlapping coalitions, where an agent can join multiple coalitions simultaneously, have also been considered.
See, e.g., the work by Shehory and Kraus [83] who ﬁrst studied these settings among cooperative agents, and the work by
Chalkiadakis et al. [15] who considered selﬁsh agents.
2
The word “stable” is used here in its broader sense; it is not restricted to the core, but could refer to the Nash equilibrium,
for example.
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Arguably, the ﬁrst attempts to study the algorithmic aspects of coalition formation in the multi-agent
community were those made by Shehory and Kraus [81], by Ketchpel [37], and by Zlotkin and Rosenschein
[96]. Prior to these works, the primary focus in the literature was on the theoretical analysis of the properties
of various solution concepts, rather than focusing on the development of coalition formation algorithms.
Several heuristic algorithms were later on proposed by Shehory and Kraus for various settings [82, 83, 84].
Continuing this line of research, the seminal work by Sandholm et al. [78] studied the computational aspects
of identifying coalition structures with worst-case guarantees on solution quality. Since then, numerous
algorithms have been proposed to solve this problem, using a range of diﬀerent techniques. In what follows,
we present a comprehensive survey of this literature, and discuss a variety of directions from which the
coalition structure generation problem has been approached. Careful attention has been given to ensure that
the intuitions behind the diﬀerent algorithms and their underlying theorems are presented in an accessible
and clear manner. As such, the reader is not assumed to have expertise in combinatorial optimization or
game theory.
The remainder of the paper is structured as follows.
• Section 2 (page 4) introduces our key deﬁnitions and notational conventions.
• Section 3 (page 6) presents alternative representations of the search space (i.e., the space of possible coalition
structures).
• Section 4 (page 7) presents a dynamic programming algorithm that computes an optimal coalition structure.
This is an exact algorithm, but not an anytime algorithm.
• Section 5 (page 11) presents exact, anytime algorithms whose solution quality improves monotonically over
time. In particular:
◦ Section 5.1 (page 11) presents algorithms that divide the space into subspaces and specify the order in
which these subspaces are searched, so that the worst-case guarantee on solution quality improves with
each subspace. Those algorithms do not specify how each subspace is searched.
◦ Section 5.2 (page 15) presents an algorithm that divides the space into subspaces based on the sizes of the
coalitions in each coalition structure. Each promising subspace is then searched in a depth-ﬁrst manner
while applying a branch-and-bound technique.
◦ Section 5.3 (page 16) presents dynamic programming-based anytime algorithms.
◦ Section 5.4 (page 21) presents the integer programming formulation of the coalition structure generation
problem.
• Section 6 (page 21) presents metaheuristic algorithms, which do not provide any guarantees on solution quality,
but can handle very large problems.
• Section 7 (page 23) discusses the coalition structure generation problem under various compact representations
of the characteristic function. More speciﬁcally:
◦ Section 7.1 (page 23) focuses on settings where the value of a coalition is the solution to a distributed
constraint optimization problem (DCOP).
◦ Section 7.2 (page 24) considers Coalitional Skill Games, where every agent has a set of skills, and the
value of a coalition depends on the skills of its members.
◦ Section 7.3 (page 27) focuses on the agent-type representation, where some of the agents are identical.
◦ Section 7.4 (page 29) discusses the Synergy Coalition Groups representation, where only the coalitions
with synergy are explicitly modeled.
◦ Section 7.5 (page 30) considers the case where the characteristic function is expressed using the Marginal
Contribution net (MC-net) representation.
• Section 8 (page 34) considers settings where a coalition is allowed to form if it satisﬁes certain constraints. In
more detail:
◦ Section 8.1 (page 35) discusses the Constrained Coalition Formation framework, where constraints are
expressed in terms of acceptable coalition sizes, and in terms of subsets of agents whose presence in a
coalition is desirable, and other subsets whose presence is prohibited.
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◦ Section 8.2 (page 37) discusses Graph-restricted Games, where agents are connected via a graph, and a
coalition is feasible if it induces a connected subgraph.
• Section 9 (page 40) focuses on Partition Function Games (PFGs), where the value of a coalition may diﬀer
depending on how non-members are partitioned. In particular:
◦ Section 9.1 (page 40) introduces externalities—a central notion in PFGs.
◦ Section 9.2 (page 41) shows how, in certain subclasses of PFGs, it is possible to establish a bound on
solution quality by only searching part of the solution space.
• Section 11 (page 45) concludes the article and outlines potential future directions.
• Appendix A (page 50) summarizes the main notation used throughout the article.

2. Preliminaries and Problem Deﬁnition
The basic assumption underpinning the work surveyed in this article is that the agents in the multi-agent
system can coordinate their activities, and that there is potentially some beneﬁt to be gained from such
collective action. A cooperative game is a natural way to model such a setting.3 Here, the setting is called a
game, which is populated by n players (or agents), the set of which is denoted by A = {a1 , a2 , . . . , an }, and
the term “coalition” is used to refer to a non-empty subset of A. Furthermore, a collection of pairwise-disjoint
coalitions is called a “coalition structure”. Formally:
Deﬁnition 1. For any 
coalition, C, a coalition structure over C is a collection of coalitions, CS =
{C1 , . . . , Ck }, such that CS = C, and Ci ∩ Cj = ∅ for any i, j ∈ {1, . . . , k} : i = j. The set of coalition
structures over C will be denoted by ΠC .
For example, given a set of ﬁve agents, A = {a1 , a2 , a3 , a4 , a5 }, and a coalition, C = {a3 , a4 , a5 }, a
possible coalition structure over A is: {{a1 }, {a2 , a3 }, {a4 , a5 }}, and a possible coalition structure over C
is: {{a3 }, {a4 , a5 }}. As is common in the literature, when talking about a coalition structure over some
coalition, C ⊆ A, we will often omit “over C” if it is clear from the context, and simply write “coalition
structure”. We will denote an arbitrary coalition in a coalition structure using the notation C, possibly with
subscripts (e.g., C1 or Ci ), or with primes (e.g., C  or C  ). Next, we introduce the notion of an “embedded
coalition”:
Deﬁnition 2. An embedded coalition is a pair, (C, CS ), where C is a coalition, and CS is a coalition
structure over A that contains C. That is, CS ∈ ΠA : C ∈ CS . The set of all embedded coalitions will be
denoted by EC .
In some settings modelled by coalitional games, the reward (or value) attainable by a coalition can be
expressed in monetary terms; the reward can be placed in one big pot, and the agents can then decide on
how to distribute it among themselves. Such a setting is called a transferable utility game. In contrast, there
are settings in which the reward of a coalition is expressed as a vector that speciﬁes the individual reward
of every member; an agent cannot alter this allocation, say, by transferring (some of) its reward to other
agents. Such a setting is called a non-transferable utility game [60]. Between those two classes, transferable
utility games have received most attention from the multi-agent systems community to date. Given this,
we will restrict our attention to transferable utility games and from now on simply write “game” instead of
“coalitional game with transferable utility”.
The following are two distinct classes of games that diﬀer in terms of the factors that inﬂuence a coalition’s
value:
3

We refer the reader to [58] for an introduction to the theory of cooperative games and [16] for a detailed introduction to
the use of such models in computer science. See also [85] for a thorough introduction to game theory in multi-agent systems.
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• Characteristic function games (CFGs) are those where the value of a coalition depends solely on
the identities of its members. Such a game is given by a pair, (A, v), where A is the set of agents and
v is a function—called the characteristic function—that maps each coalition, C, to its value, v(C).
Formally: v : 2A → R.
• Partition function games (PFGs) are those where the value of a coalition entirely depends on both
the identities of its members as well as the way non-members are partitioned. Such a game is given
by a pair, (A, w), where A is the set of agents and w is a function—called the partition function—that
maps each embedded coalition, (C, CS ), to its value, w((C, CS )). Formally, w : EC → R. We will
write w(C, CS ) instead of w((C, CS )) for brevity.
Observe that CFGs form a proper subclass of PFGs. Furthermore, a coalition C ⊆ A has exactly one value
in CFGs, while in PFGs it has as many values as there are ways to partition the agents in A \ C. As such,
CFGs tend to be much easier to work with (which is, perhaps, why they have received more attention in the
literature on algorithmic game theory). This fact is reﬂected in this article; all of the remaining Sections
deal with CFGs, apart from Section 9, which focuses on PFGs.
A common assumption in the literature is that the worth (or value) of a coalition structure is simply
the sum of the values of the coalitions in it. More formally, in CFGs, for any coalition, C ⊆ A, the value of
a coalition structure, CS ∈ ΠC , is denoted by V (CS ) and is given by:

v(Ci ).
V (CS ) =
Ci ∈CS

On the other hand, in PFGs, the value of CS is denoted by W (CS ) and is given by:

W (CS ) =
w(Ci , CS ).
Ci ∈CS

As is standard in the literature (e.g., [78, 19, 67]) we assume that v(C) ≥ 0 for any C ⊆ A, and that
w(C, CS ) ≥ 0 for any (C, CS ) ∈ EC . Now, we are ready to deﬁne the computational problem that we focus
on throughout this article.
Deﬁnition 3. The coalition structure generation problem is the problem of ﬁnding a coalition structure over A whose value is maximal. Such a coalition structure is said to be “optimal”, and is denoted by CS ∗ .
More speciﬁcally, in CFGs, coalition structure generation is the problem of ﬁnding CS ∗ ∈ arg maxCS ∈ΠA V (CS ),
while in PFGs it is the problem of ﬁnding CS ∗ ∈ arg maxCS ∈ΠA W (CS ).
This is a combinatorial optimization problem, which in principle could be solved to optimality by brute-force
search. However, this is not practicable, as the number of possible coalition structures over n agents—known
as the Bell number and denoted by Bn [9]—satisﬁes:
αnn/2 ≤ Bn ≤ nn .
for some positive constant α (see, e.g., Sandholm et al. [78] for proofs of these bounds and de Bruijn [20]
for an asymptotically tight bound). Unfortunately, in PFGs, it is not possible to avoid brute-force search
given an arbitrary partition function. This is because knowing the value of a coalition structure, CS ∈ ΠA ,
tells us nothing about the value of any other coalition structure, CS  ∈ ΠA : CS  = CS , even if CS and
CS  have some elements (i.e., coalitions) in common. Therefore, studying the coalition structure generation
problem in PFGs is only interesting when additional assumptions are placed on the partition function w
(see Section 9 for more details).
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On the other hand, in CFGs, brute-force search can sometimes be avoided, as we will show in subsequent
sections. Nevertheless, ﬁnding an optimal coalition structure in CFGs is NP-complete given oracle access to
the characteristic function (see Proposition 2 in [78]). The proof is based on a reduction from the set-packing
decision problem—where we are given a constant q and a family of sets S and we need to determine whether
a set of q mutually-disjoint sets exists—to the following decision problem: given a characteristic function
with which every coalition in S has a value of 1, and every coalition outside of S has a value of 0, determine
whether a coalition structure exists whose value is at least q.
3. Space Representations
Understood in its simplest terms, the coalition structure generation problem implies searching ΠA —the
space of all possible coalition structures over A—in order to ﬁnd one whose value is maximal. Several
approaches to this problem are based on the observation that the set ΠA has some structure, which can
be exploited to speed up the search process. To understand how these approaches work, it is useful to
consider representations for ΠA that exploit this structure. We therefore begin by presenting the two main
representations of ΠA that have been proposed. Observe that every coalition structure in ΠA represents a
possible solution to the coalition structure generation problem. As such, the terms “coalition structure”,
“partition”, and “solution” will be used interchangeably, and ΠA will often be referred to as the “search
space”.
The ﬁrst representation we consider was proposed by Sandholm et al. [78], and is called the coalition
structure graph. Speciﬁcally, in this undirected graph:
A
• Every node represents a coalition structure. These nodes are categorized into levels, ΠA
1 , . . . , Πn , where
A
level Πi contains the nodes that represent all coalition structures containing exactly i coalitions.

• An edge connects two coalition structures if and only if: (1) they belong to two consecutive levels ΠA
i
A
A
and ΠA
i−1 , and (2) the coalition structure in Πi can be obtained from the one in Πi−1 by splitting one
coalition into two.
A four-agent example can be seen in Figure 1.4
While the above representation categorizes the coalition structures according to the number of coalitions
they contain, an alternative representation was proposed to categorize them based on the sizes of the
coalitions they contain [71]. More speciﬁcally, this representation divides the space of coalition structures
into disjoint subspaces that are each represented by an integer partition of n. Recall that an integer partition
of n is a multiset of positive integers, or parts, whose sum (with multiplicities) is equal to n [2]. We will denote
the set of all such integer partitions by I n . For instance, I 4 = {{4}, {1, 3}, {2, 2}, {1, 1, 2}, {1, 1, 1, 1}}. For
A
every I ∈ I., we denote by ΠA
I ⊆ Π the subspace consisting of all the coalition structures within which
{a1 ,a2 ,a3 ,a4 }
is the subspace consisting of
the sizes of the coalitions match the parts of I. For instance, Π{1,1,2}
all the coalition structures within which two coalitions are of size 1 and one coalition is of size 2. This
representation can be encoded by an integer partition graph [62]. This is an undirected graph, where every
subspace is represented by a node, and two nodes representing I, I  ∈ I n , are connected via an edge if and
only if there exists two parts i, j ∈ I such that I  = (I \ {i, j}) {i + j} (here denotes the multiset union
operation). For example, Figure 2 shows the integer partition graph of four agents, as well as the subspaces
that correspond to every node in the graph.
Having described some key representations for the search space, we will now present diﬀerent approaches
to the coalition structure generation problem, some of which depend directly upon those representations.
4

The reason for highlighting some of the edges in Figure 1 will be made clear in the following section.
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{a1},{a2},{a3},{a4}

{a1},{a2},{a3,a4}

{a1},{a2, a3,a4}

{a1,a2},{a3},{a4}

{a1,a2},{a3,a4}

{a1},{a3},{a2,a4}

{a2},{a1,a3,a4}

{a2},{a4},{a1,a3}

{a1,a3},{a2,a4}

{a1},{a4},{a2, a3}

{a3},{a1,a2,a4}

{a2},{a3},{a1,a4}

{a1,a4},{a2,a3}

{a4},{a1,a2,a3}

{a1,a2,a3,a4}

Figure 1: The coalition structure graph of 4 agents.

{1,1,1,1}
{{a1},{a2},{a3,a4}} , {{a2},{a3},{a1,a4}} ,
{{a1},{a3},{a2,a4}} , {{a2},{a4},{a1,a3}} ,
{{a1},{a4},{a2,a3}} , {{a3},{a4},{a1,a2}}
{{a1,a2}, {a3,a4}} ,
{{a1,a3}, {a2,a4}} ,
{{a1,a4}, {a2,a3}}

=

=

{2,2}

{1,1,2}

{1,1,1,1} =

{{a1},{a2},{a3}, {a4}}

{1,1,2}

{2,2}

{1,3}

{4}

{4}

{1,3}

=

{a1}},{a
{{a
{a2,a3,a4}}
} ,
{a2}},{a
{{a
{a1,a3,a4}}
} ,
{a3}},{a
{{a
{a1,a2,a4}}
} ,
{a4}},{a
{{a
{a1,a2,a3}}
}

= {{a1, a2, a3, a4}}

Figure 2: The integer partition graph representation of 4 agents.

4. Dynamic Programming Algorithms
The ﬁrst dynamic programming algorithm for the coalition structure generation problem, called DP, was
proposed by Yeh [93]. The DP algorithm depends directly on the following theorem.
Theorem 1. Given a coalition C ⊆ A, let f (C) be the value of an optimal coalition structure over C. That
is, f (C) = maxCS ∈ΠC V (CS ). Then

f (C) =

v(C)
if |C| = 1




otherwise.
max v(C) , max{C  ,C  }∈ΠC f (C  ) + f (C  )

(1)

Proof. The result is immediate when |C| = 1. Thus, for the remainder of the proof we will assume that
|C| > 1. We make use of the following lemma.
Lemma 1. For any coalition C ⊆ A, if CS = {C1 , . . . , Ck>1 } is an optimal coalition structure over (i.e., an
optimal partition of ) C, then for any j : 1 ≤ j < k, it holds that CS  = {C1 , . . . , Cj } is an optimal coalition
structure over C  = ∪CS  , and CS  = {Cj+1 , . . . , Ck } is an optimal coalition structure over C  = ∪CS  .
Proof of Lemma 1. Observe that C = C  ∪C  and that CS = CS  ∪CS  and V (CS ) = V (CS  )+V (CS  ).
Suppose for the sake of contradiction that CS  was not an optimal coalition structure over C  . Then there

exists another one, say CS † ∈ ΠC , such that V (CS † ) > V (CS  ). However, this implies that CS † ∪ CS  is
a coalition structure whose value—V (CS † ) + V (CS  )—is greater than V (CS ) = V (CS  ) + V (CS  ), which
contradicts the assumption that CS is optimal.
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The same contradiction is reached if we assume that CS  is not an optimal coalition structure over C  ,
which completes the proof of the lemma.
2
Now, let opt(C) be some optimal partition of C, i.e., opt(C) ∈ arg maxP ∈ΠC V (P ). Lemma 1 shows that
if |opt(C)| > 1, then there exists a coalition structure {C  , C  } ∈ ΠC such that opt(C) = opt(C  ) ∪ opt(C  ).
On the other hand, if |opt(C)| = 1, then surely we would have opt(C) = {C} and V (opt(C))

 = v(C). Equation (1) covers both possibilities by taking the maximum over v(C) and max{C  ,C  }∈ΠC f (C  ) + f (C  ) .
This concludes the proof of Theorem 1.
2
Based on Theorem 1, the way DP works is by iterating over all the coalitions of size 1, and then over all
those of size 2, and then size 3, and so on until size n. For every such coalition, C, it computes f (C) using
Equation (1). As can be seen from the equation, whenever |C| = 1, the algorithm must compare v(C) with
max{C  ,C  }∈ΠC f (C  ) + f (C  ) to determine which one is greater. The outcome of this comparison is stored
in a variable called t(C). In more detail:
• if v(C) was greater, the algorithm sets t(C) = {C}, indicating that it is not beneﬁcial to split C.
• if v(C) was smaller, the algorithm sets t(C) = arg max{C  ,C  }∈ΠC f (C  ) + f (C  ) to record the best
way of splitting C into two coalitions.
As for cases where |C| = 1, the algorithm always sets t(C) = {C} (because it is not possible to split C). By
the end of this process, f (A) will be computed, which is by deﬁnition equal to V (CS ∗ ). What remains is to
compute CS ∗ itself. This is done recursively as illustrated in the following example:
Example 1. Given A = {a1 , a2 , a3 , a4 }, suppose that t(A) = {{a1 , a2 }{a3 , a4 }}, i.e., it is most beneﬁcial
to split A into {a1 , a2 } and {a3 , a4 }. Moreover, suppose that t({a1 , a2 }) = {{a1 }, {a2 }}, while t({a3 , a4 }) =
{a3 , a4 }, i.e., it is most beneﬁcial to split {a1 , a2 } into {a1 } and {a2 }, and not to split {a3 , a4 }. Then,
CS ∗ = {{a1 }, {a2 }, {a3 , a4 }}.
Figure 3 illustrates the workings of DP given a sample characteristic function and a set of four agents
(Example 1 is illustrated as “step 5” in the ﬁgure). DP takes hours on a modern desktop computer to
partition 30 agents.
Theorem 2. Given a set of n agents, the dynamic programming algorithm, DP, computes an optimal
coalition structure in O(3n ) time.
Proof. For every coalition
of size s, DP checks all possible ways of splitting it in two, so the number of
 
operations is: ns=1 ns 2s−1 . It is straightforward to show that this number equals 12 3n − 12 , simply by using
the following standard equality, and assigning a = 2 and b = 1:
n

n k n−k
a b
.
(a + b)n =
k
k=0

2
Having described DP, let us now analyze its workings. The operation of the DP algorithm can usefully
be visualized on the coalition structure graph [63]. In particular, what DP actually does is the following:
(1) evaluate every movement upward in the graph, (2) store the best movements in the table t, and
ﬁnally (3) move upwards in the graph, starting from the bottom node, as long as it is beneﬁcial to
do so. To better understand the intuition behind this, observe that every movement upward in the graph
corresponds to splitting one coalition into two (see Figure 1). Also observe that DP works by determining,
for every coalition C ⊆ A, whether it is beneﬁcial to split C, and if so what is the best such split (the answer
to this question is stored in t(C)). This means that if DP were to move upwards in the graph, starting
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v ( {a1} ) = 30
v ( {a2} ) = 40
v ( {a3} ) = 25
v ( {a4} ) = 45

characteristic
function

C

v ( {a1,a2}) = 50
v ( {a1,a3} ) = 60
v ( {a1,a4} ) = 80
v ( {a2,a3} ) = 55

{a2}
{a3}
{a4}

step 2

step 4

f(C)

v ( {a1} ) = 30
v ( {a2} ) = 40

{a1}

30

{a2}

40

v ( {a3} ) = 25
v ( {a4} ) = 45

{a3}

25

{a4}

45

{a1,a2}

v ( {a1,a2} ) = 50

f ( {a1} ) + f ( {a2} ) = 70

{a1} {a2}

70

{a1,a3}

v ( {a1,a3} ) = 60

f ( {a1} ) + f ( {a3} ) = 55

{a1,a3}

60

{a1,a4}

v ( {a1,a4} ) = 80

f ( {a1} ) + f ( {a4} ) = 75

{a1,a4}

80

{a2,a3}

v ( {a2,a3} ) = 55

f ( {a2} ) + f ( {a3} ) = 65

{a2} {a3}

65

{a2,a4}

v ( {a2,a4} ) = 70

f ( {a2} ) + f ( {a4} ) = 85

{a2} {a4}

85

{a3,a4}

v ( {a3,a4} ) = 80

f ( {a3} ) + f ( {a4} ) = 70

{a3,a4}

80

{a2} {a1,a3}

100

v ( {a1,a2,a3} ) = 90

f ( {a1} ) + f ( {a2,a3} ) = 95

f ( {a2}) + f ( {a1,a3} ) = 100

f ( {a3} ) + f ( {a1,a2} ) = 95

{a1,a2,a4}

v ( {a1,a2,a4} ) = 120
f ( {a2}) + f ( {a1,a4} ) = 120

f ( {a1} ) + f ( {a2,a4} ) = 115
f ( {a4} ) + f ( {a1,a2} ) = 115

{a1,a2,a4}

120

{a1,a3,a4}

v ( {a1,a3,a4} ) = 100
f ( {a3}) + f ( {a1,a4} ) = 105

f ( {a1} ) + f ( {a3,a4} ) = 110
f ({a4} ) + f ( {a1,a3} ) = 105

{a1} {a3,a4}

110

{a2,a3,a4}

v ( {a2,a3,a4} ) = 115
f ( {a2} ) + f ( {a3,a4} ) = 120
f ( {a3} ) + f ( {a2,a4} ) = 110 f ( {a4} ) + f ( {a2,a3} ) = 110

{a2} {a3,a4}

120

{a1,a2,a3}

step 3

t(C) and f(C)

v ( {a1,a3,a4} ) = 100
v ( {a2,a3,a4} ) = 115
v ( {a1,a2,a3,a4} ) = 140

t(C)

The values that must be compared before setting

{a1}

step 1

v ( {a2,a4} ) = 70
v ( {a3,a4} ) = 80
v ( {a1,a2,a3} ) = 90
v ( {a1,a2,a4} ) = 120

{a1,a2,a3,a4}

v ( {a1,a2,a3,a4} ) = 140
f ( {a1,a2} ) + f ( {a3,a4} ) = 150

f ( {a4} ) + f ( {a1,a2,a3} ) = 145
f ( {a3} ) + f ( {a1,a2,a4} ) = 145 {a1,a2} {a3,a4}

f ( {a1,a3} ) + f ( {a2,a4} ) = 145
f ( {a1,a4} ) + f ( {a2,a3} ) = 145

f ( {a2} ) + f ( {a1,a3,a4} ) = 150
f ( {a1} ) + f ( {a2,a3,a4} ) = 150

150

step 5

Figure 3: A four-agent example of how DP computes t(C) and f (C) for every C ⊆ A.

from the bottom node, then every time it reaches a node (i.e., a coalition structure) that contains C, it can
determine (based on t(C)) whether it is beneﬁcial to make a movement that involves splitting C, and if so
what is the best such movement. Finally, once DP evaluates all possible movements (i.e., once it computes
t(C) for all C ⊆ A), it starts making a series of movements upward until an optimal node is reached, after
which no movement is beneﬁcial. For instance, the way DP reached {{a1 }, {a2 }, {a3 , a4 }} in Example 1
can be visualized as movements through the dashed path in Figure 1, where the ﬁrst movement involved
splitting {a1 , a2 , a3 , a4 } into {a1 , a2 } and {a3 , a4 }, and the second movement involved splitting {a1 , a2 } into
{a1 } and {a2 }.
From this visualization it is clear that, for every CS : |CS | > 2, there are multiple paths that start
from the bottom node of the graph, and end with the node containing CS (see Figure 1). This raises the
following question: Can DP reach an optimal node through any of the paths leading to that node? The
answer is “yes” [63]. To understand the intuition behind this, recall that if it is beneﬁcial to split a coalition
C, then DP sets t(C) = arg max{C  ,C  }∈ΠC f (C  ) + f (C  ). This implies that if there is more than one
solution, DP has no preference over which one to store in t(C). The argmax that ends up stored in t(C) will
determine the movement that DP makes whenever it encounters a node representing some CS : C ∈ CS .

770

9

Communal Assembly Paper

www.daifture.org

However, by deﬁnition, all the moves that correspond to those argmaxes will eventually lead to an equally
favorable partition of C.
The above observation raises yet another question: what happens if DP is modiﬁed so that it avoids
evaluating some of the movements? Rahwan et al. [64] proved that, as long as there still exists a path
of evaluated movements, leading from the bottom node to an optimal solution, DP will still be able to
reach that solution. To understand the intuition behind this, suppose that for some coalition C, the algorithm did not evaluate a movement that involves splitting C into two particular coalitions, C1 and C2 .
In other words, suppose that the term: max{C  ,C  }∈ΠC f (C  ) + f (C  ) in Equation (1) was replaced with:
max{C  ,C  }∈ΠC \{{C1 ,C2 }} f (C  ) + f (C  ). This implies that, whenever a coalition structure CS : C ∈ C is
reached, the movement from CS to the coalition structure CS  = (CS \C) ∪ {C1 , C2 } would no longer be
an option. Similarly, every path containing this movement would not be an option. This can be visualized
by removing the edge that connects CS to CS  . Importantly, however, this removal does not aﬀect DP’s
evaluation of any path not containing the removed edge. This is precisely why, if there still exists a path of
evaluated movements that lead to CS  , then DP would still be able to reach CS  .
Based on the above observation, Rahwan et al. [64] developed a version of DP which avoids the evaluation
of many movements, without losing the guarantee of having a path that leads to every node in the graph.
To describe Rahwan et al.’s version more formally, we need additional notation. To this end, for any two
coalitions C  , C  ∈ C A , let us write C  < C  if and only if C  precedes C  lexicographically, e.g., we write
{a1 , a3 , a9 } < {a1 , a4 , a5 } and {a4 } < {a4 , a5 }. Now, given two disjoint coalitions C1 and C2 , let mC1 ,C2
denote the movement that corresponds to splitting C = C1 ∪ C2 into C1 and C2 . Moreover, let M denote
the set of all possible movements in the graph. Finally, let M ∗ be a subset of movements deﬁned as follows:
  

M ∗ = mC ,C ∈ M : C  ∪ C  = A or C  < C  < A \ (C  ∪ C  ) .
(2)
While DP evaluates every movement in M, Rahwan et al.’s version only evaluates the movements in M ∗
based on the following theorem.
Theorem 3. Starting from the bottom node in the coalition structure graph, it is possible to reach every
node in the graph through a series of movements in M ∗ .
Proof. It suﬃces to prove that for every k ≥ 2, every CS = {C1 , . . . , Ck } is reachable from some coalition
structure CS  with |CS  | = k − 1 via some movement in M ∗ . Assume without loss of generality that
C1 < · · · < Ck . We will show that CS is reachable from the coalition structure (CS \{C1 , C2 }) ∪ {C1 ∪ C2 }
via M ∗ . To this end, it suﬃces to show that mC1 ,C2 ∈ M ∗ .
First, suppose that k = 2. In this case, we have CS = {C1 , C2 }, and so C1 ∪ C2 = A. This means that
mC1 ,C2 ∈ M ∗ .
Now, suppose that k > 2. In this case, since C1 < · · · < Ck , we obtain C1 < C2 < (C3 ∪ . . . ∪ Ck ), and
hence C1 < C2 < A \ (C ∪ C  ). Thus, we also have mC1 ,C2 ∈ M ∗ .
2
   A
  
Rahwan et al. [64] proved that |M ∗ | = ΠA
2 + Π3 . They also proved that it is not possible to evaluate
∗
fewer movements than |M |, while still maintaining the guarantee of ﬁnding an optimal solution. This makes
M ∗ optimal in the sense that it minimizes the number of evaluated movements. Based on this, the version
of DP that evaluates M ∗ is called ODP, which stands for Optimal DP.
ODP avoids approximately two thirds of the operations compared to DP, making it the fastest algorithm
guaranteed to ﬁnd an optimal solution in O(3n ) time to date. This is signiﬁcantly less than ω(nn/2 )—the
time required to exhaustively enumerate all coalition structures. However, the disadvantage is that ODP
provides no interim solution before completion, meaning that it is not possible to trade computation time
for solution quality.
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Finally, we mention the dynamic-programming algorithm by [14], which is based on the inclusionexclusion principle. The algorithm uses an interesting technique in which information is encoded into
extremely large numbers (e.g., consisting of hundreds, or even thousands, of digits each). This is the stateof-the-art algorithm in terms of worst-case complexity: it runs in O(2n ). In practice, however, the algorithm
is slow since the theoretical analysis does not take into consideration the time required to for the many
inevitable multiplications of such huge numbers. In fact, in practice, the algorithm has been shown to have
a running time of approximately 6n . So, for example, it takes several months to solve a problem of 15 agents,
while ODP requires only 0.01 seconds for that many agents.
5. Anytime Exact Algorithms
An anytime algorithm is one whose solution quality improves monotonically as computation time increases [95]. In our case, this is particularly desirable as the agents might not always have suﬃcient time
to run the algorithm to completion due to the exponential size of the search space. Moreover, being anytime makes the algorithm robust against failure; if the execution is stopped before the algorithm would
normally have terminated, then it can still return a solution that is better than the initial—or any other
intermediate—one.
In this section, we will focus on anytime algorithms that return optimal solutions or, at least, provide
worst-case guarantees on the quality of their solutions. In more detail, Section 5.1 presents algorithms
that divide the space into subspaces, and specify the order in which these subspaces must be searched, so
as to ensure that the worst-case guarantee on solution quality improves after each subspace. Section 5.2
presents an algorithm that searches the subspaces of the integer partition graph one at a time, using depthﬁrst branch-and-bound search. Section 5.3 presents anytime algorithms that use dynamic programming
techniques. Finally, Section 5.4 presents an integer programming formulation of the coalition structure
generation problem.
5.1. Identifying Subspaces with Worst-Case Guarantees
If the space is too large to be fully searched, then can we search through only a subset of this space, and be
guaranteed to ﬁnd a solution that is within a certain bound β from the optimal solution?
To address this question, a number of algorithms have been proposed, which all work by (1) dividing the
search space into disjoint and exhaustive subspaces, and (2) identifying a sequence in which these subsets are
searched, such that the worst-case bound on solution quality is guaranteed to improve after each subspace.
In particular, after each subspace is searched, a bound is established by comparing the coalition structures
that have already been searched against those that are yet to be searched. This comparison is carried out
“oﬄine”, i.e., without analyzing the characteristic function at hand. Having bounds that are independent of
the coalition values themselves means that the bounds are guaranteed for any characteristic function. This
also makes such algorithms applicable in any situation where the coalition structure values are observable,
but the coalition values are not. Observe that such algorithms do not specify how each subspace is searched.
However, one can extend such an algorithm (possibly in many directions) by specifying the techniques used
to search each subspace. Such techniques can capitalize on the extra information accrued during the search,
e.g., to avoid brute-force search and hopefully establish better bounds than those established oﬄine. Next,
we provide an overview of those algorithms for characteristic function games.5
The ﬁrst such algorithm was proposed in the seminal paper by Sandholm et al. [78], and is mainly based
on the following theorem.
5

Other algorithms that follow the same design paradigm have been proposed for partition function games (see Section 9.2
for more details).

772

11

Communal Assembly Paper

www.daifture.org

Theorem 4. To establish a worst-case bound β, it suﬃces to search the lowest two levels of the coalition
A
structure graph, i.e., ΠA
1 and Π2 . With this search, the bound is β = n, and the number of searched coalition
n−1
. Moreover, no algorithm can establish any bound by searching a diﬀerent set of at most
structures is 2
n−1
coalition structures.
2
Proof. For a partial search to establish a bound on solution quality, every coalition C ⊆ A must appear in
at least one of the searched coalition structures. This is due to the possibility of having a single coalition
whose value is arbitrarily greater than that of other coalitions. Now, since the grand coalition appears in ΠA
1,
,
then
the
value
of
the
best
coalition
structure
and every other coalition C ⊂ A appears in {C, A\C} ∈ ΠA
2
A is no less than: max
in ΠA
∪
Π
v(C).
On
the
other
hand,
since CS ∗ can include at most n coalitions,
C⊆A
1
2
∗)
≤ n.
its value is no greater than: n × maxC⊆A v(C). This means max V (CS
A
A V (CS )
CS ∈Π1 ∪Π2

A
As for the number of searched coalition structures, it suﬃces to note that: ΠA
1 ∪Π2 = ∪C⊆N :a1 ∈C {C, A\C},
n−1
and so that number is: |C ⊆ N : a1 ∈ C| = 2
.
A
Finally, we need to prove that for every set of coalition structures X = ΠA
1 ∪ Π2 whose search estabn−1
. Since searching X establishes a bound, every coalition
lishes a bound, the following holds: |X| > 2
must belong to at least one coalition structure in X. This implies that {A} ∈ X, i.e., ΠA
1 ⊆ X. Now, let
A
Y = {{P1 , Q1 }, · · · , {Pk , Qk }} denote the coalition structures in Π2 that are not in X. Observe that for
i, j : i = j, at least one of the following is true: Pi ∩ Pj = ∅, Pi ∩ Qj = ∅, or Qi ∩ Qj = ∅. Thus, we must
have at least k + 1 coalition structures in X that are not in ΠA
2 (this is the only way to ensure that every coalition in {P1 , · · · , Pk , Q1 , · · · , Qk } appears in some coalition structure in X, given that X ∩Y = ∅). 2

Based on Theorem 4, the algorithm starts by searching the bottom two levels. After that, if additional
time is available, the algorithm searches the remaining levels one by one, starting from the top level and
A
A
A
A
moving downwards, i.e., the algorithm’s entire sequence is: (ΠA
1 ∪ Π2 ), Πn , Πn−1 , . . . , Π3 . Sandholm et
al. proved that the bound improves after each step. In particular, once the algorithm completes searching
level ΠA
i , the bound becomes β = n/h, where h = (n − i)/2 + 2. The only exception is when n ≡
h − 1(mod h) and n ≡ i(mod 2), in which case the bound becomes β = n/h. Importantly, this means
A
that after searching (ΠA
1 ∪ Π2 ) and establishing the bound β = n, one can drop (i.e., improve) the bound
A
to β = n/2 by searching Πn , which only contains a single coalition structure.
A
Dang and Jennings [19] proposed a diﬀerent algorithm, which starts by searching ΠA
1 ∪ Π2 and then
A
searches Πn (as Sandholm et al.’s algorithm does). After that, however, instead of searching ΠA
i with i
running from n − 1 down to 3 (as Sandholm et al. do), the algorithm searches all coalition structures that
have at least one coalition whose size is not smaller than n(q − 1)/q, with q running from (n + 1)/4
down to 2. Dang and Jennings proved that, for any given value of q, the algorithm establishes a bound
β = 2q − 1.
So far, we have established bounds on solution quality in certain subspaces (those are the subspaces
speciﬁed by Sandholm et al. and by Dang and Jennings). But how can we establish a bound on solution
quality in an arbitrary subspace? Furthermore, for each of the aforementioned subspaces, the bound is
established on the best solution in that subspace with respect to the best solution in the entire space, i.e.,
CS ∗ . This raises yet another question: Can we bound the best solution in a subspace, with respect to the
best solution in some other (possibly overlapping) subspace? To answer these questions, we need additional
notation. Recall that ΠA denotes the set of possible partitions of A. In a similar way, let ΠCS denote the
set of possible partitions of CS . For instance, given CS = {{a1 }, {a2 , a3 }, {a4 }} we have:
⎧
 
⎫
{{a1 }, {a2 , a3 }}, {{a4 }} ,⎪
⎪
1 }}, {{a2 , a3 }}, {{a4 }} ,
⎨ {{a


⎬

{{a1 }, {a4 }}, {{a2 , a3 }} ,
{{a1 }}, {{a2 , a3 }, {a4 }} ,
ΠCS =
⎪
⎪


⎩
⎭
{{a1 }, {a2 , a3 }, {a4 }}
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Finally, for every subspace Π ⊆ ΠA , let δ(Π ) be the set consisting of every non-empty subset of every
coalition structure in Π . For instance, if Π = {CS 1 , CS 2 } where CS 1 = {{{a1 , a2 }, {a3 }} and CS 2 =

ofall non-empty
{{a1}, {a2 , a3}}}, then
 δ(Π
 ) consists


 subsets
 of CS 1 or CS
 2 , i.e., the following six subsets:
(1) {a1 , a2 } , (2) {a3 } , (3) {a1 , a2 , {a3 } , (4) {a1 } , (5) {a2 , a3 } , and (6) {a1 }, {a2 , a3 } . Now,
we are ready to answer the above questions with the following theorem [69]:
maxCS ∈Π V (CS )
maxCS ∈Π V (CS )

Theorem 5. For any two subspaces, Π , Π ⊆ ΠA , a bound can be established on
if the following holds for every C ⊆ A:
∃CS  ∈ Π : C ∈ CS 

⇒

if and only

∃CS  ∈ Π : C ∈ CS  .

(3)

Furthermore, if the above condition holds, then we can establish the following bound:
maxCS ∈Π V (CS )
≤ max
CS ∈Π
maxCS ∈Π V (CS )

min

P ∈ΠCS :P ⊆δ(Π )

|P | .

(4)

Proof. If condition (3) is not satisﬁed, then there exists a coalition that appears in Π but not in Π . Since
this coalition can be arbitrarily better than all other coalitions, it is not possible to establish a bound on
maxCS ∈Π V (CS )
maxCS ∈Π V (CS ) .
On the other hand, if condition (3) is satisﬁed, then Theorem 5 states that (4) holds. To understand the
intuition behind this, let us revisit the proof of Theorem 4. In particular, that proof was primarily based
on the following observations:
• the best solution in ΠA , i.e., arg maxCS ∈ΠA V (CS ), contains at most n coalitions,
A
• and every one of those coalitions appears in some CS ∈ ΠA
1 ∪ Π2 ,

• then arg maxCS ∈ΠA V (CS ) is at most n times better than arg maxCS ∈ΠA ∪ΠA V (CS ).
1

2

Let us generalize this observation, from coalitions, to groups of disjoint coalitions. Roughly speaking, if we
can identify a set of such groups, where:
• the best solution in Π , i.e., arg maxCS ∈Π V (CS ), contains at most x groups,
• and every one of those groups appears in some CS ∈ Π ,
• then arg maxCS ∈Π V (CS ) is at most x times better than arg maxCS ∈Π V (CS ).
Equation (4) captures the above observation. The remainder of the proof shows how this is case.
Let us ﬁrst focus on a single coalition structure in Π , namely CS  . We know from condition (4)
that every C ∈ CS  appears somewhere in Π . This implies that CS  can be partitioned into groups of
disjoint coalition, each appearing somewhere in Π .6 In other words, there exists at least one partition
of CS  consisting of elements of δ(Π ). Let us focus on the partition of CS  consisting of the smallest
number of such elements. This number is: x = minP ∈ΠCS  :P ⊆δ(Π ) |P |. By partitioning CS  in this way,
we have shown that CS  contains at most x groups of disjoint coalitions, each being an element of δ(Π )
(i.e., every one of those groups appears in some CS ∈ Π ). Therefore, CS  is at most x times better than
arg maxCS ∈Π V (CS ).
6
In the worst case, every such group contains exactly one coalition. However, we could have groups containing multiple
coalitions each.
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Finally, if we take all coalition structures in Π into consideration, we ﬁnd that none of them can be
2
more than x∗ times better than arg maxCS ∈Π V (CS ), where x∗ = maxCS ∈Π minP ∈ΠCS :P ⊆δ(Π ) |P | .
Now if Π and Π can each be represented by some integer partition(s) of n, i.e., if:
 




∧ Π =
,
ΠA
ΠA
∃ I  , I  ⊆ I : Π =
I
I
I∈I 

I∈I 

then we will show how the result in Theorem 5 can be simpliﬁed. To this end, just as ΠCS denotes the
set of partitions of CS , let ΠI denote the set of partitions of the integer partition I, e.g., Π{1,1,2} consists
of the following four partitions: {{1, 1, 2}}, {{1, 1}, {2}}, {{1, 2}, {1}}, and {{1}, {1}, {2}}. Moreover, just
as δ(Π ) denotes the set of every non-empty subset of every CS ∈ Π , let δ(I  ) denote the set of every
non-empty subset of every I ∈ I  , e.g., δ({{1, 1, 2}, {1, 3}}) consists of the following seven subsets: {1}, {2},
{3}, {1, 1}, {1, 2}, {1, 3} and {1, 1, 2}. Now, we are ready to state the following corollary, which can be
thought of as an integer-partition version of Theorem 5:


Corollary 1. Let I  , I  ⊆ I n be two arbitrary sets of integer partitions, and let Π = I∈I  ΠA
I and Π =

maxCS ∈Π V (CS )
A
I∈I  ΠI . A bound can be established on maxCS ∈Π V (CS ) if and only if the following holds for every i ∈
{1, . . . , n}:
⇒
∃I  ∈ I  : i ∈ I  .
(5)
∃I  ∈ I  : i ∈ I 
Furthermore, if the above condition holds, then we can establish the following bound:7
maxCS ∈Π V (CS )
≤ max
I∈I
maxCS ∈Π V (CS )

min

P ∈ΠI :P ⊆δ(I  )

|P | .

(6)

Based on the above corollary, Rahwan et al. [69] proposed an algorithm that searches through a sequence
n
of subspaces, each being ΠA
I for some I ∈ I . This has been shown to outperform both Sandholm et al.’s
algorithm and Dang and Jennings’s algorithm (e.g., to reach a bound of 2 given 9 agents, Rahwan et al.
search around 2,000 solutions, while Sandholm et al. search around 10,000 and Dang and Jennings search
around 21,000). The reason behind this gain is that Rahwan et al.’s algorithm is (in a sense) a generalization
of the other two algorithms.
Observe that this latter algorithm speciﬁes an order in which integer-partition based subspaces should
be searched, and the speciﬁes how the bound improves during this search. However, it does not specify how
each subspace should be searched. As such, it would be useful to have an algorithm that can eﬃciently
search such subspaces. In the following subsection, we present an algorithm that does exactly that.
5.2. Integer Partition-based Search
An anytime algorithm, called IP, was developed by Rahwan et al. [73] based on the integer partition-based
representation from Section 3. In particular, it is based on the observation that, for any subspace ΠA
I , it is
possible to compute upper and lower bounds on the value of the best coalition structure in that subspace.
A
More formally, let M axA
s and Avgs be the maximum and average values of all coalitions of size s, respectively.
n
It turns out that one can compute the average value of the coalition structures in each ΠA
I : I ∈ I without
inspecting these coalition structures [73]:
7

While P is used in Theorem 5 to denote a partition of CS , it is used here to denote a partition of I. This is to simplify
notation, as P stands for Partition.
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Theorem 6. For every I ∈ I n , let I(i) be the multiplicity of i in I. Then:
V
CS ∈ΠA
 I 
ΠA 
I

(CS )
=



I(i) · AvgiA .

(7)

i∈I

Proof. For every coalition C ⊆ A, the number of coalition structures in ΠA
I that contain C depends solely
on the size of C. In other words, this number is equal for any two coalitions that are of the same size. Let


|C|
|C|

us denote this number by NI . Formally, for every C ⊆ A, we set NI = {CS ∈ ΠA
I : C ∈ CS } . Then,
we have

 



n
· AvgiA ,
V (CS ) =
NIi · v(C) =
NIi
v(C) =
NIi ·
i
A
i∈I C:|C|=i

CS ∈ΠI

i∈I

i∈I

C:|C|=i

 
where ni is the binomial coeﬃcient (i.e., the number of possible coalitions of size i). Thus, to prove (7) it
suﬃces to prove that:
n
i
A

i∈I NI · i · Avgi
I(i) · AvgiA .
=
A
Π 
I

i∈I

This can be done by proving that the following holds for all i ∈ I:
NIi ·

n
i

 

= I(i) · ΠA
I .

(8)

Observe that every CS ∈ ΠA
I contains exactly I(i) coalitions of size i. Then:


|C|

NI

C:|C|=i

|C|
C:|C|=i NI





1=

C:|C|=i CS ∈ΠA
I :C∈CS

We have shown that
then:

=

=

|C|
= |ΠA
C:|C|=i NI
I | · I(i).
n
i
i · NI . Thus, Equation





1=

C∈CS :|C|=i
CS ∈ΠA
I



I(i) = |ΠA
I | · I(i).

CS ∈ΠA
I
|C|

On the other hand, since NI

is any coalitions of size |C|,
2

(8) holds.

Note that, for every I ∈ I n , the value of the best coalition structure in ΠA
I is always greater than, or
.
Thus,
based
on
Theorem
6, we obtain a lower
equal to, the average value of all coalition structures in ΠA
I
A
A
bound on the value of the best coalition structure in ΠI , which is: LB I = i∈I I(i)AvgiA . Furthermore,
A
by replacing AvgiA with M axA
i in this expression, we obtain an upper bound UB I on the value of the best
A
A
A
coalition structure in ΠI , which is: UB I = i∈I I(i)M axi . Using these bounds, the algorithm computes
∗
A
an upper bound UB ∗ = maxI∈I n UB A
I and a lower bound LB = maxI∈I n LB I on the value of the optimal
∗
∗
coalition structure CS . By computing UB , we can establish a bound on the quality of the best coalition
structure found at any point in time, denoted by CS ∗∗ ; this bound is β = UB ∗ /V (CS ∗∗ ). On the other
hand, by computing LB ∗ , we can identify any subspaces that cannot possibly contain an optimal coalition
A
∗
structure, which are ΠA
I : UB I < LB . These subspaces are pruned from the search space. As for the
remaining subspaces, the algorithm searches them one at a time. During this search, if a solution is found
whose value is greater than, or equal to, the upper bound of a not-yet-searched subspace, the algorithm
safely skips searching that subspace. Next, we explain how a subspace is searched.
Let CiA denote the set of coalitions of size i. Generally speaking, given an integer partition I =
{i1 , . . . , i|I| }, one way of searching the corresponding subspace ΠA
I is by simply going through the carteA
A
sian product of the sets Ci1 , . . . , Ci|I| and checking every combination of coalitions to determine whether it
is invalid or redundant. Here, an invalid combination is one that contains overlapping coalitions, and a
redundant combination is one that has already been examined with a diﬀerent ordering of the coalitions.
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ݒሺ௫ ሻ  ݔܽܯଷ  ݔܽܯସ ൏ כܤܮ
Coalitions of
size 1, i.e., ܥଵ

ݒሺ୷ ሻ  ݒሺ ሻ  ݔܽܯସ ൏ כܤܮ
Coalitions of
size 4, i.e., ܥଷ

Coalitions of
size 3, i.e., ܥଶ

. . . .





. . .

. . .

...





௫
௬
...

. . .

 ݒ௬  ݔܽܯଷ  ݔܽܯସ  כܤܮ
 ݒ௬   ݒ  ݔܽܯସ  כܤܮ

Figure 4: Illustrating IP’s branch-and-bound technique while searching ΠA
{1,3,4} . Here, every coalition structure containing Cx
or Cy , Ci cannot be optimal, and so IP does not proceed deeper in the search tree.

For example, given ΠA
{1,2,2} , and having examined {{a1 }, {a2 , a3 }, {a4 , a5 }}, the following combination is
redundant and so no longer needs to be examined: {{a1 }, {a3 , a4 }, {a1 , a2 }}. Searching through the cartesian product, while correct, is ineﬃcient because it involves examining a number of combinations that is
signiﬁcantly larger than the number of coalition structures in ΠA
I . To avoid this, IP uses a depth-ﬁrst search
technique that iterates over CiA1 . For every coalition C1 ∈ CiA1 that the algorithm encounters, it only iterates
over the coalitions in CiA2 that do not overlap with C1 nor lead to redundant coalition structures. Similarly,
for every two coalitions C1 ∈ CiA1 , C2 ∈ CiA2 that the algorithm encounters, it only iterates over the coalitions
in CiA3 that do not overlap with C1 ∪ C2 nor lead to redundant coalition structures. This is repeated until the
coalition C|I| ∈ CiA|I| is encountered, in which case the algorithm would have a set {C1 ∈ CiA1 , . . . , C|I| ∈ CiA|I| }

which is guaranteed to be a unique coalition structure in ΠA
I . This process is repeated until all coalition
have
been
visited.
structures in ΠA
I
To speed up the search, IP applies a branch-and-bound technique. In particular, given some coalitions C1 ∈ CiA1 , C2 ∈ CiA2 , . . . , Ck ∈ CiAk : k < |I|, and before iterating through the relevant coalitions in
CiAk+1 , . . . , CiA|I| , the algorithm checks the following condition, where CS ∗∗ is the best coalition structure
found so far by the algorithm:
k

j=1

v(Cij ) +

|I|

j=k+1

∗∗
M axA
ij < V (CS ).

(9)

Now if the above inequality holds, then none of the coalition structures containing C1 , . . . , Ck can improve
upon the quality of the best solution found so far, in which case, the algorithm skips this part of the search.
Figure 4 illustrates how IP searches ΠA
{1,3,4} given 8 agents.
n
The IP algorithm runs in O(n ) time. In the worst case, it can end up constructing every possible
coalition structure. In practice, however, IP is signiﬁcantly faster than ODP for many coalition-value
distributions (e.g., when tested against random characteristic functions on a modern desktop computer it
took seconds to solve problems of 30 agents). Moreover, the bound that it generates, i.e., β = UB ∗ /V (CS ∗∗ ),
is signiﬁcantly better than those obtained by searching particular subsets as per the previous subsection.
Finally, we remark that a decentralized version of IP has been developed by Michalak et al. [47].
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5.3. Anytime, Dynamic Programming-based, Search
A number of algorithms have been developed that combine techniques from the dynamic programming
approach and the anytime approach. The ﬁrst such algorithm is called ODP-IP [62, 64]. As the name
suggests, the algorithm combines ODP (from Section 4) with IP (from Section 5.2). Next, we explain the
basic idea behind this combination.8
As discussed earlier in Section 4, the operation of ODP can be interpreted as the evaluation of movements
through edges in the coalition structure graph (Figure 1). Furthermore, avoiding the evaluation of any
movements can be visualized by removing the corresponding edges from that graph. Importantly, however,
the way ODP works can also be visualized on the integer partition graph (Figure 2). Basically, by making
a movement (in the coalition structure graph) from CS  to CS  , ODP is also making a movement (in



A
the integer partition graph) from I  : ΠA
I   CS to I : ΠI   CS . For instance, the movement from
{{a1 , a2 }, {a3 , a4 }} to {{a1 }, {a2 }, {a3 , a4 }} in Figure 1 corresponds to the movement from {2, 2} to {1, 1, 2}
in Figure 2. Moreover, by removing (from the coalition structure graph) all the edges that correspond to
the splitting of a coalition of size s into two coalitions of sizes s and s , ODP is also removing (from the
integer partition graph) the edges that connect every I : I  s to I  = (I \ {s}) {s , s }. This visualization
provides the link between ODP and IP since the latter algorithm deals with subspaces that are represented
by integer partitions.
Having presented the link between ODP and IP, we now show how to modify ODP so that it becomes
compatible with IP. To this end, observe that for a given triple of positive integers s, s , s with s + s = s,
avoiding the evaluation of all possible ways of splitting all coalitions of size s into two coalitions of sizes
s and s corresponds to the removal of the edges from every I : I  s to I  = (I \ {s}) {s , s }. The
problem with ODP is that it avoids evaluating only some of the movements from coalitions of a given
size. For instance, given n = 4 and s = 2, ODP avoids evaluating the movements from the coalitions:
{a1 , a3 }, {a1 , a4 }, {a2 , a3 }, {a2 , a4 } and {a3 , a4 }, but evaluates the movement from {a1 , a2 }. To circumvent
this, Rahwan et al. developed a size-based version of ODP (called IDP). Speciﬁcally, for any three sizes
s, s , s ∈ {1, . . . , n} such that s = s + s , IDP evaluates either all or none of the movements in which a
coalition of size s is split into coalitions of sizes s and s . More speciﬁcally, given two positive integers
 
s , s ∈ Z+ , let M s ,s ⊆ M be the set of all movements in which a coalition of size s + s is split into two
 


coalitions of sizes s and s . That is, M s ,s = {mC ,C ∈ M : |C  | = s , |C  | = s }. Then, unlike ODP
which evaluates the movements in M ∗ (see Equation 2), IDP evaluates the movements in M ∗∗ , where:
⎞ ⎛
⎞
⎛


 
 
M s ,s ⎠ ∪ ⎝
M s ,s ⎠ .
M ∗∗ = ⎝
s ,s ∈Z+ :max{s ,s }≤n−s −s

s ,s ∈Z+ :s +s =n

Theorem 7. Starting from the bottom node in the coalition structure graph, it is possible to reach every
node in the graph through a series of movements in M ∗∗ .
The above theorem is very similar to Theorem 3, except that M ∗ is now replaced with M ∗∗ . Thus, the
proof is omitted due to space constraints.


Observe that the movements in M ∗∗ are evaluated in the following order: mC ,C ∈ M ∗∗ : |C  |+|C  | = s,
with s running from 1 to n. Now, let us introduce a parameter, m, which takes any value between 1 and n−1.


This parameter controls a modiﬁed version of IDP, which only evaluates mC ,C ∈ M ∗∗ : |C  | + |C  | = s for
s = 1, · · · , m, n. This means that for every C : |C| ∈ {1, · · · , m, n}, IDP computes f (C) and t(C) as usual,
while for every C : |C| ∈ {m + 1, · · · , n − 1}, it simply sets f (C) = C and t(C) = {C}. This corresponds
to the removal of the edges (in the integer partition graph) that involve splitting an integer i : m < i < n.
8

An open-source implementation
https://github.com/trahwan/ODP-IP
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link:

(A)

(B)

{1,1,1,1,1,1,1,1}

{1,1,1,1,1,1,1,1}
IDP

{1,1,1,1,1,1,2}

{1,1,1,1,2,2}

{1,1,2,2,2}

{2,2,2,2}

{1,1,1,1,1,1,2}
IDP

{1,1,1,1,1,3}

{1,1,1,2,3}

{1,2,2,3}

{1,1,3,3}

{1,1,1,1,2,2}

{1,1,2,2,2}

{1,1,1,1,4}

{1,1,2,4}

{1,1,1,5}

{1,2,2,3}

{1,1,3,3}

{1,1,2,4}

{1,1,1,5}

{2,3,3}

{2,2,4}

{1,3,4}

{1,2,5}

{1,1,6}

No edge!

No edge!

No edge!

{2,2,2,2}

IDP

{1,1,1,1,4}

IDP

IDP

IDP

IDP

No edge!

{2,3,3}

{2,2,4}

{1,3,4}

No edge!

No edge!

No edge!

IDP

IDP

{1,1,1,2,3}

IDP

No edge!

{4,4}

{1,1,1,1,1,3}

IDP

{1,2,5}
IDP

{2,6}

{3,5}

IDP

IDP

{1,1,6}

IP

IDP

{1,7}

{4,4}

IDP

IDP

{8}

IDP

{2,6}

{3,5}

IDP

IDP

IDP

{1,7}
IDP

{8}

IDP

IDP

Figure 5: Illustration of how IDP-IP works for n = 7 and m = 3.

Importantly, even with the removal of those edges, IDP can still reach some nodes (i.e., subspaces) in the
integer partition graph. For example, given n = 8 and m = 3, Figure 5(A) illustrates how, after removing
every edge that involves splitting an integer i : 3 < i < 8, IDP can still reach some nodes in the integer
partition graph. This means if IDP now keeps making the best movements upwards in the graph (out of
all evaluated movements, starting from the bottom node), it would ﬁnd in linear time the best coalition
structure in all the subspaces highlighted in Figure 5(A). As for the remaining subspaces, IDP cannot search
them as they are disconnected from the bottom component of the graph. Take, for example, the subspace
ΠA
{2,3,3} . As can be seen in Figure 5(A), if only IDP could reach this subspace (i.e., if it could reach the
integer partition {2, 3, 3}), it would be able to make further movements upwards. More precisely, IDP would
be able to search in linear time all subspaces that correspond to integer partitions reachable from {2, 3, 3}.
Fortunately, as we will show next, a modiﬁed version of IP could help IDP reach an otherwise unreachable
subspace, such as ΠA
{2,3,3} in Figure 5(A).
A key observation is that, for any CS ∈ ΠA and any m ∈ {1, · · · , n − 1}, the value of the best coalition
structure reachable from CS (using only the movements evaluated by IDP) is: C∈CS f (C), where f (C) is
computed for every C : |C| ∈ {1, · · · , m, n} as usual, while for every C : |C| ∈ {m + 1, · · · , n − 1}, we simply
have f (C) = C. Based on this, out of all CS in some subspace ΠA
I , the most beneﬁcial one for IDP to start
moving from is a coalition structure in:

f (C).
arg max
CS ∈ΠA
I C∈CS

On the other hand, as we have seen in Section 5.2, IP can ﬁnd a coalition structure in:

arg max
v(C).
CS ∈ΠA
I C∈CS

Based on the above, to ﬁnd the best coalition structure in ΠA
I for IDP to start moving from, we can simply
A
use a modiﬁed version of IP which searches ΠI as usual, except that the worth of every CS ∈ ΠA
I is measured
as C∈CS f (C) instead of C∈CS v(C). Then, IDP can proceed with the movements upward, and easily
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search all subspaces reachable from ΠA
I as illustrated in Figure 5(B). Similarly, every subspace that has no
edge leading to it must ﬁrst be searched by IP, followed by IDP.
When m is set to 1, every subspace will have no edge leading to it, and so must be searched by IP. In
this case, the combination of IDP and
 IP becomes identical to IP. On the other hand, Rahwan and Jennings
, every subspace will have an edge leading to it, and so IP will
[63] proved that, when m is set to 2×n
3
never be used. In this case, the combination of IDP and IP becomes identical to IDP. More importantly,
by setting m anywhere between those two extremes, one can determine how much of IDP, and how much
of IP, to put in the mix. Rahwan and Jennings showed that, for small values of m, IDP evaluates most of
the edges in the graph (e.g., > 99%) with ease. However, as m increases, the eﬀectiveness of IDP drops
exponentially, and it becomes more eﬃcient to continue the search using IP.
A modiﬁed version of the above algorithm was subsequently proposed by Rahwan et al., which runs IDP
and IP in parallel, thus enabling the partial outcome of IDP to be used to speed up the branch-and-bound
technique of IP and to search multiple subspaces simultaneously [65, 64]. At the time of writing, we believe
this is the fastest exact anytime algorithm in the literature (it still takes seconds to partition 30 agents given
various random characteristic functions on a modern desktop computer, and is unlikely to solve problems
of 40 agents or more).
A diﬀerent algorithm was proposed by Service and Adams [80]. The basic idea is to compute, for every
coalition C, the following values: f † (C) = maxC  ⊆C v(C) and t† (C) = arg maxC  ⊆C v(C).9 This computation
is done using a dedicated dynamic programming algorithm that runs in O(n2n ) time. After computing those
values, a modiﬁed version of IDP is used. In particular, while iterating over all coalitions to compute f and
t, the algorithm keeps track of the coalition that maximizes f (C) + f † (A\C). Let us denote this coalition by
C ∗ . Now, suppose that this modiﬁed version of IDP was terminated prematurely, and that it had already
computed f and t for every coalition of size s ≤ nr . Then:
• The best known partition of C ∗ , denoted by P ∗ , can be computed using t(C ∗ ) (just like the optimal
partition of A was computed using t(A) in Example 1). The value of this partition is f (C ∗ ).
• The best subset of A\C can obtained instantly from t† (A\C ∗ ). The value of this subset is f † (A\C ∗ ).
Based on the above, any coalition structure containing P ∗ and t† (A\C ∗ ) has a value that is ≥ f (C ∗ ) +
f † (A\C ∗ ). This implies that any such coalition structure is guaranteed to be within a bound β = r
according to the following theorem:
Theorem 8.
f (C ∗ ) + f † (A\C ∗ ) ≥

V (CS ∗ )
.
r

(10)

Proof. Let {P 1 , · · · , P r } be a partition of CS ∗ into r parts (i.e., each P i is a possibly-empty set of
coalitions).10 Also, for each P i , let V (P i ) = C∈P i v(C). Without loss of generality, let us assume that
V (P 1 ) ≥ · · · ≥ V (P r ). Moreover, let the coalitions in P i be denoted by P1i , · · · , Pkii , where v(P1i ) ≥ · · · ≥
v(Pkii ). The partition {P 1 , · · · , P r } is said to be balanced if V (CS ∗ ) is distributed equally among the parts,
i.e., if V (P i ) = V (CS ∗ )/r for all P i . Based on this, let us deﬁne the imbalance of {P 1 , · · · , P r } as:
r

i=1

9
10

V (CS ∗ )
V (P ) −
r
i

2

.

Note that f (C) is the value of the best partition of C, while f † (C) is the value of the best subset of C.
Some parts will be empty if CS ∗ contains less than r coalitions
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Now, let P = {P 1 , · · · , P r } be a partition of CS ∗ that minimizes the imbalance. Then, we will prove that
the following holds for any P i ∈ P :
(11)
V (P i ) ≥ V (P 1 \{P11 }).
This can be proved by contradiction: if (11) does not hold, then it is possible to reduce the imbalance of P
by replacing P 1 with P 1 \{P11 } and replacing P i with P i ∪ {P11 }, which contradicts the deﬁnition of P .
Having proved the correctness of (11), let us now add v(P11 ) to both of its sides. We get: v(P11 )+V (P i ) ≥
V (P 1 ) for all P i ∈ P . On the other hand, it is easy to see that the following holds no matter how small the
∗)
. Thus, for all P i ∈ P :
imbalance of P is: V (P 1 ) ≥ V (CS
r
v(P11 ) + V (P i ) ≥

V (CS ∗ )
.
r

(12)


Since there are n agents and r parts, there existsa part, say P j , that contains at most nr agents. Let us
denote the set of those agents by C j , i.e., C j = P j . Since f (C j ) is the value of the optimal partition of
C j , then:
(13)
f (C j ) ≥ V (P j ).
On the other hand, since the agents in P j do not overlap with those in P 1 , then P11 must be a subset of
A\C j , and so:
(14)
f † (A\C j ) ≥ V (P11 ).
From (12), (13) and (14), we ﬁnd that:
f † (A\C j ) + f (C j ) ≥

V (CS ∗ )
.
r

(15)

Since C ∗ maximizes the right-hand side of (15), then (10) holds.

2

Service and Adams showed that the total number of operations that is required to compute P ∗ is:

n 

1
√
r(2(r − 1)) r
n
O n2 + n
.
r−1
√
√
√
For instance, to get the bounds r = 2, 3, 4, the algorithm runs in O( n2.83n ), O( n2.38n ), O( n2.09n )
time respectively. Moreover, to get any bound r ≥ 5, the algorithm runs in O(n2n ) time.
5.4. Integer Programming
A fundamentally diﬀerent approach to those that we have seen so far is to formulate the coalition structure
generation problem as an integer program. More speciﬁcally, let C1 , C2 , . . . , C2n denote the possible coalitions. Moreover, let z be an n × 2n binary matrix, where every row represents an agent and every column
represents a coalition, such that zi,j = 1 if and only if ai ∈ Cj . Finally, let us have 2n decision variables,
x1 , x2 , . . . , x2n , where xj = 1 corresponds to Cj being selected in the solution. The coalition structure
generation problem can then be modeled as:
2n

Maximize
j=1
2n

subject to
j=1

v(Cj ) · xj

zi,j · xj = 1

xj ∈ {1, 0}
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With this formulation, it is possible to apply any integer programming solver. However, this approach
has been shown to be ineﬃcient, e.g., even an industrial-strength solver such as ILOG’s CPLEX was shown
to be signiﬁcantly slower than both IDP and IP, and quickly runs out of memory given problems consisting
of about 20 agents on a modern desktop computer [72].
6. Metaheuristic Algorithms
In all the algorithms that were presented so far, the focus was on ﬁnding an optimal solution, or a solution
that is within a known bound from optimum. However, as the number of agents increases, the problem
becomes too hard, and the only practical option is to use metaheuristic algorithms. Such algorithms do not
guarantee that an optimal solution is ever found, nor do they provide any guarantees on the quality of their
solutions. However, they can usually be applied with very large problems (e.g., consisting of thousands of
agents). We now describe some of these algorithms.
Among the ﬁrst researchers to propose algorithms for coalition formation were Shehory and Kraus
[81, 82, 83, 84]. The algorithms that they proposed included a decentralized, greedy algorithm for coalition
structure generation [84]. This algorithm ignores coalitions containing more than a certain number of agents.
It returns a coalition structure CS that is constructed iteratively in a greedy manner; at every iteration,
the best of all candidate coalitions is added to CS , where a candidate coalition is one that does not overlap
with any of the coalitions that were added to CS in previous iterations. The search for the best candidate
coalition is done in a distributed fashion; the agents negotiate over which one of them searches which
coalitions.11 Although this algorithm was rather simple, it made the ﬁrst step towards addressing the need
to develop algorithms that can produce a feasible coalition structure—a need that was ﬁrst highlighted in
the multi-agent community by Shehory and Kraus.
Another heuristic algorithm was later on proposed by Sen and Dutta [79]. This is a genetic algorithm
that starts with an initial, randomly generated, set of coalition structures, called a population. After that,
the algorithm repeats the following three steps: (1) evaluation, (2) selection, and (3) recombination. More
speciﬁcally, the algorithm evaluates every member of the current population, selects members based on
the outcome of the evaluation, and constructs new members from the selected ones by exchanging and/or
modifying their contents.
A few years later, Keinänen [36] subsequently proposed an algorithm based on Simulated Annealing—
a generic, stochastic local search technique. At every iteration, the algorithm moves from the current
coalition structure to a coalition structure in its neighborhood, where neighborhoods can be deﬁned using
a variety of criteria. More speciﬁcally, the algorithm starts by generating a random coalition structure CS .
Then, at every iteration, it samples a random coalition structure CS  in the neighborhood of CS . If CS 
is better than CS , then the algorithm sets CS = CS  . Otherwise, it sets CS = CS  with a probability

e(V (CS )−V (CS ))/temp , where temp is the temperature parameter that decreases after each iteration according
to an annealing schedule temp = αtemp, where 0 < α < 1.
Another greedy algorithm was put forward by Mauro et al. [44] based on GRASP—a general purpose
greedy technique which, after each iteration, performs a quick local search to try and improve its solution [27].
In the coalition structure generation version of GRASP, a coalition structure CS is formed iteratively
as follows. Initially, the algorithm sets CS := ∅. Every iteration afterwards consists of two phases: a
constructive phase and a local search phase.

• The constructive phase involves choosing an agent ai ∈ N \ CS , who will either be added to CS as
a singleton, i.e., CS := CS ∪ {{ai }}, or added to some coalition Cj ∈ CS , i.e., CS := (CS \ {Cj }) ∪
11

A signiﬁcantly improved distribution mechanism was subsequently proposed in [61].
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({Cj ∪ {ai }}). The candidate coalitions are then:
⎧
⎫
⎨
⎬


{{ai }} ∪
{Cj ∪ {ai }} .
⎩
⎭

ai ∈N \

Cj ∈CS

CS

This set is sorted according to the impact of each candidate coalition on the value of CS . A coalition
is then chosen uniformly at random from the top x% of the list, where x is a parameter that can be
set by the user to control greediness; the smaller x is, the greedier the algorithm becomes.
• The local search phase explores diﬀerent neighborhoods of CS . A “neighbor” of CS is deﬁned as a
coalition structure that results from one of the following ﬁve operations: (i) split a coalition in CS
in two, (ii) merge two coalitions into one, (iii) swap two agents belonging to diﬀerent coalitions, (iv)
move an agent from one coalition to another, or (v) take an agent out of a coalition, and put that
agent as a singleton.
Those two steps are repeated until ∪C∈CS C = A. Furthermore, the whole process of forming a coalition
structure is repeated over and over. This algorithm has been shown to work particularly well, with empirical
results suggesting that it is the best metaheuristic algorithm for coalition structure generation to date.
We conclude with yet another greedy algorithm, called C-Link, which was recently proposed by Farinelli
et al. [26]. It starts at the top node in the coalition structure graph, and then moves downwards in a greedy
fashion. That, is, out of all downward movements from the current node, the algorithm picks the one that
has the highest immediate reward, without taking into consideration the future consequences of this choice.
The algorithm terminates when no downward movement is immediately beneﬁcial. Since there are n levels,
and the number of downward movements from any node is at most n(n − 1)/2, the run time is O(n3 ).
However, like other algorithms in this class, no guarantee can be placed on solution quality.
7. Coalition Structure Generation Under Compact Representations
An implicit assumption in the survey thus far has been that one can obtain the value v(C) of a coalition
C in unit time. This amounts to assuming that we have access to an oracle for v; we have remained silent
until now on how the characteristic function v might actually be represented in a form suitable for practical
computation. The oracle representation is, in fact, quite a strong assumption: it amounts to assuming that
the optimization problem facing coalition C (i.e., the problem of C determining how to collectively act so
as to obtain maximal beneﬁt) can be solved in unit time. And yet, even with this strong assumption in
place, as we noted earlier, the coalition structure generation problem is NP-hard. In this section, we survey
algorithms that solve this problem given speciﬁc concrete representations for characteristic functions v. Such
representations have been the subject of intense research over the past decade [16].
This section is structured as follows. Section 7.1 considers a setting in which the computation of a coalition’s value requires solving a distributed constraint optimization problem. Section 7.2 considers a setting
where every agent has a set of skills, and a coalition’s value depends on the skills that are collectively possessed by its members. Section 7.3 considers a game in which some of the agents are identical. Section 7.4
considers a representation whereby only the coalitions with synergy are explicitly modelled. Finally, Section 7.5 considers a setting in which the characteristic function is expressed using the Marginal Contribution
net (MC-net) representation.
7.1. Distributed Constraint Optimization
The Distributed Constraint Optimization Problem (DCOP) framework has recently become a popular approach for modelling cooperative agents [52]. In this framework: (1) each agent has a choice of actions, (2)
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the possibly-negative reward is determined by the combination of actions, and (3) the goal is for every agent
to choose an action so as to maximize the sum of the rewards. Ueda et al. [89] considered the coalition
structure generation problem where the multi-agent system is represented as one big DCOP, and every
coalition’s value is computed as the optimal solution of the DCOP among the members of that coalition.
At ﬁrst glance, this might seem too computationally expensive since there are 2n possible coalitions.
Thus, to ﬁnd the optimal coalition structure, one might need to solve 2n instances of the NP-hard DCOP
problem. Interestingly, however, Ueda et al. showed that the process of ﬁnding an optimal, or near optimal,
coalition structure does not have to be divided into two independent stages: (1) computing all coalition
values, and (2) ﬁnding an optimal combination of disjoint and exhaustive coalitions. Instead, the big DCOP
that represents the multi-agent system can be modiﬁed such that those two stages are merged. This means
the desired coalition structure can be obtained by solving a single, modiﬁed, DCOP.
The modiﬁcation is controlled by a single parameter, called σ, which speciﬁes the maximum number of
coalitions that are allowed to contain more than one agent. We will call these multi-agent coalitions. The
basic idea behind the modiﬁcation is to change every agent’s domain, i.e., set of possible actions. Speciﬁcally,
every action dj in the original domain is replaced by σ actions, dj,1 , . . . , dj,σ , where dj,i means that the agent
performs action dj while joining the ith multi-agent coalition. The new domain also contains an action called
“independent”, which means that the agent acts independently. The modiﬁed DCOP can be solved using
any existing algorithms that can obtain an optimal solution, e.g., ADOPT [52] or DPOP [59]. Assuming
that the original number of possible actions per agent is d, the search space size for the original DCOP is
dn , while for the modiﬁed DCOP it is (σd + 1)n . Assuming that the value of each coalition is greater than,
or equal to, zero,
 n the following theorem implies that the optimal solution of the modiﬁed DCOP is within
a bound β = 2 /σ from optimum.
Theorem 9. Let Ikn ⊆ I n be the set in which every integer partition contains at most
 n k integers that are
greater than 1. Then, the best coalition structure in ∪I∈Ikn ΠA
is
within
a
bound
β
=
I
2 /k from optimum.
Proof. Assume that the optimal coalition structure, CS ∗ , does not belong to Ikn . In other words, assume
that CS ∗ contains exactly l multi-agent coalitions, C1 , . . . , Cl , where l > k. Furthermore, without loss
l
of generality, assume that v(C1 ) ≥ · · · ≥ v(Cl ). This latter assumption implies that
i=k+1 v(Ci ) ≤
∗
l−k
l V (CS ).
Now, consider a new coalition structure, CS  , which is identical to CS ∗ except that every Ci : i ∈
{k + 1, . . . , l} is split into single-agent coalitions. Clearly, CS  contains exactly k multi-agent coalitions,
∗
namely C1 , . . . , Ck , and so CS  ∈ Ikn . Furthermore, the total value of Ck+1 , . . . , Cl is at most l−k
l V (CS ),
while the total value of the single-agent coalitions (that result from splitting Ck+1 , . . . , Cl ) is at least 0.
∗
that
Thus, the maximum possible diﬀerence in value between CS  and CS ∗ is: l−k
l V (CS ). This implies

n
V (CS ∗ )
∗
l
n
≤ k . It remains to observe that l ≤ 2 since CS cannot possibly contain more than 2 multiV (CS  )
agent coalitions.
2
Ueda et al. [89] proved that, under the DCOP representation, the decision version of the coalition
structure generation problem is NP-complete (this version involves checking whether a coalition structure
exists whose value is greater than or equal to some given constant, q). The proof starts by highlighting
the fact that, for a given coalition structure CS , checking whether V (CS ) ≥ q can be done in polynomial
time, meaning that the problem is in NP. The proof then proceeds based on a reduction from a Constraint
Optimization Problem (COP) in which all rewards are non-negative, to a coalition structure generation
problem consisting of the same variables and reward functions. Since all rewards are non-negative, the
coalition structure containing the grand coalition is optimal. This implies that the solution to the COP
is identical to the solution of the corresponding coalition structure generation problem. Finally, since the
decision version of the original problem is NP-complete, the solution to the corresponding problem is also
NP-complete.
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Figure 6: A skill graph and a possible tree decomposition with treewidth = 2.

7.2. Coalitional Games with Skills
In many settings, the value of a coalition can be deﬁned in terms of the skills that are possessed by the
agents. A simple representation formalism that is based on this idea was proposed by Ohta et al. [57]: there
is a set of skills S, each agent ai ∈ A has a subset of the skills S ai ⊆ S, and there is a function u : 2S → R
which for every subset of skills S  ⊆ S speciﬁes the payoﬀ of a coalition that collectively possesses all the
skills in S  and none of the skills in S \ S  . The value of a coalition C ⊆ A is then:
v(C) = u(∪ai ∈C S ai ).
Clearly, this representation is complete (i.e., it can represent any characteristic function game), as we can
in the worst case identify each agent ai with a unique skill sai and set u(S  ) = v({ai | sai ∈ S  }) for any
subset S  of the skill set. However, this representation can be succinct, especially when the performance
of each coalition can be expressed in terms of a small number of skills possessed by its members. A more
structured representation was later on proposed by Bachrach and Rosenschein [7], where coalition values
are expressed in terms of skills and tasks. Speciﬁcally, in addition to the set of skills S, there is a set of
tasks Γ, and every task τ ∈ Γ has a skill requirement S τ ⊆ S and a payoﬀ. As before, each agent ai ∈ A
has a set of skills S ai ⊆ S. A coalition C ⊆ A achieves a task τ if it has all skills that are required for τ ,
i.e., if S τ ⊆ ∪ai ∈C S ai . Finally, there is a task value function F : 2Γ → R, which for every subset Γ ⊆ Γ of
tasks speciﬁes the payoﬀ that can be obtained by a coalition that achieves all tasks in Γ . The value of a
coalition C is then given by
v(C) = F ({τ | S τ ⊆ ∪ai ∈C S ai }).
Bachrach et al. [6] considered the coalition structure generation problem in coalitional skill games. While
this problem is, in general, very hard computationally, Bachrach et al. showed that it admits an eﬃcient
algorithm as long as the number of tasks and the treewidth of a certain associated hypergraph are small. To
describe their algorithm, we need a few additional deﬁnitions.
Given a skill set S, its skill graph is a hypergraph g = V, E in which every agent is represented as a
node, and every skill si is represented as a hyperedge esi ∈ E that connects all agents that possess this skill.
The “complexity” of a hypergraph can be measured using the notion of treewidth. The following deﬁnitions
are reproduced from [21], and an illustration is provided in Figure 6:
Deﬁnition 4. Given a hypergraph g = V, E, a tree decomposition of g is a pair (Q, B), where B is
a family of subsets of V (each such subset Bi ∈ B is called a bag), and Q is a tree whose node set is B,
such that: (1) for each e ∈ E, there is a bag Bi ∈ B such that e ∈ Bi ; (2) for each vj ∈ V (g) the set
{Bi ∈ B|vj ∈ Bi } is non-empty and connected in Q. The treewidth of (Q, B) is maxBi ∈B |Bi | − 1. The
treewidth of g is the minimum treewidth of (Q, B) over all possible tree decompositions (Q, B) of g.
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Let CSG(m, w) be the class of all coalitional skill games where the number of tasks is at most m, and
the treewidth of the corresponding skill graph is at most w. We will show that, for a ﬁxed m and w, the
coalition structure generation problem for a game in CSG(m, w) can be solved in time polynomial in the
number of agents n and the number of skills |S| (but exponential in m and w).12 The basic idea is as follows:
• Step 1: show that the coalition structure generation problem is equivalent to the problem of solving
multiple constraint satisfaction problems 13 (CSP for short), whose underlying graph is the skill graph
g;
• Step 2: show that each of the above CSPs can be solved by solving a “dual” CSP whose underlying
graph is the tree decomposition of g. This is important because the tree decomposition of g is a tree,
and CSPs whose underlying graph is a tree are solvable in polynomial time [75].
Next, we describe the above two steps in detail.
Step 1: Observe that a single task can be achieved multiple times by a single coalition structure CS .
To be more precise, a task that requires a single skill which only x agents share can be achieved at most x
times (this is when each one of those x agents appears in a diﬀerent coalition in CS ). Thus, if we denote by
h the largest number of agents sharing a single skill, then a coalition structure can achieve at most h |Γ|
tasks. Based on this, we will deﬁne a candidate task solution as a set {Γi }hi=1 where each Γi is a subset of
tasks, and h ≤ h |Γ|. For every coalition structure CS = {Ci }hi=1 , we say that CS achieves {Γi }hi=1 if Ci
achieves Γi for all i = 1, . . . , h. We say that {Γi }hi=1 is feasible if there exists at least one coalition structure
that achieves it. Clearly, the total value obtained by achieving these tasks is hi=1 F (Γi ). The problem of
ﬁnding an optimal coalition structure is thus equivalent to the problem of ﬁnding a feasible {Γi }hi=1 that
maximizes hi=1 F (Γi ). One way of doing this is to iterate over all possible choices of {Γi }hi=1 and, for
each such choice, solve the following problem: Determine whether it is feasible and, if so, ﬁnd a coalition
structure that achieves it. This problem can be represented as a CSP whose underlying graph is the skill
graph g, based on the observation that every coalition structure can be viewed as a coloring of the agents,
where all agents with the same color form a coalition. Generally speaking, a CSP is a problem of ﬁnding an
assignment of variables that satisﬁes some constraints. Here:
• the variables correspond to the agents;
• the domain (i.e., the possible values) of each variable (i.e., agent) consists of the possible colors (i.e.,
the possible coalitions that the agent can join);
• For each skill s, we have the following constraint: For each i = 1, . . . , h, if some task in Γi requires
s, then at least one agent in Ci possesses s.
Step 2: To solve the above “primal ” CSP, we ﬁrst check if the treewidth of g is bounded by w, and if so
return a tree decomposition (this can be done in time polynomial in n and |S|, see [30]). Then, to solve
the primal problem, we deﬁne a “dual ” problem. This is another CSP whose underlying graph is the tree
decomposition of g and:
• the variables correspond to the bags in the tree decomposition;
• the domain of every bag consists of the possible colorings of the agents in the bag. The size of this
domain is O((h)w+1 ) since every bag contains at most w + 1 agents, and every agent has h possible
colors;
12
See also the work by Aziz and de Keijzer [4] for further polynomial-time results for coalitional skill games with a constant
number of skills.
13
For more details on constraint satisfaction problems, see [75].
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• the constraints are of two types. The ﬁrst prevents an agent from getting diﬀerent colors in two
neighboring bags. This, in turn, ensures that every agent gets the same color in all bags (due to the
structure of the tree decomposition). The second type of constraints is exactly the same as the one in
the primal problem (i.e., if a skill is required for at least one task in Γi , then at least one agent in Ci
possesses that skill ).
Note that a solution to the dual problem is in fact a valid solution to the primal problem. Since the
underlying graph of the dual problem is a tree, it can be solved in time polynomial in n and |S| [75, 6].
Having described how to handle skills in polynomial time under the Coalitional Skill Game representation
of Bachrach and Rosenschein [7], we end this subsection by brieﬂy mentioning a generalization of this
representation, called the Coalitional Skill Vector (CSV) representation [86]. The key novelty here is that
each agent is characterized not by a subset of available skills but by a skill vector. Formally, each agent ai
is assigned an |S|-dimensional vector of skills, ri = (ri1 , . . . , ri|S| ), where S is the set of skills. The values in
this vector reﬂect the level at which the agent has mastered the corresponding skills. In other words, while
in Coalitional Skill Games the relation between an agent and a task is binary, i.e., any agent either possesses
or does not possess a certain skill, in the CSV representation it is possible to express any intermediate state,
i.e., that an agent has mastered any skill to a certain degree.
To deﬁne the value function for the CSV representation, we ﬁrst deﬁne the skill vector of a coalition
C ⊆ A as r(C) = ai ∈C ri . We also need d(r1 , r2 ) which is the distance between vectors r1 and r2 in some
norm L. The agents aim to achieve a set of goals and, in order to do so, they have to possess the level of
skill required to achieve the diﬀerent goals. More speciﬁcally, the list of goal-requirements is expressed as a
set of skill vectors G ⊆ R|S| . The value of coalition C is then:
v(r(C)) = f (d(r(C), G)),
where d(r(C), G) = ming∈G d(r(C), g) is the distance from r(C) to G, and f : R+ ∪ {0} → R is the value
function of d. The intuitive interpretation is as follows: the value of a coalition is a function over the distance
between the coalition’s skill vector and the set of goals G. In this way, an agent that has relevant skills can
pull its coalition closer towards a desired goal.
In addition to being fully expressive 14 and signiﬁcantly more concise for certain classes of games than
the classical representations, Tran-Thanh et al. [86] showed that the CSV representation facilitates the
development of a comparatively eﬃcient MIP-based algorithm to solve the coalition structure generation
problem using linear relaxation (e.g., their algorithm minutes on a modern desktop computer to solve
problems consisting of hundreds of agents and hundreds of constraints).
7.3. Agent-type Representation
Aziz and de Keijzer [4] and Ueda et al. [90] studied the coalition structure generation problem under the
agent-type representation, where there is a set of types, T = {t1 , . . . , t|T | }, and a partition of A, denoted by
{A1 , . . . , A|T | }, such that all agents in Ai are of type ti . Intuitively, agents of the same type have the same
contribution to any coalition they belong to. That is, for any aj , ak ∈ Ai , and any coalition C such that
/ C, we have: v(C ∪ {aj }) = v(C ∪ {ak }). This implies that the value of any coalition depends solely
a j , ak ∈
on the number of agents that it contains from each type. More formally, for any coalition C, let us deﬁne
the coalition-type of C as a vector, ψ = n1 , . . . , n|T | , where each ni denotes the number of agents in C that
are of type ti . Then, coalitions of the same coalition-type have the same value. This means the conventional
characteristic function, v : 2A → R, can be replaced with the more concise type-based characteristic

 function,
v t : Ψ → R, where Ψ is the set of all possible coalition-types, i.e., Ψ = {n1 , . . . , n|T |  : 0 ≤ ni ≤ Ai }. This
14

A representation is fully expressive if it is capable of representing any characteristic function game.
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function requires O(|A||T | ) space, since |Ψ| = (A1  + 1) × · · · × (A|T |  + 1) < |A||T | .15 Now, let us introduce
the following deﬁnitions:
Deﬁnition 5. For every coalition-type, ψ = n1 , . . . , n|T | , a type-partition of ψ is a set of coalition|T | |λ|
|λ|
|λ|
|T |
types, λ = {n1i , . . . , ni }i=1 such that the following holds:  i=1 n1i , . . . , i=1 ni  = ψ. For example,
{0, 1, 2, 4, 3, 2} is one of the possible type-partitions of 4, 4, 4 because 0 + 4, 1 + 3, 2 + 2 = 4, 4, 4.
|T |

|λ|

Deﬁnition 6. The value of a type-partition λ = {n1i , . . . , ni }i=1 , is computed in the following way:
|ψ|
|T |
V t (ψ) = i=1 v t (n1i , . . . , ni ). For example, V t ({0, 1, 2, 4, 3, 2}) = v t (0, 1, 2) + v t (4, 3, 2}).
Thus, while we typically deal with “coalitions” and “coalition structures”, in an agent-type representation
we deal with “coalition-types” and “type-partitions”. The problem of ﬁnding an optimal coalition structure
is then equivalent to that of ﬁnding an optimal type-partition of |A1 |, . . . , |A|T | |. For example, if we have
four types and ﬁve agents of each type, we need to ﬁnd an optimal type-partition of 5, 5, 5, 5. Two dynamic
programming algorithms were proposed to solve this problem; both run in O(n2|T | ) time [4, 90]. We will
present the one given by Aziz and de Keijzer [4] since it is less heavy on notation.
For any coalition-type ψ ∈ Ψ, let f t (ψ) denote the value of the optimal type-partition of ψ. Then, we
can compute f t (ψ) recursively as follows [4]:
⎧
⎪
0
if ni = 0 for 1 ≤ i ≤ |T |
⎪
⎨
f t (ψ) = max{f t (n1 − x1 , . . . , n|T | − x|T | ) + v t (x1 , . . . , x|T | )
(16)
⎪
⎪
⎩
| xi ≤ ni for i = 1, . . . , T }
otherwise
Based on this recursive formula, we can compute the optimal type-partition by dynamic programming.
Speciﬁcally, the algorithm works by ﬁlling two tables, namely R and Q, each with an entry for every
coalition-type. Entry R[n1 , . . . , nT ] of table R stores an optimal type-partition of n1 , . . . , nT , whereas
entry Q[n1 , . . . , nT ] of table Q stores the value of this type-partition. The algorithm ﬁlls out these tables
using Equation (16), where “lower” entries are ﬁlled in ﬁrst, i.e., if mi ≤ ni for all i = 1, . . . , T , then
m1 , . . . , mT  is dealt with before n1 , . . . , nT . For each n1 , . . . , n|T | , the algorithm ﬁnds a coalition-type
x1 , . . . , x|T |  that maximizes the max-expression of (16), and then sets
Q[n1 , . . . , n|T | ] = Q[n1 − x1 , . . . , n|T | − x|T | ] + v t (x1 , . . . , x|T | ),
R[n1 , . . . , n|T | ] = R[n1 − x1 , . . . , n|T | − x|T | ], x1 , . . . , x|T | .
 


 


By the end of this process, we compute Q[A1  , . . . , A|T | ] and R[A1  , . . . , A|T | ], which provide the
solution to the coalition structure generation problem. Filling out each cell of R and Q requires O(n|T | )
operations, and the size of each table is |Ψ| < n|T | . Hence, the algorithm runs in time O(n2|T | ). This
algorithm has been shown to solve problems consisting of 100 agents and 5 agent-types in a matter of
seconds on a modern desktop computer [90].
We conclude this subsection by mentioning the work of Rahwan et al. [70] who proposed a network
ﬂow-based representation, which conveniently models coalitional games with agent types. The authors
showed that under this representation, the coalition structure generation problem in a task-based setting
can be reformulated as a mathematical program related to the widely-studied production-transportation
problem [87]. This produces approximate solutions to problems consisting of 5000 agents and 100 tasks in
a matter of seconds on a modern desktop computer.
 
every type ti , we have (Ai  + 1) possible values because the number of agents that are of type ti can be 0 or 1 or . . .
 For

or Ai .
15

788

27

Communal Assembly Paper

www.daifture.org

7.4. Synergy Coalition Groups
Another concise representation under which the coalition structure generation problem was considered is
Synergy Coalition Groups (SCG) [17]. An interesting property of this representation is that the very basic
operation of computing a coalition’s value may itself require solving a small coalition structure generation
problem. In more detail, the SCG representation is built upon the observation that in certain settings
cooperation within many coalitions does not produce any value added. In other words, there is no synergy
achieved by creating such coalitions. Thus, the rational choice of the agents involved in such coalitions
is to work in smaller (and possibly more eﬀective) sub-coalitions. In such settings, instead of explicitly
representing the values of all possible coalitions, the main idea behind SCG is to only represent the values
of coalitions in which there is synergy among the members. More formally, SCG consists of a set of pairs of
the form: (C, v(C)), where C is a coalition the formation of which produces synergy.16 If there is no synergy
from the creation of a coalition, then it is assumed that agents in such a coalition partition themselves into
sub-coalitions in the best possible way. Formally, if (C, v(C)) ∈ SCG then v(C) = maxCS ∈ΠC Ci ∈CS v(Ci ),
where the following two conditions are met:
• for all the Ci it holds that (Ci , v(Ci )) ∈ SCG; and
• for all CS  ⊆ CS , where |CS  | ≥ 2, it holds that
SCG.



Ci ∈CS 

Ci , v



Ci ∈CS 

Ci



is not an element of

Intuitively, the latter condition states that, while computing the value of a coalition C that does not appear
in SCG, we cannot choose CS ∈ ΠC such that union of any of the coalitions in CS appears in SCG. Ohta
et al. [56] showed that this condition is needed to ensure that the SCG representation is fully expressive.
Example 2. Let A = {a1 , a2 , a3 , a4 , a5 } and SCG = {({a1 }, 0), ({a2 }, 0), ({a3 }, 1), ({a4 }, 2), ({a5 }, 1),
({a1 , a2 }, 3), ({a1 , a2 , a3 }, 3)}. In this case, v({a4 , a5 }) = v({a4 }) + v({a5 }) = 3, and v({a1 , a2 , a3 , a4 , a5 }) =
v({a1 , a2 , a3 }) + v({a4 }) + v({a5 }) = 6. For v({a1 , a2 , a3 , a4 , a5 }), we cannot use v({a1 , a2 } + v({a3 }) +
v({a4 }) + v({a5 }) = 7, because {a1 , a2 } ∪ {a3 } = {a1 , a2 , a3 } appears in SCG.
Ohta et al. [56] proved that following theorem:
Theorem 10. There exists an optimal coalition structure CS ∗ such that ∀Ci ∈ CS ∗ , (Ci , v(Ci )) ∈ SCG.
Proof. If there existed some CS ∗ such that V (CS ∗ ) was strictly greater than any coalition structure whose
coalitions are all in SCG, then it would be possible to construct some CS from CS ∗ by replacing all coalitions
Ci ∈ CS ∗ : Ci ∈ SCG by their best possible partitions into sub-coalitions. By doing so, the value of CS
2
would be at least equal to the value of CS ∗ —we obtain a contradiction.
Interestingly, due to Theorem 10, the coalition structure generation problem under the SCG representation becomes equivalent to a weighted set packing problem, also known as the winner-determination problem
in combinatorial auctions [77]. As such, all the results for these two problems are directly applicable in our
context. In particular:
Theorem 11 ([77]). Under the SCG representation, the optimal coalition structure generation problem
is NP-hard. Moreover, unless NP = ZPP, there exists no polynomial-time O(|SCG|1− ) approximation
algorithm for any > 0.
16

To avoid senseless cases without feasible partitions, it is assumed that ({ai }, 0) ∈ SCG whenever {ai } does not receive a
value elsewhere in SCG.
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Proof. Follows directly from the corresponding results on the winner determination problem [77] and on
the maximum independent set problem [97].
2
Also the MIP formulation directly corresponds to a standard winner determination formulation:


max
x(C) = 1,
v(C) · x(S) subject to: ∀ai ∈ A,
Ca
i
(C,v(C))∈SCG
where x(C) is 1 if C is included in CS ∗ , and 0 otherwise. Ohta et al. [56] report solving problems consisting
of around a hundred agents, and a few hundred pairs in the corresponding SCG, in a few milliseconds on a
modern desktop computer.
In the spirit of a recent literature on representing coalitional games using decision diagrams [10, 1],
Sakurai et al. [76] proposed a representation that uses Multi-Terminal Zero-suppressed Decision Diagrams
(ZDD, [51]) to reduce the size of the SCG representation. The resulting combined ZDD-SCG representation
also admits an MIP formulation to solve the coalition structure generation problem.
7.5. Marginal Contribution Nets
Ieong and Shoham [34] proposed a concise representation called Marginal contribution nets, or MC-nets,
where a game is described by a collection of rules R. Each rule r ∈ R is of the form Br → ϑr , where Br
is a Boolean formula over a set of variables {b1 , . . . , bn } and ϑr is a real value. We say that a rule r ∈ R
is applicable to coalition C if Br is satisﬁed by the following truth assignment: bi = true if ai ∈ C and
/ C. Let RC denote the set of rules that are applicable to C. Then, the characteristic
bi = false if ai ∈
function of the game described by R = {B1 → ϑ1 , . . . , Bk → ϑk } is computed as follows:

v(C) =
ϑr .
r∈RC

Example 3. The MC-net that consists of the rules R = {b2 → 3, b1 ∧ b2 → 5}, corresponds to a coalitional
game G = (A, v), where A = {a1 , a2 }, v({a1 }) = 0, v({a2 }) = 2, v({a1 , a2 }) = 8. The intuitive interpretation of the rules in R is as follows: whenever a2 is in a coalition, C, it improves the performance of C by 3
units of utility, and whenever a1 and a2 are together in a coalition, they improve its performance by 5 units
of utility.
An MC-net is said to be basic if the left-hand side of any rule is a conjunction of literals, i.e., a conjunction
of variables or their negations. In this case, we write a rule r ∈ R as (Pr , Nr ) → ϑr , where Pr and Nr are the
sets of positive and negative literals, respectively. Thus, r is applicable to coalition C if C contains every
agent in Pr and none of the agents in Nr . It is not hard to see that any coalitional game G = (A, v) with
|A| = n can be represented by a basic MC-net with 2n − 1 rules: for each coalition C ⊆ A we create a rule
!
(∧i:ai ∈C bi ) (∧i:ai ∈C ¬bi ) → v(C).
However, many interesting games admit a more succinct representation (i.e., they do not require as many
as 2n − 1 rules), especially if we allow MC-nets that are not basic.
Ohta et al. [56] studied the coalition structure generation problem given a restricted class of basic MCnets, where Pr = ∅ and ϑr > 0 for every r.17 In particular, they deﬁne a set of rules R ⊆ R to be feasible
if all the rules in R are applicable at the same time to some coalition structure. In other words, R is
feasible if there exists a coalition structure CS such that every rule r ∈ R is applicable to some C ∈ CS .
17

The authors showed that any characteristic function can be represented by such a restricted MC-net.
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The problem of ﬁnding an optimal coalition structure is then equivalent to the problem of ﬁnding a feasible
set of rules R such that r∈R ϑr is maximized. While this problem is NP-hard, Ohta et al. showed that
it admits a mixed integer programming (MIP) formulation. The remainder of this section will ﬁrst explain
the intuition behind the MIP, and then explain why (and how) it should be modiﬁed in order to handle
rules with negative values. After that, it will brieﬂy discuss the work by Liao et al. [40] that builds upon
MC-Nets to solve the coalition structure generation problem with an oﬀ-the-shelve MaxSAT solver. Finally,
it will consider the Induced Subgraph [22] representation, which is basically a simpliﬁed, graph-based version
of MC-Nets.
The MIP of Ohta et al. [56] is based on the observation that, for any two rules r, r , the possible relations
between r and r can be classiﬁed into the following four cases:
• Incompatible (IC): This is when Pr ∩ Pr = ∅ and (Pr ∩ Nr = ∅ or Pr ∩ Nr = ∅). For example,
({a1 , a2 }, ∅) → ϑ1 and ({a2 , a3 }, {a1 }) → ϑ2 are not applicable at the same time, because the ﬁrst
requires a1 and a2 to appear together in a coalition, while the second required a2 and a3 to appear
together in a coalition that does not contain a1 .
• Compatible on the same coalition (CS): This is when Pr ∩ Pr = ∅ and Pr ∩ Nr = Pr ∩ Nr = ∅.
For example, ({a1 , a2 }, ∅) → ϑ1 and ({a2 , a3 }, {a4 }) → ϑ2 are applicable at the same time in some
/ C. Note
coalition structure CS as long as there exists C ∈ CS such that {a1 , a2 , a3 } ⊆ C and a4 ∈
that both rules apply to the same coalition.
• Compatible on diﬀerent coalitions (CD): This is when Pr ∩ Pr = ∅ and (Pr ∩ Nr = ∅ or
Pr ∩ Nr = ∅). For example, ({a1 , a2 }, ∅) → ϑ1 and ({a3 , a4 }, {a1 }) → ϑ2 are applicable at the same
time in some CS as long as a1 , a2 appear in a coalition C ∈ CS and a3 , a4 appear in a diﬀerent coalition
C  ∈ CS .
• Independent (ID): This is when Pr ∩ Pr = Pr ∩ Nr = Pr ∩ Nr = ∅.
Consider a graphical representation of an MC-net in which every node is a rule, and between any two nodes
there exists an edge whose type is one of the four cases described above (see, e.g., Figure 7). Then, the
following holds:
Theorem 12. A set of rules R is feasible if and only if (1) it includes no pair of rules that are connected
by an edge of type IC, and (2) for any two rules r1 , r2 ∈ R , if r1 can be reached from r2 via a series of
edges of type CS, then the edge (r1 , r2 ) must not be of type CD.
To understand the intuition behind the proof, consider the example from Figure 7. Here, r1 and r2 are
connected by an edge of type CS. Thus, they must be applicable to a single coalition in CS , say C  , such
that P1 ∪ P2 ⊆ C  . Similarly, an edge of type CS connects r2 and r3 , and so they must be applicable to a
single coalition in CS , say C  , such that P2 ∪ P3 ⊆ C  . Now, since P1 ∪ P2 overlaps with P2 ∪ P3 , and since
the coalitions in CS are pairwise disjoint, we must have C  = C  . This means that r1 , r2 , r3 must all be
applicable to the same coalition. In other words, the edge between r1 and r3 must not be of the type IC or
CD. However, in our example we happen to have an edge of type CD between r1 and r3 . Therefore, any
rule set containing r1 , r2 , r3 is not feasible.
The above example can be generalized to any set of rules, say r1 , r2 , . . . , rm , where an edge of type
CS connects every ri<m to ri+1 ; these rules must all be applicable to a single coalition, which contains
P 1 ∪ · · · ∪ Pm .
Based on Theorem 12, Ohta et al. proposed the following MIP formulation.

max
ϑr · xr subject to:
r∈R
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r1
P1 = {a1,a2}
N1 = Ø

e1
e3

e2

r2
P2 = {a2,a3}
N2 = Ø

edge of type CD
edge of type CS

e5
e4

r4

edge of type ID

edge of type IC

r3

P4 = {a4}
N4= {a5}

e6

P3= {a3,a4,a5}
N3= {a1}

Figure 7: A four-rule example of the graphical representation of MC-nets.

x ri + x rj

yrei
yrej
yrek

≤ 1

for each edge (ri , rj ) of type IC

(17)

= 0

for each edge e = (ri , rj ) of type CD with j > i

(18)

≥ 1

for each edge e = (ri , rj ) of type CD with j > i

(19)

≤

yre

≤

yrek

+ (1 − xrk ) + (1 − xr )

for each edge e of type CD, and each edge (rk , r ) of type CS
yre

+ (1 − xrk ) + (1 − xr )

for each edge e of type CD, and each edge (rk , r ) of type CS
xr

(20)
(21)

∈ {0, 1} for each r ∈ R

Here, we have a binary variable xr for every rule r, where xr = 1 means that r is selected in the solution.
Thus, condition (1) of Theorem 12 is enforced by the constraint (17), which ensures that two rules connected
by an edge of type IC are never selected at the same time. What remains is to enforce condition (2) of
the theorem. To do this, for every edge e of type CD, and for every rule r that is an endpoint of e or an
endpoint of some other edge of type CS, we deﬁne a variable yre . For example, since e3 in Figure 7 is an
edge of type CD, we deﬁne the variables yre13 , yre23 , yre33 (because every rule r1 , r2 , r3 is either an endpoint of
e3 or an endpoint of some edge of type CS). These variables are used in constraints (18)–(21) to enforce
condition (2) of Theorem 12. In more detail, for every edge e = (ri , rj ) of type CD, we have:
• Constraints (18) and (19) ensure that yrei = yrej .
• Constraints (20) and (21) ensure that, for any edge (rk , r ) of type CS, we have: yrek = yre whenever
rk and r are selected (i.e., whenever xk = 1 and x = 1).
This way, if ri and rj are connected by a path of edges of type CS, then the rules on this path cannot be
selected at the same time. In Figure 7, for example, e3 = (r1 , r3 ) is an edge of type CD, and r1 is connected
to r3 by a path of edges of type CS. Therefore, the rules on this path, i.e., r1 , r2 , r3 , cannot be selected
at the same time. This is enforced by constraints (18) and (19), which ensure that yre13 = yre33 , as well as
the constraints (20) and (21), which ensure that yre13 = yre23 (whenever r1 and r2 are selected) and yre23 = yre33
(whenever r2 and r3 are selected). By enforcing both conditions of Theorem 12, every solution of the MIP
formulation is guaranteed to be a feasible rule set.
Ueda et al. [88] highlighted the fact that the above MIP cannot handle rules with negative values, which is
unfortunate since the incorporation of negative-valued rules can potentially make the MC-net representation
exponentially smaller for some games. Recall that the value of a coalition in MC-nets is the sum of all the
values of the rules that are applicable to that coalition. Therefore, when evaluating a coalition structure, CS ,
the rules that are applicable to the coalitions in CS must all be taken into consideration, even if some of those
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rules have a negative value. However, the constraints in the above MIP only specify the rules that cannot
all be taken into consideration. With such constraints, the solver will never incorporate a negative-valued
rule, because doing so decreases the solution quality, and is not necessary as far as the solver is concerned.
To handle such rules correctly, the authors proposed (and compared) three alternative modiﬁcations to the
above MIP. Here, we explain the most eﬀective one according to their evaluation. Basically, assume without
loss of generality that every negative-valued rule is of the form:
rn : a1 ∧ · · · ∧ ak ∧ ¬ak+1 · · · ∧ ¬am → vn (where vn < 0).
For every such rule, the authors add to the MIP the following dummy rules: rn,i : a1 ∧ ¬ai → 0 for every
i = 2, . . . , k and rn,i : a1 ∧ ai → 0 for every i = k + 1, . . . , m. They also add a binary variable xn for the
rule rn , and a binary variable xn,i for every dummy rule rn,i . Importantly, the authors proved that rn is
applicable to a coalition, C, if and only if every rn,i is not applicable to C. Therefore, to force the solver to
select the negative-valued rule rn whenever it is applicable, it suﬃces to add the following constraint to the
MIP: xrn + xrn,1 + · · · + xrn,m ≥ 1. This implies that if every rn,i were not selected in the solution, then rn
must be selected in the solution.
We now turn our attention to the work by Liao et al. [40], who built upon the results by Ohta et al.
[56] and Ueda et al. [88] to tackle the coalition structure generation problem with oﬀ-the-shelf MaxSAT
solvers. To this end, the relations IC, CS, CD, and ID were used to encode MC-nets into propositional
Boolean logic so that the coalition structure generation problem becomes the Weighted Partial MaxSAT
problem [74]. Simulation results presented by Liao et al. [40] suggest that the MaxSAT solver SAT4j [11]
returns a solution signiﬁcantly faster than ILOG’s CPLEX used by Ohta et al. [56] and Ueda et al. [88]
to solve the MIP formulations outlined above (e.g., it solves instances of 150 agents and 150 rules in a few
seconds on a modern desktop computer, and seems to scale very well).
Finally, we brieﬂy mention the work by Bachrach et al. [5] who considered the coalition structure generation problem under the induced-subgraph representation of Deng and Papadimitriou [22] which, in fact, can
be interpreted as a simpliﬁed version of the MC-Nets representation. In more detail, the induced-subgraph
representation is built upon weighted graphs, where a node is interpreted as an agent, and the (possibly
negative) weight of an edge is interpreted as the value of cooperation between the two connected agents.18
The value of any coalition is then deﬁned as the sum of weights of all its internal edges, i.e., the weights
of edges belonging to a subgraph induced by members of the coalition. It is not diﬃcult to see that any
weighted edge can be readily translated to an MC-Net rule. In particular, an edge that connects two agents
ai and aj can be written as:
ai ∧ aj → weight of the edge.
On the other hand, a self-loop of an agent ai becomes:
ai → weight of the self loop.
Example 4. A three-agent example of this formalism from Michalak et al. [48] is presented in Figure 8.
In this game, values of coalitions {v1 } = 1, {v2 } = 1, {v3 } = 1, {v1 , v2 } = 1 + 1 + 2, {v1 , v3 } = 1 + 1 + 3,
{v2 , v3 } = 1 + 1 + 4, and {v1 , v2 , v3} = 1 + 1 + 1 + 2 + 3 + 4. This game can be represented with the following
MC-Net rules: a1 → 1, a2 → 1, a3 → 1, a1 ∧ a2 → 2, a1 ∧ a3 → 4, and a2 ∧ a3 → 3.
Bachrach et al. [5] proved that the coalition structure generation problem under the induced-subgraph
representation is NP-complete. The proof is based on a reduction from the independent-set problem, which
involves testing whether there exists a subset of k nodes with no edges between them in a graph G. More
18

Self-loops are allowed.
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1

2

a1

a2

1

3

4

a3
1

Figure 8: The induced-subgraph representation of a sample coalitional game of 3 agents.

speciﬁcally, the authors reduce this problem to a coalition structure generation problem, by ﬁrst setting all
the weights in G to be −k each. After that, they add to G one additional node, and connect it to every
other node in G with an edge whose weight is 1. One can see how a coalition structure whose value is k
exists if and only if there exists a set of k nodes with no edges between them in G.
On the up side, the authors proposed constant factor approximation algorithms for planar, minor-free
and bounded degree graphs.
8. Constraints on the Set of Feasible Coalitions
So far, we assumed that agents can split into teams in any way they like. However, in practice some
coalition structures may be inadmissible due to various constraints present in the problem domain. This
section discusses some of the works have addressed this issue. More speciﬁcally, Section 8.1 focuses on
a setting where constraints are expressed in terms of subsets of agents whose presence in a coalition is
desirable, and other subsets whose presence in a coalition is prohibited. Section 8.2, on the other hand,
focuses on a setting where we are given a graph specifying which agents are connected to one another, and
the feasible coalitions are those that induce a connected subgraph.
8.1. Constrained Coalition Formation Model
Rahwan et al. [68] proposed the constrained coalition formation (CCF) framework, which allows one to
impose constraints on the coalition structures that can be formed. Formally, a CCF game is a tuple A, Π̈A , v
where A is the set of agents, Π̈A is the set of coalition structures that are feasible (i.e., allowed to form),
and v is the characteristic function that assigns a real value to every coalition that appears in some feasible
coalition structure. Note that, in the general case, the notion of feasibility is deﬁned for coalition structures
rather than coalitions. For instance, if A = {a1 , a2 , a3 , a4 } and we deﬁne Π̈A as the set of all coalition
structures in which all coalitions have the same size, then the coalition structure {{a1 }, {a2 }, {a3 , a4 }} is not
feasible, even though each of its component coalitions may be a part of a feasible coalition structure. There
are, however, many settings of interest where the constraints implied by Π̈A can be reduced to constraints
on individual coalitions. More formally, a CCF game G = A, Π̈A , v is locally constrained if there exists a
set of coalitions C¨A ⊆ 2A such that Π̈A = {CS ∈ ΠA | CS ⊆ C¨A }. We will refer to the coalitions in C¨A as
feasible coalitions.
To represent the constraints succinctly, the authors propose the use of propositional logic. More formally,
let BA = {bi | ai ∈ A} be a set of Boolean variables, and let φ be a propositional formula over BA , constructed
using the usual classical connectives (∧, ∨, ¬, →, . . .). A coalition C satisﬁes φ if φ is satisﬁed under the
truth assignment that sets all bi with ai ∈ C to true and all bi with ai ∈ C to false. For example, any
coalition containing a1 and a2 satisﬁes φ = b1 ∧ b2 . It has been shown that this language can represent any
locally constrained CCF game, and that it can be extended so as to represent any CCF game [68].
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The authors deﬁned a natural subclass of locally constrained CCF games, which they called basic CCF
games. Intuitively, the constraints in a basic CCF game are expressed in the form of (1) sizes of coalitions
that are allowed to form, and (2) subsets of agents whose presence in any coalition is viewed as desirable/prohibited. The constraints of the former type are called size constraints, denoted by S ⊆ {1, . . . , n}.
As for the latter type of constraints, the desirable subsets of agents are called positive constraints, denoted
by P ⊆ 2A , while the prohibited subsets are called negative constraints, denoted by N ⊆ 2A . Thus, a
coalition C is feasible if (1) its size is permitted, i.e., |C| ∈ S, and (2) it contains at least one of the desirable
subsets and none of the prohibited ones, i.e., ∃P ∈ P : P ⊆ C and ∀N ∈ N , N ⊆ C. We will denote the set
of all such feasible coalitions by c(A, P, N , S).
The set of constraints in a basic CCF game can be transformed into another, isomorphic set so as to
facilitate both the process of identifying feasible coalitions and the process of searching for an optimal,
feasible coalition structure. This transformation is based on the observation that, for any agent ai ∈ A, the
coalitions in c(A, P, N , S) can be divided into:
• coalitions that contain ai . For those, any constraint P ∈ P : ai ∈ P has the same eﬀect as P \{ai }.
Similarly, any N ∈ N : ai ∈ N has the same eﬀect as N \{ai }. Thus, every such P or N can be
replaced with P \{ai } or N \{ai }, respectively;
• coalitions that do not contain ai . For those, every positive or negative constraint that contains ai has
no eﬀect, and so can be removed.
Thus, the problem of dealing with c(A, P, N , S) can be replaced with two simpler problems; we can then
apply the same procedure recursively. This can be visualized as a tree, where the root is c(A, P, N , S),
and each node has two outgoing edges; one leads to a subtree containing some agent ai and the other leads
to a subtree that does not contain ai . As we go further down the tree, the problem becomes simpler and
simpler, until one of the following two cases is reached: (1) a case where one can easily generate the feasible
coalitions, which is called a base case, or (2) a case where one can easily verify that there are no feasible
coalitions (i.e., the constraints cannot be satisﬁed), which we call an impossible case. This is illustrated in
Figure 9 (A), where the edge-labels ai and ai indicate whether the branch contains, or does not contain,
ai respectively. By generating the feasible coalitions in all base cases, one ends up with all the feasible
coalitions in c(A, P, N , S).
The tree structure described above also facilitates the search for an optimal, feasible, coalition structure.
Indeed, observe that every such tree contains exactly one path that (1) starts with the root, (2) ends with a
leaf, and (3) consists of edges that are each labelled with ai for some ai ∈ A. In Figure 9, for example, this
path is the one connecting c(A, P, N , S) to baseCase15 . Now, let us denote by A∗ the sequence of agents
that appear in the labels of this path. For instance, in Figure 9, we have A∗ = a5 , a2 , a1 , a8 . Finally, let
us denote by a∗i the ith agent in A∗ .
With these deﬁnitions in place, we can now present the coalition structure generation algorithm of
Rahwan et al. [68]; we will call this algorithm DC as it uses a divide-and-conquer techniques. The basic
idea is to create lists, L∗1 , · · · , L∗|A∗ |+1 , where L∗1 consists of the base cases that contain a∗1 , and each L∗i :
i ∈ {2, . . . , |A∗ |} consists of the base cases that contain a∗i but none of a∗1 , . . . , a∗i−1 , while L∗|A∗ |+1 consists of
the base cases that do not contain any of a∗1 , . . . , a∗|A∗ | . This is illustrated in Figure 9 (B). Importantly, by
constructing the lists in this way, every feasible coalition structure contains exactly one coalition from L∗1 ,
and at most one coalition from L∗i ,i > 1. Thus, the algorithm picks a coalition, say C1 , from some base case
in L∗1 , and checks whether {C1 } is a feasible coalition structure. If not, then the agents in C1 are added to
the negative constraints of all base cases in L∗2 . This places further constraints on the coalitions in those
base cases, so as to ensure that they do not overlap with C1 . Next, the algorithm picks a coalition, say C2 ,
from some base case in (the now modiﬁed) list L∗2 , and checks whether {C1 , C2 } is a feasible coalition, and so
on. Eventually, all feasible coalition structures are examined. To speed up the search, the algorithm applies
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Figure 9: Given a basic CCF, Figure (A) shows how to generate feasible coalitions, while Figure (B) shows how to generate
feasible coalition structures.

a branch-and-bound technique (see [68] for more details). This algorithm was compared against a modiﬁed
version of the integer programming formulation that we presented earlier in Section 5.4, where z contains a
column for every feasible coalition, instead of a column for every possible coalition. This comparison showed
that DC outperforms the integer programming approach by orders of magnitude (DC can solve random
instances consisting of 30 agents and 1000 constraints in a few seconds on a modern desktop computer, but
seems unlikely to scale beyond tens of agents).
8.2. Games Restricted by Graphs
Myerson [54] introduced graph-restricted games—a class of games where the set of feasible coalitions is
speciﬁed by an underlying graph G(A, E). More speciﬁcally, the nodes of the graph represent the agents,
while the edges can be interpreted as communication channels, or trust relationships, which facilitate the
cooperation. As such, a coalition is feasible if and only if it induces a connected subgraph of G. Following
convention, we assume that G is connected.19
Voice et al. [92] proposed a version of the IDP algorithm (from Section 5.3) for graph-restricted games.
This algorithm, called DyCE, is very similar to IDP except that f (C) is set to −∞ if C is not feasible.
Otherwise, if C is feasible, then out of all possible splits of C that are considered by IDP to compute f (C),
DyCE only considers a split {C  , C \ C  } if C  is feasible.20
An alternative algorithm was proposed by Bistaﬀa et al. [12], based on edge contraction—a basic operation in graph theory which involves: (i) removing an edge from a graph, and (ii) merging the two nodes that
were previously joined by that edge. In our context of graph-restricted games, since every node represents
an agent (i.e., a singleton coalition), “merging the two nodes” corresponds to merging the two coalitions that
19

If G is not connected, the coalition structure generation problem can be decomposed into smaller independent subproblems,
each with a connected graph.
20
To do so, one needs the ability to iterate over all such C  , i.e., over all connected induced subgraphs of G. This can be
done, e.g., using the algorithm by Moerkotte [53].
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Figure 10: Illustration of how Bistaﬀa et al.’s algorithm works.

were represented by those nodes. An example is illustrated in Figure 10 (A).
Taking the entire graph into consideration, the contraction of an edge can be interpreted as a transition
from one coalition structure to another. For instance, the contraction of the edge ({a1 }, {a3 }) in Figure 10 (B)
corresponds to the transition from {{a1 }, {a2 }, {a3 }, {a4 }, {a5 }} to {{a1 , a3 }, {a2 }, {a4 }, {a5 }}. Based on this
observation, the algorithm repeats the process of contracting diﬀerent edges, in order to eventually visit all
coalition structures. During this process, to ensure that each coalition structure is visited no more than
once, the algorithm marks all previously-contracted edges to avoid contracting them again in the future. In
Figure 10, the marked edges are illustrated as dashed lines. Here, it is important to note that the contraction
of an edge may result in merging other edges. In Figure 10 (B) for example, contracting ({a1 }, {a3 }) results
in merging ({a1 }, {a4 }) with ({a3 }, {a4 }), as well as merging ({a1 }, {a2 }) with ({a3 }, {a2 }). Whenever this
happens, if one of the merged edges happens to be dashed, the edge that results from the merger must also
be dashed, again see Figure 10 (B). This ensures that the agents appearing at the two ends of a dashed edge
never appear together in the same coalition.
Figure 10 (C) illustrates the sequence in which the algorithm visits all possible coalition structures given
the graph G = (A, E) where A = {a1 , a2 , a3 , a4 } and E = {(a1 , a2 ), (a1 , a4 ), (a3 , a2 ), (a3 , a4 )}. Each coalition
structure is represented as a node in the illustrated search tree, and the numbers on the edges represent the
order in which the algorithm visits the diﬀerent coalition structures.
To speed up the search, a branch-and-bound technique is used whenever the algorithm visits a node
CS in the search tree. The purpose of this technique is to determine whether it is worthwhile to search
T CS —the sub-tree rooted at CS . The general idea is to compute an upper bound, denoted UB (T CS ), on the
values of all solutions in T CS . Then, if this upper bound was not greater than the value of the best solution
found so far, the algorithm skips searching T (CS ). Bistaﬀa et al. proposed a way of computing UB (T CS )
for cases where the game under consideration happens to be the sum of two games: a weakly superadditive
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game, and a weakly subadditive game.21 In this case, we write (A, v) = (A, v sup ) + (A, v sub ), where (A, v sup )
denotes the weakly superadditive game, while (A, v sub ) denotes the weakly subadditive game. Here, it is
possible to compute an upper bound U B(T CS ) based on the following observations:
• Every coalition structure in T CS is the result of merging some (if not all) of the coalitions in CS that
are connected via solid edges. Here, the only constraint is that agents appearing at the two ends of a
dashed edge must not appear together in the same coalition.
• Merging coalitions in CS can never improve solution quality in a weakly subadditive game. Thus,
V sub (CS ) = maxCS  ∈T CS V sub (CS  ).
• Merging coalitions in CS can never reduce solution quality in a weakly superadditive game. Thus, no
solution in T CS can be better than the solution obtained by (i) removing all dashed edges, and (ii)
merging all coalitions in CS that are connected via solid edges. Let us denote this solution as CS merge .
Then, V sup (CS merge ) ≥ maxCS  ∈T CS V sup (CS  ).
Based on the above observations, we can establish the following upper bound on solution quality: U B(T CS ) =
V sub (CS ) + V sup (CS merge ). The authors experiment with two speciﬁc characteristic functions that satisfy
the above conditions (i.e., each being the sum of a weakly superadditive function and a weakly subadditive
function). Results show that the algorithm solves problems of 60 nodes in a matter of seconds, but is unlikely
to scale beyond tens of agents.
So far in this subsection, we looked at coalition structure generation when feasible coalitions are represented as a graph. Voice et al. [91] worked on a diﬀerent model, which is also based on a given underlying
graph G = (A, E). In their model, all the coalitions are feasible, and so the graph G is not used as before
(to determine the feasible coalitions). Instead, G is used to place the following constraint on the marginal
contributions 22 of agents:
∀ai , aj ∈ A : (ai , aj ) ∈
/ E, ∀C ⊆ A \ {ai , aj }, mc(ai , C) = mc(ai , C ∪ {aj }).
That is, if two agents ai and aj are not connected in G, then the presence of ai does not aﬀect the marginal
contribution of aj to any coalition C. This property is called independence of disconnected members (IDM)
[91]. Theorem 13 implies the following: Given a characteristic function game (A, v), if v satisﬁes IDM,
then we can assume (A, v) to be a graph-restricted game without losing the guarantee of ﬁnding an optimal
coalition structure. This is particularly desirable if G is sparse, as it means we could restrict our attention to
a much smaller set of possible coalitions (instead of considering every subset of A to be a feasible coalition).
Theorem 13. Let (A, v) be a characteristic function game. If v satisﬁes IDM, then there exists an optimal
coalition structure in which every coalition induces a connected subgraph of G.
Proof. First, observe that for any coalition C, and any permutation of the members of C, denoted as
π = (aπ1 , . . . , aπC ), the following holds:
v(C) =

|C|


mc(aπi ,

i=1

i−1


{aπj }).

(22)

j=1

21

Recall that a game (A, v) is said to be the sum of two games, (A, v1 ) and (A, v2 ), if v(C) = v1 (C) + v2 (C) for all C ⊆ A.
Furthermore, a game (A, v) is weakly superadditive if: v(C ∪ C  ) ≥ v(C) + v(C  ) for any two disjoint coalitions C, C  . Conversely,
a game (A, v) is weakly subadditive if: v(C ∪ C  ) ≤ v(C) + v(C  ) for any two disjoint coalitions C, C  .
22
Recall that the marginal contribution of agent ai to coalition C, denoted as mc(ai , C), is the diﬀerence in value that ai
makes when joining C. More formally, mc(ai , C) = v(C ∪ {ai }) − v(C).
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In other words, imagine that the members of C arrived one at a time, in the order speciﬁed by π (i.e., aπ1
arrived ﬁrst, followed by aπ2 , then aπ3 and so on). Then, it is possible to compute v(C) by adding up the
marginal contribution that each agent makes when joining the agents who already arrived at C before it.
Now, let CS ∗ be an optimal coalition structure, and let C ∗ ∈ CS ∗ be a coalition that induces a disconnected subgraph of G. This implies that there exists a partition of C, namely {C 1 , . . . , C k>1 }, such that
every C x induces a connected subgraph of G, and every C x , C y : x = y are disconnected. Thus, due to the
IDM property, we have:




(23)
∀ai ∈ C x , mc ai , C = mc ai , C \ (C 1 ∪ . . . ∪ C x−1 ∪ C x+1 ∪ · · · ∪ C k ) .
x

x

Based on (23) and (22), the following holds, where π x = (aπ1 , . . . , aπ|C ∗ | ) denotes a permutation of the
members of C x :
x
k |C
i−1
k

|


x
x
v(C) =
mc(aπi ,
{aπj }) =
v(C x ).
x=1 i=1

x=1

j=1

∗

∗

This implies that the value of CS is the same as that of (CS \ {C}) ∪ {C 1 } ∪ . . . ∪ {C k }. In so doing,
we have replaced C, which induces a disconnected subgraph, by a number of coalitions that each induce a
connected subgraph.
2
Voice et al. [91] analyzed the coalition structure generation problem of a CFG game (A, v) where v satisﬁes
IDM on a graph G. They proved the following:
• The problem is solvable in O(n) steps if the maximum treewidth (see Deﬁnition 4) of G is bounded by
some constant.
√
"
√
• The problem is solvable in O(nγ n+O(1) ) steps, for γ = 2/(1 − 2/3, if G is a planar graph (i.e., it
can be drawn on the plane in such a way that no edges cross each other).
• The problem is NP-complete if G is a weighted planar graph, and v evaluates each coalition by summing
up the weighted of the edges therein.
The proofs are somewhat lengthy, and so are omitted due to space constraints.
9. Coalition Structure Generation in Partition Function Games
Until now, we assumed that coalitions are not aﬀected by the way non-members are partitioned. However,
in many realistic settings, the performance of a coalition may be inﬂuenced by the cooperative arrangements
of other agents (as discussed in the following subsection). To model such situations, Lucas and Thrall [43]
proposed Partition Function Games (PFGs). In this formalism, the value of a coalition C not only depends
on the identities of its members, but also depends on the coalition structure in which C is embedded. More
formally, as mentioned earlier in Section 2, a partition function game is a pair, (A, w), where A is the set
of agents and w is the partition function, which maps each embedded coalition, (C, CS ) ∈ EC , to its value,
w(C, CS ).
This section focuses on the coalition structure generation problem in PFGs. In more detail, Section 9.1
introduces externalities—a central notion in PFGs. After that, Section 9.2 shows how to establish a bound
on solution quality by only searching part of the solution space.
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9.1. Introducing Externalities
A central notion in PFGs is that of an externality, which is the change in a coalition’s value as a result of
merging two other co-existing coalitions.23 For instance, given CS = {C1 , C2 , C3 } and CS  = {C1 , C2 ∪ C3 },
the value of C1 may be diﬀerent in CS than in CS  . In this case, we say that the formation of (C2 ∪C3 , CS  )—
which is the result of merging (C2 , CS  ) with (C3 , CS )—imposes an externality on (C1 , CS  ), computed as:
(C, CS , CS  ) = w(C, CS ) − w(C, CS  ).
We remark that the coalition structure graph (see Figure 1) provides a convenient overview of all externalities in a partition function game. Speciﬁcally, since every edge represents a merger of two coalitions, it
can be associated with the externalities imposed on other coalitions as a result of this merger.
Interestingly, although characteristic function games are a special case of partition function games where
the externalities are always zero, the space of possible solutions to the coalition structure generation problem
is the same in both cases. The main diﬀerence, however, lies in the size of the input, which is O(2n ) for
games with no externalities, but O(nn ) when externalities are present.
Generally speaking, for a game with arbitrary externalities, it is not possible to solve the coalition
structure generation problem without examining every single coalition structure. This is because even if all
but one have been examined, that remaining one could have a value that is arbitrarily greater than that of
all other coalition structures (as a result of the arbitrary externalities therein). However, as we will show in
the following subsections, the situation is not as bleak when considering the following two classes of PFGs,
which were ﬁrst introduced in the coalition structure generation literature by Rahwan et al. [66]:
• P F G− —games with weakly negative externalities. Here, the merger of any two coalitions is never
beneﬁcial to other co-existing coalitions. Formally, (C, CS , CS  ) ≤ 0.
• P F G+ —Games with weakly positive externalities. Here, merging any two coalitions is never detrimental to other coalitions in the system. Formally, (C, CS , CS  ) ≥ 0.
In fact, many applications of games with externalities naturally belong to one of the above two classes:
• Examples of a P F G− setting include collusion in oligopolies, where cooperating companies seek to
undermine the competitive position of other ﬁrms in the market [94]. Another example is multi-agent
systems with shared resources [23, 78]. Here, if the formation of a coalition leads its members to
consume more resources, then this leads to fewer resources being available to the other coalitions.
This is the case, for instance, in congestion games [55].
• Examples of a P F G+ setting include the decision by one group of countries to reduce pollution, which
has a positive impact on other countries or regions [28, 94]. Another example is multi-agent systems
with overlapping or partially overlapping goals. In such systems, while satisfying their own goals, some
coalitions may also satisfy (some of) the goals of other coalitions [78].
In the following subsection, we propose some of the theoretical results developed for P F G+ and P F G−
settings.
23

For a discussion of alternative notions of externalities in multi-agents systems see [49], and for a comprehensive economic
study of externalities and related issues see [18].
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9.2. Establishing a Bound with Partial Search
Recall how in Section 5.1 we presented algorithms that (i) divide the space into subspaces, and (ii) specify
a sequence in which these subspaces must be searched, so that the worst-case guarantee on solution quality
improves after each subspace. All those algorithms were designed for characteristic function games (CFGs).
In this section, we present two algorithms that follow the same design paradigm, but can be applied in
certain classes of PFGs, where the value of a coalition may diﬀer from one coalition structure to another.
The ﬁrst such algorithm was proposed by Rahwan et al. [67] for P F G+ and P F G− settings. This
algorithm is based on a number of theorems that we will present next. Here, for any C ⊆ A, the coalition
consisting of the agents in A \ C will be denoted as C = {a1 , ..., ak }.
We start with the following theorem, which is similar to Theorem 5 except that it deals with PFG
settings. Recall that in Theorem 5 we use δ(Π ) which is deﬁned as:

δ(Π ) =
{P ⊆ CS  }.
CS  ∈Π

In the following theorem, instead of δ(Π ), we use δ max (Π ) which is deﬁned as:

δ max (Π ) =
{P ⊆ CS  : W (P, CS  ) = max W (P, CS )}.
CS ∈ΠA

CS  ∈Π

In other words, just like δ(Π ), the set δ max (Π ) consists of every subset of every CS  ∈ Π; the only diﬀerence
is that every such subset does not belong to δ max (Π ) unless it appears with its maximum value in CS  , i.e.,
its value in CS  is greater than, or equal to, its value in any other coalition structure.
Theorem 14. Given a PFG setting and a subspace, Π ⊆ ΠA , a bound can be established on
if and only if:
∀C ⊆ A, ∃CS  ∈ Π : W (C, CS  ) = max W (C, CS ).

maxCS ∈ΠA W (CS )
maxCS ∈Π W (CS )

CS ∈ΠA

(24)

Furthermore, if the above condition holds, then we can establish the following bound:
maxCS ∈ΠA W (CS )
≤ max
maxCS ∈Π W (CS )
CS ∈ΠA

min

P ∈ΠCS :P ⊆δ max (Π )

|P | .

(25)

Sketch of Proof. If condition (24) is not satisﬁed, then there exists a coalition whose value in some
coalition structure ΠA is greater than its value in any of the coalition structures in Π . Since the diﬀerence
max
A W (CS )
in value could be arbitrarily large, it is not possible to establish a bound on maxCS ∈Π  W (CS ) .
CS ∈Π
Conversely, if condition (24) is satisﬁed, then Theorem 14 states that (25) holds. The intuition behind
this is very similar to the intuition behind the proof of Theorem 5. Roughly speaking, if we can identify a
set consisting of groups of disjoint coalitions, such that:
• the best solution in ΠA , i.e., arg maxCS ∈ΠA W (CS ), contains at most x groups,
• and every one of those groups appears with its maximum value in some CS ∈ Π ,
• then arg maxCS ∈ΠA W (CS ) is at most x times better than arg maxCS ∈Π W (CS ).
Equation (25) captures exactly the above intuition. The formal proof can be found in [69]; it follows the
same reasoning as in the proof of Theorem 5.
2
The above theorem is general for any PFG, and states that a bound can only be established by examining
coalition structures in which coalitions (or certain groups of coalitions) appear with their maximum value.
The following theorem identiﬁes such coalition structures given a P F G− or P F G+ setting.
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Theorem 15. Consider a P F G− (P F G+ ) setting. For every coalition C ⊆ A, and every partition of C,
i.e., P ∈ ΠC , and every CS : P ⊆ CS , the following holds:
W (P, {C} ∪ P ) ≤ (≥) W (P, CS ) ≤ (≥) W (P, {{a1 }, . . . , {ak }} ∪ P ).
Proof. To simplify notation, let CS  = {C} ∪ P and CS  = {{a1 }, ..., {ak }} ∪ P . Also, without loss of
generality, assume that CS = CS  and CS = CS  . Then, given a P F G− (P F G+ ) setting, we ﬁrst need to
prove that:
(26)
W (P, CS  ) ≤ (≥) W (P, CS ).
Starting from CS , it is always possible to reach CS  by performing multiple steps, each involving the merging
of two coalitions into one. In each step, the coalitions in P remain unchanged, and due to negative (positive)
externalities, their values can only decrease (increase). As a result, the inequality in (26) holds. Similarly,
starting from CS  , it can be shown that:
W (P, CS ) ≤ (≥) W (P, CS  ).
2
Theorem 16. To establish a bound β on the value of a coalition structure given a P F G+ setting, every
n
subspace ΠA
I : I ∈ I : |I| ≤ 2 must be searched. With this search, the number of coalition structures
n−1
searched is 2
, and the bound is β = n. On the other hand, given a P F G− setting, every subspace
A
With this search, the number of
ΠI : I ∈ {{n}, {n − 1, 1}, {n − 2, 1, 1}, · · · , {1, 1, · · · , 1}} must be #searched.
$
n
n
coalition structures searched is 2 − n + 1, and the bound is β = 2 .
Proof. To establish a bound, the maximum possible value of each coalition C has to be observed (in some
coalition structure). Given a P F G+ setting, the only coalition structure in which C is guaranteed to have
n
its maximum value is {C, A\C} (see Theorem 15). Based on this, the subspaces ΠA
I : I ∈ I : |I| ≤ 2 must
be searched, and these collectively contain 2n−1 coalition structures.
To prove
14. Here, the set of coalition structures that have been searched
 that β = n, we use Theorem
max (Π ) = 2A (because every coalition has been observed in Π with
is: Π = I∈I n :|I|≤2 ΠA
.
Furthermore,
δ
I
its maximum value). Thus, based on (25):
β = max

CS ∈ΠA

min

P ∈ΠCS :P ⊆δ max (Π )

|P |

= max |CS | = n.
CS ∈ΠA

Moving on to the P F G− case, the only coalition structure in which C is guaranteed to have its maximum
value is: {C, {a1 }, . . . , {ak }} (see Theorem 15). Based on this, the following subspaces have to be searched:
ΠA
I : I ∈ {{n}, {n − 1, 1}, {n − 2, 1, 1}, . . . , {1, 1, . . . , 1}}. With this search, the number of searched coalition
structures is 2n − n + 1, because every possible coalition appears in a unique coalition structure, except for
singletons which all appear in #a single
coalition structure.
$
n
Finally, to prove
that
β
=
,
we
use
Theorem 14. Here, the set of coalition structures that have been
2


max (Π ) = 2A ∪ {P ⊆ 2A : ∀C ∈ P, |C| =
searched is Π = I∈{{n},{n−1,1},{n−2,1,1},...,{1,1,...,1}} ΠA
I . Moreover δ
1} (because every coalition, and every combination of singletons, has been observed in Π with its maximum
value). Thus, based on (25), we have:
β = max

CS ∈ΠA

min

P ∈ΠCS :P ⊆δ max (Π )

|P |

=

%n&
2

.

This is because, out of all CS ∈ ΠA , the ones that need the maximum number of groups from δ max (Π )
A
A
to partition them are those in P{2,2,···
,2,1} when the number of agents is odd, and those in P{2,2,··· ,2} when
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the number of agents is
In either case, the number of groups from δ max (Π ) that partition any such
# neven.
$
coalition structure is: 2 .
2
Interestingly, in CF Gs, it is suﬃcient to search the ﬁrst and second levels of the coalition structure
graph in order to establish bound β (see Theorem 4).24 On the other hand, given a P F G− setting, it is
+
necessary to search ΠA
I : I ∈ {{n}, {n − 1, 1}, {n − 2, 1, 1}, · · · , {1, 1, · · · , 1}} and, given a P F G setting,
A
n
it is necessary to search ΠI : I ∈ I : |I| ≤ 2 (see Theorem 16).
Rahwan et al. [67] developed an algorithm that can improve the above bounds with further search. They
also developed a version of the IP algorithm for P F G+ and P F G− settings, called IP +/− , which builds
upon a general framework introduced by Michalak et al. [45]. A decentralized version of IP +/− was recently
developed by Epstein and Bazzan [25].
Some of the above results were extended by Banerjee and Kraemer [8] to settings where agents are
grouped into “types” (see Section 7.3 for more details on agent types). Speciﬁcally, the authors assume
that if two coalitions C1 and C2 merge, then the externality imposed by this merge on a third coalition
C3 is weakly positive if the types of the agents in C1 ∪ C2 do not overlap with those of the agents in C3 .
Otherwise, the externality is weakly negative. Banerjee and Kraemer [8] argue that this class is intuitive,
and maps to a number of applications.
Finally, in terms of concise representations of PFGs, we note that Ichimura et al. [33] extended the
mixed integer programming formulation of Ohta et al. [56] (from Section 7.5) to solve the coalition structure
generation problem under the Embedded MC-nets representation of Michalak et al. [46], which is an extension
of standard MC-nets that captures externalities. A follow-up result was obtained by Liao et al. [41] and
Liao et al. [42], who showed that, similarly to MC-Nets (see Section 7.5), it is also possible to encode
Embedded MC-Nets into propositional Boolean logic and solve the coalition structure generation problem
with an oﬀ-the-shelve MaxSAT solver.
10. Discussion
In this section, we discuss the scopes of the diﬀerent representations and how they stand in relation to each
other. Figure 11 provides an illustration, and outlines the relevant references discussed in this survey.
We start with characteristic function games, or CFGs (sections 4, 5 and 6), which represent settings in
which every coalition is admissible, and every coalition value is represented by a real number that depends
solely on the identities of the members. We studied two well-known representations for CFGs:
• the ﬁrst is under the DCOP representation (Section 7.1), where the value of a coalition equals the
solution to a Distributed Constraint Optimization Problem (DCOP) involving the coalition members;
• the second is under the induced-subgraph representation (end of Section 7.5), where the characteristic
function is based on a weighted graph in which the nodes correspond to the agents in the system.
Here, the value of a coalition is the sum of the weights of the edges whose ends belong to the coalition
(if no such edges exists, the value is 0).
We discussed in this article four alternative representations to CFGs. These are:
• the skill-based representations (Section 7.2), where every agent has a set of skills, and the value of
a coalition depends on the skills of its members. For any CFG, one can deﬁne a set of skills that
represent that game, see Section 7.2;
24

It is also possible to establish a bound by searching any other set of coalition structures as long as every coalition appears
at least once in that set.
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Embedded MC-nets
[33, 40, 41, 45]

MC-nets
[34, 39, 55, 85]

Partition function games
[8, 25, 42, 44, 65, 66]

Agent-type representation
[4, 69, 87]

Characteristic
function games
[14, 19, 26, 36, 43, 46, 61, 62,
63, 64, 68, 70, 71, 72, 77, 78,
79, 81, 90]
Induced
subgraph
[5, 22]

DCOP
[51, 86]

Synergy Coalition Groups
[17, 56, 76]

Graph-restricted games
[12, 53, 88, 89]

Skill-based representations
[6, 7, 56, 83]

Constrained Coalition
Formation
[67]

Figure 11: A map of the diﬀerent representations considered in this article.

• the agent-type representation (Section 7.3), whereby agents are classiﬁed into types based on their
contributions: agents of the same type make the same contribution to any coalition they belong to.
This clearly can represent any CFG (if none of the agents were identical, the agent-type representation
will simply deﬁne a unique type for every agent).
• the Synergy Coalition Groups representation, where only the coalitions with synergy are explicitly
modeled. As mentioned earlier in Section 7.4, this representation is fully expressive under certain
conditions, i.e., it can represent any CFG;
• the Marginal Contribution net (MC-net) representation, which is fully expressive, see Section 7.5.
Importantly, in all of the above representations, every coalition is permitted. There are cases, however,
where certain coalitions are inadmissible; these cannot be represented by CFGs. Instead:
• One can use graph-restricted games (Section 8.2), where agents are connected via a graph, and a
coalition is feasible if it induces a connected subgraph. Observe that CFGs form a proper subclass
of graph-restricted games, where the graph happens to be complete; in this case every coalition is
admissible.
• One can also use the constrained coalition formation (or CCF) model (Section 8.1), where constraints
are expressed in terms of acceptable coalition sizes, and in terms of subsets of agents whose presence
in a coalition is desirable (each such subset is a positive constraint in P), and other subsets whose
presence is prohibited (each such subset is a negative constraint in N ). Note that graph-restricted
games form a proper subclass of CCF games. This is based on two observations:
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1. Given a graph-restricted game with an underlying graph, G, a corresponding CCF game can be
constructed as follows: for every C ⊆ A that induces a connected subgraph of G, add C to P,
and add C ∪ {ai } to N for every ai ∈ A \ C such that C ∪ {ai } does not induce a connected
subgraph of G.
2. There exists CCF games that cannot be represented by a graph-restricted game. These CCF
games include, for instance, those in which {{a1 , a2 }, {a2 , a3 }} ⊆ P and {a1 , a2 , a3 } ∈ N .
Finally, let us consider partition function games (or PFGs), where the same coalition can have diﬀerent
values depending on the way non-members are partitioned. Clearly, CFGs form a proper subclass of PFGs
where a coalition has the same value for every partition of non-members. An extension of MC-nets, called
embedded MC-nets, was proposed to represent PFGs.
11. Conclusions
The coalition structure generation problem is a simple abstraction of a basic challenge in team formation:
How can agents divide themselves into groups to optimise overall performance? This article has provided a
comprehensive synthesis of the current state of the research into this problem. We did this by: (i) presenting
various representations of the search space, (ii) discussing a number of dynamic programming techniques to
solve this problem, (iii) describing the main theoretical results on how to establish worst-case guarantees
with partial search, (iv) presenting a number of anytime exact algorithms, (v) outlining the main ﬁndings
on how to solve large problem instances with metaheuristics, (vi) describing how to approach the problem
under various concise representations, e.g., MC-nets, Skill Games, agent-types etc., (vii) reviewing the main
methods that handle constraints, whether represented using propositional logic or in the form of a graph,
(viii) describing the main ﬁndings on how to handle externalities—inﬂuences between co-existing coalitions.
All of these results were presented in a self-contained manner, with an emphasis on exposing the underlying
intuition whenever possible.
We envisage two broad future directions in this growing area of research. On one hand, there is a need
to consider richer and more sophisticated models to capture the various factors that inﬂuence the coalition
formation process in the real world. Examples include overlapping coalition formation [15], and generalized
characteristic functions, where the order of agents in a coalition matters [50]. A potential downside here is
that richer models may render the coalition structure generation problem harder to solve (as we saw in the
case of partition function games). On the other hand, there is a need for further research on tractability
and scalability. Here, perhaps one of the most promising directions is that of concise representations. These
may not necessarily be fully expressive, but instead focus on capturing speciﬁc properties in a way that
facilitates an eﬃcient computation of the coalition structure generation problem.
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Appendix A. Appendix: Summary of Main Notation
A
ai
n
2A
C
CS
CS ∗
CS ∗∗
β

the power set of A, i.e., the set of all possible coalitions.
a coalition.
a coalition structure.
an optimal coalition structure.
the best coalition structure found at any point in time (i.e., the current best
solution found so far).
the established bound on the quality of CS ∗∗ , i.e.,

V (CS ∗ )
V (CS ∗∗ )

≤ β.

ΠA

the set of all coalition structures over A.

ΠA
s
ΠC

the set of all coalition structures over A that are of size s.
the set of all coalition structures over A in which the coalition sizes match the
parts in integer partition I.
the set of all partitions of coalition C.

ΠI

the set of possible partitions of the integer partition I.

ΠA
I

ΠCS
P
p
(C, CS )
w(C, CS )
W (P, CS )
W (CS )
V (CS )
v(C)
f (C)
(C, CS , CS  )
Ik
I
M axA
s
AvgsA
∗
UB
LB ∗

UB A
I
LB A
I
M
M∗
M ∗∗
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the set of agents (or players).
an agent (or a player) in A.
the number of agents in A.

the set of possible partitions of the coalition structure CS .
a partition.
an element in partition P .
a coalition C embedded in a coalition structure CS .
the value of C in CS given a partition function game.

the value of P in CS given a partition function game, i.e., C∈P w(P, CS ).

the value of CS given a partition function game, i.e., C∈CS w(C, CS ).

the value of CS given a characteristic function game, i.e., C∈CS v(C).
the value of the coalition C given a characteristic function game.
the value of the optimal partition of C.
the externality imposed on C by forming CS from CS  .
the set of all integer partitions of some integer, k.
an integer partition.
the maximum value of all coalitions of size s.
the average value of all coalitions of size s.
upper bound on the value of CS ∗ .
lower bound on the value of CS ∗ .
upper bound on the value of the best coalition structure in ΠA
I .
lower bound on the value of the best coalition structure in ΠA
I .
the set of movements in the coalition structure graph.
the subset of M evaluated by the algorithm ODP.
the subset of M evaluated by the IDP—the size-based version of ODP.
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LEGAL CONSIDERATIONS, RISKS AND DISCLAIMER

IMPORTANT NOTICE: PLEASE READ THE ENTIRETY OF THIS “Legal Considerations, Risks and Disclaimer”
SECTION CAREFULLY. WE RECOMMEND YOU CONSULT A LEGAL, FINANCIAL, TAX OR OTHER
PROFESSIONAL ADVISOR(S) OR EXPERTS FOR FURTHER GUIDANCE PRIOR TO PARTICIPATING IN
THE DAI FUTURE LIMITED TOKEN SALE OUTLINED IN THIS WHITE PAPER.
You must read the following “Legal Considerations, Risks and Disclaimer” section before: (i) making use
of this White Paper and any and all information available on the website(s) of DAI FUTURE (the
“Company”) located at http://daifuture.org/ (the “Website”); and/or (ii) participating in the Company’s
token sale outlined in this White Paper (the “Token Sale”). This “Legal Considerations, Risks and
Disclaimer” section applies to this White Paper and any and all information available on the Website.
The contents of this “Legal Considerations, Risks and Disclaimer” section outlines the terms and
conditions applicable to you in connection with (i) your use of this White Paper and of any and all
information available on the Website; and/or (ii) your participation in the Token Sale, in each case in
addition to any other terms and conditions that we may publish from time to time relating to this White
Paper, the Website and the Token Sale (such terms hereinafter referred to as the “Terms”). This “Legal
Considerations, Risks and Disclaimer” section may be updated from time to time and will be published
as part of the latest version of the White Paper which shall be available on the Website. You shall be
obliged to check the latest available version of the White Paper prior to participating in the Token Sale.
The information set forth in this “Legal Considerations, Risks and Disclaimer” section may not be
exhaustive and does not imply any elements of a contractual relationship. While we make every
reasonable effort to ensure that all information: (i) in this White Paper; and (ii) available on the Website
(all the information in the White Paper and all information available on the Website hereinafter referred
to as the “Available Information”) is accurate and up to date, such material in no way constitutes
professional advice. The Company neither guarantees nor accepts responsibility for the accuracy,
reliability, current state (as of this White Paper) or completeness of the Available Information. Individuals
intending to participate in the Token Sale should seek independent professional advice prior to acting on
any of the Available Information.

LEGAL CONSIDERTIONS
The Company has approached the Token Sale in a responsible and sensible manner. Given the uncertain
and largely unregulated status of distributed ledger technologies, businesses and activities as well as
cryptocurrencies and cryptocurrency-related businesses and activities, the Company has spent a
significant amount of time and resources to consider its business. However, due to the current uncertain
state of regulation across the world, the Company cannot guarantee the legality of the Company’s
business platform and/or its ability to develop, structure and license any future Token functionality in
every jurisdiction but the Company will strive to be responsive and compliant in the face of any regulatory
inquiry.
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The Tokens are functional utility tokens designed for the Company’s business platform. The Tokens are
not securities. In the event that you purchase Tokens, your purchase cannot be refunded or exchanged.
The Company does not recommend purchasing Tokens for speculative investment purposes. Tokens do
not entitle you to any equity, governance, voting or similar right or entitlement in the Company or in any
of its affiliated companies. Tokens are sold as digital assets, similar to downloadable software, digital
music and the like. The Company does not recommend that you purchase Tokens unless you have prior
experience with cryptographic tokens, blockchain-based software and distributed ledger technology and
unless you have taken independent professional advice.

REGIONAL RESTRICTIONS
Citizens, nationals, residents (tax or otherwise) and/or green card holders of each of: (i) the United States
of America; (ii) Singapore; (iii) South Korea; (iv) the People’s Republic of China; or (v) any other jurisdiction
which prohibits the possession, dissemination or communication of the Available Information and/or
prohibits participation in the Token Sale or the purchase of Tokens or any such similar activity (collectively
the “Restricted Jurisdictions”) or any other Restricted Persons are not permitted to participate in the
Token Sale. The term “Restricted Persons” refers to any firm, company, partnership, trust, corporation,
entity, government, state or agency of a state or any other incorporated or unincorporated body or
association, association or partnership (whether or not having separate legal personality) that is
established and/or lawfully existing under the laws of a Restricted Jurisdiction (including in the case of
United States of America, under the federal laws of the United States of America or under the laws of any
of its States).
The Company’s SETH tokens described in this White Paper (the “Tokens”) are not intended to constitute,
and shall not constitute, securities in any jurisdiction. This White Paper does not constitute a prospectus
or offer document of any sort and the Available Information is not intended to constitute an offer of
securities or a solicitation for investment in securities in any jurisdiction. The Company does not provide
any opinion or any advice to purchase, sell, or otherwise transact with Tokens and the presentation,
publication or communication of all or any part of the Available Information shall not form the basis of,
or be relied upon in connection with, any contract or investment decision.

NO ADVICE
No part of the Available Information should be considered to be business, legal, financial or tax advice
regarding the Company, the Tokens, the Token Sale or any of the matters to which all or any part of the
Available Information relates. You should consult your own legal, financial, tax or other professional
advisor regarding the Available Information. You should be aware that you may be required to bear the
financial risk of any purchase of Tokens for an indefinite period of time.

LIMITATION OF LIABILITY
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In no event shall the Company or any current or former employees, officers, directors, partners, trustees,
representative, agents, advisors, contractors, or volunteers of the Company (hereinafter the “Company
Representatives”) be liable for:
i)

ii)
iii)
iv)
v)
vi)
vii)

any loss of profits, lost savings or incidental, indirect, special or consequential damages,
arising out of your use or inability to use the services or products or Tokens offered by the
Company or the breach of any of these Terms by you or by any third party;
any security risk such as hacker attacks, loss of password, loss of private key, or similar;
mistakes or errors in code, text, or images involved in the Token Sale or in any of the Available
Information; or
any information contained in the Available Information or any expectation promise
representation or warranty arising (or purportedly arising) therefrom;
any losses resulting from the volatility in pricing of Tokens in any countries and on any
exchange or market (regulated, unregulated, primary, secondary or otherwise);
any losses or damages arising out of or in connection with the purchase, use, sale or otherwise
of the Tokens; or
arising out of or in any way connected to your failure to properly secure any private key to a
wallet containing Tokens,

(collectively, the “Excluded Liability Matters”).
The Available Information (including the Website and the White Paper) and the Tokens are provided on
an “as is” basis and without any warranties of any kind, either expressed or implied. You assume all
responsibility and risk with respect to your use of the Available Information and purchasing of any amount
of Tokens and their use. If applicable law does not allow all or any part of the above limitation of liability
to apply to you, the limitations will apply to you only to the maximum extent permitted by applicable law.
To the maximum extent permitted by applicable law, you hereby irrevocably and unconditionally waive:
(i) all and any claims (whether actual or contingent and whether as an employee, office holder, trustee or
in any other capacity whatsoever or howsoever arising) including, without limitation, claims for or relating
to the Excluded Liability Matters, any payment or repayment of monies, indemnity or otherwise that you
may have against the Company or against any of the Company Representatives; and (ii) release and
discharge the Company and all of the Company Representatives from any and all liability (of whatsoever
nature or howsoever arising) it or they may have to you. If for any reason you hereafter bring or
commence any action or legal proceeding in respect of any claim purported to be released and discharged
pursuant to this paragraph or these Terms, or otherwise attempt to pursue any such claim against the
Company or any Company Representative then you hereby irrevocably and unconditionally undertake to
indemnify, and keep indemnified the Company and all Company Representatives fully on demand from
and against:
a) all liabilities or losses suffered by the Company or any Company Representative; and
b) all reasonable costs, charges and reasonable expenses (including without limitation reasonable
legal costs and expenses) reasonably and properly incurred by the Company or any Company
Representative,
in each case by reason of or in connection with the bringing or commencement of such action or
pursuit of such claim by you.
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If any provision or part-provision of this “Legal Considerations, Risks and Disclaimer” section is or becomes
invalid, illegal or unenforceable, it shall be deemed modified to the minimum extent necessary to make it
valid, legal and enforceable. If such modification is not possible, the relevant provision or part-provision
shall be deemed deleted. Any modification to or deletion of a provision or part-provision under this “Legal
Considerations, Risks and Disclaimer” section shall not affect the validity and enforceability of the rest of
this “Legal Considerations, Risks and Disclaimer” section.

NO REPRESENTATION & WARRANTIES
The Company does not make or purport to make, and hereby disclaims, any representation, warranty or
undertaking in any form whatsoever to any entity or person, including any representation, warranty or
undertaking in relation to the truth, accuracy and completeness of any of the information set out in the
Available Information.

REPRESENTATION & WARRANTIES BY YOU
By howsoever accessing and/or accepting possession or communication of all or any part of the Available
Information, you represent and warrant (and shall be deemed to represent and warrant) to the Company
on the date of such access or on the latest date on which you retain possession of all or any part of the
Available Information as follows:
a) you are over 18 (eighteen) years of age;
b) you agree and acknowledge that the Tokens do not constitute securities in any form in any
jurisdiction;
c) you agree and acknowledge that the Available Information (including the White Paper and the
Website) does not constitute a prospectus or offer document of any sort and is not intended to
constitute an offer of securities in any jurisdiction or a solicitation for investment in securities and
you are not bound to enter into any contract or binding legal commitment and no cryptocurrency
or other form of payment is to be accepted on the basis of the Available Information;
d) you agree and acknowledge that no regulatory authority has examined or approved of the
Available Information, no action has been or will be taken under the laws, regulatory
requirements or rules of any jurisdiction and the publication, distribution or dissemination of all
or any part of the Available Information to you does not imply that the applicable laws, regulatory
requirements or rules have been complied with;
e) you agree and acknowledge that the Available Information, the undertaking and/or the
completion of the Token Sale, or future trading of the Tokens on any exchange or market
(regulated, unregulated, primary, secondary or otherwise), shall not be construed, interpreted or
deemed by you as an indication of the merits of the Company, the Tokens, the Token Sale or the
Available Information;
f) the distribution or dissemination of the Available Information any part thereof or any copy
thereof, or acceptance of the same by you, is not prohibited or restricted by the applicable laws,
regulations or rules in your jurisdiction, and where any restrictions in relation to possession are
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applicable, you have observed and complied with all such restrictions at your own expense and
without liability to the Company;
g) you agree and acknowledge that in the case where you wish to purchase any Tokens, the Tokens
are not to be construed, interpreted, classified or treated as:
I.
any kind of currency or commodity;
II.
debentures, stocks or shares issued by any person or entity (whether the Company or
otherwise);
III.
rights, options or derivatives in respect of such debentures, stocks or shares;
IV.
rights under a contract for differences or under any other contract the purpose or
pretended purpose of which is to secure a profit or avoid a loss;
V.
units in a collective investment scheme;
VI.
units in a business trust;
VII.
derivatives of units in a business trust;
VIII.
any other security or class of securities; or
IX.
any type of investment (as such term might be construed under legislation in any part of
the world)
h) you are fully aware of and understand that you are not eligible to purchase any Tokens or access
the Available Information if you are a citizen, national, resident (tax or otherwise) and/or green
card holder of a Restricted Jurisdiction or if you are a Restricted Person;
i) you have a basic degree of understanding of the operation, functionality, usage, storage,
transmission mechanisms and other material characteristics of cryptocurrencies, blockchainbased software systems, cryptocurrency wallets or other related token storage mechanisms,
blockchain technology and smart contract technology;
j) you are fully aware and understand that in the case where you wish to purchase any Tokens, there
are risks associated with: (A) the Company and its business and operations; (B) the Tokens; (C) the
Token Sale; and (D) relying or acting on all or any part of the Available Information;
k) you agree and acknowledge that the Company is not liable for any indirect, special, incidental,
consequential or other losses of any kind, in tort, contract or otherwise (including but not limited
to loss of revenue, income or profits, or loss of use or data, or loss of reputation, or loss of any
economic or other opportunity of whatsoever nature or howsoever arising), arising out of or in
connection with any acceptance of or reliance on the Available Information or any part thereof
by you; and
l) all of the above representations and warranties are true, complete, accurate and not misleading
from the time of your last access to and/or possession of (as the case may be) the Available
Information.

CAUTIONARY NOTE ON FORWARD-LOOKING STATEMENTS
All statements contained in the Available Information, statements made in any press releases or in any
place accessible by the public and oral statements that may be made by the Company or the Company
Representatives (as the case may be), that are not statements of historical fact, constitute “forward
looking statements”. Some of these statements can be identified by forward-looking terms such as “aim”,
“target”, “anticipate”, “believe”, “could”, “estimate”, “expect”, “if”, “intend”, “may”, “plan”, “possible”,
“probable”, “project”, “should”, “would”, “will” or other similar terms. However, these terms are not the
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exclusive means of identifying forward-looking statements. All statements regarding the Company’s
financial position, business strategies, plans and prospects and the future prospects of the industry which
the Company is in are forward-looking statements. These forward-looking statements, including but not
limited to statements as to the Company’s revenue profitability and growth, expected revenue
profitability and growth, prospects, future plans, other expected industry trends and other matters
discussed in the Available Information regarding the Company are matters that are not historic facts, but
only estimations and predictions. The Company makes no representation or warranty on having made any
predictions or estimates or expectations on the basis of any formula, any mathematical or scientific
modelling or forecast, or having made any due and proper enquiries or having undertaken any
independent research or studies or otherwise. These forward-looking statements involve known and
unknown risks, uncertainties and other factors that may cause the actual future results, performance or
achievements of the Company to be materially different from any future results, performance or
achievements expected, expressed or implied by such forward-looking statements. These factors include,
amongst others:
a) changes in political, social, economic and stock or cryptocurrency market conditions, and the
regulatory environment in the countries in which the Company conducts its business and
operations;
b) the risk that the Company may be unable or execute or implement its business strategies and
future plans;
c) changes in interest rates and exchange rates of fiat currencies and cryptocurrencies;
d) changes in the anticipated growth strategies and expected internal growth of the Company;
e) changes in the availability and fees payable to the Company in connection with its business and
operations;
f) changes in the availability and salaries of employees who are required by the Company to operate
its business and operations;
g) changes in preferences of customers of the Company;
h) changes in competitive conditions under which the Company operates, and the ability of the
Company to compete under such conditions;
i) changes in the future capital needs of the Company and the availability of financing and capital to
fund such needs;
j) war or acts of international or domestic terrorism;
k) occurrences of catastrophic events, natural disasters and acts of God that affect the businesses
and/or operations of the Company;
l) other factors beyond the exclusive control of the Company; and
m) any risk and uncertainties associated with the Company and its business and operations, the
Tokens, the Token Sale and reliance on all or any part of the Available Information.
All forward-looking statements made by or attributable to the Company or Company Representatives are
expressly qualified in their entirety by such factors. Given that risks and uncertainties that may cause the
actual future results, performance or achievements of the Company to be materially different from that
expected, expressed or implied by the forward-looking statements in the Available Information, undue
reliance must not be placed on these statements.
These forward-looking statements are applicable only as of the later of the date of publication of the
White Paper and the latest date that the Website has been updated. Neither the Company nor the
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Company Representatives nor any other person represents, warrants and/or undertakes that the actual
future results, performance or achievements of the Company will be as discussed in those forward-looking
statements. The actual results, performance or achievements of the Company may differ materially from
those anticipated in these forward-looking statements.
Nothing contained in the Available Information is or may be relied upon as a promise, representation or
undertaking as to the future performance or policies of the Company. Further, the Company disclaims any
responsibility to update any of those forward-looking statements or publicly announce any revisions to
those forward-looking statements to reflect future developments, events or circumstances, even if new
information becomes available or other events occur in the future.

RISK FACTORS
You should carefully consider and evaluate each of the following risk factors and all other information
contained in these Terms before deciding to participate in the Token Sale. To the best of the Company’s
knowledge and belief, all risk factors which are material to you in making an informed judgment to
participate in the Token Sale have been set out below. If any of the following considerations, uncertainties
or material risks develops into actual events, the business, financial position and/or results of operations
of the Company and the maintenance and level of usage of the Tokens could be materially and adversely
affected. In such cases, the trading price of Tokens (in the case where they are listed on an exchange or
market (regulated, unregulated, primary, secondary or otherwise)) could decline due to any of these
considerations, uncertainties or material risks, and you may lose all or part of your Tokens or the economic
value thereof.

RISKS RELATING TO PARTICIPATION IN THE TOKEN SALE
There is no prior market for Tokens and the Token Sale may not result in an active or liquid market for
the Tokens.
Prior to the Token Sale, there has been no public market for the Tokens. Although the Company may use
reasonable endeavours to seek the approval for availability of the Tokens for trading on a
cryptocurrency exchange or market, there is no assurance that such approval will be obtained.
Furthermore, even if such approval is granted by a cryptocurrency exchange, there is no assurance that
an active or liquid trading market for the Tokens will develop, or if developed, will be sustained after the
Tokens have been made available for trading on such market. There is also no assurance that the market
price of the Tokens will not decline below the original or issue purchase price (the “Purchase Price”).
The Purchase Price may not be indicative of the market price of the Tokens after they have been made
available for trading on a market.
A Token is not a currency issued by any central bank or national, supra-national or quasi-national
organisation, nor is it backed by any hard assets or other credit nor is it a commodity in the traditional
sense of that word. The Company is not responsible for, nor does it pursue, the circulation and trading
of Tokens on any market. Trading of Tokens will merely depend on the consensus on its value between
the relevant market participants. No one is obliged to purchase any Token from any holder of the Token,
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including the purchasers, nor does anyone guarantee the liquidity or market price of Tokens to any
extent at any time. Furthermore, Tokens may not be resold to purchasers who are citizens, nationals,
residents (tax or otherwise) and/or green card holders of Restricted Jurisdictions or to Restricted
Persons or to purchasers in any other jurisdiction where the purchase of Tokens may be in violation of
applicable laws. Accordingly, the Company cannot ensure that there will be any demand or market for
Tokens, or that the Purchase Price is indicative of the market price of Tokens after they have been made
available for trading on any cryptocurrency exchange or market.
Future sales or issuance of the Tokens could materially and adversely affect the market price of
Tokens.
Any future sale or issuance of the Tokens would increase the supply of Tokens in the market and this
may result in a downward price pressure on the Token. The sale or distribution of a significant number
of Tokens outside of the Token Sale (including but not limited to the sales of Tokens undertaken after
the completion of the initial crowdsale, issuance of Tokens to persons other than purchasers for
purposes of community initiatives, business development, academic research, education and market
expansion and issuance of Tokens as a reward to users of the Company’s business platform or
otherwise), or the perception that such further sales or issuance may occur, could adversely affect the
trading price of the Tokens.
Negative publicity may materially and adversely affect the price of the Tokens.
Negative publicity involving the Company, the Company’s business platform, the Tokens or any of the
key personnel of the Company and/or regulation of distributed ledger technologies, cryptocurrencies
and/or crowdsales of tokens in any jurisdiction, may materially and adversely affect the market
perception or market price of the Tokens, whether or not it is justified.
The Company may not be able to pay any anticipated rewards in the future.
There is no assurance that there will be sufficient engagement in the Company’s business platform such
that you will receive any rewards anticipated to be distributed to active users of the Company’s business
platform. Further, even in the event there is substantial engagement and interactions among the users
of the Company’s business platform, there is no assurance you personally will receive any part of the
rewards. This is because the ability of the Company to pay any reward to you will depend on the future
results of operations and the future business and financial condition of the Company, and there is no
assurance of the future results of operations and the future business and financial condition of the
Company.
There is no assurance of any success of the Company’s business platform or any future Token
functionality.
The value of, and demand for, the Tokens hinges heavily on the performance of the Company’s business
platform and the continuous active engagement of its users and success of its contemplated business
lines. There is no assurance that the Company’s business platform will gain or continue to gain traction.
Furthermore, there is no assurance that any future Token functionality will be realized. While the
Company has made every effort to provide a realistic estimate, there is also no assurance that the
cryptocurrencies raised in the Token Sale will be sufficient for the development of the Company’s
business platform and/or for the proper development, structuring and licensing of the anticipated
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future Token functionality. For the foregoing or any other reason, the development of the Company’s
business platform and launch of the anticipated Token functionality may not be completed and there is
no assurance that it will be launched at all. As such, distributed Tokens may hold little worth or value
and this would impact its trading price.
The trading price of the Tokens may fluctuate following the Token Sale.
The prices of cryptographic tokens in general tend to be relatively volatile, and can fluctuate significantly
over short periods of time. The demand for, and the corresponding market price of, the Tokens may
fluctuate significantly and rapidly in response to, among others, the following factors, some of which are
beyond the control of the Company:
a) new technical innovations;
b) analysts’ speculations, recommendations, perceptions or estimates of the Token’s market price
or the Company’s financial and business performance;
c) changes in market valuations and token prices of entities with businesses similar to that of the
Company that may be listed on the same cryptocurrency exchanges or markets as the Tokens;
d) announcements by the Company of significant events, for example partnerships, sponsorships
or new product developments;
e) fluctuations in market prices and trading volume of cryptocurrencies on cryptocurrency
exchanges or markets;
f) additions or departures of key personnel of the Company;
g) success or failure of the Company’s management in implementing business and growth
strategies; and/or
h) changes in conditions affecting the blockchain or financial technology industry, the general
economic conditions or market sentiments, or other events or factors.
The funds raised in the Token Sale are exposed to risks of theft.
The Company will make every effort to ensure that the funds received from the Token Sale will be
securely held in a wallet, with access thereto by private keys held by reputable and trusted parties.
Further, the Company may make every effort to ensure that the funds received by it from Token Sale
will be securely held through the implementation of security measures. Notwithstanding such security
measures, there is no assurance that there will be no theft of the cryptocurrencies as a result of hacks,
sophisticated cyber-attacks, distributed denials of service or errors, vulnerabilities or defects on the
Token Sale website, in the smart contract(s) on which the wallet and the Token Sale relies, on the
Ethereum blockchain or any other blockchain, or otherwise. Such events may include, for example, flaws
in programming or source code leading to exploitation or abuse thereof. In such event, even if the Token
Sale is completed, the Company may not be able to receive the cryptocurrencies raised and the
Company may not be able to use such funds for the development of the Company’s business platform
and/or for launching any future Token functionality. In such case, the launch of the Company’s business
platform and the structuring and licensing of any future Token functionality might be temporarily or
permanently curtailed. As such, distributed Tokens may hold little worth or value and this would impact
their trading price.
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RISKS RELATING TO PARTICIPATION IN THE TOKEN SALE

The Company’s business platform.
Any events or circumstances which adversely affect the Company or any of its successor or affiliated
operating entities may have a corresponding adverse effect on the Company’s business platform and/or
on any future Token functionality, including but not limited to the development, structuring and launch
of the Company’s business platform and of any future Token functionality. Such adverse effects would
correspondingly have an impact on the utility, liquidity, and the trading price of the Tokens.
The Company may be materially and adversely affected if it fails to effectively manage its operations
as its business develops and evolves, which would have a direct impact on its ability to maintain or
operate the Company’s business platform and/or develop, structure and/or license any future Token
functionality.
The financial technology and cryptocurrency industries in which the Company competes have grown
rapidly over the past few years and continue to evolve in response to new technological advances,
changing business models, shifting regulations and other factors. As a result of this constantly changing
environment, the Company may face operational difficulties in adjusting to the changes, and the
sustainability of the Company will depend on its ability to manage its operations, ensure that it hires
qualified and competent employees, and provides proper training for its personnel. As its business
evolves, the Company must also expand and adapt its operational infrastructure. The Company’s
business will in part rely on its blockchain-based software systems, cryptocurrency wallets or other
related token storage mechanisms, blockchain technology and smart contract technology. All of these
systems, tools, and skillsets represent complex, costly, and rapidly changing technical infrastructure. In
order to demonstrate continued ability to effectively manage technical support infrastructure for the
Company’s business platform, the Company will need to continue to upgrade and improve its data
systems and other operational systems, procedures, and controls. These upgrades and improvements
will require a dedication of resources and are likely to be complex and increasingly rely on hosted
computer services from third parties that the Company does not or will not control. If the Company is
unable to adapt its systems and organization in a timely, efficient, and cost-effective manner to
accommodate changing circumstances, its business, financial condition and/or results of operations may
be adversely affected. If the third parties whom the Company relies on are subject to a security breach
or otherwise suffer disruptions that impact the services the Company uses, the integrity and availability
of its internal information could be compromised, which may consequently cause the loss of confidential
or proprietary information and/or economic loss. The loss of financial, labor or other resources, and any
other adverse effect on the Company’s business, financial condition and/or operations, would have a
direct adverse effect on the Company’s ability to maintain or operate the Company’s business platform
and/or to develop, structure and/or license the anticipated future Token functionality. Any adverse
effects affecting the Company business or technology are likely to also adversely impact the utility,
liquidity, and trading price of the Tokens.
The Company may experience system failures, unplanned interruptions in its network or services,
hardware or software defects, security breaches or other causes that could adversely affect the
Company’s infrastructure network, and/or the Company’s business platform.
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The Company is not able to anticipate when there would be occurrences of hacks, cyber-attacks,
distributed denials of service or errors, vulnerabilities or defects in: the Company’s business platform, in
the smart contracts on which the Company or the Company’s business platform relies, or on the
Ethereum or any other blockchain. Such events may include, for example, flaws in programming or
source code leading to exploitation or abuse thereof. The Company may not be able to detect such
hacks, cyber-attacks, distributed denials of service errors vulnerabilities or defects in a timely manner,
and may not have sufficient resources to efficiently cope with multiple service incidents happening
simultaneously or in rapid succession.
The Company’s network or services, which would include the Company’s business platform and, if
successfully structured, developed, licensed and launched, the future Token functionality, could be
disrupted by numerous events, including natural disasters, equipment breakdown, network connectivity
downtime, power losses, or even intentional disruptions of its services, such as disruptions caused by
software viruses or attacks by unauthorized users, some of which are beyond the Company’s control.
There can be no assurance that cyber-attacks, such as distributed denials of service, will not be
attempted in the future or that the Company’s security measures will be effective. The Company may be
prone to attacks on its infrastructure intended to steal information about its technology, financial data
or user information or take other actions that would be damaging to the Company and/or holders of the
Tokens. Any significant breach of the Company’s security measures or other disruptions resulting in a
compromise of the usability, stability, and security of the Company’s business platform may adversely
affect the utility, liquidity and/or trading price of the Tokens.
The Company may in the future be dependent in part on the location and data center facilities of third
parties.
The Company’s future infrastructure network may be established in whole or in part through servers
which it owns and/or houses at the location facilities of third parties, and/or servers that it rents at data
center facilities of third parties. If the Company is unable to renew its data facility leases on
commercially reasonable terms or at all, the Company may be required to transfer its servers to a new
data center facility, and may incur significant costs and possible service interruption in connection with
the relocation. These facilities are also vulnerable to damage or interruption from, among others,
natural disasters, arson, terrorist attacks, power losses, and telecommunication failures.
Additionally, the third-party providers of such facilities may suffer a breach of security as a result of
third-party action, employee error, malfeasance or otherwise, and a third party may obtain
unauthorized access to the data in such servers. The Company and the providers of such facilities may
be unable to anticipate these techniques or to implement adequate preventive measures.
General global market and economic conditions may have an adverse impact on the Company’s
operating performance, results of operations and/or cash flows.
The Company could continue to be affected by general global economic and market conditions.
Challenging economic conditions worldwide have from time to time, contributed, and may continue to
contribute, to slowdowns in the information technology industry at large. Weakness in the economy
could have a negative effect on the Company’s business, operations and financial condition, including
decreases in revenue and operating cash flows, and inability to attract future equity and/or debt
financing on commercially reasonable terms. Additionally, in a down-cycle economic environment, the
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Company may experience the negative effects of a slowdown in trading and usage of the Company’s
business platform and may delay or cancel the development, structuring, licensing and/or launch of the
anticipated Token functionality.
Suppliers on which the Company relies for servers, bandwidth, location and other services could also be
negatively impacted by economic conditions that, in turn, could have a negative impact on the
Company’s operations or expenses. There can be no assurance, therefore, that current economic
conditions or worsening economic conditions or a prolonged or recurring recession will not have a
significant, adverse impact on the Company’s business, financial condition and results of operations, and
hence, the Company’s business platform and/or the ability to develop, structure, license and/or launch
any future Token functionality. Any such circumstances would then correspondingly negatively impact
the utility, liquidity, and/or trading price of the Tokens.
The Company or the Tokens may be affected by newly implemented regulations.
Distributed ledger technologies, businesses and activities as well as cryptocurrencies and
cryptocurrency-related businesses and activities are generally unregulated worldwide, but numerous
regulatory authorities across jurisdictions have been outspoken about considering the implementation
of regulatory regimes which govern distributed ledger technologies, businesses and activities as well as
cryptocurrencies and cryptocurrency-related businesses and activities. The Company or the Tokens may
be affected by newly implemented regulations relating to distributed ledger technologies, businesses
and activities as well as cryptocurrencies and cryptocurrency-related businesses and activities, including
having to take measures to comply with such regulations, or having to deal with queries, notices,
requests or enforcement actions by regulatory authorities, which may come at a substantial cost and
may also require substantial modifications to the Company’s business platform and/or the anticipated
Token functionality. This may impact the appeal or practicality or functionality of the Company’s
business platform and/or the anticipated Token functionality for users and result in decreased usage of
and demand for the Company’s business platform and the Tokens. Further, should the costs (financial or
otherwise) of complying with such newly implemented regulations exceed a certain threshold,
maintaining the Company’s business platform and/or developing, structuring, licensing and/or launching
the future Token functionality may no longer be commercially viable, and the Company may opt to
discontinue the Company’s business platform, the anticipated future Token functionality, and/or the
Tokens. Further, it is difficult to predict how or whether governments or regulatory authorities may
implement any changes to laws and regulations affecting distributed ledger technology and its
applications, including the Company’s business platform, the anticipated future Token functionality,
and/or the Tokens.
The Company may also have to cease operations in a jurisdiction that makes it illegal to operate in such
jurisdiction, or make it commercially unviable or undesirable to obtain the necessary regulatory
approval(s) to operate in such jurisdiction. In scenarios such as the foregoing, the utility, liquidity, and/or
trading price of Tokens will be adversely affected and/or Tokens may cease to be traded.
There may be unanticipated risks arising from the Tokens.
Cryptographic tokens such as the Tokens are a relatively new and dynamic technology. In addition to the
risks included in the above discussion of risk factors, there are other risks associated with your purchase,
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holding, and use of the Tokens, including those that the Company cannot anticipate. Such risks may
further appear as unanticipated variations or combinations of the risks discussed above.

PRIVACY POLICY
By purchasing Tokens, you agree to your personal data, (i.e., your e-mail address, name, address and other
details personal to you) being processed by the Company for its business purposes or the purposes of
building, promoting, and communicating (about) the Company’s business platform and the Tokens. The
Company agrees to keep your email address and other personal data private and not share it with the
public (e.g., by including it on any external lists or selling to any third parties).

DISCLAIMER
The presentation of the Available Information is solely for informational purposes. Anyone interested in
purchasing Tokens and participating in the Token Sale should consider the various risks prior to making
any kind of decision in respect of the Token Sale. The Available Information does not comprise any advice
by the Company or by the Company Representatives, or any recommendation to any recipient of the
Available Information, by the virtue of any participation in the Token Sale or otherwise. The Available
Information does not necessarily identify, or claim to identify, all the risk factors connected with the
Company, the Company’s business platform, the Tokens, the Token Sale, any future Token functionality
or the Available Information. All the participants must make their own independent evaluation, after
making such investigations as they consider essential, of the merits of participating in the Token Sale and
after taking their own independent professional advice. Any participant in the Token Sale should check
with and rely upon their own investment, accounting, legal and tax representatives and consultants in
respect of such matters concerning the Company, the Company’s business platform, the Tokens, the
Token Sale, any future Token functionality and the Available Information and to assess separately the
financial risks, consequences and appropriateness of the purchase of Tokens, or if in any doubt about the
facts set out in the Available Information. A purchase of Tokens comprises considerable risk and might
involve extraordinary risks that may lead to a loss of all or a significant portion of monies or monetary
value utilized to acquire Tokens. Participants in the Token Sale are urged to completely understand, be
aware of and accept the characteristics of the Company, the Company’s business platform, the Tokens,
the Token Sale, any future Token functionality and the Available Information. If you are not prepared to
accept any or all of these Terms or the risks set out in these Terms then you are urged not to participate
in the Token Sale. No guarantee or assurance is given by the Company or by the Company Representatives
that the Company’s proposals, objectives and/or outcomes set out in the Available Information will be
achieved in whole or in part. You are urged to consider whether participation in the Token Sale is suitable
for you having regard to your personal and financial circumstances and your financial resources.

RESTRICTIONS ON DISTRIBUTION AND DISSEMINATION OF THE AVAILABLE INFORMATION
The distribution or dissemination howsoever of all or any part of the Available Information may be
prohibited or restricted by the laws, regulatory requirements and rules of certain jurisdictions. In the case
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where any such restriction applies, you are responsible for informing yourself in respect of the same and
for observing any such restrictions which are applicable to your possession and/or dissemination of all or
any part of the Available Information at your own expense and without liability to the Company.
Persons to whom a copy of all or any part of the Available Information has been distributed or
disseminated, provided access to or who otherwise have all or any part of the Available Information in
their possession shall not circulate it to any other persons, reproduce or otherwise distribute any
information contained herein for any purpose whatsoever nor permit or cause the same to occur.

NO OFFER OF SECURITIES OR REGISTRATION
This White Paper does not constitute a prospectus or offer document of any sort and is not intended to
constitute an offer of securities or a solicitation for investment in securities in any jurisdiction. No person
is bound to enter into any contract or binding legal commitment and no cryptocurrency or other form of
payment is to be accepted on the basis of all or any part of the Available Information. Any agreement in
relation to any sale and purchase of Tokens is to be governed by the terms and conditions of such
agreement and no other document. In the event of any inconsistencies between the terms and conditions
of that agreement and the Available Information, those terms and conditions shall prevail.
You are not eligible to purchase any Tokens in the Token Sale if you are a citizen, resident (tax or
otherwise) or green card holder of a Restricted Jurisdiction or you are a Restricted Person. No regulatory
authority has examined or approved of any of the Available Information. No such action has been or will
be taken under the laws, regulatory requirements or rules of any jurisdiction. The publication, distribution
or dissemination of the Available Information does not imply that the applicable laws, regulatory
requirements or rules have been complied with.

*****
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